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Abstract
This thesis is concerned with the inductive bias of (deep) neural networks
(NNs) NN θ ∶ X → Y. For commonly used loss functionals L, a large set of
functions f ∶ X → Y minimizes L equally well. Therefore, it is up to the
learning method (e.g., a NN architecture, with certain hyper-parameters
including a certain training algorithm) to choose one function among all
functions with sufficiently small loss. The preference underlying this choice
is an inductive bias. Our main theorem derives a regularization-functional
P on function space that exactly mimics the preferences of ℓ2-regularized
deep ReLU-NNs with sufficiently many neurons per layer. Interestingly, we
can prove that this preference structure over functions cannot be mimicked
by any shallow Gaussian process (GP). This result contrasts prominent
results stating that other large-width limits of NNs are equivalent to GPs
[Jacot et al., 2018, Neal, 1996].

We analyze the differences between “deep inductive biases” such as
those we have characterized for deep ℓ2-regularized ReLU NNs (with vari-
ous hyperparameters) and “shallow inductive biases” such as those of GPs
(including certain large width limits of deep NNs). Both in the context of
multi-task learning and in the context of uncertainty quantification, we
can pinpoint these differences very precisely.

From our main theory, we derived a lossless compression algorithm that
can provably reduce the number of neurons of an ℓ2-regularized ReLU-NN
without changing the function represented by the NN. In our numerical
experiments, we can reduce the size of trained NNs by a factor of up to
100 almost without changing their predictions.

We also extend the theory of a NN-based learning method (PD-NJ-
ODE), which can forecast irregularly, incompletely, and noisily observed
time series, and discuss its inductive bias.

Further, we developed multiple NN-based improvements for combina-
torial auctions. To this end, we introduced a NN architecture with an
inductive bias tailored to monotonic value functions. Additionally, we in-
troduced an uncertainty quantification method for NNs and used it for
exploration in the spirit of Bayesian optimization. Moreover, we developed
a new training algorithm that can deal with loss functionals, which enforce
global linear inequalities.
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Zusammenfassung
Diese Arbeit behandelt die induktive Verzerrung von (tiefen) neuronalen
Netzen (NN)NN θ ∶ X → Y. Typischerweise gibt es viele verschiedene Funk-
tionen f ∶ X → Y, welche die Trainingsdaten gleich gut erklären. Daher
liegt es an der Lernmethode (z. B. einer NN-Architektur mit bestimmten
Hyperparametern einschließlich eines bestimmten Trainingsalgorithmus),
eine Funktion aus all diesen Funktionen auszuwählen. Die dieser Wahl
zugrunde liegende Präferenz ist eine induktive Verzerrung. Unser Haupt-
theorem leitet ein Regularisierungsfunktional P auf dem Funktionenraum
her, das die Präferenzen von ℓ2-regularisierten tiefen ReLU-NNs mit hin-
reichend vielen Neuronen pro Schicht exakt nachbildet. Interessanterweise
können wir beweisen, dass diese Präferenz über Funktionen durch keinen
Gauß-Prozess (GP) nachgeahmt werden kann. Dieses Ergebnis steht im
Gegensatz zu prominenten Resultaten, die zeigen, dass andere Limiten
von NNs äquivalent zu GPs sind [Jacot et al., 2018, Neal, 1996].

Wir analysieren die Unterschiede zwischen “tiefen induktiven Verzer-
rungen”, wie wir sie für tiefe ℓ2-regularisierte ReLU-NNs (mit verschiedenen
Hyperparametern) charakterisiert haben, und “flachen induktiven Verzer-
rungen” wie die von GPs (einschließlich Limiten von tiefen NNs). Sowohl
im Kontext des Multi-Task-Lernens als auch im Kontext der Unsicherheits-
Quantifizierung können wir diese Unterschiede genau definieren.

Aus unserer Haupttheorie haben wir einen verlustfreien Kompression-
salgorithmus abgeleitet, der nachweislich die Anzahl der Neuronen eines
ℓ2-regulierten ReLU-NNs reduzieren kann (in unseren Experimenten um
einen Faktor von bis zu 100), ohne die Vorhersagen zu verändern.

Wir erweitern auch die Theorie einer NN-basierten Lernmethode (PD-
NJ-ODE), die unregelmäßige, unvollständige und verrauschte Zeitreihen
vorhersagen kann, und diskutieren ihre induktive Verzerrung.

Ausserdem haben wir mehrere NN-basierte Verbesserungen für kombi-
natorische Auktionen entwickelt. Hierfür haben wir eine NN-Architektur
mit einer auf monotone Wertfunktionen zugeschnittenen induktiven Verz-
errung eingeführt. Zusätzlich haben wir eine Methode zur Unsicherheits-
Quantifizierung für NNs eingeführt und sie für die Exploration im Sinne der
Bayes’schen Optimierung eingesetzt. Wir haben auch einen neuen Train-
ingsalgorithmus entwickelt um globale lineare Ungleichungen einzuhalten.
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Chapter 1

Introduction

When one attempts to learn an unknown function f ∶ X → Y from finitely many
observations (xtrain

i , ytrain
i ) ∈ X ×Y (i.e., training data), there are infinitely many

functions that fit the training data equally well, if for example X = Rdin and Y =
Rdout .1 The choice of a learning algorithm for one of these functions over another
is called inductive bias.2 Different methods can have different inductive biases,
thus, different methods can result in different functions for the same training
data (see Figure 2.7.10). For certain (deep) neural network (NN) architectures,
trained with certain training algorithms, we mathematically characterize their
inductive bias: For NN-based learning methods, these preferences over functions
are typically not explicitly formulated but only given via preferences on the
parameters θ (e.g., a preference for low ℓ2-regularization ∥θ∥22) or only given even
more implicitly via algorithms that operate on the parameters (e.g., gradient-
descent with respect to θ without explicitly mentioning any preference). In
this thesis, we prove theorems that exactly translate these forms for implicit or

1In the most typical examples, the set of functions that achieve zero training loss
are dense in any Lp-space with p < ∞. In this sense, the loss functional L alone does
basically not tell us anything about the learned function.

2We split the inductive bias into two steps: the first step of choosing a loss functional
L that captures the observations (e.g., square-loss and eventually some pre-processing
of the data) and the second step of the learning method applied to L (e.g., a NN trained
with gradient descent on L) choosing one function f . In this thesis, we only focus on the
second step (except for Section 4.3.3, where we also discuss the inductive bias imposed
by the choice of the loss L).
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explicit regularization on the parameter space into relatively easy-to-interpret
explicit regularization functionals P on the function space for certain learning
methods.

1.1 Organization of the Thesis

Chapter 1 introduces the topic to a wider audience by giving motivation, intuition,
and perspectives without stating precisely formulated mathematical proofs.

Chapter 2 corresponds to our paper Heiss et al. [2019] (for which we also
formulated a generalization to multiple dimensions in Heiss et al. [2023]). There
we prove that the inductive bias of a randomized shallow neural network (also
called random feature model or extreme learning machine) is very similar (or
for certain hyper-parameters even identical) to a classical learning method.

Chapter 3 corresponds to our paper Heiss et al. [2021b], where we show that
a certain deep NN has an inductive bias very different from classical shallow
learning methods. We study this difference in particular in the case of multi-task
learning.

Chapter 4 summarizes six of our more applied papers Heiss et al. [2022,
2021a], Andersson et al. [2024], Weissteiner et al. [2022a, 2023], Soumalias et al.
[2024] and discusses the relevance of inductive biases in these works:

1. Since infinitely many different functions can fit the training data equally
well, there can be uncertainty σ(x) on the exact value of f(x). In Heiss
et al. [2022] we introduce a method that quantifies this uncertainty σ and
we discuss the inductive bias of estimating uncertainty σ for this and other
methods.

2. In Heiss et al. [2021a] we exploit the theory on the inductive bias of
Chapter 3 to develop an algorithm that can reduce the number of neurons
of a certain architecture without changing the learned function.

3. In Andersson et al. [2024], we generalize a learning method PD-NJ-ODE
and its theory. PD-NJ-ODE has an inductive bias tailored for forecasting
based on the history of irregular observations over time.

4. In Section 4.4 we summarize multiple techniques that we developed to im-
prove the market design of combinatorial auctions significantly compared
to the state of the art according to our simulations:
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(a) In Weissteiner et al. [2022a] we introduce a new NN-architecture
due to its superior inductive bias for this application (exploiting
monotonicity of bidders’ value functions).

(b) In Weissteiner et al. [2023] we apply techniques from Heiss et al.
[2022] to make our mechanism’s decisions “more curiosity-driven”.

(c) In Soumalias et al. [2024] we introduce a new more practical mecha-
nism that involves training on a new loss functional based on global
linear inequalities that f should satisfy rather than the classical
supervised losses that only give point-wise information on f .

1.2 P -Functional Theory

A trained NN NN θ ∶ X → Y both depends on the loss functional L (which
typically depends on some sort of training data) and on the NN architecture
and its hyper-parameters. We introduce the notion of P -functional theory to
separate these 2 effects:

• The loss-functional L is typically explicitly given (e.g.,
L (f̂) ∶= ∑N

i=1 (f̂(xtrain
i ) − ytrain

i )2 for explicitly given training data
(xtrain

i , ytrain
i )

i∈{1,...,N}
) and tells us very explicitly that functions f̂ with

a low loss L (f̂) are preferred over functions with a large loss, but the
loss L alone does not fully specify the preference over functions of the
complete model (e.g., there can be infinitely many functions f satisfying
L (f) = 0).

• Also the architecture and its hyper-parameters (including the hyper-
parameters of the training algorithm which is used) influence which func-
tion NN NN θ ∶ X → Y we obtain from training. However, the influence
of the architecture and its hyper-parameters on the resulting function is
usually much less explicit. How do certain architecture choices influence
the preference over functions from X to Y?

The goal of P -functional theory for a given learning method3 (e.g., a NN archi-
tecture and its hyper-parameters) is to find a functional P ∶ YX → R (which is

3Mathematically, we define a learning method to be a map M which maps a loss-
functional L to a set of functions f̂ ∶ X → Y. Usually, such a set of functions only
contains one function f̂ . Allowing the learning method to output a set of functions
can be useful if the learning method is defined via an optimization problem that
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independent of the loss L) such that for any sufficiently regular loss functional L
the resulting functions from the learning method solve the optimization problem

f∗,P ,λ ∈ arg min
f

L (f) + λP (f).

There are learning methods for which no such P exists. However, we show in
Chapters 2 and 3 that certain deep learning methods converge to learning meth-
ods for which such P -functionals exist as the number of neurons per layer tends
to infinity. Furthermore, we derive explicit expressions for these P -functionals
and observe that they are surprisingly easy to interpret.

Different learning methods (e.g., different NN-architectures or different hyper-
parameters) correspond to different P -functionals. The long-term goal of this
line of research, which we call P -functional theory, is to find the corresponding
P -functional for as many learning methods as possible and to derive for which
learning methods no such P -functional exists.

As the functions resulting from different learning methods are optimal with
respect to different P -functionals corresponding to different prior beliefs, there
will never be “the perfect learning method” that is optimal with respect to all
supervised learning problems. However, P -functional theory can help scientists
and engineers to decide which network configuration is best suited for their
applications, as it tells how the learned functions behave and what risks they carry
in choosing different learning methods. Moreover, it makes learning methods
based on neural networks comparable to other learning methods.

By using P -functional theory, it is sometimes possible to show that two very
different supervised learning algorithms can be proven to result in (almost) the
same functions, even though these functions can be represented by very different
formulas (including e.g. neurons, decision trees, piece-wise polynomials,. . .). In
that case, deciding which algorithm to choose reduces to comparing the compu-
tational costs.

It will be interesting to see on the one hand which network configurations cor-
respond to known4 regularization-functionals (see Chapter 2). On the other, P -
functional theory can uncover novel, easy-to-interpret regularizing P -functionals

might not have a unique solution. An example for a learning method is M(L) ∶=
{NN θ∗ ∶ θ∗ ∈ arg minθ L (NN θ) + ∥θ∥2

2}. This mathematical definition of a learning
method is not suitable for non-deterministic learning algorithms, but within this thesis,
we see that some non-deterministic learning algorithms converge to a deterministic one
as the number of neurons tends to infinity.

4By “known” regularization functionals, we mean P -functionals that are already
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that can lead to an improved understanding of why the corresponding network
configurations generalize better than methods from classical statistics in certain
situations (see Chapter 3).

At the heart of P -functional theory lies the question whether the behavior
of neural networks of a certain architecture, whose parameters are optimized to
find a (non-unique) minimizer of L using a certain algorithm, can be related to
(unique) solutions arg minf(L(f)+λP (f)) of optimization problems on function
space that include a certain regularization term P .

1.3 Explicit vs Implicit Regularization

In statistical learning, it is a common practice to add an explicit regularization
term5 to the loss function to enforce a certain inductive bias explicitly. Interest-
ingly, some of our examples of learning methods for which a P -functional exists
do not contain any explicit term responsible for regularization in the implemen-
tation of the algorithm: In Chapter 2 we study a specific NN-architecture that
is only trained via gradient descent based on L without any explicit regular-
ization. However, in the same chapter, we show that these gradient dynamics
implicitly regularize the trainable parameters of the NN which we can translate
to a regularization of the learned function as the number of neurons tends to
infinity. This phenomenon is known in the literature as “implicit regularization”
[Neyshabur et al., 2014, Neyshabur, 2017, Li and Liang, 2018, Kubo et al., 2019,
Soudry et al., 2017, Poggio et al., 2018, Gidel et al., 2019] (also known as “implicit
bias”[Soudry et al., 2017]).

In general, both explicit regularization terms and implicit subtleties of the
implementation of the algorithm can influence the inductive bias of a learning
method.

commonly used as explicit regularization functionals in practice such as P (f) =´ ∞

−∞
(f ′′(x))2 dx which is used as explicit regularization for natural cubic smoothing

splines.
5E.g., if the estimator is parameterized by θ, then ∥θ∥2

2 is a popular regularization
term, that we call ℓ2-regularization, preventing the parameters from becoming unnec-
essarily large.
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1.4 Parameter Space vs Functions Space

Many different parameters θ can lead to the same function f̂ = NN θ.6 For the
generalization performance, only the resulting function f̂ matters independently
of its parametrization. Usually, it is hard to compare the inductive bias of two
learning methods if they are coming from two entirely different families of learn-
ing methods, because they use entirely different ways to parametrize functions
or some non-parametric methods don’t parametrize them at all. However, in
Chapter 2 we can show the equivalence in function space of the infinite-width
limit of a certain NN-based learning method and the non-parametric natural
cubic smoothing spline regression.

While we present some intermediate results on the inductive bias on param-
eter space, the final goal of this thesis is to understand the inductive bias on
function space via P -functionals.

If the learning method is defined as

M(L) ∶= {NN θ∗ ∶ θ∗ ∈ arg min
θ

L (NN θ) + ∥θ∥22} ,

where ∥θ∥22 is an explicit L2-regularization, then the there exists a corresponding
P -functional which can be written as

P (f) = inf
θ, s.t. f=NN θ

∥θ∥22 .

However, this expression for P becomes harder and harder to interpret as the
number of neurons increases. Therefore we are interested if there are more
interpretable equivalent formulations of P . We are also interested in the limit as
the number of neurons tends to infinity. In Chapters 2 and 3 we show examples
where the P -functional is much easier to interpret in the limit of infinitely
many neurons than the P -functionals of the same learning methods with finitely
many neurons. In Chapter 2 we show results for a randomized learning method,
where for any finite number of neurons n the corresponding P -functional Pn

is random and Pn,ω(f) = ∞ for every twice weakly differentiable, non-affine
function f . However, when we consider the limit of infinitely many neurons of

6In other words the map θ ↦ NN θ is not invective (for classical NN-architectures),
i.e., ∃θ ≠ θ̃ ∶ ∀x ∈ X ∶ NN θ(x) = NN θ̃(x). For example, swapping two neurons within
one layer does not change the function NN θ ∶ X → Y (for classical NN-architectures).
Later we will see examples where multiple different non-unique optimal parameters θ∗

exist, but they all correspond to the same function NN θ ∶ X → Y.
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exactly the same learning method, the resulting learning method is deterministic
and corresponds to a deterministic P -functional P∞ which fulfills P∞(f) = ∞
for every not twice weakly differentiable function f . There we can see that
limn→∞ Pn,ω(f) does not have to be the same as P∞(f).

1.5 Prior vs Posterior

Deciding which inductive bias is desirable can usually not be answered objec-
tively but depends on one’s prior belief. (We can ask ourselves the question
why the rather vague expression “inductive bias” became fashionable while the
mathematical very precise expression “Bayesian prior” already exists.)

In classical Bayesian statistics, one defines first a prior distribution over all
possible functions f ∶ X → Y to then compute the posterior over these functions.
The posterior distribution over functions can then be used to compute a posterior
mean as estimator f̂ . Additionally one can also obtain credible bounds from the
posterior (e.g., quantiles of the posterior of f(x)) to quantify the uncertainty.

This classical Bayesian approach comes with 2 major challenges:

• In practice it can be very difficult to formulate a prior which properly
captures one’s intuition.

• Calculating the posterior from the prior (even approximately) can be
computationally very costly.

But do practitioners really have more intuition on which properties their
prior satisfies rather than on which properties their posterior fulfills?

An alternative approach is to directly specify what properties an approx-
imation of your posterior mean f̂ should satisfy without explicitly specifying
the prior. And if one is interested in uncertainty quantification one can directly
specify what properties one’s credible bounds should satisfy (see Section 4.1).

Often practitioners have quite a strong intuition that they want their es-
timator f̂ to be as simple/flat as possible, meaning that it should not oscil-
late more than necessary to fit the data, which means that they prefer Lp-
norms of the second (or the first) derivative to be not unnecessarily large.
This sometimes leads them to the choice of a Gaussian Process (GP) with
Gaussian kernel as prior because samples of this prior are almost surely very
smooth as they are almost surely in C∞ with locally bounded derivatives. How-
ever this prior leads often to a mean posterior f̂ that wildly oscillates in-
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between the training data (see Figure 1 in Cheng et al. [2024], where they
also provide a theoretical explanation). If you want a GP as prior such that
the mean posterior solves arg minf ∑N

i=1 (f(xtrain
i ) − ytrain

i )2 + λP with P (f) =´
R (f

′′(x))2 dx + ε ((f(0))2 + (f ′(0))2),7 then samples from this prior are al-
most surely almost everywhere not twice differentiable.8 For some practitioners,
this might feel counter-intuitive that the prior which gives more probability to
functions with (infinitely) large P results in an estimator with much smaller P .

In Section 3.5 we discuss another example where a prior leads to a counter-
intuitive result: Deep Bayesian neural networks (BNNs) converge to a shallow
Gaussian process as the number of neurons per layer tends to infinity and thus
lose their ability to benefit from multi-task learning, while the maximum a
posteriori (MAP) on parameter space corresponds to a different P -functional
which fosters multi-task learning.

Therefore, if a Bayesian approach is used, one has to have in mind that the
prior might be counter-intuitive. But there is another approach:

In practice, using estimators f̂ with a reasonable inductive bias without spec-
ifying any prior is very common. This can be done by more directly specifying
which properties the estimator f̂ should have, for example via regularization.
However, this approach is less common when it comes to uncertainty estimation.
In Section 4.1 we discuss a method that quantifies uncertainty by directly speci-
fying desiderata on how credible bounds should behave without specifying any
prior.

Within this thesis, we describe the inductive bias of NN-architectures via
P -functionals rather than via prior distributions on function space. While the
Bayesian language also has its advantages in describing inductive biases, we see
two potential advantages in P -functionals as a language to characterize inductive
biases:

• As described above, we believe that in some situations, P -functionals allow
for qualitatively better intuitions and interpretations for practitioners,
while priors can sometimes be more counter-intuitive.

7If one would set ε = 0, this would still be a reasonable inductive bias, however it
would not correspond to a proper prior anymore on any function-space that at least
contains all constant functions.

8This is analogous to the well-known fact that a Brownian motion is almost surely
almost everywhere not differentiable, while the mean posterior, given a Brownian motion
as prior, minimizes the L2-norm of the first derivative among all the functions that fit
through the observations and the origin.
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• For some (successful) deep learning methods, it might be impossible to
characterize their inductive bias by any prior, while their inductive bias
can still be characterized by a P -fucntional. For example, for the learn-
ing method defined via a deep ℓ2-regularized ReLU-NNs, we hypothesize
that this learning method does not correspond to the mean posterior of
any prior, while we derive the P -functional of this learning method in
Chapter 3.

1.6 Shallow vs Deep: Sharing of Circuits

In Chapter 3 we show that some deep learning methods have a very different
inductive bias than shallow learning methods. However, we also discuss in Chap-
ter 3 that some other deep learning methods have exactly the same inductive
bias as certain shallow GPs. We precisely characterize mathematically the ability
to benefit from multi-task learning in Definition 3.2.49 and prove that many
shallow learning methods are not able to benefit from multi-task learning (see
Propositions 3.4.1, 3.4.3 and 3.11.1), while certain deep learning methods are
able to do so (Proposition 3.4.2).

Note that Definition 3.2.4 only depends on the learning method as an abstract
map M which maps a loss function L to a set of functions f̂ . Definition 3.2.4
does not directly check if a deep NN appears in the formulation of a learning
method M. Definition 3.2.4 only depends on the inductive bias of the learning
method. Since most classical shallow learning methods are not able to benefit
from multi-task learning, and most deep learning methods are able to benefit,
Definition 3.2.4 could be used as a definition of whether an inductive bias is
“shallow” or “deep”.10

However, Definition 3.2.4 does not capture all the particularities that the

9Note, that Definition 3.2.4 is formulated in a way that, not being able to benefit
from multi-task learning clearly means that under no circumstances the method could
benefit in terms of generalization from adding further task. On the other hand being
able to benefit from multi-task learning according to Definition 3.2.4 only requires
different tasks to influence each other, which can, in theory, both be an advantage or a
disadvantage depending on the unknown true function (see Section 3.11).

10NN with 3 layers (1 input-layer, 1 hidden layer, 1 output layer) where all parameters
are optimized can benefit from multi-task learning (Proposition 3.4.2) and we consider
them as a deep learning method, while we also call them shallow NNs. In Sections 3.4.2
and 3.11.3–3.11.5 we discuss that there are different levels of multi-task learning and
that NNs with multiple trained layers have much more powerful multi-task abilities.
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inductive biases of most deep learning methods have in common. For example
even in the case of 1-dimensional outputs (i.e., without any form of multi-task
learning) the inductive biases of typical deep learning methods are fundamentally
different from the inductive biases of shallow learning methods, as we explain
in the following.

In the literature these particularities are described with words such as “com-
positional” [Schulz et al., 2017], “hierarchical” [Chen et al., 2021], or “circuits”
[Cammarata et al., 2020]. From the formulation of the P -functional in (3.3.3),
one can see that that ℓ2-regularized deep NNs (see eq. (3.3.3)) prefer functions
that can be expressed as a composition of functions with low complexity11. We
now demonstrate the implications of such a compositional inductive bias based
on two examples: one mathematical toy example that can be easily understood
and one more advanced example that is more relevant for real-world applications
but is too complex to be understood with full mathematical rigor. Before starting
to explain these two examples we quickly explain what circuits are: A circuit is
a (small) sub-network of a NN [Olah et al., 2020]. Some circuits correspond to
interpretable functions and some of these functions are shared approximately
across different NNs trained on different but related tasks [Cammarata et al.,
2020].

Example 1.6.1. We consider a periodic function f that periodically repeats
a complicated function f̃ multiple times. Then we train a deep NN NN θ by
optimizing its parameters θ with ℓ2-regularization on a loss L that uses data,
which cover sufficiently many repetitions of f̃ sufficiently well. In such an NN
typically12 the first hidden layers build a circuit that represents a function h

that maps all sufficiently well covered periods approximately to the same vector
representation and the last hidden layers build a circuit which recovers the
complicated function f̃ approximately from this representation as visualized in
Figure 1.6.1. The explanation for this from a P -functional-theory perspective is
that the Sobolev-norm13 ∥f̂∥

W k,1(R)
of any function f̂ that repeats f̃ m times is

11Depending on the details of the configuration of the architecture, “low complexity”
can mean that some Sobolev-norm is low or something in this spirit. For certain
architecture configurations, we exactly quantify what “low complexity” means, e.g.,
eq. (3.3.4).

12We made this experiment for a specific NN as described in Section 3.10. For this
NN we derived its P (for the case of perfect optimization rather than gradient descent)
which allows to explain its behavior. We expect similar behavior on a high level for
many other deep learning methods with sufficiently many layers, but absolutely not for
some special cases such as infinitely wide BNNs or NTK-limits (see Proposition 3.4.3).

13The statement holds for anything that integrates over a non-negative function of a

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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16

Deep NN

Figure 1.6.1: The details for this example can be found in Section 3.10.

at leastm times larger than ∥f̂∥
W k,1([0,Tperiodicity])

. In a deep NN, the first hidden
layers can learn the simplest possible function h with the properties described
above which does not become more complicated with increasing complexity of f̃ ,
so that the last layers only have to recover f̃ once instead of repeating it m times.
In this example, one additional period for h adds much less complexity than
adding another repetition of f̃ . So we can easily see from the inner optimization
problem in eq. (3.3.3) that the first hidden layers should learn h such that the last
hidden layers only have to learn f̃ once (instead of f which repeats f̃ multiple
times).

In Figure 1.6.1 and section 3.10 this example is formulated with dout = 7

output dimensions to demonstrate a phenomena related to multi-task learning.
But the same example could also be used to explain the learned circuits if there
was only a one-dimensional output as long as f̃ is complicated enough and
repeated sufficiently many times.

Splitting the function f̂ into these 2 circuits has fundamental advantages in
terms of generalization (even in the one-dimensional case):

1. In the case of noisy data, the noise can be filtered out more easily once the
correct feature transformation h is learned, because for each repetition of

local property of a function. Sobolev-norms without the pth root outside of the integral
(i.e., ∥f̂∥p

W k,p(R)
with p < ∞) satisfy this, where the local properties are the first k weak

derivatives.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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f̃ the data from all other repetitions of f̃ can be helpful. If the data is
uniformly distributed over m repetitions of f̃ , then learning the function
f after the feature transformation h is approximately as easy as learning
f with a shallow architecture without h with m times more data points.
(We hypothesize that if f̃ is sufficiently complex, then for sufficiently large
m, in the asymptotical case as the number of data points tends to infinity,
h will be learned very well, while the error of learning f̃ will dominate. We
also hypothesize that the mean squared error between f̂ and the unknown
true f will be asymptotically approximately m times higher for a shallow
NN compared to a deep NN.)

2. Also in the noiseless case, a “deep” inductive bias can offer strong advan-
tages over a generic “shallow” one. If there are regions in the input space
X that do not contain any training data, then the deep NN would be
able to interpolate more correctly in these regions, if these regions are
better covered by training data in other repetitions of f̃ . If f̃ is sufficiently
complex, m sufficiently large, and the overlaps of the ranges of f̃ that are
sufficiently well covered by data points in multiple repetitions of f̃ are
sufficiently large, the deep NN would learn a good approximation of h in
the first hidden layers.

Since Chapter 3 is more mathematically rigorous than this introduction,
we focus in Section 3.10 on multi-task learning, where can give an example in
Section 3.10 (see the proof of Proposition 3.4.2 for an even more rigorously cal-
culated through example) where adding further tasks significantly improves the
generalization behavior, while we can proof in Propositions 3.4.1, 3.4.3 and 3.11.1
with absolute mathematical rigor that adding further tasks does not have any
influence for certain other methods (whose inductive biases we consider to be
“shallow” therefore). We think that the advantages of “deep inductive biases” in
the one-dimensional setting are similarly fascinating as their multi-dimensional
counterparts. However, we were not able to come up with any definition that
captures the difference between “shallow” and “deep” inductive biases with the
same generality, succinctness, and mathematical rigor as in Definition 3.2.4. The
challenge in finding such a definition is that a shallow GP would generalize even
slightly better than our deep NN if one chooses a GP with a periodic kernel with
the correct periodicity.14 The difference is that the same NN architecture could

14In general there always exists an arbitrarily well-specialized GP for every specific
task that will generalize even better in this specific task just by using more task-specific
prior knowledge.
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also deal very well with any other periodicity or with not periodic functions that
a GP with a fixed kernel would struggle with. The deep NN could even come up
with other feature transformations that have nothing to do with periodicity. We
think it would be interesting for future research to find a definition that classifies
learning methods M into “deep” and “shallow” ones without using multi-task
learning. (The need for such definitions as Definition 3.2.4 arises as some learning
methods that are defined via deep NNs actually result in a “shallow” inductive
bias as we discuss in Chapter 3.)

Abstractly these m intervals in X , corresponding to the m repetitions of f̃ ,
can be seen as m different languages that can all be translated to one language
by h.

Example 1.6.2. In Figure 1.6.2 we visualize a similar situation as the one from
the previous example, but this time for a large language model (LLM) rather
than for a toy example. We denote by f̃ that the function gives the answer15

16

Translate to 
English

            Detect language

Translate 
(back) to 
detected 
language

Apply knowledge 
about the world

Figure 1.6.2: Hypothesis of the high-level circuit structure of LLMs. This figure is
highly styled. In practice, “Translate to English” should be understood as “mapping to
an abstract feature/concept embedding with a bias towards English”.

to any English prompt. We assume that the LLM was trained on m different

15Technically speaking an LLM obviously only outputs the probability over the
next token rather than directly outputting the complete answer. But on this level of
abstraction for this highly stylized problem, these technical details are not our main
focus.
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languages and we denote the function that translates any of these m languages
into English by h. (Note the parallels to h, f̃ and m in the previous example.)
Further, we denote by h̀ the function that detects in which of the m languages
the prompt was formulated (or more precisely which language is expected for
the answer). Finally, we denote by r the function that translates the answer
given by f̃ into the language given by h̀.

Next, we discuss some assumptions that would lead to such circuits in a
deep NN: We assume that the complexity P (f̃) is significantly higher than
the complexity of translating and detecting languages. This seems plausible
since f̃ must encode a variety of knowledge about our world across multiple
fields of expertise. Therefore it is plausible to assume that mP (f̃) > P 1(h) +
P 2(h̀) + P 3(f̃) + P 4(r),16 where P i denotes the P -functional corresponding to
the corresponding sub-architectures and P denotes the P -functional of the full
architecture. Thus, a deep NN would rather use the circuits h, h̀, f̃ , r than using
independent ciruits (f̃i)i∈{1,...,m}

for each language.18

So, from a P -theory perspective, it seems very plausible that such circuits
should appear in LLMs, but does this really happen in practice? Recently,
Wendler et al. [2024] used methods from interpretability research to show that in
certain Llama models, the middle layers actually encode semantically meaningful
tokens, but in English rather than in the correct language in their experiments.
Only in the last layers, the LLM starts to encode the next token in the correct
language in their experiments.

At first sight, P -functional theory would suggest that the language used in
the middle layer should be the simplest language or maybe a new even simpler
neutral language (only used by LLMs). But further considerations also raised by
Wendler et al. [2024] make it plausible why English is chosen for f̃ : For a limited
amount of training data even comparably simpler but still quite complicated
functions such as the translation functions h and r are not learned perfectly.
Since English was presumably the most common language in the training dataset
the continuation of English prompts had the biggest influence on the training

16This inequality holds under the following assumptions. It is plausible to assume
that17 P 1(h) ≤ mc1, P 2(h̀) ≤ mc2 and P 4(r) ≤ mc4, while P 3(f̃) ≤ c3 should be
independent from m. Then, a sufficient condition for the inequality would be c1 + c2 +
c4 + c3

m
< P (f̃). It is plausible to assume c2 ≪ c1 ≈ c4 ≪ c3 ≈ P (f̃). When we assume

for example 5 max(5c2, c1, c4) < c3 < 3
2

P (f̃) the inequality would be satisfied already
for m ≥ 2.

18Using independent circuits for different languages means that for every input lan-
guage i only one circuit fi is active and that there is no overlap between the circuits.
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loss L(f). And intuitively the highest quality for English text continuations is
achieved when h and r are as simple as possible in the case of English text
continuation, which is intuitively the case when f̃ uses English. (A more unlikely
alternative hypothesis would be that objectively English could be a simpler
language to learn for LLMs out of linguistic reasons.)

Probably the actual circuits in modern LLMs are not exactly as visualized
in Figure 1.6.2. For example, it is plausible that these circuits have some overlap.
But on a high level, the circuits of modern LLMs could have a similar structure
as shown in Figure 1.6.2. Note that each of these circuits consists of multiple
hidden layers and each of these circuits can be divided into multiple sub-circuits.
However, it is still far from being uncovered, how to divide these circuits into
easy-to-interpret sub-circuits for modern LLMs.

The advantage of the circuits h, h̀, f̃ , r is that once the comparably simpler
circuits h, h̀, r is learned sufficiently well, knowledge about our world acquired
during training in one language automatically is also applied correctly in other
languages.

1.6.1 Is the inductive bias of human brains rather
“deep” or “shallow”?

Obviously, we cannot answer this question with a rigorous mathematical proof,
so everything in this sub-sections should be taken with a grain of salt. We will
discuss this question based on an example related to Example 1.6.2. We consider
two humans Alice and Bob, who have never perceived any information on any
statistics regarding the trading of bananas. Both of them speak German, but
only Alice speaks Chinese (we assume Bob’s training data set did not contain
any Chinese texts). So, both of them would not be able to answer the German
question

Aus welchem Land importiert China die meisten Bananen?

due to their lack of knowledge of the trading of bananas. Assume now we modify
the training set of Alice and Bob by adding the Chinese dialog

中国从哪个国家进口香蕉最多？

菲律宾。

to their training set (weighted high enough to ensure they can reproduce this
dialog). Intuitively speaking, Alice would now be able to answer the German
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question

Aus welchem Land importiert China die meisten Bananen?

correctly (because she can apply the knowledge obtained via the Chinese lan-
guage also in the German language), but Bob wouldn’t (because he cannot
extract the required information from the Chinese text).19

While no practically relevant shallow model comes to our mind that could
reproduce both Alice and Bob in this situation based on their different training
datasets, Example 1.6.2 suggest that deep LLMs would behave like Alice and
Bob in this situation:

“shallow”: We consider three cases:

(a) In the first case, we consider a generic shallow learning method such
as a shallow GP with any commonly used kernel (e.g., Gaussian
kernel based on Hamming distance). Then this model would not
see any similarity between the Chinese question and the German
question, since they have no tokens in common even though they
have the same semantical meaning. For a shallow method, the kernel
is fixed and even Alice’s training data cannot change the kernel. So
no matter if you train the generic shallow model with Alice’s training
data or with Bob’s, the correct Chinese dialog in the training data set
does not imply that they can answer the German question, since the
model does not see any similarity between these two versions of the
same question. To summarize there is no obvious reason why generic
shallow learning methods would reproduce Alice’s behavior in this
situation. For other generic “shallow” learning methods such as k-
nearest neighbor algorithms, it is even more obvious that the correct
Chinese dialog in the training data set does not help to answer the
German question as these two formulations of the question are not
close in any generic metric.

(b) In theory one could create a shallow model that incorporates already
some extremely sophisticated prior information on how semantically
equivalent sentences in different languages have the same meaning —

19If you don’t speak German and Chinese but still want to make the “self-test” if
your inductive bias is “deep” or “shallow”, translate the German texts into one language
that you speak fluently and translate the Chinese text into another language that you
speak fluently.
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e.g., a shallow (GP-)model with an extremely sophisticated feature
transformation (h, h̀) (or kernel) that incorporates already transla-
tion and language detection. (Note that in practice nobody has been
able to formulate such a feature transformation without learning it
from data.) Then both Alice’s and Bob’s training data would let
the model learn to answer this question semantically correctly, but
in Chinese even as a response to the German question. Whereas a
human trained on Alice’s data would answer the German question
correctly in German and a human trained on Bob’s data would not
know the correct answer in any language.

(c) Actually one can artificially create degenerate shallow models that
reproduce both Alice’s and Bob’s in this situation, but we do not
expect any realistic shallow model with relevant real-world applica-
tions to reproduce both Alice and Bob in this situation. In theory,
one can also define a degenerate learning method that completely
ignores all training data and always learns the hard-coded behav-
ior of Alice fAlice. This method would even give the correct answer
to the German question if it was only trained with Bob’s data (or
no data at all). This method corresponds to a degenerate GP with
mean fAlice and kernel 0 as prior. But this method is obviously not
universal and does not deserve to be considered “deep”. This would
not really pass the test, because it always gives the correct answer
and thus does not reproduce Bob’s mistake. But this can easily be
circumvented with an even more degenerate model: For example,
one could define a learning model that ignores all the training data
except checking if there is a sufficient amount of Chinese text in the
training data. This learning method could just be defined in a hard-
coded way to “learn” Alice’s behavior fAlice in case the training data
contains a sufficient amount of Chinese text, and otherwise, always
“learn” Bob’s behavior fBob. However, this learning method could
only learn two different behaviors and is thus neither universal nor
a Gaussian process. This learning method would pass this specific
“deep-inductive-bias-test” regarding banana imports in China, but
its inductive bias does not deserve to be considered “deep”.20

20Hard-coding these models would be practically impossible. One could hard-code
simpler degenerate models that do not implement complicated functions such as fAlice,
but only hard-code the response to the German question. These degenerate models
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“deep”: Alice: Trained on Alice’s training dataset the deep LLM could build a
circuit structure h, h̀, f̃ , r similar to the one from Example 1.6.2. If h
can translate both German and Chinese well into her “pivot-language”
(e.g., her mother language or English), h̀ can detect the languages Chi-
nese and German correctly and r can translate her “pivot-language”
well into Chinese and German, then incorporating some additional
information on banana imports in China into f̃ presumably only
slightly increased P 3(f̃) while allowing to reproduce the Chinese
dialog on banana imports. When Alice is now asked the question
in German, the question gets translated to her “pivot-language” by
h and h̀ detects German. Then f̃ can answer the question in her
“pivot-language” and r can translate it back to German.

Bob: Trained on Alice’s training dataset the deep LLM has no incentive
to learn any translation circuits if the training dataset does (almost)
only contain German texts. If there are multiple languages highly
present in Bob’s training data set the deep LLM has the incentive
to learn a circuit structure h, h̀, f̃ , r, but since the only Chinese
training data is this one very short dialog on banana imports it does
not pay off for the LLM to include Chinese into h, h̀, r. Instead, a
more parsimonious alternative for the LLM is to simply introduce
a very simple new circuit ˜̃

f , which is only responsible for the very
simple task of continuing this very short Chinese dialog token by
token without interacting with the other circuits while the other
circuits stay inactive for Chinese input tokens. Even if the LLM
tries to incorporate the Chinese dialog into the circuit structure
h, h̀, f̃ , r, there is no reason why h should translate it correctly. h
could translate the Chinese dialog to anything (which does not have
to be related to bananas at all) as long as it is finally translated back
to the Chinese dialog. Thus, there is no reason why the deep LLM
should be able to answer the German question correctly when it was
trained with Bob’s training data.

Experiments with humans by Schulz et al. [2017] suggest that “Participants
consistently chose compositional (over non-compositional) extrapolations and
interpolations of functions.” and that “Taken together, these results support the

make it hard to mathematically define a “deep-inductive-bias-test”, but these degenerate
models have no real practical relevance as they are practically impossible to implement
or they only pass this specific version of the test and not other analogous tests.
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view that the human intuitive theory of functions is inherently compositional.”.

1.7 Generalization performance

A widespread rumor says “Deep learning only works well, if you have a huge
amount of training data.”. From a learning theory perspective, it is challenging for
any method to learn an infinite dimensional object such as a function from a small
amount of training data. However, the question is if deep learning generalizes
better or worse than other methods when being trained on a small training
dataset. In Chapter 2 we see that certain NNs generalize very similarly to
some classical learning methods. And in Chapter 3 we see that certain deep
NNs generalize much better than classical shallow learning methods in certain
settings.

In Section 4.4 we demonstrate the success of NNs for an applied problem
where the NNs can only be trained on very small datasets.

This thesis does not focus on deriving results on upper bounds for the gen-
eralization error (even though such results could be easily derived via standard
techniques such as Rademacher complexity as corollaries from P -functioal the-
ory.).



20 Chapter 1



Chapter 2

How (Implicit)
Regularization of ReLU
Neural Networks
Characterizes the Learned
Function — Part I: the 1-D
Case of Two Layers with
Random First Layer

Abstract

In this paper, we consider one-dimensional (shallow) ReLU neural networks
in which weights are chosen randomly and only the terminal layer is trained.
First, we mathematically show that for such networks ℓ2-regularized regression
corresponds in function space to regularizing the estimate’s second derivative
for fairly general loss functionals. For least squares regression, we show that the
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trained network converges to the smooth spline interpolation of the training
data as the number of hidden nodes tends to infinity. Moreover, we derive a
novel correspondence between the early stopped gradient descent (without any
explicit regularization of the weights) and the smoothing spline regression.

2.1 Introduction

Even though neural networks are becoming increasingly popular in supervised
learning, their theoretical understanding is still very limited. The most important
open questions in the mathematical theory of neural networks nowadays include
the following:1

I. Generalization: Why and under which conditions can neural networks
make good predictions of the output for new unseen input data even
though they have only been trained on finitely many data points? How
does the trained function behave out of sample? How can one get control
of over-fitting?

II. Gradient Descent: When training neural networks, a typically very high-
dimensional non-convex optimization problem is claimed to be solved by
(stochastic) gradient descent quite fast. What happens if the algorithm
is stopped early after a realistic number of steps depending on a certain
starting point?

III. Expressiveness: How expressive are neural networks (with a finite num-
ber of nodes)? Shaham et al. [2018], Bianchini and Scarselli [2014], Ito
[1991], Leshno et al. [1993]

IV. Summary: What are the advantages and disadvantages of different ar-
chitectures? What are the advantages and disadvantages of considering
neural networks in approximation/prediction tasks compared to other
methods such as Random Forests or Kernel-based Gaussian processes?
In both theory and applications, it is of great interest to gain a precise
understanding of IV, much of which could be achieved by answering I–III.

The goal of this work is to contribute to answering these questions by rig-
orously proving Theorems 2.3.9 and 2.3.16 that almost completely resolve ques-
tion II (cp. eq. (2.4.2)) for the class of wide randomized shallow neural networks

1The literature agrees with questions I–III to be central [Poggio et al., 2018]. Ques-
tion IV motivates the importance of questions I–III by summarizing them and conclud-
ing their implications.
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(RSNs) with ReLU activation (i.e., wRRSNs). These answers together with the
intuition acquired from Sections 2.1.1 and 2.1.2 give quite extensive insights to
I and thus IV.2

The result of this work can be seen in analogy to mean field theory in ther-
modynamics: like we are understanding the collision behavior of each particle,
we understand the training behavior of each neuron3, 4. However, due to the
extensive number of interactions between particles/neurons, the complexity in-
creases in a way that the individual behavior of a particle/neuron no longer
gives direct insight into the overall system’s behavior. In both cases, taking the
limit to infinity allows us to precisely derive the system’s behavior in terms of
interpretable macroscopic laws/theorems (see Theorem 2.3.95).

2.1.1 The Regression Problem in Machine Learning

Let X and Y be an input and output space, respectively. Assume further, we
observe a finite number N ∈ N of i.i.d. samples (xtrain

i , ytrain
i ) ∈ X × Y with

i ∈ {1, . . . ,N} from an unknown probability distribution PD on X × Y. Given
an additional realization (X,Y )(ω) of (X,Y ) ∼ PD, for which we can only
observe X(ω) but not Y (ω), the goal is to make a suitable prediction f̂(X(ω))
of Y (ω). Thus, for a given cost function C ∶ Y × Y → R, we are interested
in an estimator f̂ ∶ X → Y with low risk, i.e., for which the expected cost
E [C (f̂(X), Y )] is minimal. However, since PD is unknown, this risk cannot be
calculated. In supervised machine learning, one hence tries to learn an estimator
f̂ based on the given training data (xtrain

i , ytrain
i )

i∈{1,...,N}
. A common heuristic

is to minimize a suitable training loss L(f) over a suitable class of functions H,
i.e.,

min
f∈H

L(f).

2We also contribute to answering question III within the results marked with a “∗”:
Remark 2.2.2, Corollary 2.2.3, Lemma 2.2.4 and Remark 2.2.5 in Section 2.2. These
results form an independent storyline.

3In this work, only artificial neural networks are considered. Thus, terms such as
’neurons’ and ’neural networks’ do not refer to actual biological neurons but rather to
their artificial counterparts. The term “node” will be used interchangeable with the
term “neuron”.

4Notation remark: To improve the readability of the paper, we use partially trans-
parent (grey) fonts to encourage the reader to skip these details.

5Theorem 2.3.9 results from letting the number of neurons n tend to infinity. In
thermodynamics, Brownian motion particle movements or heat equations result from
taking the limit of the number of particles to infinity.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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Remark 2.1.1 (Setting). Throughout this work, we consider X = Rd with input
dimension d ∈ N and Y = R. The concepts of this paper apply to supervised
learning in general, but within this paper, we focus primarily on regression.
Moreover, this paper’s main contribution Theorem 2.3.9 (linking regularization
of parameters to regularization on function space) holds for fairly general (non-
negative) loss functionals L ∶ L∞

loc → R≥0 that need not even depend on training
data (see Assumption 4). Note however, that Theorem 2.3.16 linking gradient
descent to regularization of the parameters is derived for least squares loss L as in
(2.1.1) (Assumption 5; see also Remark 2.3.17). For ease of exposition, we consider
this squared loss throughout the paper with the exception of Section 2.3.1. Finally,
we denote by W 2 the set of twice weakly differentiable functions.

Historically, linear regression Gauß [1809, 1823], Legendre [1805] was among
the first methods used within supervised learning. Here, one restricts oneself
to a tiny subspace of all functions: the space of (affine-)linear functions. This
choice indeed favors parsimony: if the number of samples N is larger than the
input dimension d(+1) there exists a unique6 function f̂ that fits through the
training data best, i.e. minimizes the training loss

(2.1.1) L (f̂) ∶=
N

∑
i=1

(f̂(xtrain
i ) − ytrain

i )2 .

Although this approach is still extensively used in real-world applications, the
space of linear functions often is not sufficient, as true relations between input
and output are mostly more involved if not highly non-linear. Ideally, the class
H would hence be chosen to be more expressive, so as to be able to approximate
well these underlying maps from input X onto output Y .

As a consequence, the challenge nowadays is to choose the “most desirable”
function f̂ out of the infinitely many functions with equal training loss L (f̂).
This opens the question of what the mathematical meaning of “most desirable”
could be. At least intuitively, engineers have quite specific convictions (also
known as inductive bias) which functions are not desirable (see Figures 2.1.1
and 2.1.2). This intuition could be formalized mathematically as a Bayesian

6The solution of a least square linear regression is unique, if there are d linearly
independent training data points xtrain

i (or d + 1 affine independent input points xtrain
i

if an intercept is used). If the training data points are drawn as i.i.d. samples from a
distribution that is absolutely continuous with respect to the d-dimensional Lebesgue
measure, this is almost surely the case, if d(+1) ≤ N .

https://en.wikipedia.org/w/index.php?title=Inductive_bias&oldid=901756495
https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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Figure 2.1.1: Example: Given these N = 11 training data points (xtrain
i , ytrain

i ) (black
dots) there are infinitely many functions f that perfectly fit through the training data
and therefore have training loss L (f) = 0. Intuition often tells us that one should prefer
the straight blue line over the oscillating red line, even though both functions have zero
training loss L (f) = 0.
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Figure 2.1.2: Example: Given these N = 120 training data points (xtrain
i , ytrain

i ) (black
dots) there are infinitely many functions f that perfectly fit through the training data
and therefore have training loss L (f) = 0. For many applications our intuition tells
us that we should prefer the smooth blue line f∗,λ over the oscillating red line, even
though the smooth function f∗,λ results in training loss L (f∗,λ) > 0.
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prior knowledge7 [Bishop, 2006, e.g. page 22].

One approach to capture a common intuition about the prior knowledge is
to directly regularize the second derivative of f̂ . Therefore, in the case of input
dimension d = 1, the spline regression Reinsch [1967], Craven and Wahba [1978],
Kimeldorf and Wahba [1970] is frequently considered in order to choose the
function f̂ which minimizes a weighted combination of the integrated square of
the second derivative and the training loss L.

Definition 2.1.2 (spline regression). Let ∀i ∈ {1, . . . ,N} ∶ xtrain
i , ytrain

i ∈ R and

7One could theoretically formulate this prior knowledge regarding the unknown
distribution of (X, Y ) on X × Y as a (probability)-measure on the space of all prob-
ability measures on X × Y. If the prior measure is a probability measure, one can
work perfectly rigorously in the framework of classical Bayes law. If the prior measure
is not a probability measure, we speak of an improper prior, which can also lead to
good results in applications. Consider for instance the very restrictive improper prior
measure that assigns measure 0 to the set of all non-linear functions and weights all
linear functions the same. (Since this measure assigns ∞ to the subspace of all linear
functions, it is an improper prior.) This improper prior leads to the least square linear
regression in the case of i.i.d. normally distributed noise. The simple intuitive prior
knowledge “I am absolutely sure that fTrue is linear, but I consider all linear functions
as equally likely.” is captured quite well by this improper prior and the solution of the
corresponding Bayesian problem can be computed quite fast (linear regression). But for
most real-world applications, a more realistic intuitive prior knowledge such as “I cannot
exclude any function for sure, but I have some vague feeling that fTrue is more likely
to be a ‘simpler’, ‘smoother’ function than a ‘heavily oscillating’ function.” is harder
to mathematically formalize and calculating the solution of such Bayesian problems
is often not tractable. Still, Bayesian theory can be considered a very powerful and
general abstract theoretical framework without explicitly solving Bayesian problems
and even without explicitly writing down priors.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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λ ∈ R>0. Then the (smoothing8) regression spline f∗,λ ∶ R→ R is defined9 as

(2.1.2) f∗,λ
9

∶∈ arg min
f∈C2(R)

⎛
⎜⎜⎜⎜⎜⎜⎜
⎝

L(f)=

³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µ
N

∑
i=1

(f(xtrain
i ) − ytrain

i )2 +λ

P 1
(f)∶=

³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µˆ ∞

−∞

(f ′′(x))2 dx

⎞
⎟⎟⎟⎟⎟⎟⎟
⎠

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶F λ(f)

and for a given function g ∶ R → R≥0 the weighted regression spline f∗,λ
g is

defined9 as
(2.1.3)

f∗,λ
g

9

∶∈ arg min
f∈C

2
(R)

supp(f ′′
)⊆supp(g)

⎛
⎜⎜⎜⎜⎜⎜⎜
⎝

L(f)=

³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µ
N

∑
i=1

(f(xtrain
i ) − ytrain

i )2 +λ

P g
(f)∶=

³¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹·¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹µ

g(0)
ˆ

supp(g)

(f ′′(x))2

g(x) dx

⎞
⎟⎟⎟⎟⎟⎟⎟
⎠

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶F λ,g(f)

.

The hyperparameter λ controls the trade-off between low training loss and
low squared second derivative. See f∗,λ in Figure 2.1.2 for an example of the
regression spline (which corresponds to the weighted regression spline f∗,λ

g with
constant weight g ≡ c > 0).

Letting the regularization parameter λ tend to zero in (2.1.2), one obtains
the smooth spline interpolation, i.e. the “smoothest” C2-function interpolating
the observed data.

8In the literature, the spline regression is often called (natural) (cubic) smoothing
spline, but in this text f∗,λ will simply be called regression spline.

9We use the notation a ∶∈ {s} to define a as the unique element s of the set {s}
(i.e. a ∶= s). So strictly speaking the set after “ ∶∈” should be a singleton—we are using
footnotes to indicate under which assumptions uniqueness can be guaranteed. The
(weighted) regression spline f∗,λ

g is uniquely defined (i.e. arg minf (L (f) + P g(f)) =
{f∗,λ

g }) if ∃(i, j) ∈ {1, . . . , N}2 ∶ xtrain
i ≠ xtrain

j and g(0) ≠ 0 in the case of the weighted
regression spline. The “arg min” is defined as the set of all minimizers:

(arg min) arg min
s∈S

F (s) ∶= { s ∈ S ∣ F (s) = min
s̃∈S

F (s̃) } = { s ∈ S ∣ ∀s̃ ∈ S ∶ F (s) ≤ F (s̃) } .
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Definition 2.1.3 (spline interpolation). Let ∀i ∈ {1, . . . ,N} ∶ xtrain
i , ytrain

i ∈ R,
with xtrain

i distinct, and λ ∈ R>0. Then the (smooth) spline interpolation f∗,0+ ∶
R→ R is defined10 as:

(2.1.4) f∗,0+ ∶= lim
λ→0+

f∗,λ
10

∈ arg min
f∈C

2
(R),

f(xtrain
i )=ytrain

i ∀i∈{1,...,N}

(
ˆ ∞

−∞

(f ′′(x))2 dx) .

The Definitions 2.1.2 and 2.1.3 can also be seen as solutions to Bayesian
problems Kimeldorf and Wahba [1970]11.

2.1.2 A paradox of neural networks

As argued above, within a regression problem one might have an intuition about
certain attributes of solution functions f̂ that are particularly “desirable”. More-
over, these ideas of suitability could be incorporated directly by including certain
regularization terms to the learning problem, such as seen in the popular ex-
ample of the spline regression f∗,λ

g . Surprisingly, however, standard algorithms
applied to train neural networks (i.e. gradient descent applied to the training
loss L) are able to find “desirable” functions f̂ without explicit regularization.
This paradox shall be discussed throughout the present section. In particular,
we will demonstrate two severe misassumptions typically made in the classical
approach to explain supervised learning using neural networks.

The paradox can be observed for deep Goodfellow et al. [2016] as well as for
shallow12 neural networks. This paper resolves the phenomenon rigorously only
in the context of wide randomized shallow neural networks (RSNs) with ReLU
activation (i.e. wRRSN, cp. Section 2.3). For simplicity, we outline the paradox
for shallow neural networks defined below.

10Analogous to footnote 9, the spline interpolation f∗,0+ is uniquely defined and the
unique solution to the right-hand side optimization problem in eq. (2.1.4) if N > 2,
since xtrain

i are distinct.
11More precisely, Definitions 2.1.2 and 2.1.3 can be seen as limits of Bayesian problems

[Kimeldorf and Wahba, 1970, p. 502]. Definitions 2.1.2 and 2.1.3 cannot be solutions of
a classical Bayesian problem with a proper prior (cp. footnote 7 on page 26, [Kimeldorf
and Wahba, 1970, eq. (4.1) on p. 501] and Wahba [1978]).

12In the literature shallow neural networks are also referred to as “simple deep neural
networks” or “two-layer (deep) neural networks” [Gidel et al., 2019, Section 1.1 p. 3].
These three terms are all reasonable, since such a network consists of three layers
of neurons (input→hidden→output), therefore it has two layers of weights and biases
((v, b) → (w, c)) and thus one hidden layer of neurons.
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Definition 2.1.4 (shallow neural network12). Let the activation function σ ∶
R→ R be a non-constant Lipschitz function. Then, a shallow neural network is
defined as NN θ ∶ Rd → R s.t.

NN θ(x) ∶=
n

∑
k=1

wk σ
⎛
⎝
bk +

d

∑
j=1

vk,jxj

⎞
⎠
+ c ∀x ∈ Rdin ,

with

• number of neurons n ∈ N and input dimension d ∈ N,

• weights vk ∈ Rd, wk ∈ R, k = 1, . . . , n and

• biases c ∈ R, bk ∈ R, k = 1, . . . , n.

Weights and biases are collected in

θ ∶= (w, b, v, c) ∈ Θ ∶= Rn ×Rn ×Rn×d ×R.

Paradox 1. The paradox of how the training of neural networks leads to solution
functions that are surprisingly sensible from a Bayesian perspective (summarized
in Figure 2.1.3) consists of two parts:

1. In the literature it is often claimed that the goal of training a neural
network is to find parameters

(2.1.5) θ∗ ∈ arg min
θ∈Θ

L (NN θ) ,

such that the corresponding neural network f̂ ∶= NN θ∗ fits through the
training data as well as possible (where goodness of fit is characterized by
the loss L).

However, such an optimal neural network NN θ∗ might have bad general-
ization properties. First, if the number of hidden neurons n ≥ N is larger
or equal than the number of training data points N , there are infinitely
many (2.1.5)-optimizing shallow neural networks NN θ∗ that generalize
arbitrarily badly13, even if there is zero noise εi = 0 on the training data.

13For ReLU activation functions, one can prove, that for every training data
(xtrain

i , ytrain
i )

i∈{1,...,N}
there exist infinitely many NN θ∗ such that the d-dimensional

Lebesgue-measure of the set { x ∈ [−1, 1]d ∣ ∣NN θ∗ (x)∣ > 9999 } is larger than 99% ⋅ 2d

and L (NN θ∗ ) = 0, if n ≥ N and n ≥ 1. This implies that there exist different global
optima NN θ∗ of L that are arbitrarily far from each other in any Lp-norm.
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Second, if n ≤ N −2, then NN θ∗ can be unique, but NN θ∗ might still over-
fit to the noise on the training data (see Figure 2.1.4). As a consequence of
the universal approximation theorems Cybenko [1989], Hornik [1991], we
have that large neural networks NN θ∗ (or any other universally approxi-
mating class of functions) can potentially behave arbitrarily badly (as, for
instance, in Figure 2.1.1) in-between the training data xtrain

i while keeping
the training loss arbitrarily low, i.e. L (NN θ∗) ≤ ϵ, exactly because of their
universal approximation properties. (If a very small number of neurons
n ≪ N

d
were chosen, over-fitting of NN θ∗ would not pose such a severe

problem, however, in that case, neural networks would lose their universal
approximation property (which is one of their main selling points) and
therefore NN θ∗ could not achieve a low loss L (NN θ∗).)

Paradoxically, however, extremely large (trained) neural networks NN θ

typically generalize very well in practice. Indeed, Theorems 2.3.9 and 2.3.16
will demonstrate how well neural networks NN θ with an infinite number
of neurons behave in between the data.

2. The objective function in optimization problem (2.1.5) (in the case of
typical activation functions) is a almost everywhere differentiable function
on the finite-dimensional vector space Θ. Thus, for solving (2.1.5), it seems
evident to use a (stochastic14) gradient descent algorithm (where the
gradient can be calculated via the backpropagation algorithm in the case
of neural networks).

However, there are no known guarantees that these algorithms converge to
a global optimum for a general, typically non-convex optimization problem.
Moreover, numerical experiments show that if the algorithm continues for
a reasonable time, the solution function obtained is still quite far from
being optimal (w.r.t. the target function L, that the algorithm claims to
try to optimize.) (e.g. Figure 2.1.4).

14Stochastic gradient descent poses immense computational advantages in the case
of a very large number N of training observations (computing an approximate gradient
based on small batch is computationally much cheaper than calculating the exact
gradient on the entire data set). Within the present work, stochastic gradient descent
can be treated equivalently to ordinary gradient descent as we are considering the
regime of constant γ/τ ≡ T with diminishing learning rate γ → 0 and N ∈ N fixed. In
this regime the two methods become equivalent to the continuous gradient flow.
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WORKS VERY WELL!

EARLY-STOPPED GRADIENT DESCEND!

OVERPARAMETERIZED MODEL OF REALITY!

True Problem in Application: f̂ = ?
Bayesian Problem with realistic prior

θ∗ ∈ arg min
θ∈Θ

L (NN θ)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

∑
N
i=1(NN θ(xtrain

i )−ytrain
i )

2

, f̂ ∶= NN θ∗

θt+γ = θt − γ∇θL (NN θt) ,
θ0 ≈ 0,

f̂ ∶= NN θT

1.

2.

Figure 2.1.3: Paradox 1: 1. It would not be desirable for neural networks to solely mini-
mize the training loss L. 2. The (stochastic) gradient descent algorithm (also known as
the backpropagation algorithm) typically does not succeed in finding a global optimum.
Nevertheless, the algorithm results in functions f̂ = NN θT that are surprisingly useful
for a wide range of practical applications.
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Figure 2.1.4: Example: Let N = 100 training samples (xtrain
i , ytrain

i ) be scattered uni-
formly around the true function fTrue = 0 and consider a shallow neural network NN
with n = N = 100 hidden nodes. After 10 000 training epochs of Adam SGD Kingma
and Ba [2014] the neural network does not converge to the global optimum NN θ∗ (red
line) with L (NN θ∗ ) = 0, but to a more regular function NN θT (green line) which is
closer to the true function fTrue.
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2.1.3 Resolving Paradox 1: Implicit Regularization

In the following, we like to resolve the paradox described above. Moreover, at
the end of this section, a short overview will be given, showing how this work
contributes to a better understanding of the aforementioned phenomenon.

Points 1, 2 and the observation that neural networks are very useful in
practice can be true at the same time:

As discussed above, an “optimal” network NN θ∗ would typically perform
quite poorly in practice (cp. 1). However, such a network is hardly obtained as a
solution from a generic training process involving a gradient descent based algo-
rithm. The reason being that, fortunately, the backpropagation algorithm which
was designed to yield trained networks close to NN θ∗ by minimizing the training
loss L does not achieve15 this goal (cp. 2, i.e. typically L (NN θT ) ≫ L (NN θ∗)).
Instead, it surprisingly succeeds in reaching a much more desirable objective by
not only minimizing the training loss L but also implicitly16 regularizing the
problem. Hence, the typically bad generalization property 1 of NN θ∗ does not
contradict the great out-of-sample performance of NN θT , which is observed to
be the much more regular (see Figure 2.1.4).

This phenomenon is known in the literature as “implicit regularization”
[Neyshabur et al., 2014, Neyshabur, 2017, Li and Liang, 2018, Kubo et al., 2019,
Soudry et al., 2017, Poggio et al., 2018, Gidel et al., 2019] (also known as “implicit
bias”[Soudry et al., 2017]). It demonstrates that questions I and II, i.e. the gen-
eralization properties of neural networks and the use of gradient descent-based
methods in their training are strongly linked in practice.

In applications, the phenomenon of implicit regularization is frequently ob-
served [Hastie et al., 2009, Maennel et al., 2018, Neyshabur et al., 2014, Neyshabur,
2017, Li and Liang, 2018, Kubo et al., 2019, Poggio et al., 2018]. Nonetheless, the
theory behind it is still largely unexplored [Li and Liang, 2018, Kubo et al., 2019,

15In the limit of infinite training time T → ∞, the gradient descent method can
converge to a global optimum. As we will see in the sequel, even though there typically
are infinitely many global optima this limit will be a very specific representative (cp.
Definitions 2.3.3 and 2.3.7, Theorems 2.3.9 and 2.3.16 and eq. (2.4.1)). Nonetheless,
the training process is typically stopped after a few epochs (with training time T ≪ ∞).
The corresponding solution NN θT typically satisfies L (NN θT ) ≫ L (NN θ∗ ) and is
much more desirable (cp. Definition 2.3.5 and eq. (2.4.2)).

16“Implicitly” means that one uses exactly the same algorithm (gradient descent on
the training loss L cp. Figure 2.1.3) that one would use, if one did not care about
regularization, but running the algorithm surprisingly results in a very regular solution
function NN θT .
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Poggio et al., 2018, Maennel et al., 2018]. The contribution of this work (sum-
marized in Figure 2.1.5) is proving very precisely in which manner the implicit
regularization effects occur when training a so-called randomized shallow neural
network (RSN) (a specific type of neural network with one hidden layer and
randomly chosen first-layer parameters—Definition 2.2.1) with a large number
of hidden nodes n→∞ and ReLU activation (i.e., a wRRSN) using a gradient
descent method. RSNs (also known as “extreme learning machines”) are success-
fully applied in various settings [Huang et al., 2006, Herrera et al., 2021a]. As
we shall see in the following, for such a network (as a function from X to Y)
the second derivative is implicitly regularized during training. More precisely,
we will characterize the solution function obtained in infinite training time for
wide networks with a large number of hidden nodes (cp. Definition 2.3.5 and
Theorems 2.3.9 and 2.3.16). In a typical setting, this limit is very close to a
regression spline f∗,λ, whose theory is highly understood [Reinsch, 1967, Craven
and Wahba, 1978, Kimeldorf and Wahba, 1970].

Remark 2.1.5 (P -Functional). In supervised learning, P -regularized loss mini-
mization models, i.e.,

f∗,P ,λ ∈ arg min
f

L (f) + λP (f),

are typically quite easy to interpret and have nice theoretical properties (e.g.
Definition 2.1.2). Each of these models is fully characterized by its regularizing
functional P ∶ YX → R̄ (e.g. P = P g in the case of weighted smooting spline re-
gression f∗,λ

g ).17, 18 Our key finding is that other supervised learning algorithms
(such as standard neural network algorithms) that are typically not considered
as P -regularized loss minimization, in fact are equivalent to P -regularized loss

17The letter “P ” can be motivated by the fact that the P -functional penalizes less
regular functions f ∈ YX , assigning to them a large value of the penalty P (f). Moreover,
it expresses a certain prior belief 19 of which types of functions should be preferred in the
supervised learning task. Metaphorically speaking the P -functional could in some sense
be seen as the “psyche” of a particular type of neural network. (I.e. the P -functional
enables us to easily conclude how the experiences (xtrain

i , ytrain
i ) a neural network NN

encounters during training, effect its future behaviour f̂(x) = NN θT (x) for any future
situation x ∈ X . This would be a typical question asked in psychology in the case of
biological neural networks. Note that different architectures (e.g. different activation
functions or different number of layers) can lead to a different psyche/character within
this analogy.)

18Instead of restricting the definition of P and the optimization problem minf L (f)+
λP (f) to a certain subspace (e.g. C2) one can also define P (f) ∶= ∞ for all functions
outside the subspace.
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minimization with a specific P -functional (i.e. NN θresult ≈ f∗,P ,λ). We believe
that the framework of P -regularized loss minimization could be very well suited
to understand and compare the behavior of many different standard methods
in supervised learning (in particular neural networks). Whether or not a cer-
tain P -functional (or an equivalent algorithm) leads to functions f∗,P ,λ that
generalize well, depends on one’s prior19 belief. The goal of this work will not
be to determine how well certain types of neural networks generalize in gen-
eral situations (this is not possible without assumptions on the data generating
process—i.e. PD). Instead, the main Theorem 2.3.9 expresses how a certain
neural network RN ∗,n,λ̃ ≈ RNwT ,n behaves, by showing its equivalence to a
certain P -regularized loss minimizer f∗,λ

g,± ≈ f∗,λ characterized by a certain P -
functional P g

± (see Definition 2.3.5). The long-term goal of this line of research
is to describe the learning-behavior of every neural network configuration with
its own P -functional (see Figure 2.1.5), such that one can choose a suitable
configuration based on one’s prior belief.

Within this paper, we state two main theorems that jointly lead to the
desired characterization of the solution function obtained in the limit.

• Theorem 2.3.16 connects the randomized shallow neural network (RSN)
obtained by performing ordinary gradient descent without any explicit
regularization to the RSN obtained from an explicit ridge regularization
of the weights. (This theorem builds on very similar results that are
well known in the literature Bishop [1995], Friedman and Popescu [2003],
Poggio et al. [2018], Gidel et al. [2019], Ali et al. [2019].)20

• Theorem 2.3.9 shows how the training of the wRRSN’s weights via ridge
regularization results in the (slightly adapted) spline regularization of the
learned network function if the number of neurons n→∞. This theorem
is the main contribution of this work.

19P should not be directly interpreted as the prior distribution on the function space.
However, some P -functionals have the property that f∗,P ,λ ∈ arg minf L (f) + λP (f) is
equal to the Bayesian a posteriori mean with respect to some Bayesian prior distribution
(see e.g. Kimeldorf and Wahba [1970] or footnote 11).

20We like to highlight Section 2.3.2 and in particular (2.3.20), which gives a novel
approximate relation between the training time T of the GD algorithm and the corre-
sponding ridge regularization parameter λ̃. In an ’early-stopped’ setting, (2.3.20) is a
more refined mapping than the relation λ̃ = 1/T . This result is highly interesting on its
own as it contributes to the open question posed in e.g. Ali et al. [2019].
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EARLY-STOPPED GRADIENT DESCEND!

OVERPARAMETERIZED MODEL OF REALITY!

WORKS VERY WELL!

True Problem in Application: f̂ = ?
Bayesian Problem with realistic prior

θ∗ ∈ arg min
θ∈Θ

L (NN θ)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

∑
N
i=1(NN θ(xtrain

i )−ytrain
i )

2

, f̂ ∶= NN θ∗

θt+γ = θt − γ∇θL (NN θt) ,
θ0 ≈ 0,

f̂ ∶= NN θT

f̂ ∶∈ arg min
f ∶X →Y

L (f) + λP (f)

θλ̃ ∶∈ arg min
θ∈Θ

L (NN θ) + λ̃ ∥θ∥22 ,

f̂ ∶= NN θ
λ̃

1.

2.

Theorem 2.3.9

Theorem 2.3.16

Remark 2.1.5

Figure 2.1.5: Solution of Paradox 1: The (early-stopped) (stochastic) gradient descent
algorithm on L (w.r.t. the trainable terminal-layer weights) does not solely minimize
L—instead it minimizes a regularized optimization problem much more accurately,
when initialized close to zero θ0 ≈ 0 (Theorem 2.3.16). This line of research describes
this regularization macroscopically on the function space in terms of a P -functional
(see Remark 2.1.5). (Theorem 2.3.9 reveals the very easy to interpret P -functional P g

±

(Definition 2.3.5) in the case of a 1-dimensional wRRSN RN (Definition 2.2.1). Other
types of neural networks correspond to different P -functionals that will be shown in
future work.).
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2.1.4 Related Work

Understanding the training of neural networks and, in particular, their frequently
astonishing generalization properties has been at the center of interest in many
recent works. Without aiming to be exhaustive, we give a brief overview of
existing results most related to the present paper.

• There are several works that discuss implicit regularization on the weight
space (comparable to Theorem 2.3.16) Bishop [1995], Soudry et al. [2017],
Poggio et al. [2018], Gidel et al. [2019]21. However, within these works, it is
mostly not explained how these effects translate to implicit regularization
on the function space. As an exception within the framework of classifica-
tion, Soudry et al. [2017], Poggio et al. [2018] give insight into the margins
between the classes, which is a property of the learned function. These
papers provide a precise and quite complete mathematical understanding
of linear neural networks without any hidden layers. The theorems in these
papers that deal with neural networks with one (or more) hidden layers
serve as a basis for arguments as to why an implicit regularization effect
can exist on a qualitative level, but not on a precise quantitative level
(especially when non-linear activation functions σ are considered).

• Contrary to the above, this paper’s main contribution, Theorem 2.3.9,
explains the implicit regularization effects on the function space. In that
regard, the results presented in Maennel et al. [2018], Kubo et al. [2019],
Li and Liang [2018] are more closely related.

– in Li and Liang [2018], the implicit regularization effects that happen
when fully training a shallow neural network NN with non-linear
ReLU activation function σ =max (0, ⋅) are studied on a qualitative
level in the context of classification (cross entropy loss over the
softmax as a training loss). In said work, the notion “pseudo-smooth”
[Li and Liang, 2018, e.g. p. 4] is used, but a quantitative mathematical
analysis of the pseudo-smoothness is missing.

– Similarly in Maennel et al. [2018], the implicit regularization for
a fully trained shallow neural network NN with non-linear ReLU
activation functions σ = max (0, ⋅) is discussed. In the context of

21Soudry et al. [2017], Poggio et al. [2018] focus on classification (exponential loss)
and in Bishop [1995], Gidel et al. [2019] regression problems (with least square training
loss L) are considered.
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regression (using an arbitrary differentiable loss function) the main
goal of Maennel et al. [2018] is to explain the macroscopic behavior
of the learned neural network function NN θT , i.e. its generalization
properties in between the training data. Within this work, a very
rich qualitative understanding of NN θT as well as very helpful vi-
sualizations are provided, however, there is no mention of a precise
quantitative formula. Hence, a complete macroscopic characteriza-
tion of the learned function is not given. In contrast, we provide a
precise quantitative macroscopic formula (Definition 2.3.5) that char-
acterizes trained wRRSNs RN . Thus, we provide a quite complete
understanding of wRRSNs RN .

– The implicit regularization effects in the training of deep neural
networks with non-linear ReLU activation functions σ = max (0, ⋅)
are studied in Kubo et al. [2019]. Therein, it is stated that the
learned function interpolates “almost linearly” between samples. This
behavior is related to a low (in the case of ReLUs distributional)
second derivative which corresponds to the notion of “gradient gaps”
introduced in Kubo et al. [2019].

• In a concurrent line of work, infinitely wide, ReLU-activated one-layer
networks with bounded ℓ2-norm of weights are analyzed in function space.
Similarly to our work, Ongie et al. [2019], Savarese et al. [2019], Williams
et al. [2019] intend to link these networks to solutions of regularized op-
timization problems in function space. These works show convergence of
regularized loss functionals, thereafter arguing that minimizers coincide.
By contrast, we directly establish the convergence of minimizers. The inter-
change of limits is highly non-trivial. Further differences and similarities
to the presented results are the following.

– Savarese et al. [2019] derive a function-space equivalent to the ob-
jective of fitting an infinite, real-valued ReLU-network through data
while controlling the ℓ2-norm of weight parameters (not including the
networks biases). In particular, this functional contains a closed-form
regularizing complexity term. In Ongie et al. [2019], this result is
lifted to the case of multidimensional input. For networks including
a single unregularized linear unit the complexity cost (i.e., regular-
ization term) in function space is derived depending on a certain
semi-norm whose interpretation however is not as straightforward.
We consider a different setting than both Savarese et al. [2019], Ongie



38 Chapter 2

et al. [2019], i.e., one-dimensional networks for which first-layer pa-
rameters remain untrained after random initialization. Moreover, we
additionally investigate gradient dynamics and implicit regulariza-
tion effects. In our follow-up paper Heiss et al. [2021b] we extended
our theory to deep networks where the parameters of all layers are
optimized as well.

– While working on the present manuscript, we learned about the
highly related Williams et al. [2019] that studies gradient dynamics
of infinitely wide networks with one-dimensional inputs in two dif-
ferent parametrizations. For wRRSNs as we consider in this paper,
[Williams et al., 2019, Theorem 5] establishes a function space equiv-
alent of the ℓ2 regularized objective in parameter space, seemingly
similar to this paper’s main contribution Theorem 2.3.9. We stress
however that our result is original and in particular not covered by
the previous proof. First, as mentioned above, [Williams et al., 2019,
Theorem 5] is not concerned with the limit of minimizers as claimed
and the interchange of limit and argmin is left out in the correspond-
ing proof. In contrast, we precisely prove that the trained networks
and their weak first derivative converge uniformly to the adapted
regression spline. Second, we have proven Theorem 2.3.9 for a much
more general loss function L that is only required to satisfy Assump-
tion 4. Third, the weighting function ν in [Williams et al., 2019,
Theorem 5] is different from the function g in our Theorem 2.3.9.
This leads us to believe that there is a mistake in their characteriza-
tion of the learned function. Moreover, in Theorem 2.3.9 we require
supp(f

′′

) ⊂ supp(g). (If there are no neurons that correspond to
kinks outside of supp(g), this network cannot represent any function
that is not affine-linear outside of this area). By contrast, [Williams
et al., 2019, Theorem 5] would allow for infinitely many solutions
that behave arbitrarily crazy outside of supp(ν). Finally, we remark
that crucial boundary conditions seem to get lost in the second half
of the proof of [Williams et al., 2019, Theorem 5]: if all ytrain are set
to one, the adapted spline precisely describes the u-shape outside
the data that is resulting from ridge-regularized loss minimization
of an RSN (see Figure 2.7.1 in Section 2.7), while [Williams et al.,
2019, Theorem 5] would incorrectly result in a straight line.

• Jacot et al. [2018] gives an exact characterization of the limiting func-
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tion by proving equivalence between neural networks and kernel methods
(Gaussian Processes) under quite general assumptions. Jacot et al. [2018]
and its generalization Yang and Hu [2021] are well-developed theories
about the generalization properties and the training of (infinitely) wide
neural networks where all parameters are trained, while for RSNs only
the last layer needs to be trained. For a more detailed comparison to our
follow-up theory on networks where all layers are optimized please see
Heiss et al. [2021b].

• Recently, there has been growing interest in analyzing the convergence
behavior of the gradient descent algorithm in the training of infinitely
wide (shallow and deep) neural networks [Jacot et al., 2018, Chizat and
Bach, 2018, Mei et al., 2018, Ali et al., 2019]. Moreover, in these works,
conditions for convergence to global optima are discussed.

• The relation between (possibly multivariate versions of) spline interpola-
tion and neural network structures was analyzed as well in Poggio and
Girosi [1990]. Therein, a so-called regularization network is defined with
activation functions given by certain basis functions based on Green func-
tions corresponding to the optimization problem characterizing the spline
interpolation. This network is then proven to implement the smooth spline
interpolation. However, this result does not treat implicit regularization
effects but rather explicitly implements the desired regularization in the
form of a network structure. Moreover, there is no connection to ReLU-
NNs established in Poggio and Girosi [1990].

• The architecture of RSNs has been used as well in Belkin et al. [2018] to
describe the phenomenon of double descent. In this work, empirical studies
suggest that an RSN “appears to become smoother—with small norm—as
the number of features [neurons] is increased”[Belkin et al., 2018, p. 6]. In
the present work, we prove this phenomenon in a mathematically precise
way and quantify this “smoothness” in terms of the exact regularizing term
P g

± .

• Huang et al. [2006] also study the RSN-architecture, which they call “Ex-
treme Learning Machines” but they focus on different aspects of the theory.
They neither consider infinitely wide networks nor gradient descent.

• When updating this paper, we came across the related work of Jacot et al.
[2020].They also study the implicit regularization of RSNs, which they
call “Random Feature Models”. They however do not study the implicit
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regularization induced by gradient descent, but the implicit regularization
induced by averaging over infinitely many ensemble members of which
each ensemble member only has a small number of random neurons and
the final layer w is perfectly optimized with respect to ℓ2-regularization
without considering gradient descent.

The remainder of this paper is structured as follows. In Section 2.2, we
begin by defining the specific type of neural network RN considered in the
subsequent analyses: 1-dimensional wide ReLU randomized22 shallow neural
networks (wRRSNs) (2.2.2). Moreover, we discuss the expressiveness of the
function class of such RSNs and give further definitions that are central to the
understanding of the main Theorems 2.3.9 and 2.3.16.

Thereafter, in Sections 2.3.1 and 2.3.2, Theorems 2.3.9 and 2.3.16 are formu-
lated and discussed. The corresponding proofs are to be found in Section 2.5. Fi-
nally, in Section 2.4 the implications of these results are summarized in eqs. (2.4.1)
and (2.4.2). Moreover, therein, we give a brief discussion on extensions of this
work.

2.2 Randomized Shallow Neural Networks
(RSNs)

Within this section, we introduce the notion of randomized shallow neural
network (RSN), a specific kind of artificial neural network with one hidden
layer, that we consider in this paper.

Definition 2.2.1 (RSN). Let (Ω,Σ,P) be a probability space, and the activation
function σ ∶ R→ R Lipschitz continuous and non-constant. Then a randomized
shallow neural network (RSN) is defined as RNw,ω ∶ Rd → R s.t.

(2.2.1) RNw,ω(x) ∶=
n

∑
k=1

wk σ
⎛
⎝
bk(ω) +

d

∑
j=1

vk,j(ω)xj

⎞
⎠
∀ω ∈ Ω ∀x ∈ Rdin

22The most striking property of this type of network is that the first layer is chosen ran-
domly and not trained, i.e. after random initialization only the terminal layer is trained.
One might expect that this randomness decreases the regularity of the learned function,
but in fact the effect is quite the opposite: as we will thoroughly discuss, the learned
function will be especially smooth because of this randomness, where smoothness is
understood as minimizing the integrated squared second derivative; cp. Theorem 2.3.9)
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with23

• number of neurons n ∈ N and input dimension d ∈ N,

• trainable weights wk ∈ R, k = 1, . . . , n,

• non-trainable random biases bk ∶ (Ω,Σ) → (R,B) i.i.d. real-valued random
variables k = 1, . . . , n,

• non-trainable random weights vk ∶ (Ω,Σ) → (Rd,Bd) i.i.d. Rd-valued
random variables k = 1, . . . , n.

Before describing in detail the implicit regularization effects obtained by
applying gradient descent methods to train the last layer of such an RSN in
Section 2.3, we elaborate on the expressiveness∗ (question III) of RSNs.
∗Remark 2.2.2 (further notation). Throughout this paper, P#f denotes the push-
forward measure of P under the map f . Moreover, we frequently use the notation
µ ∶= P#(bk, vk) for denoting the distribution of a random first-layer parameter
vectors (bk, vk) ∶ Ω→ Rd+1 corresponding to an RSN RNw and write λd for the
Lebesgue measure on Rd. We further introduce the map ψ(b,v) ∶ Ω × Rd → Rn,
with ψ(b,v) ∶ (ω,x) ↦ ψ(b,v)(ω)(x) s.t. ψ(b,v)(ω)(x)k = σ (bk(ω) +∑d

j=1 vk,j(ω)xj)
for any k = 1, . . . , n, mapping the input to an RSN’s hidden layer. We call
range(ψ(b,v)) ∶= ⋃ω∈Ω range(ψ(b,v)(ω)) ⊆ Rn the latent space of an RSN.

∗The class of RSNs might be interesting in supervised learning due to a
number of reasons. First, as a corollary to any of the much-cited universal
approximation theorems, randomized shallow networks are what we call universal
in probability : Building on the results of Hornik [1991], Cybenko [1989] and later
Leshno et al. [1993], we obtain that any real-valued continuous function on a
compact subset of Rd can be arbitrarily well approximated by an RSN with
arbitrarily high probability. This result holds under relatively weak assumptions
on the activation function and probability distribution of first-layer weights and
biases and is given below in Corollary 2.2.3.

23 One could include an additional bias c ∈ R to the last layer too, but in the limit
n → ∞ this last-layer bias c does not change the behavior of the trained network-
functions RN wT ,n or RN ∗,n,λ̃. In Figures 2.4.1–2.4.3 this last layer bias c was included
in the training.

∗Remark 2.2.2, Corollary 2.2.3, Lemma 2.2.4, Remark 2.2.5 and the text in-between
(marked with a “∗”) form an independent storyline dealing with question III about the
expressiveness. If these results are skipped, one can still understand the main storyline
and the main Theorems 2.3.9 and 2.3.16.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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∗Second, given any set of observations (xi, yi) ∈ Rd ×R, i = 1, . . . ,N , N ∈ N
(with xtrain

i distinct), if the induced measure on the latent space is zero on
sets of lower dimension, then, almost surely, there exists an RSN that precisely
interpolates these data. In other words, for suitable choices of randomness in the
first layer, with probability one the class of randomized shallow networks contains
representatives whose parameters achieve zero training loss. More precisely, we
have Lemma 2.2.4.

∗Corollary 2.2.3 (Universal in probability). Let X ⊂ Rd be compact and f ∈
C(X,R). Furthermore, let RNw be as in Definition 2.2.1, with weights vk and
biases bk, k = 1, . . . , n i.i.d. according to µ ∶= P#(b, v) with µ ≫ λd+1. Then,
under mild conditions on the activation function (e.g. σ non-polynomial Leshno
et al. [1993])

∀ϵ ∈ R+, lim
n→∞

P [∃w ∈ Rn ∶ ∥RNw − f∥∞ < ϵ] = 1.

Proof. The proof of Corollary 2.2.3 is formulated in Section 2.5.3.

∗Lemma 2.2.4 (Almost sure interpolation). Let observations (xtrain
i , ytrain

i ) ∈
Rd ×R, i = 1, . . . ,N , with xtrain

i distinct, be given. Then, any (perfectly trained24)
RSN RNw with n ≥ N hidden nodes such that P#(ψ(b,v)(xtrain)1)[A] = 0 for any
A ⊆ range(ψ(b,v)) of dimension N − 1, almost surely interpolates the data, i.e.

P [∃w∗ ∈ Rn ∶ ∀i ∈ {1, . . . ,N} ∶ RNw∗(xtrain
i ) = ytrain

i ] = 1.

Proof. The proof of Lemma 2.2.4 is formulated in Section 2.5.3.

∗Remark 2.2.5. In Lemma 2.2.4 we required random features of the latent space
ψ(b,v)(xi), i = 1, . . . ,N to follow a distribution on Rn that puts zero mass on sets
of dimension N − 1. A setting that is rather usual in applications and for which

24Since the optimization problem is convex in the last-layer weighs w, the gradi-
ent descent actually converges to a global minimum. Hence, under the conditions of
Lemma 2.2.4, the statement can be refined to:

P [ lim
T →∞

RN wT ,n (xtrain
i ) = ytrain

i , ∀i = 1, . . . , N] = 1.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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this condition is satisfied would for instance consist in taking P#(b, v) ≪ λd+1

and σ ∶ R→ (0,1), σ(x) = exp(x)/(1 + exp(x)).25

By Lemma 2.2.4 and Corollary 2.2.3, the function class of RSNs is expressive
enough to qualify as a suitable architecture within the framework of supervised
learning. At the same time, these results raise the question I, if RSNs generalize
badly to unseen data, because of over-parametrization and over-fitting (see
Paradox 1 item 1.). Our main Theorems 2.3.9 and 2.3.16 are dealing with
question I by providing a certain understanding of the implicit regularization
effects that occur when training a specific kind of RSN: As we will show in the
sequel, training the last layer of a wide (i.e. n → ∞), ReLU-activated RSN
(wRRSN) using gradient descent initialized close to zero corresponds to solving
a smooting spline regression. The main assumptions we require to hold are made
precise in Assumption 1 below.

Assumption 1. Using the notation from Definition 2.2.1:

a) The activation function σ(⋅) =max (0, ⋅) is ReLU.26

b) The distribution of the quotient ξk ∶= −bk
vk

has a probability density func-
tion gξ with respect to the Lebesgue measure.27

c) The input dimension d = 1.28

Under these assumptions, eq. (2.2.1) simplifies to

(2.2.2) RNw(x) =
n

∑
k=1

wk max (0, bk + vkx) ∀x ∈ R .

We henceforth require Assumption 1 to be in place. For later uses, we further
introduce the notions of kink positions of a one-dimensional RSN with ReLU
activation and their density function.

25For ReLU activation functions almost sure interpolation is often not the case with
finite n < ∞, but the probability of perfect interpolation converges to one when the
number of neurons n → ∞ tends to infinity.

26In future work we want to derive other P -functionals for other activation functions
instead of the rectified linear units (ReLU)

27Assumption 1b) holds for any distribution typically used in practice. Moreover, it
implies that P [vk = 0] = 0 ∀k ∈ {1, . . . , n}. Note that Assumption 1b) is required in
order to exclude certain degenerate cases of RSNs such as those with constant weights
and biases wk, bk, k = 1, . . . , n, and could in fact be weakened.

28In part II Heiss et al. [2023] we are going to generalize the result to arbitrary input
dimension d ∈ N.
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Definition 2.2.6 (kink positions ξ). The kink positions ξk ∶= −bk
vk

are defined
using the notation of Definition 2.2.1 under the Assumption 1.

Definition 2.2.7 (kink position density gξ). The probability density function gξ ∶
R→ R≥0 of the kink position ξk ∶= −bk

vk
is defined in the setting of Definition 2.2.6.

2.3 Main Theorems

We now proceed to show that a standard gradient descent method applied to
optimize the (trainable) parameters w of an wide ReLU randomized shallow
neural network (wRRSN) RN , implicitly minimizes the second derivative of
the solution function RNwT ,n . That is, in the many-particle (i.e. neurons) limit
(n → ∞) and as training time T → ∞ tends to infinity, the solution found by
the gradient descent algorithm RNwT ,n converges to a slightly adapted smooth
spline interpolation f∗,0+

g,± ≈ f∗,0+, if initialized w0,n ≈ 0 close to zero.

Our result follows by two separate observations. First, note that training a
wide RSN in essence reduces to solving a (random) kernelized linear regression in
high dimensions (over-parameterized). We obtain in Theorem 2.3.16 that training
an RSN up to infinity (initialized at zero w0,n = 0) leads to the same solution
as performing ridge regression (Definition 2.3.2) with diminishing regularization
to tune the parameters of the RSN’s terminal layer. Note, that the results in
Section 2.3.2 hold for a general input dimension d ∈ N and any fixed number of
neurons in the hidden layer n ∈ N.

Second, in Section 2.3.1, we relate the RSN RN ∗,n,λ̃ with optimal terminal-
layer parameters w∗,n,λ̃ chosen according to a ridge regression (Definition 2.3.2)
to a smoothing spline f∗,λ (with certain regularization parameters λ̃ ∶= λn2g(0)
and λ ∈ R>0 respectively). More precisely, we show in Theorem 2.3.9 that as
the number of hidden nodes n (i.e. the dimension of the hidden layer) tends
to infinity the ridge regularized RSN RN ∗,n,λ̃ converges to a slightly adapted
smoothing spline f∗,λ

g,± in probability with respect to a certain Sobolev norm.
Recall that, by Assumption 1, we prove this correspondence for wRRSNs with
one-dimensional input.

Remark 2.3.1. The implicit regularization effects we characterize within this
paper are of an asymptotic nature. For applications, however, it is interesting to
note that, even for finitely many hidden nodes and finite training time. In future
work, we will give explicit bounds on the distance between the solution obtained
by gradient descent and a certain smoothing spline (see also Section 2.3.2 for
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further details).

In the following Sections 2.3.1 and 2.3.2 we discuss both observations sepa-
rately, before combining them to formulate our main conclusion in Section 2.4.
We start by introducing the notions of ridge regularized RSN and minimum
norm network.

Definition 2.3.2 (ridge regularized RSN). Let RNw,ω be a randomized shallow
network as introduced in Definition 2.2.1, L ∶ L∞ → R≥0 a given loss functional
and λ̃ > 0. The ridge regularized RSN is defined as

(2.3.1) RN ∗,n,λ̃
ω ∶= RN

w∗,n,λ̃(ω),ω
∀ω ∈ Ω ,

with w∗,n,λ̃(ω) such that29

(2.3.2) w∗,n,λ̃(ω) ∈ arg min
w∈Rn

L (RNw,ω) + λ̃∥w∥22
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

F λ̃
n (RN w,ω)

∀ω ∈ Ω .

The ridge regularization is also known as “weight decay”, “ridge penaliza-
tion”, “L2 (parameter) regularization” or “Tikhonov regularization” (or “ridge
regression”, “ℓ2 penalty”, . . . )[Goodfellow et al., 2016, section 7.1.1 on p. 227].

Definition 2.3.3 (minimum norm RSN). Using the notation from Defini-
tion 2.3.2, the minimum norm30 RSN is then defined as RN ∗,n,0+ ∶= RNw∗,n,0+

with weights

(2.3.3) w∗,n,0+(ω) ∶= lim
λ̃→0+

w∗,n,λ̃(ω) ∀ω ∈ Ω .

29If L ≥ 0 is convex, w∗,n,λ̃(ω) is uniquely defined by (2.3.2), see Lemma 2.5.26.
30Upon all global optima w∗(ω) of the training loss L, the minimum norm

RSN RN w∗,n,0+(ω),ω has unique weights w∗,n,0+(ω) with minimal norm in the case
of convex L which fullfills Assumption 4 and if an optimzer of L exists. E.g., in the
case of standard square loss (2.1.1) in the over-parameterized setting (n ≫ N) there are
infinitely many global optima RN w∗(ω),ω with arbitrary large norm ∥w∗(ω)∥2, but
w∗,n,0+(ω) is always unique. If the number of hidden neurons n is large enough and
the xtrain

i are distinct (see Lemma 2.2.4), w∗,n,0+ could be equivalently defined as

w∗,n,0+(ω) ∶∈ arg min
w∈Rn,∀i∈{1,...,N}∶ RN w,ω(xtrain

i
)=ytrain

i

∥w∥2 ∀ω ∈ Ω.
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2.3.1 Ridge Regularized RSN → Spline Regularization
(d = 1, λ ∈ R>0)

Throughout this section, we rigorously derive the correspondence between the re-
gression spline f∗,λ respectively the ridge regularized RSN RN ∗,n,λ̃ with penalty
parameters λ > 0 and λ̃ > 0. To give a detailed description of the convergence
behavior, we introduce an adapted version of the regression spline, for which we
consider a weighted version of the spline penalization restricted to the support of
the weighting function and introduce certain “boundary conditions”. Depending
on the distribution of the random weights wk and biases wb, the ridge regular-
ized RSN RN ∗,n,λ̃ will converge to such a (slightly) adapted version f∗,λ

g,± of the
classical regression spline f∗,λ.

Remark 2.3.4. For constant g ≡ g(0), the following Definition 2.3.5 recovers the
original spline regression.31 As we will show in the sequel, the distribution chosen
for the kink positions ξ of the RN ∗,n,λ̃ will determine the weighting function
of the corresponding f∗,λ

g,± . Thus, g reflects how the choice of randomness in the
hidden layer affects the inductive bias.

Definition 2.3.5 (adapted spline regression). Let L ∶ L∞ → R≥0 be a loss
functional and λ ∈ R>0. Then for a given function g ∶ R → R≥0 the adapted
regression spline f∗,λ

g,± is defined32, 33 as

(2.3.4) f∗,λ
g,± ∈ arg min

f∈W 2(R)

L (f) + λP g
± (f)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶F

λ,g
± (f)

,

31This statement holds in the limit g
g(0)

→ 1 (see Proposition 2.7.9 in Section 2.7.4).
Formally eq. (2.3.4) in Definition 2.3.5 would not have a classical minimizer, if g were
constant (see footnote 36), but one could reformulate the definition of P g

± in Defi-
nition 2.3.5 by replacing the minimum by an infimum to extend Definition 2.3.5 to
arbitrary weighting functions g that do not have finite second momentum or that even
have infinite integral like constant g ≡ g(0) ≠ 0. For typical choices of distribution for
the first-layer weights vk and biases bk, the corresponding weighting function g satisfies
the finite second moment condition of footnote 72 in Lemma 2.5.25.

32The adapted regression spline f∗,λ
g,± exists for L satisfying Assumption 4a), if g is

compactly supported and continuous on supp(g) and g(0) ≠ 0. It is uniquely defined
in case L is convex (cp. Lemma 2.5.25).

33Note that f+ and f− do not denote the positive and negative part of f . The tuple
of functions (f+, f−) can be any arbitrary element of T .
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with34

P g
± (f) ∶= 2g(0) min

(f+,f−)∈T
f=f++f−

⎛
⎜⎜
⎝

ˆ
supp(g)

(f+

′′

(x))
2

g(x) dx +
ˆ

supp(g)

(f−

′′

(x))
2

g(x) dx

⎞
⎟⎟
⎠
,

and

T ∶= {(f+, f−) ∈W 2(R) ×W 2(R)∣ supp(f ′′
+ ) ⊆ supp(g), supp(f ′′

− ) ⊆ supp(g),

lim
x→−∞

f+(x) = 0, lim
x→−∞

f ′
+(x) = 0,

lim
x→+∞

f−(x) = 0, lim
x→+∞

f ′
−(x) = 0}.

Remark 2.3.6. If for the weighting function g it holds that supp(g) is compact
(cp. Assumption 2a)), we define

(2.3.5) Cℓ
g ∶=min(supp(g)) and Cu

g ∶=max(supp(g)).

Furthermore, in that case, the set T can be rewritten: From supp(f ′′
+ ) ⊆ supp(g)

it follows that f ′
+ ∈ C1(R) is constant on (−∞,Cℓ

g]. With limx→−∞ f ′
+(x) = 0 we

obtain that f ′
+(x) = 0 ∀x ≤ Cℓ

g. By the same argument, we obtain f+(x) = 0

∀x ≤ Cℓ
g. Moreover, we have that ∃ c+ ∈ R ∶ f ′

+(x) ≡ c+ on [Cu
g ,∞). Analogous

derivations lead to f ′
−(x) ≡ c− ∀x ≤ Cℓ

g with c− ∈ R and f−(x) = f ′
−(x) = 0 on

[Cu
g ,∞). Hence, altogether, we have

T = {(f+, f−) ∈W 2(R) ×W 2(R)∣ supp(f ′′
+ ) ⊆ supp(g), supp(f ′′

− ) ⊆ supp(g),

∀x ≤ Cℓ
g ∶ f+(x) = 0 = f ′

+(x),

∀x ≥ Cu
g ∶ f−(x) = 0 = f ′

−(x) }.

If we assume supp(g) = [Cℓ
g,C

u
g ] we get:

T = {(f+, f−) ∈W 2(R) ×W 2(R)∣∃c−, c+ ∈ R ∶

∀x ≤ Cℓ
g ∶ (f+(x) = 0 = f ′

+(x) and f ′
−(x) = c−) ,

∀x ≥ Cu
g ∶ (f−(x) = 0 = f ′

−(x) and f ′
+(x) = c+) }.

34Within this paper, we use the notation min ∅ = ∞.
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For more intuition on the adapted regression spline from Definition 2.3.5
see Section 2.7. In Section 2.7 we explain the (subtle) difference between the
adapted regression spline f∗,λ

g,± and the classical regression spline f∗,λ.

Building on Definition 2.3.5, we define an adapted version of the smooth
spline interpolation.

Definition 2.3.7 (adapted spline interpolation). For f∗,λ
g,± as in Definition 2.3.5,

the adapted spline interpolation f∗,0+
g,± ∶ R→ R is defined35 as

(2.3.6) f∗,0+
g,± ∶= lim

λ→0+
f∗,λ

g,± .

Before stating the core result of this paper’s analyses in Theorem 2.3.9, we
like to discuss further assumptions we make therein. These requirements are
technicalities that facilitate the proof of Theorem 2.3.9 and could be weakened
(see footnotes 36–39).

Assumption 2 (kink position density). Using the notation from Defini-
tions 2.2.1 and 2.2.7 the following assumptions extend Assumption 1:

a) The probability density function gξ of the kinks ξk has compact sup-
port supp(gξ). 36

b) The density gξ ∣supp(gξ)
is uniformly continuous on supp(gξ).37

35Analogous to footnote 30 the spline interpolation f∗,0+
g,± is uniquely defined for

convex L satisfying Assumption 4 if an optimizer of L exists, and if g is compactly
supported and continuous on supp(g) and g(0) ≠ 0 (cp. Lemma 2.5.25).

36We believe that Assumption 2a) can be weakened quite extensively. This assump-
tion facilitates our proofs and it assures that a minimum of (2.5.1) exists. Section 2.7.4
suggests that the weaker assumption

´
R g(x)x2dx < ∞ should be sufficient to obtain the

existence of a minimum. If
´

R g(x)x2dx = ∞, it could happen that (2.5.1) does not have a
classical minimum (e.g. P [vk = −1] = 1

2
= P [vk = 1] and bk ∼ Cauchy). As a remedy, one

could define a weaker concept of minimum being the limit of minimizing sequences that
converge to a unique function on every compact set. This also corresponds to the unique
point-wise limit of minimizing sequences, which is not a classical minimum, because it
does not satisfy all the boundary conditions limx→−∞ f+(x) = 0 = limx→+∞ f−(x) any-
more. For this weaker minimum concept, Theorem 2.3.9 would need to be reformulated
at least slightly, in case Assumption 2a) was entirely skipped. This weaker minimum
concept can also be seen as the limit of adapted regression splines f∗,λ

g,± for truncated g
as the range of the truncation tends to (−∞, ∞).

37One could think of replacing Assumption 2b) by the weaker assumption that gξ is
(improper) Riemann-integrable, however, almost all distributions which are typically
used in practice satisfy Assumption 2b).
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c) The reciprocal density 1
gξ
∣
supp(gξ)

is uniformly continuous on supp(gξ).38

d) The conditioned distribution L(vk ∣ξk = x) of vk is uniformly continuous
in x on supp(gξ).39

e) E [v2
k] < ∞.40

The following technical Assumption 3 makes the result of Theorem 2.3.9
more readable by referring to the easier Definition 2.3.5. Without Assumption 3,
the Corollary 2.6.4 would still hold, which is more general than Theorem 2.3.9,
but uses the heavier notation of Definition 2.6.1.

Assumption 3 (symmetry). Using the notation from Definitions 2.2.1 and 2.2.7
the following assumptions extend Assumption 1:

a) gξ(0) ≠ 0.41

b) The distributions of the random weights and biases vk respectively bk are
independent and symmetric w.r.t the sign, i.e.

i) P [vk ∈ E] = P [vk ∈ −E] ∀E ∈B and

ii) P [bk ∈ E] = P [bk ∈ −E] ∀E ∈B.

Assumption 4 (loss). There exist p ∈ [1,∞) and a finite Borel-measure ν =
νc + νa, where νc is absolutely continuous w.r.t. the Lebesgue measure and νa

is supported on a finite (possibly empty) subset {x1, . . . , xN} ⊂ R such that the
loss functional L ∶ L∞

loc → R≥0 is

a) continuous w.r.t. ∥⋅∥W 1,p(K,ν)
for some compact interval K ⊂ R and

38Assumption 2c) implies that minx∈supp(gξ) gξ > 0. Similarly to footnote 37, this
assumption might be weakened in a way allowing gξ to have finitely many jumps and
minx∈supp(gξ) gξ to be zero.

39Similarly to footnote 37, Assumption 2d) might be attenuated.
40Assumption 2e) always holds in typical scenarios. Assumption 2e) together with

Assumption 2a) and d) implies that E [v2
k ∣ξk = x] is bounded on supp(gξ).

41Assumption 3a) has to be satisfied due to the way Definition 2.3.5 and Theorem 2.3.9
are formulated, although the theory could be easily reformulated (see for instance
Corollary 2.6.4) if Assumption 3a) were not satisfied. The theorems presented would
hold as well if g(0) were replaced by a fixed value g(xmid) or by e.g. 1

2

´ 1
−1 g(x)dx, if

this replacement is done consistently both for λ̃ and P g
± . However, the results are more

easily interpreted if xmid is located somewhere “in the middle” of the training data.
Theorem 2.3.9 would even hold true if g(0) is replaced by 1 (see Corollary 2.6.4 and
Definition 2.6.1).

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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b) Lipschitz42 continuous w.r.t. ∥⋅∥W 1,p(K,ν)
on {f ∶ L(f) < L(0)+ϵ} for some

ϵ > 0.

Example 2.3.8. Assumption 4 allows for loss functionals of the form

(2.3.7) L(f) ∶=
N

∑
i=1

li (f(xtrain
i )) ,

with convex and continuously differentiable loss functions li ∶ R → R≥0, i =
1, . . . ,N as we prove in Lemma 2.5.28. As a special case, this includes functionals
of the kind

(2.3.8) L(f) ∶=
N

∑
i=1

l (f(xtrain
i ), ytrain

i ) ,

used in classical supervised learning (e.g. MSE (2.1.1), MAE or cross entropy loss,
. . . ). In the literature, minimizing such a training loss is motivated sometimes as
empirical cost minimization (or empirical risk minimization) if the cost function
C ∝ l. Alternatively, it can be motivated as maximum likelihood method if the
negative logarithm of the density of Y ∣f(X) is proportional to l(f(xtrain

i ), ⋅) (e.g.,
Gaussian noise in the case of squared loss). However, Assumption 4 also allows
for much more general possibly non-convex loss functionals that can depend on
the first derivative f

′

of f and loss functionals that include integrals over f or
f

′

instead of finite sums over finitely many training points (e.g. the loss in Heiss
et al. [2022], if a Lipschitz-continuous version is used as in Weissteiner et al.
[2023]).

Theorem 2.3.9 (ridge weight penalty corresponds to adapted spline). Using
the notation from Definitions 2.2.1, 2.2.7, 2.3.2 and 2.3.5 and let43 ∀x ∈ R ∶
g(x) ∶= gξ(x)E [v2

k∣ξk = x] 1
2

and λ̃ ∶= λn2g(0), then, under the Assumptions 1–
4, the following statement holds for every compact interval K ⊂ R: for every
(RN ∗,n,λ̃)

n∈N
as in Definition 2.3.2

(2.3.9) P- lim
n→∞

dW 1,∞(K)

⎛
⎝
RN ∗,n,λ̃,arg min

f∈W 2(R)

Fλ,g
± (f)

⎞
⎠
= 0,

42We think uniformly continuous should be sufficient, but would make the proof more
cumbersome.

43Since all vk are identically distributed and all ξk are identically distributed as well,
the conditioned expectation E [v2

k ∣ξk = x] does not depend on the choice of k ∈ {1, . . . , n}.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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i.e., ∀(RN ∗,n,λ̃)
n∈N
∶ 44∀ϵ > 0 ∶ ∀ρ ∈ (0,1) ∶ ∃n0 ∈ N ∶ ∀n > n0:

(2.3.10) P
⎡⎢⎢⎢⎣
∃f∗,λ

g,± ∈ arg min
f∈W 2(R)

Fλ,g
± (f) ∶ ∥RN ∗,n,λ̃ − f∗,λ

g,± ∥
W 1,∞(K)

< ϵ
⎤⎥⎥⎥⎦
> ρ.

Proof. The proof of Theorem 2.3.9 is formulated in Section 2.5.1.

Corollary 2.3.10 (convex case of Theorem 2.3.9). Under the assumptions of
Theorem 2.3.9, if additionally L is convex45, then, RN ∗,n,λ̃ and f∗,λ

g,± are the
unique minimizers of F λ̃

n and Fλ,g
± respectively, and the following statement

holds for every compact interval K ⊂ R:

(2.3.11) P- lim
n→∞

∥RN ∗,n,λ̃ − f∗,λ
g,± ∥

W 1,∞(K)
= 0.46

Proof. This result follows directly from Lemmas 2.5.25 and 2.5.26 and Theo-
rem 2.3.9.

Remark 2.3.11 (The norm ∥⋅∥W 1,∞(K)
). Throughout this paper, we consider

(2.3.12) ∥f∥W 1,∞(K)
∶=max{sup

x∈K
∣f(x)∣, sup

x∈K
∣f

′

(x)∣},

for every f ∈ C(R) with piece-wise continuous derivative f
′

, where we assume
w.l.o.g. that f

′

is left continuous (i.e. max (0, x)
′

= 1(0,∞)(x)). However, by
∥ ⋅ ∥W 2,2(K) we denote the Sobolev norm using weak (second) derivatives.

Without Assumption 3, the P -functional becomes slightly more complicated
as we formulate and discuss in Section 2.6, where we also formulate the analogous
statement to Theorem 2.3.9 in Corollary 2.6.4.

44According to Definition 2.3.2, RN ∗,n,λ̃does not necessarily have to be unique. By
writing “∀ (RN ∗,n,λ̃)

n∈N
” we emphasize that the result holds for every possibly not

unique sequence of optimizers, i.e., every sequence (RN ∗,n,λ̃)
n∈N

with weights w∗,n,λ̃

that satisfy ∀ω ∈ Ω ∶ (w∗,n,λ̃(ω))
n∈N

∈ ∏n∈N arg min
w∈Rn

F λ̃
n (RN w,ω).

45Equation (2.3.11) also holds also true for every RN ∗,n,λ̃ ∈ arg min F λ̃
n if L is not

convex as long as arg min F λ,g
± is unique.

46Using the definition of the P- lim, equation (2.3.11) reads as: ∀ϵ ∈ R>0 ∶ ∀ρ ∈ (0, 1) ∶
∃n0 ∈ N ∶ ∀n ≥ n0 ∶ P [∥RN ∗,n,λ̃ − f∗,λ

g,± ∥
W 1,∞(K)

< ϵ] > ρ.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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2.3.2 RSN and Gradient Descent → Implicit Ridge
Regularization (d ∈ N)

We now move on to derive the relation between the RSNRNwT ,n whose terminal-
layer parameters are optimized performing gradient descent initialized at zero
w0,n = 0 up to a certain time T on the one hand, and the ridge regularized
RSN RN ∗,n,λ̃ with penalization parameter λ̃ on the other. In particular, we show
that in the limit of infinite training time the solution RNw∞,n obtained from the
GD method corresponds to the one resulting by taking the limit λ̃→ 0 in the ridge
problem (This solution is also referred to as minimum norm solution RN ∗,n,0+.).
Note again, that this result is well known thanks to the work of i.a. Bishop
[1995], Friedman and Popescu [2003], Poggio et al. [2018], Gidel et al. [2019], Ali
et al. [2019]. Within the present section, we collect the most important findings
relating these two solutions within our setting.

Moreover, we will argue that, if suitably transformed, the ridge path mapping
λ̃ to the optimal parameter corresponds to the GD path mapping training time
to the corresponding parameter. Again, this equivalence has been discussed in
the existing literature (e.g. Bishop [1995], Friedman and Popescu [2003], Poggio
et al. [2018], Gidel et al. [2019], Ali et al. [2019]). In these works, it is frequently
claimed that the GD solution at time T approximately coincides with the ridge
solution for λ̃ = 1/T . We intend to make this relation more precise below (cp.
eq. (2.3.20)). Within future work, we will further analyze the errors arising from
that approximate relation (see also Section 2.4 Item 3.).

Throughout this section, we consider the setting of supervised learning with
squared loss, i.e., we require Assumption 5 to hold true. We begin by defining
the trained RSNs RNwT ,n obtained by pursuing the gradient flow w.r.t. this
choice of training loss starting in the origin w0,n = 0 in parameter space up to
time T .

Assumption 5 (least squares loss). Let N ∈ N be a finite number of arbitrary
training data (xtrain

i , ytrain
i ) ∈ Rd ×R∀i ∈ {1, . . . ,N}. The loss functional is given

by

(2.3.13) L(f) ∶=
N

∑
i=1

(f(xtrain
i ), ytrain

i )2.

Definition 2.3.12 (time-T solution). Let ∀i ∈ {1, . . . ,N} ∶ (xtrain
i , ytrain

i ) ∈ Rd+1

for some N,d ∈ N and RNw be a randomized shallow neural network (RSN)
with n ∈ N hidden nodes. For any ω ∈ Ω and T > 0, the time-T solution to the
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problem

(2.3.14) min
w∈Rn

N

∑
i=1

(RNw,ω(xtrain
i ) − ytrain

i )2

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
L(RN w,ω)

is defined as RNwT ,n(ω),ω, with weights wT ,n(ω) ∈ Rn obtained by taking the
gradient flow

dwt,n = −∇wL (RNwt,n) dt,
w0,n = 0,

(GF)

corresponding to (2.3.14) up to time T .

Remark 2.3.13. In practice, the weights wT ,n of the time-T solution as introduced
in Definition 2.3.12 are approximated by taking τ ∶= T /γ steps of size γ > 0

according to the Euler discretization

w̌t+γ,n = w̌t,n − γ∇wL (RN w̌t,n) ,
w̌0,n = 0,

(GD)

corresponding to (GF).

Within our setting, which in essence corresponds to a kernelized linear re-
gression with random features, the time-T solution takes an explicit form, as
shown in Lemma 2.3.14.

Lemma 2.3.14. Let ∀i ∈ {1, . . . ,N} ∶ (xtrain
i , ytrain

i ) ∈ Rd+1 for some N,d ∈ N
and for any ω ∈ Ω, let RNw,ω be a randomized shallow network with n ≥ N
hidden nodes. Define further X(ω) ∈ RN×n via

Xi,k(ω) ∶= σ
⎛
⎝
bk(ω) +

d

∑
j=1

vk,j(ω)xtrain
i,j

⎞
⎠
∀i ∈ {1, . . . ,N} ∀k ∈ {1, . . . , n} ∀ω ∈ Ω,

where xtrain
i,j denotes the jth component of xtrain

i . For any T ≥ 0, the weights
wT ,n(ω) corresponding to the time-T solution RNwT ,n(ω),ω satisfy

(2.3.15) wT ,n(ω) = − exp (−2TX⊺(ω)X(ω))w∗,n,0+(ω) +w∗,n,0+(ω),

with weights w∗,n,0+(ω) corresponding to the minimum norm network (see Defi-
nition 2.3.3).
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Proof. The proof of Lemma 2.3.14 is formulated in Section 2.5.2.

With the above, the asymptotic behavior of wT ,n(ω) is easily analyzed. As
Remark 2.3.15 shows, the time-T parameters wT ,n(ω) converge to the minimum
norm parameters w∗,n,0+(ω) (see Definition 2.3.3). Consequently, the time-T
solution converges to the ridge penalized network when choosing the penalization
accordingly, as is stated in Theorem 2.3.16.

Remark 2.3.15 (limiting solution of gradient descent). By Lemma 2.3.14, the
weights wT ,n corresponding to the time-T solution converge to the minimum
norm solution w∗,n,0+ as time tends to infinity—i.e. taking the limit T →∞ in
(2.3.15), we have limT →∞wT ,n(ω) = w∗,n,0+(ω) ∀ω ∈ Ω.

Proof. The proof of Remark 2.3.15 is formulated in Section 2.5.2.

Theorem 2.3.16. LetRNwT ,n be the time-T solution and consider for λ̃ = 1
T

the
corresponding ridge solution RN ∗,n, 1

T (cp. Definition 2.3.12 and Definition 2.3.2
with L as in Assumption 5). We then have that

(2.3.16) ∀ω ∈ Ω ∶ lim
T →∞

∥RN ∗,n, 1
T

ω −RNwT ,n(ω),ω∥
W 1,∞(K)

= 0.

Proof. The proof of Theorem 2.3.16 is formulated in Section 2.5.2.

Remark 2.3.17 (Relaxed requirements on loss function). Without Assumption 5,
Theorem 2.3.16 can still be proven, if instead one requires that l(⋅, ytrain

i ) ∶ R→
R≥0 has a unique minimum for every i = 1 . . . ,N , where L and l are given as in
Example 2.3.8. This will be proven in future work. In the case of strongly convex
sufficiently smooth loss functions, this convergence has already been proven on
parameter space in [Suggala et al., 2018, Theorem 1] and can be lifted to function
space analogously as in our proof of Theorem 2.3.16.

Early Stopping

Moreover, we may use the representation (2.3.15) to derive an approximate
relation between the weights wT ,n corresponding to the time-T solution and
those obtained by performing a ridge regression with penalization parameter λ̃.
The idea is to first analyze which singular value is trained most at a given time

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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T in an infinitesimal step along the solution path of wT ,n. In other words, we
seek to find s ≥ 0 that maximizes the gradient w.r.t. time of the singular values
corresponding to the matrix exponential characterizing the time-T solution, i.e.
we solve

arg max
s≥0

∇T exp(−2Ts) = arg max
s≥0

− 2s exp(−2Ts).

The unique solution is given by

(2.3.17) s∗ = 1

2T
.

In a second step, we compare the closed-form solution of the parameters resulting
from a λ̃-ridge regression to the time-T solution, which we now consider to be
characterized by s∗(T ). To that end, we remark that using the singular value
decomposition of the data matrix X ∈ RN×n, i.e. X = UΣV ⊺ with

Σ = (diag(√s1, . . . ,
√
sr) 0

0 0
) ∈ RN×n,

these solutions may be written as

(2.3.18) wT ,n = −V
⎛
⎝

diag ( exp(−2T s1)−1
√

s1
, . . . , exp(−2T sr)−1

√
sr

) 0

0 0

⎞
⎠
U⊺y,

(2.3.19) wλ̃ = V
⎛
⎝

diag (
√

s1

s1+λ̃
, . . . ,

√
sr

sr+λ̃
) 0

0 0

⎞
⎠
U⊺y.

We then arrive at the ridge estimate approximating the time-T solution by
comparing eqs. (2.3.18) and (2.3.19) for the singular value s∗, i.e., the one that is
most affected by the training at time-point T . Hence, by solving exp(−2T s∗

)−1
√

s∗
=

√
s∗

s∗+λ̃
, we relate the time-T solution to the ridge solution obtained using the

penalization parameter

(2.3.20) λ̃(T ) = s∗e−2s∗T

1 − e−2s∗T
= 1

2T (e − 1) .

Note that, by the above relation λ̃(T ) still is of order 1/T and hence the asymp-
totic behavior that we characterize in Theorem 2.3.16 below, is sufficiently
captured taking the relation λ̃(T ) = 1/T (i.e., Theorem 2.3.16 holds true for
λ̃(T ) = 1/T as well as for λ̃(T ) = 1

2T (e−1)
). However, for comparing the early-

stopped time-T solution RNwT ,n to a ridge regularized RSN RN ∗,n,λ̃ and, as
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a consequence, to a certain regression spline f∗,λ ≈ f∗,λ
g,± , we make use of the

precise relation (2.3.20). See also Section 2.4 (and Section 2.7) for empirical
results, that underline the quality of the fit using (2.3.20).

2.4 Conclusion and Extensions

Combining the main Theorems 2.3.9 and 2.3.16 finally yields our main result: for
a large number of training epochs τ = T /γ, the wide (large number of neurons n)
ReLU randomized shallow neural network (wRRSN) (obtained from (GD) under
Assumptions 1–3 and 5) is very close to the spline interpolation f∗,0+. Formally,
(2.4.1)

RN
w̌T,w̌0,n,n

w̌0,n
→0≈ RN w̌T ,n

γ→0≈ RNwT ,n
T →∞≈

Theorem 2.3.16
RN ∗,n,0+

P
n→∞≈

Theorem 2.3.9
f∗,0+

g,±

g
g(0)

→ 1

≈
Proposition 2.7.9

f∗,0+

Here, the notation
→≈ corresponds to a mathematically proven exact limit in the

very strong47 Sobolev norm ∥⋅∥W 1,∞(K)
(in probability in the case of

P
n→∞

≈ ).
In applications, however, both the number of hidden nodes and training steps
are finite. Hence, it is particularly interesting to note that in typical settings for
arbitrary training time T ∈ R>0 (including early stopping, i.e. T ≪∞) the same

relation approximately holds true. In other words, by taking T
(2.3.20)= 1

2λ̃(e−1)

and λ̃
Th. 2.3.9= λn2g(0), we have

(2.4.2)

RN
w̌T,w̌0,n,n

w̌0,n
≈0≈

1.
RN w̌T ,n

γ≈0≈
2.
RNwT ,n ≈

3.
RN ∗,n,λ̃

P
n large
≈
4.

f∗,λ
g,±

standard distrib.
for v and b

and K⊆[−1,1]≈
5.

f∗,λ,

where “≈” represents equality up to a (small) approximation error (that can be
strictly larger than zero).

Regarding the approximation (2.4.2), we remark the following.

1. The first approximation should be quite simple but is not focused on
within this work.48 (As only the last layer of RN is trained, one could just
start with w0 = 0)

47Convergence in ∥⋅∥W 1,∞(K) implies uniform convergence on K or convergence in
W 1,p(K). Even stronger Sobolev convergenve, such as convergence w.r.t. W 2,p, cannot
be shown since RN w ∉ W 2,p(K).

48Lemma 2.5.15 demonstrates, that with increasing n the initial weights w̌0,n should
be chosen closer to zero.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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2. It is of importance to choose the learning rate γ rather small.49 When
one decreases γ, one has to increase the number of steps τ to obtain the
same T . Stochastic gradient descent is a good technique to get many small
steps that are computationally cheap (cp. footnote 14). Note, that by the
footnote 49 we have that for an RSN RN the learning rate γ should
typically be chosen approximately inversely proportional to the number
of neurons n (if one keeps the scale of the randomness of v and b fixed).

3. Multiple papers assume that the third approximation is quite precise for
arbitrary values of T ∈ R>0 without rigorous proof Bishop [1995], Friedman
and Popescu [2003], Poggio et al. [2018].50

4. The mathematically precise asymptotic relation is the subject of Theo-
rem 2.3.9.

5. The adapted regression spline f∗,λ
g,± is a macroscopically defined object that

already is nice to interpret. Intuitively, it is plausible that f∗,λ
g,± is very close

to the classical f∗,λ on the [−1,1]-cube, if one uses typical51 distributions
for the first-layer weights and biases v and b, and if the training data is
scaled and shifted to fit into the [−1,1]-cube. Additionally, by that same
intuition, it follows that if popular rules of thumb such as scaling and
shifting the data to the [−1,1]-cube are broken, one can obtain rather
poor approximations f∗,λ

g,± . Consequently, by providing these insights on
the circumstances that would lead to undesirable results, Theorem 2.3.9
contributes to answering question IV about best practices in machine
learning. See Section 2.7 for more details when f∗,λ

g,± ≈ f∗,λ approximately
holds true and when not.

49For finite values of T a standard result on Euler discretization can be used. In
the limit T → ∞, one can formulate a direct argument that combines items 2. and 3.:
limT →∞ w̌T ,n = w∗,n,0+, if the learning rate γ < 1/r(X⊺X) is smaller than 1 over the
spectral radius (largest eigenvalue) of X⊺X [Bishop, 1995, p. 4] [Gidel et al., 2019, p.
11].

50We note, that while the literature chooses λ̃ = 1
T

, it might be more reasonable to

chose λ̃ = se−2sT

1−e−2sT , with an appropriate choice of s (cp. eqs. (2.3.17) and (2.3.20)) to
get better approximation bounds. Nonetheless, in Section 2.3 and eq. (2.4.1) we work
with the relation λ̃ = 1

T
, since in the limit T → ∞ these relations coincide.

51For instance, one could choose bk, vk ∼ Unif(−sscale, sscale) i.i.d. uniformly symmet-
rically distributed or bk, vk ∼ N (0, sscale) i.i.d. normally distributed with zero mean
(see Section 2.7.2).

https://en.wikipedia.org/w/index.php?title=Euler_method&oldid=907454399
https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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2.4.1 Empirical results

As a proof of concept, we empirically verify the approximate relations (2.4.2)
discussed above. The implementation of these experiments can be found at https:
//github.com/JakobHeiss/NN_regularization1. To that end, we consider the
aim of approximating the function f ∶ R → R, x ↦ sin (πx), given N = 16 noisy
data points (xi, f(xi) + ϵi) ∈ R2, where xi, i = 1, . . . ,N are equidistant points
in the interval [−1,1] and ϵi are realizations of a centered Gaussian random
variable with standard deviation scale = 1/8. Figure 2.4.1 shows a comparison
of the solution functions obtained by

a) training an RSN with ReLU activation using a standard implementation
of gradient descent with step size γ = 2−11 for τ = 215 epochs (resulting in
RN w̌T ,n with T = τγ),

b) training that same RSN using a ridge penalty on the terminal weights with
penalization parameter λ̃ = 1

e−1
1

2τγ
according to eq. (2.3.20) (resulting in

RN ∗,n,λ̃) and

c) the spline regression with penalization parameter λ = λ̃
n2g(0)

(resulting in
f∗,λ). (Here, n represents the RSN’s number of hidden nodes, and the
weighting function g is defined in Theorem 2.3.9.)

The RSN was chosen to consist of n = 212 hidden nodes with first-layer weights
and biases sampled from a Uniform distribution on [−0.05,0.05]. Moreover, a
last-layer bias was included in the training (cp. Footnote 23).

Within this paper’s setting, this experiment corresponds to comparing the
time-T solution RN w̌T ,n for T = 16 to the ridge regularized RSN RN ∗,n,λ̃ with
λ̃ = 1

e−1
1

2T
≈ 0.018 and the smooth regression spline f∗,λ with penalization

parameter λ ≈ 0.014.
As Figure 2.4.1 nicely shows, the three solution functions almost coincide on
[−1,1]. This is of particular interest, since the training data typically is scaled
to fit the interval [−1,1].

In certain situations the adapted regression spline f∗,λ
g,± ≈ RN ∗,n,λ̃ can deviate

more from the classical regression spline f∗,λ as can be seen in Figure 2.4.2 far
outside the training data. The RSN’s architecture can be extended to incorporate
a direct affine-linear link onto the output, which, when included in the training
process, can make up for the observed difference (see also item ii below and
Section 2.7).

https://github.com/JakobHeiss/NN_regularization1
https://github.com/JakobHeiss/NN_regularization1
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(xtrain
i , ytrain

i )

RN
w̌T ,n (implicit)

RN ∗,n,λ̃ (Ridge)
f∗,λ(spline)

Figure 2.4.1: Comparison of the solution functions obtained from performing gradient
descent (red line) and ridge regularization (yellow line) to train an RSN to the spline
regression (blue line) with parameters chosen as suggested by eq. (2.3.20) and Theo-
rem 2.3.9.

(xtrain
i , ytrain

i )

RN
w̌T ,n (implicit)

RN ∗,n,λ̃ (Ridge)
f∗,λ(spline)

Figure 2.4.2: Large scale comparison of the solution functions as in Figure 2.4.1. Outside
the training data, the trained RSN RN w̌T ,n ranges in between the ridge regularized
RSN RN ∗,n,λ̃ and the regression spline f∗,λ.

A more detailed view of the trained RSN RNwT ,n is given in Figure 2.4.3.
Therein, we visualize the RSN’s (distributional) second derivative at the respec-
tive realized kink positions as well as a convoluted version of it using a Gaussian
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kernel.

Figure 2.4.3: The trained RSN RN w̌T ,n (blue line) and its (distributional) second
derivative ∑n

k=1 vkwkδξk
(yellow dots) at the respective realized kink positions and a

smoothed version of it. The smooth second derivative was obtained from a convolution
using a Gaussian kernel. It nicely captures the trained RSN’s curvature. Moreover, the
values of the terminal layer’s weights wk at the respective kink positions ξk are given
(red dots).

2.4.2 Extensions to this work

Besides discussing the correspondence of the spline interpolation and an RSN
trained using gradient descent for a finite number of nodes and finite training
time, we extend the theory in upcoming and recent work as follows:

i. We generalize to multidimensional in- and output in X ⊂ Rdin ,Y ⊂ Rdout

(Heiss et al. [2023]).

ii. In this paper, we gain insights on how adding skip connections can lead
to models that are even more similar to the classical regression spline
(see Section 2.7). As a side effect, one can thereby save computational
time and memory by removing neurons with kink positions ξk outside
of C ∶= ConvexHull (supp(ν)). If the skip connections are regularized
accordingly, this is possible even without changing the learned function
on C (see Section 2.7.4).
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Theorem 2.3.9 and its proof inspire to choose special types of randomness
for the first-layer weights and biases. Naturally, we are interested in finding
out whether these choices provide advantages in the training of such RN
or other architectures.

iii. We prove convergence to a differently regularized function (which is opti-
mal with respect to another P -functional) in the case of ordinary training
of both layers of NN instead of only training the last layer [Heiss et al.,
2021b].

iv. We generalize to deep neural networks with more hidden layers [Heiss
et al., 2021b]. The long-term goal of this line of research is to find a P -
functional (or another easy-to-interpret macroscopic description) for each
type of neural network for each set of hyperparameters. (This could be
extended to other Machine Learning methods like random forests too.)
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2.5 Proofs

In the following, we rigorously prove the results presented within this paper.

2.5.1 Proof of Theorem 2.3.9 (RN ∗,n,λ̃ → f∗,λ
g,± )

A number of lemmata are required for the proof of Theorem 2.3.9. These will
be presented and proved later in this section. We start by defining the objects
that are central to the subsequent derivations.

Throughout this section, we henceforth require Assumptions 1–4 to be in place.

Definition 2.5.1. Let λ ∈ R>0. Then for a given function g ∶ R → R≥0 a tuple
(f∗,λ

g,+ , f
∗,λ
g,− ) is defined52 as

(2.5.1) (f∗,λ
g,+ , f

∗,λ
g,− ) ∈ arg min

(f+,f−)∈T

L (f+ + f−) + λP g
+−(f+, f−)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶F

λ,g
+− (f+,f−)

,

with

P g
+−(f+, f−) ∶= 2g(0)

⎛
⎜⎜
⎝

ˆ
supp(g)

(f+

′′

(x))
2

g(x) dx +
ˆ

supp(g)

(f−

′′

(x))
2

g(x) dx

⎞
⎟⎟
⎠
.

Remark 2.5.2. Note that every solution to (2.5.1) (f∗,λ
g,+ , f

∗,λ
g,− ) yields a solu-

tion f∗,λ
g,± ∶= f∗,λ

g,+ + f∗,λ
g,− to (2.3.4). Conversely, for any solution f∗,λ

g,± to (2.3.4)
there exists a solution (f∗,λ

g,+ , f
∗,λ
g,− ) to (2.5.1) such that f∗,λ

g,± = f∗,λ
g,+ + f∗,λ

g,− . Thus,
(f∗,λ

g,+ , f
∗,λ
g,− ) is a solution to (2.5.1) if and only if f∗,λ

g,± ∶= f∗,λ
g,+ + f∗,λ

g,− is a solution
to (2.3.4)

Proof. Assume there exists a tuple (f∗,λ
g,+ , f

∗,λ
g,− ) as in (2.5.1). Then

(2.5.2) L(f∗,λ
g,+ + f∗,λ

g,− ) + λP g
+−(f∗,λ

g,+ , f
∗,λ
g,− ) ≤ L(f+ + f−) + λP g

+−(f+, f−)
52See Lemma 2.5.25 for a proof of existence and uniqueness of the solutions of (2.5.1).

If the solution is not unique, we denote any element of the arg min as (f∗,λ
g,+ , f∗,λ

g,− ).
In that case, it will be clear from the context whether we want to say that a certain
statement holds true for any (f∗,λ

g,+ , f∗,λ
g,− ) or if there exists a (f∗,λ

g,+ , f∗,λ
g,− ) in the arg min

for which the statement holds.
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for all (f+, f−) ∈ T .

Thus, since P g
± (f) = inf

(f+,f−)∈T
f=f++f−

P g
+−(f+, f−), we obtain from (2.5.2) that

L(f∗,λ
g,+ + f∗,λ

g,− ) + λP g
± (f∗,λ

g,+ + f∗,λ
g,− ) ≤ L(f∗,λ

g,+ + f∗,λ
g,− ) + λP g

+−(f∗,λ
g,+ , f

∗,λ
g,− )(2.5.3a)

≤ inf
f∈W 2(R)

L(f) + λP g
± (f),(2.5.3b)

i.e., f∗,λ
g,± ∶= f∗,λ

g,+ + f∗,λ
g,− is a minimizer of (2.3.4).

For the reverse direction, assume there exists f∗,λ
g,± solution to (2.3.4). Then by

Lemma 2.5.24, since {(f+, f−) ∈ T ∣ f+ + f− = f∗,λ
g,± } is convex and complete, there

exists a unique minimizer (f∗
+ , f

∗
−) of inf

(f+,f−)∈T

f
∗,λ
g,±

=f++f−

(0 + 1P g
+−(f+, f−)) = P g

± (f∗,λ
g,± ).

The tuple (f∗
+ , f

∗
−) is a solution to (2.5.1) as well (If there was a better tuple

for (2.5.1) this would correspond to better function for (2.3.4) contradicting the
optimality of f∗,λ

g,± .).

Definition 2.5.3 (estimated kink distance h̄ w.r.t. sgn (v)). Let RN be a
randomized shallow neural network with n hidden nodes as introduced in Defi-
nition 2.2.1. The estimated kink distance w.r.t. sgn (v) at the kth kink position
ξk corresponding to RN is defined as53

(2.5.5) h̄k ∶=
2

ngξ(ξk)
.

Definition 2.5.4 (spline approximating RSN). Let RN be a real-valued ran-
domized shallow neural network with n hidden nodes (cp. Definition 2.2.1)
and (f∗,λ

g,+ , f
∗,λ
g,− ) ∈ T be an adapted regression spline as introduced in Defini-

tions 2.3.5 and 2.5.1. The corresponding spline approximating RSN RN w̃n w.r.t.

53Without Assumption 3b) one would define:

h̄+
k ∶= 1

nP [vk > 0] g+
ξ

(ξk)
(2.5.4a)

h̄−
k ∶= 1

nP [vk < 0] g−
ξ

(ξk)
.(2.5.4b)

Under Assumption 3b) we have the equality:

(2.5.4c) h̄k = h̄+
k = h̄−

k.
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(f∗,λ
g,+ , f

∗,λ
g,− ) is given by

(2.5.6) RN w̃n(ω),ω(x) =
n

∑
k=1

w̃n
k(ω)σ (bk(ω) + vk(ω)x) ∀ω ∈ Ω ∀x ∈ R

with weights w̃n(ω) defined such that ∀k ∈ {1, . . . , n}∀ω ∈ Ω ∶54, 55

w̃n
k(ω) ∶= w

(f
∗,λ
g,+ ,f

∗,λ
g,− ),n

k (ω) ∶=
⎧⎪⎪⎪⎨⎪⎪⎪⎩

h̄k(ω)vk(ω)

E[v2 ∣ξ=ξk(ω)]
f∗,λ

g,+

′′

(ξk(ω)), vk(ω) > 0

−h̄k(ω)vk(ω)

E[v2 ∣ξ=ξk(ω)]
f∗,λ

g,−

′′

(ξk(ω)), vk(ω) < 0

We further define ∀ω ∈ Ω:

K+(ω) ∶= { k ∈ {1, . . . , n} ∣ vk(ω) > 0 } ,(2.5.7a)

K−(ω) ∶= { k ∈ {1, . . . , n} ∣ vk(ω) < 0 }(2.5.7b)

and w̃n+ ∶= (w̃n
k)k∈K+ respectively w̃n− ∶= (w̃n

k)k∈K− . With the above, spline
approximating RSNs can be alternatively represented as
(2.5.8)
RN w̃n(ω),ω(x) = ∑

k∈K+(ω)

w̃
n

k(ω) σ (bk(ω) + vk(ω)x)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

=∶RN +

w̃n+(ω),ω

+ ∑

k∈K−(ω)

w̃
n

k(ω) σ (bk(ω) + vk(ω)x)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

=∶RN −

w̃n−(ω),ω

.

Remark 2.5.5. A spline approximating RSN introduced in Definition 2.5.4 is
a particular randomized shallow neural network designed to be “close” to the
corresponding adapted regression spline f∗,λ

g,± in the sense that its curvature in
between kinks is approximately captured by the size of corresponding weights
w̃n.

54Since all vk are identically distributed and all ξk are identically distributed as well,
the conditioned expectation E [v2

k ∣ξk = x] does not depend on the choice of k ∈ {1, . . . , n}.
Therefore, we will sometimes use the following notation E [v2∣ξ = x] ∶= E [v2

k ∣ξk = x].
55Note that under Assumption 1b), the set {vk = 0} is of zero measure for any

k ∈ {1, . . . , n} and hence is not included in the definition of the weights w̃n(ω). Without
Assumption 3b) (and with a weakened form of Assumption 1b)), w̃n would need to be
reformulated: ∀k ∈ {1, . . . , n} ∶ ∀ω ∈ Ω ∶

w̃
n
k(ω) ∶= w

(f
∗,λ
g+,g−,+

,f
∗,λ
g+,g−,−

,γ
∗,λ
g+,g−

),n

k
(ω) ∶=

⎧
⎪⎪⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎪⎪
⎩

h̄+
k(ω)vk(ω)

E[v2 ∣ξ=ξk(ω),v>0]
f∗,λ

g+,g−,+

′′

(ξk(ω)), vk(ω) > 0

−h̄−
k(ω)vk(ω)

E[v2 ∣ξ=ξk(ω),v<0]
f∗,λ

g+,g−,−

′′

(ξk(ω)), vk(ω) < 0

max(0,bk(ω))

nP[v=0]E[max(0,b)2]
γ∗,λ

g+,g−
, vk(ω) = 0.
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Definition 2.5.6. Let ν = νc+νa as in Assumption 4. The support {x1, . . . , xN}
of νa (w.l.o.g. we assume it is sorted in ascending order) induces a partition

P ∶= {(−∞, x1), [x1, x2), . . . , [xN ,+∞)}

of the input space R. For each input point x ∈ R we define its lower neighbor in
supp(νa) ∪ {−∞} as

⌊x⌋P ∶=max{ xi ∈ supp(νa) ∪ {−∞} ∣ xi ≤ x } ,
⌈x⌉P ∶=min{ xi ∈ supp(νa) ∪ {+∞} ∣ xi > x } .

Furthermore, we define the operator that assigns to each input point x ∈ R the
interval of the partition in which it is contained as follows

IP (x) ∶=
⎧⎪⎪⎨⎪⎪⎩

[⌊x⌋P , ⌈x⌉P) , −∞ < ⌊x⌋P ,
(−∞, ⌈x⌉P) , else.

Definition 2.5.7 (smooth RSN approximation). For w∗,n,λ̃ and RN ∗,n,λ̃ as in
Definition 2.3.2 with corresponding kink density gξ consider for every x ∈ R the
kernel

κx ∶ R→ R, κx(s) ∶= 1ĨP (x)(x − s)
1

∣ĨP (x) ∣
∀s ∈ R,

where

ĨP (x) ∶= B 1
2

√
ngξ(x)

(x) ∩ IP (x) ,(2.5.9)

Br(m) ∶= {τ ∈ R ∶ ∣τ −m∣ ≤ r}.(2.5.10)

The corresponding smooth RSN approximation fw∗,n,λ̃

w.r.t. w∗,n,λ̃ is then
defined as the convolution56

(2.5.11) fw∗,n,λ̃
(ω)(x) ∶= (RN ∗,n,λ̃

ω ∗ κx) (x) ∀ω ∈ Ω ∀x ∈ R.

Moreover, with the notation
(2.5.12)
RN ∗,n,λ̃(x) = ∑

k∈K+

w∗,n,λ̃
k σ (bk + vkx)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶RN

∗,n,λ̃
+ (x)

+ ∑
k∈K−

w∗,n,λ̃
k σ (bk + vkx)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶RN

∗,n,λ̃
− (x)

∀x ∈ R,

56This “convolution” is a bit special, because the kernel κx changes with x ∈ R.
Therefore, the notation RN ∗,n,λ̃ ∗ κ would not be properly defined, but we could

define RN ∗,n,λ̃ ∗∗ κ as: (RN ∗,n,λ̃
ω ∗∗ κ) (x) ∶= (RN ∗,n,λ̃

ω ∗ κx) (x) =
´

R RN ∗,n,λ̃
ω (x −

s)κx(s) ds =
´

ĨP (x)
RN ∗,n,λ̃

ω (t) 1
∣ĨP (x)∣

dt, ∀ω ∈ Ω ∀x ∈ R.
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with w∗+,n,λ̃ ∶= (w∗,n,λ̃
k )

k∈K+
and w∗−,n,λ̃ analogously defined as w̃n+ and w̃n−,

we have

(2.5.13) fw∗,n,λ̃

(x) = (RN ∗,n,λ̃
+ ∗ κx) (x)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶fw∗,n,λ̃

+ (x)

+(RN ∗,n,λ̃
− ∗ κx) (x)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶fw∗,n,λ̃

− (x)

∀x ∈ R.

Remark 2.5.8. For any x ∈ R the kernel κx introduced in Definition 2.5.7 satisfies

1.
´

R κx(s) ds = 1 and

2. limn→∞ κx = δ0, where δ0 denotes the Dirac distribution at zero.

Proof of Theorem 2.3.9. The auxiliary functions RN w̃n and fw∗,n,λ̃

defined
above in Definitions 2.5.4 and 2.5.7 will play an important role in this proof.
In the end, we want to show (probabilistic) convergence of RN ∗,n,λ̃ to the
arg minW 2(R) F

λ,g
± for every RN ∗,n,λ̃ ∈ arg minF λ̃

n . Our strategy to achieve

this goal is to first prove that every RN ∗,n,λ̃ converges to a corresponding
function fw∗,n,λ̃

in the limit n → ∞ (Lemma 2.5.16). Second, we show that

every fw∗,n,λ̃

converges to the arg minW 2(R) F
λ,g
± . This requires more steps—

first, we show the convergence Fλ,g
+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− ) →minT F
λ,g
+− (in multiple

steps based on Lemmas 2.5.13 and 2.5.17) to further imply with the help of
Lemma 2.5.20 the convergence (2.3.9).

Following this strategy, we prove Theorem 2.3.9 step by step:

step -0.5 Before starting with the proof, we need the auxiliary Lemmas 2.5.9
and 2.5.10

step 0 Lemma 2.5.11 shows

P- lim
n→∞

∥RN w̃n − f∗,λ
g,± ∥

W 1,∞(K)
= 0.

step 1 It is directly clear that

F λ̃
n (RN ∗,n,λ̃) ≤ F λ̃

n (RN w̃n) ,

because of the optimality of RN ∗,n,λ̃ (see Definition 2.3.2).

step 1.5 The auxiliary Lemma 2.5.12 will be needed for step 2 and step 4.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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step 2 Lemma 2.5.13 shows

P- lim
n→∞

F λ̃
n (RN w̃n) = Fλ,g

+− (f∗,λ
g,+ , f

∗,λ
g,− ) .

step 2.5 The auxiliary Lemmas 2.5.14, 2.5.15 and 2.5.27 will be needed for step
3 and step 4.

step 3 Lemma 2.5.16 shows

P- lim
n→∞

∥RN ∗,n,λ̃ − fw∗,n,λ̃

∥
W 1,∞(K)

= 0.

step 4 Lemma 2.5.17 shows

P- lim
n→∞

∣F λ̃
n (RN ∗,n,λ̃) − Fλ,g

+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− )∣ = 0.

step 5

Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− ) ≤ Fλ,g

+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− )

holds, because of the optimality of (f∗,λ
g,+ , f

∗,λ
g,− ) ∈ T .

step 6 Combining step 1, step 2, step 4 and step 5 we directly get:57

F
λ,g
+−

⎛

⎝
f

w∗,n,λ̃

+ , f
w∗,n,λ̃

−

⎞

⎠

step 4
≈ F

λ̃
n (RN

∗,n,λ̃
)

P
± ϵ1 ≤

step 1
≤ F

λ̃
n (RN w̃n )

P
± ϵ1 ≈

step 2
≈ F

λ,g
+−

(f
∗,λ
g,+

, f
∗,λ
g,−

)
P
± ϵ1

P
± ϵ2

step 5
≤ F

λ,g
+−

⎛

⎝
f

w∗,n,λ̃

+ , f
w∗,n,λ̃

−

⎞

⎠

P
± ϵ1

P
± ϵ2,

57We are using the following notation:

an ≈ bn
P± ϵ1 ∶⇔ ∀ϵ1 ∈ R>0 ∶ ∀P1 ∈ (0, 1) ∶ ∃n0 ∈ N ∶ ∀n ∈ N>n0 ∶ P [an ∈ bn + [−ϵ1, ϵ1]] > ρ,

but a complete formalization of this notation would be quite long. This notation needs
to be interpreted depending on the context—e.g.:

bn
P±ϵ1 ≈ bn

P±ϵ1
P±ϵ2 ∶⇔ ∀ϵ2 ∈ R>0 ∶ ∀P2 ∈ (0, 1) ∶ ∃n0 ∈ N ∶ ∀n ∈ N>n0 ∶ P [bn ∈ cn + [−ϵ2, ϵ2]] > P2,

or sometimes it makes sense to replace “∈” by “⊆” in a reasonable way. And in the

proofs of some later lemmata
P±ϵ2 can have the meaning of

P
δ,ϵ1→0

± ϵ2 instead of
P

n→0
± ϵ2

depending on the context.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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and thus:

Fλ,g
+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− )

step 4
step 2
step 1
⪅ Fλ,g

+− (f∗,λ
g,+ , f

∗,λ
g,− )

P± ϵ3

step 5
≤ Fλ,g

+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− ) P± ϵ3,

which directly implies

(2.5.14) P- lim
n→∞

Fλ,g
+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− ) = Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− ) .

step 7 Lemma 2.5.20 shows

P- lim
n→∞

dW 1,∞(K) ((fw∗,n,λ̃

+ , fw∗,n,λ̃

− ) ,arg min
T

Fλ,g
+− ) = 0,

if one applies it on the result (2.5.14) of step 6.

step 8 Combining step 3 and step 7 with the triangle inequality directly results
in the statement (2.3.9) we want show.

Lemma 2.5.9 (Poincaré typed inequality). Let f ∶ R → R be continuously
differentiable with f ′ ∶ R → R Lebesgue integrable. Then, for any interval K =
[a, b] ⊂ R such that f(a) = 0 = f ′(a) there exists a C∞

K ∈ R>0 such that

(2.5.15) ∥f∥W 1,∞(K)
≤ C∞

K ∥f ′∥
L∞(K)

.

Additionally, if f is twice differentiable with f ′′ ∶ R → R Lebesgue integrable,
there exists a C2

K ∈ R>0 such that

(2.5.16) ∥f∥W 1,∞(K)
≤ C2

K ∥f ′′∥
L2(K)

.

Proof. By the fundamental theorem of calculus, if ∥f ′∥L∞(K)
< ∞, then

∥f∥L∞(K)
= sup

x∈K
∣
ˆ x

a

f ′(y)dy∣ ≤ ∣b − a∣ sup
y∈K
∣f ′(y)∣.

Hence it follows that

∥f∥W 1,∞(K)
= max {∥f∥L∞(K)

, ∥f
′
∥

L∞(K)
} ≤ max{∣b − a∣, 1} ∥f

′
∥

L∞(K)
= C

∞

K ∥f
′
∥

L∞(K)
.

Similarly, by the Hölder inequality we have

∥f
′
∥

L∞(K)
= sup

x∈K
∣

ˆ b

a

f
′′

(y)1[a,x](y) dy∣ ≤ sup
y∈K

∥f
′′

∥
L2(K)

∥1[a,y]∥
L2(K)

=

√

∣b − a∣ ∥f
′′

∥
L2(K)

.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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Thus, (2.5.16) follows from

∥f∥W 1,∞(K)
≤ C∞

K ∥f ′∥
L∞(K)

≤ C∞
K

√
∣b − a∣ ∥f ′′∥

L2(K)
= C2

K ∥f ′′∥
L2(K)

.

Lemma 2.5.10. Let RN be a real-valued randomized shallow network.
For φ ∶ R2 → R uniformly continuous such that for all x ∈ supp(gξ),
E [φ(ξ, v) 1

ngξ(ξ)
∣ξ = x] < ∞, it then holds that58

(2.5.17) P- lim
n→∞

∑
k∈K+ ∶ξk<T

φ(ξk, vk)h̄k =
ˆ Cu

gξ
∧T

Cℓ
gξ

∧T

E [φ(ξ, v)∣ξ = x] dx

uniformly in T ∈K.

Proof. For T ≤ Cℓ
gξ

both sides of (2.5.17) are zero, thus we restrict ourselves to
T > Cℓ

gξ
. By uniform continuity of φ and 1

gξ
in ξ, for any ϵ > 0 there exists a

δ(ϵ) such that for every ∣ξ′ − ξ∣ < δ(ϵ) we have ∣φ(ξ, v) 1
gξ(ξ)

− φ(ξ′, v) 1
gξ(ξ′)

∣ < ϵ
uniformly in v. W.l.o.g. assume supp(gξ) is an interval. Thus, by splitting the

58The same statement as (2.5.17) is analogously true if one replaces K+ by K− of
course. Also

P- lim
n→∞

∑
k∶ξk<T

φ(ξk, vk) h̄k

2
=

ˆ Cu
gξ

∧T

Cℓ
gξ

∧T
E [φ(ξ, v)∣ξ = x] dx

holds analogously. Without Assumption 3b) the statement (2.5.17) needed to be refor-
mulated as:

P- lim
n→∞

∑
k∈K+ ∶ξk<T

φ(ξk, vk)h̄+
k =

ˆ Cu
g+

ξ

∧T

Cℓ
g+

ξ

∧T
E [φ(ξ, v)∣ξ = x, v > 0] dx

P- lim
n→∞

∑
k∈K− ∶ξk<T

φ(ξk, vk)h̄−
k =

ˆ Cu
g−

ξ

∧T

Cℓ
g−

ξ

∧T
E [φ(ξ, v)∣ξ = x, v < 0] dx

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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interval [Cℓ
gξ
,Cu

gξ
∧ T ] into disjoint strips59 of equal length δ ≤ δ(ϵ), we have60

∑

k∈K+

ξk<T

φ(ξk, vk)h̄k =

59
= ∑

ℓ∈Z
[δℓ,δ(ℓ+1))⊆[Cℓ

gξ
,Cu

gξ
∧T ]

⎛

⎜
⎜
⎜
⎜

⎝

∑

k∈K+

ξk∈[δℓ,δ(ℓ+1))

φ(ξk, vk)h̄k

⎞

⎟
⎟
⎟
⎟

⎠

≈ ∑

ℓ∈Z
[δℓ,δ(ℓ+1))⊆[Cℓ

gξ
,Cu

gξ
∧T ]

⎛

⎜
⎜
⎜
⎜

⎝

∑

k∈K+

ξk∈[δℓ,δ(ℓ+1))

(φ(ℓδ, vk)

2

ngξ(ℓδ)

±

ϵ

n
)

∣{m ∈ K+
∶ ξm ∈ [δℓ, δ(ℓ + 1))}∣

∣{m ∈ K+ ∶ ξm ∈ [δℓ, δ(ℓ + 1))}∣

⎞

⎟
⎟
⎟
⎟

⎠

≈ ∑

ℓ∈Z
[δℓ,δ(ℓ+1))⊆[Cℓ

gξ
,Cu

gξ
∧T ]

⎛

⎜
⎜
⎜

⎝

∑ k∈K+

ξk∈[δℓ,δ(ℓ+1))

φ(ℓδ, vk)

∣{m ∈ K+ ∶ ξm ∈ [δℓ, δ(ℓ + 1))}∣

2∣{m ∈ K+
∶ ξm ∈ [δℓ, δ(ℓ + 1))}∣

ngξ(ℓδ)

⎞

⎟
⎟
⎟

⎠

± ϵ.

The number of nodes within a δ-strip follows a binomial distribution with

E [∣{m ∈ K
+

∶ ξm ∈ [δℓ, δ(ℓ + 1))}∣] = P [vk > 0] n

ˆ
[δℓ,δ(ℓ+1))

gξ(x) dx ≈

1

2
n(δgξ(ℓδ) ± δϵ̃),

for any δ ≤ δ(ϵ, ϵ̃), since gξ is uniformly continuous on supp(gξ) by Assump-
tion 2b). For δ ≤ δ(ϵ, ϵ̃) small enough, we have L(vk) ≈ L(v∣ξ = ℓδ) ∀k ∈ K+ ∶ ξk ∈
[δℓ, δ(ℓ + 1)) and we may apply the law of large numbers to further obtain

∑

k∈K+∶ξk<T

φ(ξk, vk)h̄k ≈ ∑

ℓ∈Z
[δℓ,δ(ℓ+1))⊆[Cℓ

gξ
,Cu

gξ
∧T ]

(E [φ(ξ, v)∣ξ = ℓδ]

P
± ˜̃ϵ) δ (1 ±

ϵ̃

gξ(ℓδ)

) ± ϵ

≈

⎛

⎜
⎜
⎜
⎜
⎜

⎝

∑

ℓ∈Z
[δℓ,δ(ℓ+1))⊆[Cℓ

gξ
,Cu

gξ
∧T ]

⎛

⎝

E [φ(ξ, v)∣ξ = ℓδ] δ
⎞

⎠

P
± ˜̃ϵ∣C

u
gξ

− C
ℓ
gξ

∣

⎞

⎟
⎟
⎟
⎟
⎟

⎠

⋅ (1 ±

ϵ̃

gξ(ℓδ)

) ± ϵ

Since 1/gξ(⋅) and E [φ(ξ, v)∣ξ = ⋅] are bounded on supp(gξ), and ϵ, ϵ̃ depend on

59Assume ∃ℓ1, ℓ2 ∈ Z ∶ Cℓ
gξ

= δℓ1, Cu
gξ

= δℓ2 to make the notation simpler. For a
cleaner proof, one should choose a suitable partition of supp(gξ).

60The notation ±ϵ from footnote 57 on page 67 and slight adaptions of it will be
used in this proof a lot. The relations of all the epsilons will be explicitly described in
(2.5.18).
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δ only, we may for some ϵ∗, ρ∗ ∈ (0,1) define

ϵ ∶= ϵ
∗

3
,(2.5.18a)

ϵ̃ ∶=
ϵ∗ minx∈supp(gξ) gξ(x)

3∣Cu
gξ
−Cℓ

gξ
∣ (maxx∈supp(gξ) E [φ(ξ, v)∣ξ = x] + 1)

,(2.5.18b)

˜̃ϵ ∶= ϵ∗

3∣Cu
gξ
−Cℓ

gξ
∣ ,(2.5.18c)

˜̃ρ ∶= (ρ∗)
δ

∣Cu
gξ

−Cℓ
gξ

∣

,(2.5.18d)

n∗
0 ∶= ˜̃n0(˜̃ϵ, ˜̃ρ).(2.5.18e)

With the above, it follows that for any ϵ∗, ρ∗ ∈ (0,1) there exists a n∗
0 such that

∀n > n∗
0 ∶

P

⎡⎢⎢⎢⎢⎢⎢⎢⎣

RRRRRRRRRRRRRRRRRRR

∑
k∈K+ ∶ξk<T

φ(ξk, vk)h̄k − ∑
ℓ∈Z

[δℓ,δ(ℓ+1))⊆[Cℓ
gξ

,Cu
gξ

∧T ]

E [φ(ξ, v)∣ξ = ℓδ] δ

RRRRRRRRRRRRRRRRRRR

≤ ϵ∗

⎤⎥⎥⎥⎥⎥⎥⎥⎦

> ρ∗.

For δ small enough, the above Riemann sum converges uniformly in T to yield
the desired result.

Lemma 2.5.11 (step 0). For any choice of the penalty parameter λ > 0 and
K ⊂ R a compact interval, the spline approximating RSN RN w̃n converges to
the adapted regression spline f∗,λ

g,± in probability w.r.t. ∥⋅∥W 1,∞(K)
with increasing

number of nodes, i.e.

P- lim
n→∞

∥RN w̃n − f∗,λ
g,± ∥

W 1,∞(K)
= 0.61

Proof. Let λ > 0 and K ⊂ R be a compact interval with [Cℓ
g,C

u
g ] ⊂ K. Directly

from the definition (2.5.8) of RN +
w̃n+ and RN +

w̃n+ and the Definitions 2.3.5
and 2.5.1 of f∗,λ

g,± , it follows that it is sufficient to show:

P- lim
n→∞

∥RN +
w̃n+ − f∗,λ

g,+ ∥
W 1,∞(K)

= 0 and(2.5.19a)

P- lim
n→∞

∥RN −
w̃n− − f∗,λ

g,− ∥
W 1,∞(K)

= 0 .(2.5.19b)

61Using the definition of the P- lim, we get:

∀ϵ ∈ R>0 ∶ ∀ρ ∈ (0, 1) ∶ ∃n0 ∈ N ∶ ∀n ≥ n0 ∶ P [∥RN w̃n − f∗,λ
g,± ∥

W 1,∞(K)
< ϵ] > ρ.
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W.l.o.g. we restrict ourselves to proving (2.5.19a), as the latter limit follows
analogously. By Lemma 2.5.9 it suffices to show that

(2.5.20) P- lim
n→∞

∥RN +
w̃n+

′

− f∗,λ
g,+

′

∥
L∞(K)

= 0.

Since for any x ∈K

RN +
w̃n+

′

(x) = ∑
k∈K+

w̃n
kvk = ∑

k∈K+

f∗,λ
g,+

′′

(ξk)
v2

k

E [v2∣ξ = ξk]
h̄k,

we may employ Lemma 2.5.1062 with φ(z, y) = f∗,λ
g,+

′′

(z) y2

E[v2 ∣ξ=z]
to obtain

P- lim
n→∞

RN +
w̃n+

′

(x) =
ˆ Cu

gξ
∧x

Cℓ
gξ

∧x

E [f∗,λ
g,+

′′

(ξ) v2

E [v2∣ξ = z] ∣ξ = z] dz =
ˆ Cu

gξ
∧x

Cℓ
gξ

∧x

f∗,λ
g,+

′′

(z)dz

uniformly in x ∈K. Employing the fundamental theorem of calculus we further
obtain

P- lim
n→∞

RN +
w̃n+

′

(x) = f∗,λ
g,+

′

(Cu
gξ
∧ x) − f∗,λ

g,+

′

(Cℓ
gξ
∧ x) ∀x ∈ R.

By Remark 2.3.6, we have that f∗,λ
g,+

′

(Cℓ
gξ
∧ x) = 0 for any x ∈ R. Since by the

same remark, f∗,λ
g,+

′

is constant on [Cu
gξ
,∞), we finally obtain

P- lim
n→∞

RN +
w̃n+

′

(x) = f∗,λ
g,+

′

(x) uniformly in x ∈K.

Hence (2.5.20) follows.

Lemma 2.5.12 (L(fn) → L(f)). Let (fn)n∈N be a sequence of continuous
functions with piece-wise continuous derivatives which converges in probability
w.r.t. W 1,∞(K)63 to a function f ∶ R → R, then the training loss L of fn

converges in probability to L (f) as n tends to infinity, i.e.

(2.5.21) P- lim
n→∞

L(fn) = L(f).
62Note that φ(x, y) is uniformly continuous on supp(gξ) since, by definition, f∗,λ

g,+ ∈
C2(R) and supp(gξ) is compact by Assumption 2.

63Hence Lemma 2.5.12 can be used together with Lemma 2.5.11 to show
P- limn→∞ L(RN w̃n ) = L(f∗,λ

g,± ) or together with Lemma 2.5.16 to show

P- limn→∞ L (RN ∗,n,λ̃) = L (fw∗,n,λ̃ ) since a ReLU-neural network is always continu-

ous and piece-wise continuously differentiable.
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Proof. By Assumption 4 there exists a finite Borel-measure ν and some p > 1

s.t. L is continuous w.r.t. W 1,p(K,ν). Since

∥f∥W 1,p(K,ν)
= (

ˆ
K

(f)p dν)
1
p

+ (
ˆ

K

(f
′

)p dν)
1
p

≤ (sup
x∈K
∣f(x)∣ + sup

x∈K
∣f

′

(x)∣) ν(K)
1
p

≤ 2ν(K)
1
p ∥f∥W 1,∞(K)

,

where the last inequality follows from Remark 2.3.11. Therefore, L is continuous
w.r.t. W 1,∞(K) as well and the result follows.

Lemma 2.5.13 (step 2). For any λ > 0, we have

(2.5.22) P- lim
n→∞

F λ̃
n (RN w̃n) = Fλ,g

+− (f∗,λ
g,+ , f

∗,λ
g,− ) ,

with λ̃ and g as defined in Theorem 2.3.9.

Proof. We start by showing
(2.5.23)

P- lim
n→∞

λ̃ ∥w̃n∥22 = λ2g(0)
⎛
⎜⎜⎜
⎝

ˆ
supp(g)

(f∗,λ
g,+

′′

(x))
2

g(x) dx +
ˆ

supp(g)

(f∗,λ
g,−

′′

(x))
2

g(x) dx

⎞
⎟⎟⎟
⎠
.

Since ∥w̃n∥22 = ∥w̃
n+∥22 + ∥w̃

n−∥22, we restrict ourselves to proving

(2.5.24) P- lim
n→∞

λ̃ ∥w̃n+∥2
2
= λ2g(0)

ˆ
supp(gξ)

(f∗,λ
g,+

′′

(x))
2

g(x) dx.

With the definitions of w̃n+, λ̃ and h̄ we have

λ̃ ∥w̃n+∥2
2
= λ̃ ∑

k∈K+

(f∗,λ
g,+

′′

(ξk)
h̄kvk

E [v2∣ξ = ξk]
)

2

= λ̃ ∑
k∈K+

((f∗,λ
g,+

′′

)
2

(ξk)
h̄kv

2
k

E [v2∣ξ = ξk]2
) h̄k

= λ2g(0) ∑
k∈K+

((f∗,λ
g,+

′′

)
2

(ξk)
2v2

k

gξ(ξk)E [v2∣ξ = ξk]2
) h̄k.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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An application of Lemma 2.5.10 with φ(x, y) = (f∗,λ
g,+

′′

)
2

(x) 2y2

gξ(x)E[v2 ∣ξ=y]
2 further

yields (2.5.24) via

P- lim
n→∞

λ̃ ∥w̃n+∥2
2
= λ2g(0)

ˆ
supp(gξ)

E [(f∗,λ
g,+

′′

)
2

(ξ) 2v2

gξ(ξ)E [v2∣ξ = x]2
∣ξ = x] dx

= λ2g(0)
ˆ

supp(gξ)

2(f∗,λ
g,+

′′

)
2

(x)

gξ(x)E [v2∣ξ = x] dx

= λ2g(0)
ˆ

supp(gξ)

(f∗,λ
g,+

′′

(x))
2

g(x) dx.

Thus we have proved the convergence of the penalization terms (2.5.23). Together
with Lemmas 2.5.11 and 2.5.12, (2.5.22) follows.

Lemma 2.5.14. Using the notation of Definitions 2.2.6 and 2.3.2, the following
statement holds:

∀ϵ ∈ R>0 ∶ ∃δ ∈ R>0 ∶ ∀n ∈ N ∶ ∀ω ∈ Ω ∶ ∀k̀, ḱ ∈ {1, . . . , n} ∶

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

⎛
⎜⎜⎜⎜
⎝
∣ ξk̀(ω) − ξḱ(ω)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

=∶∆ξ(ω)

∣ < δ ∧ sgn (vk̀(ω)) = sgn (vḱ(ω)) ∧ IP (ξk̀(ω)) = IP (ξḱ(ω))
⎞
⎟⎟⎟⎟
⎠

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
(∗)

⇒
RRRRRRRRRRRRR

w∗,n,λ̃

k̀
(ω)

vk̀(ω)
−
w∗,n,λ̃

ḱ
(ω)

vḱ(ω)

RRRRRRRRRRRRR
< ϵ
n

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

,

if we assume that vk is never zero.

Proof. For all ϵ̃ > 0 and all sufficiently small δ, assuming (*) we will prove the
following inequality :

RRRRRRRRRRRRRRR

w∗,n,λ̃

k̀

v
k̀

−
w∗,n,λ̃

ḱ

v
ḱ

RRRRRRRRRRRRRRR

1.
≤

(δν(K)
1
p + ϵ̃)

2λ̃
lim sup

∥f∥
W 1,p(K,ν)

→0

L (RN ∗,n,λ̃ + f) − L (RN ∗,n,λ̃)
∥f∥W 1,p(K,ν)

2.
≤

(2.5.25a)

2.
≤

(δν(K)
1
p + ϵ̃)

2λ̃
CL.(2.5.25b)
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From inequality (2.5.25), the statement of Lemma 2.5.14 follows for

δ ∶=min

⎧⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎩

δ̃νc,ϵ, (
ϵλ4g(0)
CL

− ϵ̃)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

>0 for ϵ̃ small

ν(K)
1
p

⎫⎪⎪⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎪⎪⎭

.

1. Proof of (2.5.25a): First we define the disturbed weight vector w∆s such
that

w∆s
k ∶= w∗,n,λ̃

k +

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

+ ∆s

∣v
k̀

∣
k = k̀

− ∆s

∣v
ḱ

∣
k = ḱ

0 else-wise

by shifting a little bit of the distributional second derivative ∆s from the
ḱth kink to the k̀th kink. By a case analysis (or by drawing a sketch) one
can easily show that conditioned on sgn (vk̀) = sgn (vḱ)

∀x ∈ R ∶ ∣RN ∗,n,λ̃(x) − (RNw∆s(x))∣ ≤ ∣∆ξ∆s∣(2.5.26)

∀x ∈ R ∶ ∣RN ∗,n,λ̃
′

(x) − (RNw∆s

′

(x))∣ ≤ ∣∆s∣1
[ξ

k̀
,ξ

ḱ
]
(x),(2.5.27)

where we use the notation [ξk̀, ξḱ] ∶= [min{ξk̀, ξḱ},max{ξk̀, ξḱ}]. Let ν, p
be as in Assumption 4. We then have

∥RN
∗,n,λ̃

− RN
w∆s ∥

W 1,p(K,ν)

=(

ˆ
K

(RN
∗,n,λ̃

−RN
w∆s )

p
dν)

1
p

+
⎛
⎜
⎝

ˆ
K

(RN
∗,n,λ̃

′

−RN
w∆s

′
)
p

dν
⎞
⎟
⎠

1
p

(2.5.26),(2.5.27)
≤ (

ˆ
K

(∣∆ξ∆s∣)
p

dν)

1
p

+
⎛
⎜
⎝

ˆ
[ξ

k̀
,ξ

ḱ
]

(∣∆s∣)
p

dν
⎞
⎟
⎠

1
p

≤∣∆ξ∆s∣ν(K)

1
p + ∣∆s∣ν([ξ

k̀
, ξ

ḱ
])

1
p

≤∣∆s∣
⎛

⎝
δν(K)

1
p + νc([ξ

k̀
, ξ

ḱ
])

1
p ⎞

⎠
,

where the last inequality holds since first, ∣∆ξ∣ < δ by assumption and
second, [ξk̀, ξḱ] ⊂ IP (ξk̀) (note that P-a.s. ξk̀, ξḱ ∉ supp(νa)). ∣∆ξ∣ < δ fur-
ther implies that if we choose δ > 0 small enough (i.e., if δ < δ̃νc,ϵ for a
δ̃νc,ϵ > 0), then νc([ξk̀, ξḱ])

1
p < ϵ̃, because νc is absolutely continuous (and

thus uniformly continuous) w.r.t. the Lebesgue-measure. Thus, we get

(2.5.28) ∥RN ∗,n,λ̃ −RNw∆s∥
W 1,p(K,ν)

≤ ∣∆s∣ (δν(K)
1
p + ϵ̃) .
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Furthermore, as RN ∗,n,λ̃ is optimal, the following inequality has to hold:

0 ≤ lim inf
∆s→0

F λ̃
n (RNw∆s) − F λ̃

n (RN ∗,n,λ̃)
∣∆s∣ =(2.5.29a)

= −λ̃2

RRRRRRRRRRRRR

w∗,n,λ̃

k̀

vk̀

−
w∗,n,λ̃

ḱ

vḱ

RRRRRRRRRRRRR
+ lim inf

∆s→0

L (RNw∆s) −L (RN ∗,n,λ̃)
∣∆s∣ .(2.5.29b)

Transforming this equation gives:

λ̃2

RRRRRRRRRRRRRRRRRRR

w
∗,n,λ̃

k̀

v
k̀

−

w
∗,n,λ̃

ḱ

v
ḱ

RRRRRRRRRRRRRRRRRRR

(2.5.29)
≤ lim inf

∆s→0

L (RN
w∆s ) − L (RN ∗,n,λ̃)

∣∆s∣

(2.5.28)
≤

⎛

⎝
δν(K)

1
p + ϵ̃

⎞

⎠
lim sup

∥f∥
W 1,p(K,ν)

→0

L (RN ∗,n,λ̃ + f) − L (RN ∗,n,λ̃)

∥f∥
W 1,p(K,ν)

.

Dividing both sides by 2λ̃ results in (2.5.25a).

2. (2.5.25a)≤(2.5.25b) holds because L is assumed to be Lipschitz continu-
ous on a sub-levelset of L (cp. Assumption 4b)) and L (RN ∗,n,λ̃) ≤ L (0)
because of optimality and non-negativity of λ̃ ∥⋅∥22:

(2.5.31) L (RN ∗,n,λ̃) + λ̃ ∥w∗,n,λ̃∥
2

2

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
≥0

optimality
≤ L ( 0

´¸¶
RN 0

) + ∥ 0
´¸¶
∈Rn

∥22 .

Lemma 2.5.15 ( w∗,n,λ̃

v
≈ O( 1

n
)). For any λ > 0, we have

(2.5.32) max
k∈{1,...,n}

w∗,n,λ̃
k

vk
= P-O

n→∞
( 1

n
) .64

64Using the definition of P-O, eq. (2.5.32) reads as:

∀ρ ∈ (0, 1) ∶ ∃C ∈ R>0 ∶ ∃n0 ∈ N ∶ ∀n > n0 ∶ P [ max
k∈{1,...,n}

< C
1

n
] > ρ.
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Proof. Let k∗ ∈ arg maxk∈{1,...,n}

w
∗,n,λ̃
k
vk

and thus
w

∗,n,λ̃

k∗

vk∗
= maxk∈{1,...,n}

w
∗,n,λ̃
k
vk

.

W.l.o.g. assume k∗ ∈ K+. Now we consider the case
w

∗,n,λ̃

k∗

vk∗
> 1

n
.

F λ,g
+− (f∗,λ

g,+ , f∗,λ
g,− )

λ̃

Lemma 2.5.13
P
≥

1

2λ̃
F

λ̃
n (RN

∗,n,λ̃
)

(2.5.33a)

≥

1

2
∑

k∈K+∶ξk∈(ξk∗ −δ,ξk∗ +δ)∩IP (ξk∗ )

w
∗,n,λ̃
k

2
(2.5.33b)

=

1

2
∑

k∈K+∶ξk∈(ξk∗ −δ,ξk∗ +δ)∩IP (ξk∗ )

w∗,n,λ̃
k

2

v2
k

v
2
k(2.5.33c)

Lemma 2.5.14
≥

1

8

w∗,n,λ̃

k∗

2

v2
k∗

∑

k∈K+∶ξk∈(ξk∗ −δ,ξk∗ +δ)∩IP (ξk∗ )

v
2
k(2.5.33d)

P
≥

1

8

w∗,n,λ̃

k∗

2

v2
k∗

∣(ξk∗ − δ, ξk∗ + δ) ∩ IP (ξk∗ )∣

ngξ(ξk∗ )

2
E [v

2
k∣ξk =ξk∗ ](2.5.33e)

≥

1

8

w∗,n,λ̃

k∗

2

v2
k∗

min {δ, min
I∈P

∣I ∣}

ngξ(ξk∗ )

2
E [v

2
k∣ξk =ξk∗ ] .(2.5.33f)

Transforming inequality (2.5.33) and using the definition λ̃ ∶= λn2g(0) gives:

(2.5.34)
w∗,n,λ̃

k∗

2

v2
k∗

P
≤ 16

n2

Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− )

min{δ,minI∈P ∣I ∣} gξ(ξk∗)E [v2
k∣ξk = ξk∗]λ2g(0)

.

Taking the square root of both sides, bounding gξ with its minimum65 and taking
E [v2

k∣ξk = ξk∗] ≥ minx∈supp(gξ) E [v2
k∣ξk = x] = Cmom > 0 (which holds because of

Assumption 4 d)), we get:

(2.5.35)
w∗,n,λ̃

k∗

vk∗

P
≤ 4

n

⎛
⎝

Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− )

min{δ,minI∈P ∣I ∣}minx∈supp(g) gξ(x)Cmomλ2g(0)
⎞
⎠

1
2

.

This proves statement (2.5.32) by choosing C from footnote 64 as:

(2.5.36) C ∶= 4
⎛
⎝

Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− )

min{δ,minI∈P ∣I ∣}minx∈supp(g) gξ(x)Cmomλ2g(0)
⎞
⎠

1
2

.

65Assumption 2a) and c) guarantee that minx∈supp(g) gξ(x) > 0.
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Lemma 2.5.16 (step 3). For any λ > 0, we have

(2.5.37) P- lim
n→∞

∥RN ∗,n,λ̃ − fw∗,n,λ̃

∥
W 1,∞(K)

= 0,

with λ̃ as defined in Theorem 2.3.9.

Proof. By Lemma 2.5.9 (as RN ∗,n,λ̃, fw∗,n,λ̃

are zero outside of supp(g) +
supp(κx) like described in Remark 2.3.6), we only need to show that for all
ϵ > 0:

lim
n→∞

P
⎡⎢⎢⎢⎢⎣
∥RN ∗,n,λ̃

′

− fw∗,n,λ̃
′

∥
L∞(K)

< ϵ
⎤⎥⎥⎥⎥⎦
= 1.

W.l.o.g. it is sufficient to prove:

lim
n→∞

P
⎡⎢⎢⎢⎢⎣
∥RN ∗,n,λ̃

+

′

− fw∗,n,λ̃

+

′

∥
L∞(K)

< ϵ
⎤⎥⎥⎥⎥⎦
= 1.

For every x ∈K and ω ∈ Ω, using the Definition 2.5.7 of fw∗,n,λ̃

+ we have

RN
∗,n,λ̃
+

′

(x) − f
w∗,n,λ̃

+

′

(x) = RN
∗,n,λ̃
+

′

(x) − (RN
∗,n,λ̃
+

′

∗ κx) (x)

= RN
∗,n,λ̃
+

′

(x) −

ˆ
ĨP (x)

RN
∗,n,λ̃
+

′

(t)

1

∣ĨP (x) ∣

dt

=

ˆ
ĨP (x)

RN
∗,n,λ̃
+

′

(x)

1

∣ĨP (x) ∣

dt −

ˆ
ĨP (x)

RN
∗,n,λ̃
+

′

(t)

1

∣ĨP (x) ∣

dt

=

ˆ
ĨP (x)

(RN
∗,n,λ̃
+

′

(x) − RN
∗,n,λ̃
+

′

(t))

1

∣ĨP (x) ∣

dt.

Using the definition of RN ∗,n,λ̃
+ we get:

(2.5.38) RN ∗,n,λ̃
+

′

(x) = ∑
k∈K+ ∶ξk<x

w∗,n,λ̃
k vk

and hence with rn ∶= 1
2

√
ngξ(x)

and ⌊x⌋P , ⌈x⌉P as in Definition 2.5.6 we get after

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537


2.5 Proofs 79

some algebraic calculations that

RN
∗,n,λ̃
+

′

(x) − f
w∗,n,λ̃

+

′

(x) = ∑

k∈K+∶max{ x−rn,⌊x⌋P }<ξk<x

w
∗,n,λ̃
k

vk

ˆ ξk

max{ x−rn,⌊x⌋P }

1

∣ĨP (x) ∣
ds

− ∑

k∈K+∶x<ξk<min{ x+rn,⌈x⌉P }

w
∗,n,λ̃
k

vk

ˆ min{ x+rn,⌈x⌉P }

ξk

1

∣ĨP (x) ∣
ds =

= ∑

k∈K+∶max{ x−rn,⌊x⌋P }<ξk<x

w
∗,n,λ̃
k

vk

v
2
k

∣ξk − max { x − rn, ⌊x⌋P } ∣

∣ĨP (x) ∣

− ∑

k∈K+∶x<ξk<min{ x+rn,⌈x⌉P }

w
∗,n,λ̃
k

vk

v
2
k

∣ min { x + rn, ⌈x⌉P } − ξk ∣

∣ĨP (x) ∣

Thus, we can use the triangle inequality66 to get:

RRRRRRRRRRRRRRRR

RN
∗,n,λ̃
+

′

(x) − f
w∗,n,λ̃

+

′

(x)

RRRRRRRRRRRRRRRR

≤ ∑

k∈K+∶max{ x−rn,⌊x⌋P }<ξk<min{ x+rn,⌈x⌉P }

RRRRRRRRRRRRRRRRR

w
∗,n,λ̃
k

vk

v
2
k

RRRRRRRRRRRRRRRRR

(2.5.39a)

≤ max
k∈K+

RRRRRRRRRRRRRRRRR

w
∗,n,λ̃
k

vk

RRRRRRRRRRRRRRRRR

∑

k∈K+∶max{ x−rn,⌊x⌋P }<ξk<min{ x+rn,⌈x⌉P }

v
2
k(2.5.39b)

Lemma 2.5.15
≤ P-O

n→∞
(

1

n
) P-O

n→∞
(

√
n) = P-O

n→∞

⎛

⎝

1
√

n

⎞

⎠
(2.5.39c)

uniformly in x on supp(gξ) and thus on K (since outside of supp(gξ) + (−rn, rn) both functions and there

derivatives are zero).

Lemma 2.5.17 (step 4). For any λ > 0, we have

(2.5.40) P- lim
n→∞

∣F λ̃
n (RN ∗,n,λ̃) − Fλ,g

+− (fw∗,n,λ̃

+ , fw∗,n,λ̃

− )∣ = 0,

with λ̃ as defined in Theorem 2.3.9.

Proof. Lemmas 2.5.12 and 2.5.16 combined show that

P- lim
n→∞

∣L (RN ∗,n,λ̃) −L(fw∗,n,λ̃

+ + fw∗,n,λ̃

− )∣ = 0.

So it is sufficient to show:
(2.5.41)

P- lim
n→∞

RRRRRRRRRRRRRRRRRRRRRRRRR

λ̃ ∥w
∗,n,λ̃

∥

2

2
− λ2g(0)

⎛

⎜
⎜
⎜
⎜
⎜
⎜

⎝

ˆ
supp(g)

⎛

⎝

fw∗,n,λ̃

+

′′

(x)

⎞

⎠

2

g(x)

dx +

ˆ
supp(g)

⎛

⎝

fw∗,n,λ̃

−

′′

(x)

⎞

⎠

2

g(x)

dx

⎞

⎟
⎟
⎟
⎟
⎟
⎟

⎠

RRRRRRRRRRRRRRRRRRRRRRRRR

= 0.

66Actually, one could use a much tighter bound than the triangle inequality used
in inequality (2.5.39a), because in asymptotic expectation the positive and negative
summands would cancel each other instead of adding up.



80 Chapter 2

Since ∥w∗,n,λ̃∥
2

2
= ∑k∈K+ w

∗,n,λ̃
k

2

+∑k∈K− w
∗,n,λ̃
k

2

, we restrict ourselves to proving

(2.5.42) P- lim
n→∞

RRRRRRRRRRRRRRRRRRRRRR

λ̃ ∑
k∈K+

w∗,n,λ̃
k

2

− λ2g(0)
ˆ

supp(gξ)

(fw∗,n,λ̃

+

′′

(x))
2

g(x) dx

RRRRRRRRRRRRRRRRRRRRRR

= 0.

Using the Definition 2.5.7 of fw∗,n,λ̃

+ we get that

fw∗,n,λ̃

+

′′

(x)Definition 2.5.7= ∑
k∈K+ ∶ξk∈ĨP (x)

1

∣ĨP (x) ∣
w∗,n,λ̃

k
vk

(2.5.43a)

= ∑
k∈K+ ∶ξk∈ĨP (x)

1

∣ĨP (x) ∣
w∗,n,λ̃

k

vk

v2
k(2.5.43b)

Lemma 2.5.14≈
⎛
⎜
⎝

w∗,n,λ̃
lx

vlx

± ϵ

n

⎞
⎟
⎠

∑
k∈K+ ∶ξk∈ĨP (x)

1

∣ĨP (x) ∣
v2

k(2.5.43c)

≈
⎛
⎜
⎝

w∗,n,λ̃
lx

vlx

± ϵ

n

⎞
⎟
⎠

(1
P± ϵ1) P [vk >0] ngξ(x) (E [v2

k ∣ξk =x] P± ϵ2)(2.5.43d)

Lemma 2.5.15≈
w∗,n,λ̃

lx

vlx

P [vk >0] ngξ(x)E [v2
k ∣ξk =x] P± ϵ3(2.5.43e)

uniformly in x on K for any lx satisfying lx ∈ K+ ∶ ξl ∈ ĨP (x) ∀x ∈ supp(gξ).
Therefore we can plug this into the right-hand term of eq. (2.5.42):

λ2g(0)

ˆ
supp(gξ)

⎛
⎜
⎜
⎝

fw∗,n,λ̃

+

′′

(x)

⎞
⎟
⎟
⎠

2

g(x)
dx ≈ λ2g(0)

ˆ
supp(gξ)

⎛
⎜
⎜
⎜
⎝

w
∗,n,λ̃
lx
vlx

P [vk > 0] ngξ(x)E [v2
k

∣ξk = x]
P
± ϵ3

⎞
⎟
⎟
⎟
⎠

2

g(x)
dx

≈ λ2g(0)

ˆ
supp(gξ)

⎛
⎜
⎜
⎜
⎝

w
∗,n,λ̃
lx
vlx

P [vk > 0] ngξ(x)E [v2
k

∣ξk = x]

⎞
⎟
⎟
⎟
⎠

2

g(x)
dx

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

=
λ̃n

2

ˆ
supp(gξ)

⎛
⎜
⎜
⎜
⎝

w
∗,n,λ̃
lx

vlx

⎞
⎟
⎟
⎟
⎠

2

gξ(x)E [v
2
k ∣ξk = x] dx

P
±ϵ4

by uniformity of approximation (2.5.43) and by using the definitions of λ̃ ∶=
λn2g(0) and g(x) ∶= gξ(x)E [v2

k∣ξk = x] 1
2
.
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In the next steps, we show that the left-hand term of eq. (2.5.42) converges
to the same term as the right-hand side did. Therefore, we choose a suitable
partition Pδ ∶= { [ℓ1, ℓ2), . . . , [ℓm−1, ℓm) } of supp(gξ), i.e., Pδ is a refinement of
P from Definition 2.5.6 and no interval in Pδ is longer than δ or shorter than δ

2
.

By setting δ = 1
√

n
and letting n tend to infinity, we get:

λ̃ ∑
k∈K+

w∗,n,λ̃
k

2

= λ̃
m

∑
j=1

⎛
⎜⎜⎜
⎝

∑
k∈K+

ξk∈[ℓj ,ℓj+1)

⎛
⎝
w∗,n,λ̃

k

vk

⎞
⎠

2

v2
k

⎞
⎟⎟⎟
⎠

Lemma 2.5.14≈ λ̃
m

∑
j=1

⎛
⎜⎜⎜
⎝

⎛
⎜⎜
⎝

w∗,n,λ̃
lℓj

vlℓj

± ϵ5

n

⎞
⎟⎟
⎠

2

∑
k∈K+

ξk∈[ℓj ,ℓj+1)

v2
k

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
≈(1

P
±ϵ6) n

2
∣ℓj+1−ℓj ∣gξ(ℓj )(E[v2

k ∣ξk=ℓj ]
P
±ϵ7)

⎞
⎟⎟⎟
⎠

Lemma 2.5.15≈ λ̃n

2

m

∑
j=1

⎛
⎜⎜
⎝

⎛
⎜⎜
⎝

w∗,n,λ̃
lℓj

vlℓj

⎞
⎟⎟
⎠

2

∣ℓj+1 − ℓj ∣gξ(ℓj) (E [v2
k∣ξk = ℓj])

P± ϵ8

⎞
⎟⎟
⎠

Riemann≈ λ̃n

2

ˆ
supp(gξ)

⎛
⎜
⎝

w∗,n,λ̃
lx

vlx

⎞
⎟
⎠

2

gξ(x)E [v2
k∣ξk = x] dx

P± ϵ9

This proves eq. (2.5.40).

Lemma 2.5.18. Let K ⊂ R be a compact interval and consider the Banach
space
(T , ∥ ⋅ ∥W 2,2(K)), with norm ∥(f+, f−)∥W 2,2(K) ∶= ∥f+∥W 2,2(K) + ∥f−∥W 2,2(K) for
any (f+, f−) ∈ T .The penalty term of Fλ,g

+− , given by P g
+− ∶ T → R≥0,

(2.5.44) P g
+− (f+, f−) ∶= 2g(0)

⎛
⎜⎜
⎝

ˆ
supp(g)

(f+

′′

(x))
2

g(x) dx +
ˆ

supp(g)

(f−

′′

(x))
2

g(x) dx

⎞
⎟⎟
⎠

is strongly convex w.r.t. ∥ ⋅ ∥W 2,2(K). Moreover, if supp(g) ⊂ K, then P g
+− is

continuous w.r.t. ∥ ⋅ ∥W 2,2(K).

Proof. Let K ⊂ R be a compact interval with diameter ∣K ∣, (f1
+ , f

1
−) , (f2

+ , f
2
−) ∈ T

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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and define the tuple

(2.5.45) (u+, u−) ∶= (f2
+ , f

2
−) − (f1

+ , f
1
−) ∈ T

as the component-wise difference. Note that t (f1
+ , f

1
−) + (1 − t) (f2

+ , f
2
−) ∈ T for

every t ∈ [0,1]. Since P g
+− is a quadratic form, we get for any t ∈ [0,1] with the

help of some algebraic calculations
(2.5.46)
P g

+− (t (f1
+ , f1

−) + (1 − t) (f2
+ , f2

−)) = tP g
+−(f1

+ , f1
−)+(1−t)P g

+−(f2
+ , f2

−)−t(1−t)P g
+−(u+, u−).

Moreover, we have

∥u+

′′

∥
2

L2(K)
≤
maxx∈supp(g)g(x)

2g(0) P g
+− (u+, u−) ,(2.5.47)

since (u+, u−) ∈ T has zero second derivative outside supp(g). Applying the
Poincaré-typed Lemma 2.5.9 twice (first on u+

′′

then on u+

′

) yields

∥u
′

+∥
2

L2(K)
≤ ∣K ∣2

maxx∈supp(g)g(x)
2g(0) P g

+− (u+, u−) ,(2.5.48)

∥u+∥2L2(K)
≤ ∣K ∣4

maxx∈supp(g)g(x)
2g(0) P g

+− (u+, u−) ,(2.5.49)

as (un
+ , u

n
−) ∈ T satisfies the boundary conditions at Cℓ

g (cp. Remark 2.3.6)
because of the compact support of g. Analogously,

∥u
′

−∥
2

L2(K)
≤ ∣K ∣2

maxx∈supp(g)g(x)
2g(0) P g

+− (u+, u−) ,(2.5.50)

∥u−∥2L2(K)
≤ ∣K ∣4

maxx∈supp(g)g(x)
2g(0) P g

+− (u+, u−) ,(2.5.51)

and hence

∥(u+, u−)∥2L2(K)
≤ ∣K ∣4

maxx∈supp(g)g(x)
g(0) P g

+− (u+, u−) ,(2.5.52)

∥(u+, u−)∥2W 1,2(K)
≤ (∣K ∣4 + ∣K ∣2)

maxx∈supp(g)g(x)
g(0) P g

+− (u+, u−) ,(2.5.53)

∥(u+, u−)∥2W 2,2(K)
≤ (∣K ∣4 + ∣K ∣2 + 1)

maxx∈supp(g)g(x)
g(0) P g

+− (u+, u−) .(2.5.54)

Combining this with (2.5.46) results in

P g
+− (t (f1

+ , f
1
−) + (1 − t) (f2

+ , f
2
−))(2.5.55a)

≤ tP g
+−(f1

+ , f
1
−) + (1 − t)P g

+−(f2
+ , f

2
−)(2.5.55b)

− t(1 − t)g(0)
(∣K ∣4 + ∣K ∣2 + 1)maxx∈supp(g) g(x)

∥(u+, u−)∥2W 2,2(K)
.(2.5.55c)

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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Thus, P g
+− is strongly convex with parameter

2g(0)/ ((∣K ∣4 + ∣K ∣2 + 1)maxx∈supp(g) g(x)). To show continuity, note that
we have

P g
+− (u+, u−) ≤

2g(0)
minx∈supp(g) g(x)

(∥u+

′′

∥
2

L2(K)
+ ∥u−

′′

∥
2

L2(K)
)(2.5.56a)

≤ 2g(0)
minx∈supp(g) g(x)

∥ (u+, u−) ∥2W 2,2(K),(2.5.56b)

since (u+, u−) ∈ T has zero second derivative outside supp(g) and supp(g) ⊂K.
Let (f1

+ , f
1
−) ∈ T . Then, for any (f2

+ , f
2
−) ∈ T

∣P g
+− (f2

+ , f2
−) − P g

+− (f1
+ , f1

−) ∣ = 2g(0)
⎛
⎝

ˆ
supp(g)

(f2
′′

+ − f1
′′

+ ) (f2
′′

+ + f1
′′

+ ) (x)

g(x)
dx

(2.5.57a)

+
ˆ

supp(g)

(f2
′′

− − f1
′′

− ) (f2
′′

− + f1
′′

− ) (x)

g(x)
dx

⎞
⎠

(2.5.57b)

≤
√

P g
+− ((f2

+ , f2
−) − (f1

+ , f1
−))

√
P g

+− ((f2
+ , f2

−) + (f1
+ , f1

−))(2.5.57c)

≤
√

P g
+− (u+, u−)

√
8P g

+− (f1
+ , f1

−) + 2P g
+− (u+, u−)(2.5.57d)

≤

¿
ÁÁÁÀ 16g(0)P g

+− (f1
+ , f1

−)
minx∈supp(g) g(x)

∥ (u+, u−) ∥W 2,2(K)(2.5.57e)

+ 2
3
2 g(0)

minx∈supp(g) g(x)
∥ (u+, u−) ∥2

W 2,2(K)
(2.5.57f)

= c(f1
+ ,f1

− )∥ (u+, u−) ∥W 2,2(K) + c∥ (u+, u−) ∥2
W 2,2(K)

(2.5.57g)

with positive constants c(f1
+ ,f1

− ) and c, where we employed the Cauchy-Schwarz in-
equality and (2.5.56). Thus, for any ϵ > 0 we achieve ∣P g

+− (f2
+ , f

2
−)−P g

+− (f1
+ , f

1
−) ∣ <

ϵ for every (f2
+ , f

2
−) such that

∥ (f2
+ , f

2
−) − (f1

+ , f
1
−) ∥W 2,2(K) < δ

with δ ∶=

√
c2

(f1
+

,f1
−

)

4c2 + ϵ
c
−

c
(f1

+
,f1

−
)

2c
. Hence we have shown continuity at an arbitrary

(f1
+ , f

1
−) ∈ T .
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Lemma 2.5.19. For any c > 0, the sub-level set K ∶=
{(f+, f−) ∈ T ∶ P g

+−(f+, f−) ≤ c} is sequentially compact w.r.t. W 1,∞(K)
for any compact interval K ⊂ R.

Proof. Note that W 1,2(K) can be compactly embedded into L∞(K). This holds,
since by Morrey’s inequality (see [Evans, 2010]) W 1,2(K) can be continuously
embedded into the Hölder-space C0,0.5, C0,0.5 embeds compactly in C0,α, for
α < 1

2
, and C0,α embeds continuously into L∞(K). In total, we thus have the

compact embedding67

W 1,2(K) ⊂ C0,1/2⊂⊂C0,α ⊂ L∞(K).

To show then that W 2,2(K) can be compactly embedded into W 1,∞(K), we first
note that W 2,2(K) can be continuously embedded into W 1,∞(K) by Sobolev em-
bedding theorem. Then we show that for every bounded sequence fn in W 2,2(K),
there exists a sub-sequence f ˜̃n that converges in W 1,∞(K): Since fn is bounded
in W 2,2(K) ⊂ W 1,2(K), there exists a convergent sub-sequence f ñ that con-
verges in L∞(K) (because of W 1,2(K)⊂⊂L∞(K)). And since (f ñ)

′

is bounded
in W 1,2(K), there exists a convergent sub-sub-sequence (f ˜̃n)

′

that converges
in L∞(K) (because of W 1,2(K)⊂⊂L∞(K)). Thus, f ˜̃n converges in W 1,∞(K).
Since P g

+− is strongly convex (Lemma 2.5.18), K is bounded in W 2,2(K) (or this
be can be seen from (2.5.54)). Thus, the W 2,2(K)-bounded set K is sequentially
compact w.r.t. W 1,∞(K). The same holds true for finite products of the spaces.

Lemma 2.5.20 (step 7). For any sequence of tuples of functions68 (fn
+ , f

n
− ) ∈ T

satisfying

(2.5.58) P- lim
n→∞

Fλ,g
+− (fn

+ , f
n
− ) =min

T
Fλ,g

+−

it holds that

(2.5.59) P- lim
n→∞

dW 1,∞(K) ((fn
+ , f

n
− ) ,arg min

T

Fλ,g
+− ) = 0,

i.e., ∀ϵ > 0 ∶ ∀ρ ∈ (0,1) ∶ ∃n0 ∈ N ∶ ∀n > n0 such that
(2.5.60)

P [∃(f∗,λ
g,+ , f

∗,λ
g,− ) ∈ arg min

T

Fλ,g
+− ∶ ∥(fn

+ , f
n
− ) − (f∗,λ

g,+ , f
∗,λ
g,− )∥

W 1,∞(K)
< ϵ] > ρ.

67Note that the composition of compact and continuous embeddings is itself compact.
68Precisely speaking (fn

+ , fn
− ) is a random variable (fn

+ , fn
− ) ∶ Ω → T .
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Proof. Assume on the contrary that ∃ϵ > 0 ∶ ∃ρ ∈ (0,1) ∶ ∀n0 ∈ N ∶ ∃n > n0 such
that
(2.5.61)

P [∀(f∗,λ
g,+ , f

∗,λ
g,− ) ∈ arg min

T

Fλ,g
+− ∶ ∥(fn

+ , f
n
− ) − (f∗,λ

g,+ , f
∗,λ
g,− )∥

W 1,∞(K)
≥ ϵ] > (1 − ρ).

This implies the existence of a sub-sequence (f ñ
+ , f

ñ
− ) of which every element

satisfies (2.5.61). We further denote by Ω(2.5.61)(n) the set

Ω(2.5.61)(n) ∶= { ω ∈ Ω ∣ ∀ (f
∗,λ
g,+ , f

∗,λ
g,− ) ∈ arg min

T

F
λ,g
+− ∶ ∥(f

n
+ , f

n
− ) − (f

∗,λ
g,+ , f

∗,λ
g,− )∥

W 1,∞(K)
≥ ϵ } .

Moreover, we define

Ω(2.5.58)(n) ∶= { ω ∈ Ω ∣ ∣Fλ,g
+− (fn

+ , f
n
− ) −min

T
Fλ,g

+− ∣ < ϵ(2.5.58) } .

Equation (2.5.58) implies that for every ϵ(2.5.58) > 0 and ρ(2.5.58) ∈ (0,1),
P [Ω(2.5.58)(n)] > ρ(2.5.58) for all n large enough. Since ρ(2.5.58) can be chosen
arbitrarily close to one and thus P [Ω(2.5.58)(ñ)]+P [Ω(2.5.61)(ñ)] = ρ(2.5.58)+ρ > 1

for n large enough. Therefore, by the axiom of choice, we may consider in
what follows an element ω(ñ) ∈ Ω(2.5.58)(ñ) ∩ Ω(2.5.61)(ñ) ≠ ∅. Define the set

K ∶= {(f+, f−) ∈ T ∶ P g
+−(f+, f−) ≤ L(0)+ϵ(2.5.58)

λ
}. It then holds that

(f ñ
+ , f

ñ
− ) (ω(ñ)) ∈ K.

Since K is sequentially compact w.r.t. W 1,∞(K) by Lemma 2.5.19, there
exists a sub-sequence (f ˜̃n

+ , f
˜̃n
− ) (ω(˜̃n)) of (f ñ

+ , f
ñ
− ) (ω(ñ)) which converges

w.r.t. W 1,∞(K) to a limit (f̃+, f̃−) in K. By Assumption 4 L is continuous
w.r.t. W 1,∞(K) and we define

lim
˜̃n→∞

L (f ˜̃n
+ + f

˜̃n
− ) (ω(˜̃n)) = L (f̃+ + f̃−) =∶ L∗

and
lim
˜̃n→∞

P g
+− (f

˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) =min

T
Fλ,g

+− −L∗ =∶ P ∗.

We now proceed to show that (f ˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) is a W 2,2(K)-Cauchy sequence.

By continuity of L there exists a δ > 0 such that

L
⎛
⎜
⎝

(f ˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) + (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))

2

⎞
⎟
⎠
< L∗ + ϵL,
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for ˜̃n, ˜̃m large enough such that
XXXXXXXXXXXXXX

(f ˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) + (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))

2
− (f̃+, f̃−)

XXXXXXXXXXXXXXW 1,∞(K)

< δL.

By M -strong convexity69 of P g
+− (see Lemma 2.5.18) we have

P
g
+−

⎛

⎜

⎝

(f
˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) + (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))

2

⎞

⎟

⎠

≤

1

2
P

g
+− ((f

˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)))

+

1

2
P

g
+− ((f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m)))

−

M

8
∥(f

˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) − (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))∥

W 2,2(K)

<

P ∗
+ ϵP

2
+

P ∗
+ ϵP

2

−

M

8
∥(f

˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) − (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))∥

W 2,2(K)

,

where in the last inequality we used W 2,2(K)-continuity of P g
+− (and ˜̃n, ˜̃m again

large enough) . Combining the inequalities above, we obtain

L
⎛
⎜
⎝

(f
˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) + (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))

2

⎞
⎟
⎠

+ λP g
+−

⎛
⎜
⎝

(f
˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) + (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))

2

⎞
⎟
⎠

< L∗ + λP ∗ + ϵL + λ
ϵP + ϵP

2
− λ

M

8
∥(f

˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) − (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))∥

W 2,2(K)
.

Thus,

∥(f ˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) − (f

˜̃m
+ , f

˜̃m
− ) (ω( ˜̃m))∥

W 2,2(K)
< 8

M
( 1

λ
ϵL + ϵP )

for ˜̃n, ˜̃m large enough in order not to violate optimality. Thus, (f ˜̃n
+ , f

˜̃n
− ) (ω(˜̃n))

is a W 2,2(K)-Cauchy sequence, since we can choose ϵL and ϵP arbitrarily small.

Since (f ˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) is aW 2,2(K)-Cauchy sequence, it converges to (f̃+, f̃−)

in W 2,2(K). Note that (f̃+, f̃−) ∈ T , since T is closed w.r.t. W 2,2(K). This,
together with W 2,2(K)-continuity of L and P g

+− implies

min
T
Fλ,g

+− = lim
˜̃n→∞

L (f ˜̃n
+ + f

˜̃n
− ) (ω(˜̃n)) + λP g

+− (f
˜̃n
+ , f

˜̃n
− ) (ω(˜̃n)) = Fλ,g

+− (f̃+, f̃−) ,

i.e., (f̃+, f̃−) ∈ arg minT F
λ,g
+− . This however is a contradiction to ω(˜̃n) ∈

Ω(2.5.61)(˜̃n) for ˜̃n large enough.
69In (2.5.55), one can see the explicit form of M ∶=

2g(0)/ ((∣K∣4 + ∣K∣2 + 1) maxx∈supp(g) g(x)).
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Lemma 2.5.21 (step 7 convex). Assume L is convex. Then, for any sequence
of tuples of functions (fn

+ , f
n
− ) ∈ T such that

(2.5.62) P- lim
n→∞

Fλ,g
+− (fn

+ , f
n
− ) = Fλ,g

+− (f∗,λ
g,+ , f

∗,λ
g,− ) ,

it follows that

(2.5.63) P- lim
n→∞

∥(fn
+ + fn

− ) − f∗,λ
g,±

´¸¶
f

∗,λ
g,+ +f

∗,λ
g,−

∥
W 1,∞(K)

= 0.

Proof. Define the tuple of functions

(2.5.64) (un
+ , u

n
−) ∶= (f∗,λ

g,+ , f
∗,λ
g,− ) − (fn

+ , f
n
− )

as the difference. Recall that the penalty term of Fλ,g
+− is given by

(2.5.65) P g
+− (f+, f−) ∶= 2g(0)

⎛
⎜⎜
⎝

ˆ
supp(g)

(f+

′′

(x))
2

g(x) dx +
ˆ

supp(g)

(f−

′′

(x))
2

g(x) dx

⎞
⎟⎟
⎠
.

This penalty P g
+− is obviously a quadratic form. Note that

(fn
+ ,fn

− )+(f
∗,λ
g,+ ,f

∗,λ
g,− )

2
∈ T .

Since the training loss L is convex, we get the inequality

(2.5.66) L
⎛
⎝
fn

+ + fn
− + f∗,λ

g,+ + f∗,λ
g,−

2

⎞
⎠
≤ L (f

n
+ + fn

− )
2

+
L (f∗,λ

g,+ + f∗,λ
g,− )

2
.

Since by Lemma 2.5.18 the penalty P g
+− is strongly convex we obtain the inequal-

ity
(2.5.67)

P g
+−

⎛
⎝
(fn

+ , f
n
− ) + (f∗,λ

g,+ , f
∗,λ
g,− )

2

⎞
⎠
≤ P

g
+−(fn

+ , f
n
− )

2
+
P g

+−(f∗,λ
g,+ , f

∗,λ
g,− )

2
− P

g
+−(un

+ , u
n
−)

4
.

Combining the inequalities (2.5.66) and (2.5.67) results in
(2.5.68)

Fλ,g
+−

⎛
⎝
(fn

+ , f
n
− ) + (f∗,λ

g,+ , f
∗,λ
g,− )

2

⎞
⎠
≤
Fλ,g

+− (fn
+ , f

n
− ) + Fλ,g

+− (f∗,λ
g,+ , f

∗,λ
g,− )

2
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

(2.5.58)≈ Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− )

P± ϵ

−λP
g
+−(un

+ , u
n
−)

4
.
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Together with the optimality of (f∗,λ
g,+ , f

∗,λ
g,− ) this result leads directly to

Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− )

optimality
Definition 2.5.1≤ Fλ,g

+−

⎛
⎝
(fn

+ , f
n
− ) + (f∗,λ

g,+ , f
∗,λ
g,− )

2

⎞
⎠

(2.5.69a)

(2.5.68)
⪅ Fλ,g

+− (f∗,λ
g,+ , f

∗,λ
g,− )

P± ϵ − λP
g
+−(un

+ , u
n
−)

4
.(2.5.69b)

By subtracting (Fλ,g
+− (f∗,λ

g,+ , f
∗,λ
g,− ) − λ

P
g
+−(un

+ ,un
− )

4
) from both sides of ineq. (2.5.69)

and multiplying by 4 we get

λP g
+−(un

+ , u
n
−)

(2.5.69)
⪅ P±4ϵ,

which implies that

(2.5.70) P- lim
n→∞

P g
+−(un

+ , u
n
−) = 0.

First, we will show that the weak second derivative un
+

′′

converges to zero. We
have

∥un
+

′′

∥
L2(K)

≤
maxx∈supp(g)g(x)

2g(0) P g
+− (un

+ , u
n
−) ∀K ⊆ R,(2.5.71)

because (un
+ , u

n
−) ∈ T has zero second derivative outside supp(g). Thus,

P- lim
n→∞

∥un
+

′′

∥
L2(K)

= 0

(by combining eqs. (2.5.70) and (2.5.71)). This can be used to apply two times
the Poincaré-typed Lemma 2.5.9 (first on un

+

′′

then on un
+

′

) to get for every
compact set K ⊂ R

(2.5.72) P- lim
n→∞

∥un
+∥W 1,∞(K)

= 0,

as (un
+ , u

n
−) ∈ T satisfies the boundary conditions at Cℓ

g (cp. Remark 2.3.6)
because of the compact support of g. Analogously, P- limn→∞ ∥un

−∥W 1,∞(K)
= 0

for every compact set K ⊂ R and hence

(2.5.73) P- lim
n→∞

∥un
+ + un

−∥W 1,∞(K)
= 0.

Thus, by the definition (2.5.64) of (un
+ , u

n
−) we get

P- lim
n→∞

∥(fn
+ + fn

− ) − f∗,λ
g,±

´¸¶
f

∗,λ
g,+ +f

∗,λ
g,−

∥
W 1,∞(K)

(2.5.64)= P- lim
n→∞

∥un
+ + un

−∥W 1,∞(K)

(2.5.73)= 0,

which shows (2.5.63).
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2.5.2 Proof of Theorem 2.3.16 (RN wT ,n,ω → RN ∗,n, 1
T

ω )

In this section we prove all the results (Lemma 2.3.14, Remark 2.3.15 and
Theorem 2.3.16) presented in Section 2.3.2. These results are analogous to the
results presented in Bishop [1995], Friedman and Popescu [2003], Poggio et al.
[2018], Gidel et al. [2019], but we will repeat the proofs briefly in this section.

Proof of Lemma 2.3.14. We need to show that for any ω ∈ Ω,

(“(2.3.15)”) wT ,n(ω) = − exp (−2TX⊺(ω)X(ω))w∗,n,0+(ω) +w∗,n,0+(ω),

satisfies (GF). Let ω ∈ Ω be fixed and set y ∶= (ytrain
1 , . . . , ytrain

N )⊺. Clearly,w0,n = 0.
Since

∇wL(RNw) = 2X⊺(Xw − y),

(GF) reads as

(2.5.74) dwt,n = −2(X⊺Xwt,n −X⊺y)dt.

Differentiating (2.3.15) we obtain

d

dt
wt,n = 2X⊺X exp (−2tX⊺X)w∗,n,0+.(2.5.75)

Moreover, since

−2(X⊺Xwt,n − X⊺y) = 2X⊺X exp (−2tX⊺X) w∗,n,0+ − 2X⊺yw∗,n,0+ + 2X⊺yw∗,n,0+

= 2X⊺X exp (−2tX⊺X) w∗,n,0+

the result follows (by the Picard–Lindelöf theorem the solution of linear ODEs
is unique).

Proof of Remark 2.3.15. Using basic results on the Moore–Penrose pseudoin-
verse Ben-Israel and Greville [2003] and singular value decomposition it directly
follows that the minimum norm solution w∗,n,0+ does not have any singular-
value-components in the null-space of the matrix X. Combining this with basic
knowledge about the matrix exponential of diagonalizable matrices, the result
follows. Since the matrix-exponential in eq. (2.3.15) only preserves the null-space
of X, every singular-value-component outside the null-space is scaled down to
zero as T →∞.

https://en.wikipedia.org/w/index.php?title=Picard%E2%80%93Lindel%C3%B6f_theorem&oldid=906035907
https://en.wikipedia.org/w/index.php?title=Ordinary_differential_equation&oldid=906735137
https://en.wikipedia.org/w/index.php?title=Moore--Penrose_inverse&oldid=906563099#Singular_value_decomposition_(SVD)
https://en.wikipedia.org/w/index.php?title=Moore--Penrose_inverse&oldid=906563099
https://en.wikipedia.org/w/index.php?title=Moore--Penrose_inverse&oldid=906563099
https://en.wikipedia.org/w/index.php?title=Singular_value_decomposition&oldid=911708147
https://en.wikipedia.org/w/index.php?title=Moore--Penrose_inverse&oldid=906563099#Minimum_norm_solution_to_a_linear_system
https://en.wikipedia.org/w/index.php?title=Singular_value_decomposition&oldid=911708147#Range,_null_space_and_rank
https://en.wikipedia.org/w/index.php?title=Matrix_exponential&oldid=908188529#Diagonalizable_case
https://en.wikipedia.org/w/index.php?title=Matrix_exponential&oldid=908188529#Diagonalizable_case
https://en.wikipedia.org/w/index.php?title=Matrix_exponential&oldid=908188529
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Proof of Theorem 2.3.16. First, we note that obviously

(2.5.76) lim
T →∞

w∗,n, 1
T (ω) = w∗,n,0+(ω) ∀ω ∈ Ω

holds by Definition 2.3.3.

Secondly, the continuity of the map (Rn, ∥⋅∥2) → W 1,∞(K) ∶ w ↦ RNw,ω

implies: ∀ω ∈ Ω:

lim
T →∞

∥RN ∗,n, 1
T

ω −RNw∗,n,0+(ω),ω∥
W 1,∞(K)

= 0, because of eq. (2.5.76)

(2.5.77a)

lim
T →∞

∥RNwT ,n(ω),ω −RNw∗,n,0+(ω),ω∥W 1,∞(K)
= 0, because of Remark 2.3.15.

(2.5.77b)

Thirdly, by applying the triangle inequality on eqs. (2.5.77) the result (2.3.16)
follows.

2.5.3 Proof of Corollary 2.2.3 and Lemma 2.2.4

Before we prove Corollary 2.2.3 and Lemma 2.2.4, we give a brief overview
of related work regarding the universality of RSNs. Rahimi and Recht [2008,
Theorem 3.1 and Theorem 3.2] show already universality of RSNs for bounded ac-
tivation functions (and even gave quantitative approximation rates). In contrast,
our proof works for more general activation functions including ReLU-activations.
Meanwhile, also other papers have studied the universal approximation capabil-
ities of RSNs: Gonon et al. [2023] provides quantitative approximation rates for
ReLU-activations. Neufeld and Schmocker [2023] proof qualitative universality
in more general Banach spaces (including Sobolev-spaces, i.e., they show that
RSNs do not only approximate the function f well but also that the deriva-
tive(s) of this RSN can approximate the derivative(s) of f for suitable activation
functions).

Lemma 2.5.22 (Uniform continuity w.r.t. first-layer weights). Let NN θ be
a shallow neural network as introduced in Equation (3.2.1) and define (b, v) ∈
Rn×(d+1) to be the collection of the network’s first layer parameters. Then, for
every ϵ > 0 and for any compact K ⊂ Rd there exists a δ > 0 such that,

∀(b̃, ṽ) ∈ Uδ(b, v) ∶
XXXXXXXXXXX

n

∑
k=1

wkσ
⎛
⎝
b̃k +

d

∑
j=1

ṽk,jxj

⎞
⎠
−NN θ

XXXXXXXXXXXL∞(K)

< ϵ
2
,

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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with

Uδ(b, v) ∶= {(b̃, ṽ) ∈ Rn×(d+1)∣ max
k∈{1,...,n}

∥(bk, vk) − (b̃k, ṽk)∥2 < δ} .

Proof. For any x ∈K, we have

∂NN θ(x)
∂bk

= wkσ
′ ⎛
⎝
bk +

d

∑
j=1

vk,jxj

⎞
⎠
,

∂NN θ(x)
∂vk,i

= wkσ
′ ⎛
⎝
bk +

d

∑
j=1

vk,jxj

⎞
⎠
xi.

Both derivatives can be bounded by above by L ∶= max
k∈{1,...,n}

∣wk ∣LσcK , with Lσ

the Lipschitz constant corresponding to σ and cK > 0 s.t. ∥x∥2 ≤ cK∀x ∈ K as
K was assumed to be compact. Since the bound L is independent of x and w,
the statement follows.

Proof of Corollary 2.2.3. The equation ∀ϵ ∈ R+:

lim
n→∞

P [∃w ∈ Rn ∶ ∥RNw − f∥∞ < ϵ] = 1.

can be formulated more concretely as ∀ϵ ∈ R+:

lim
n→∞

P [{ ω ∈ Ω ∣ ∃w ∈ Rn ∶ ∥RNw,ω − f∥∞ < ϵ }] = 1,

or alternatively as ∀ϵ ∈ R+:

lim
n→∞

µ
n ⎛

⎝

⎧
⎪⎪
⎨
⎪⎪
⎩

(b̃k, ṽk)k∈{1,...,n} ∈ (R × Rd
)

n
RRRRRRRRRRR

∃w ∈ Rn
∶ ∥

n

∑

k=1

wkσ (b̃k + ⟨ṽk, ⋅⟩) − f∥

∞

< ϵ

⎫
⎪⎪
⎬
⎪⎪
⎭

⎞

⎠

= 1,

where µn denotes the n-fold product measure of µ.

By uniform approximation in the sense of Leshno et al. [1993], we have for
any ϵ > 0, that there exists an N ϵ/2 ∈ N, NN ϵ/2 ∶ Rd → R with

NN ϵ/2(x) ∶=
Nϵ/2

∑
k=1

θkσ
⎛
⎝
bk +

d

∑
j=1

vk,jxj

⎞
⎠

with θk, bk, vk,j ∈ R such that

(2.5.78) ∥NN ϵ/2 − f∥
L∞(K)

< ϵ
2
.
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We now like to consider the probability that a randomly chosen vector of weights
(b̃k, ṽk) corresponding to the kth neuron in the hidden layer is close to a specific
weight vector (bi, vi) ofNN ϵ/2. Since λd+1(Uδ(bi, vi)) > 0 it follows from µ≫ λd+1

that µ(Uδ(bi, vi)) > 0. Therefore,

0 < p ∶= min
i∈{1,...,Nϵ/2}

µ(Uδ(bi, vi)) ≤ 1.

The probability that none of the sampled weights (b̃k, ṽk), k = 1, . . . , n is in the
δ-neighborhood of a specific vector (bi, vi) can be bounded as follows:

µn ([∀k ∈ {1, . . . , n} ∶ (b̃k, ṽk) ∉ Uδ(bi, vi)]) = (1 − µ(Uδ(bi, vi)))n ≤ (1 − p)n.

This implies

µn

⎛
⎜⎜⎜⎜
⎝
[∃i ∈ {1, . . . ,N ϵ/2} ∶ ∀k ∈ {1, . . . , n} ∶ (b̃k, ṽk) ∉ Uδ(bi, vi)]
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

=∶B

⎞
⎟⎟⎟⎟
⎠

= µn ⎛
⎝

Nϵ/2

⋃
i=1

[∀k ∈ {1, . . . , n} ∶ (b̃k, ṽk) ∉ Uδ(bi, vi)]
⎞
⎠

≤
Nϵ/2

∑
i=1

µn ([∀k ∈ {1, . . . , n} ∶ (b̃k, ṽk) ∉ Uδ(bi, vi)])

≤
Nϵ/2

∑
i=1

(1 − p)n = (1 − p)n ⋅N ϵ/2 Ð→
n→∞

0.

For every ω ∈ Bc define

ι ∶ {1, . . . ,N ϵ/2} → {1, . . . , n},

i↦ ι(i),

with (b̃ι(i), ṽι(i))(ω) ∈ Uδ(bi, vi). Without loss of generality, ι is injective (choose
δ small enough s.t. Uδ(bi, vi), i = 1, . . . ,N ϵ/2 are disjoint). For those ω ∈ Bc we
further define RNw as in the statement of the corollary, with trainable last layer
weights

wk ∶=
⎧⎪⎪⎨⎪⎪⎩

θk, ∃i ∈ {1, . . . ,N ϵ/2} ∶ ι(i) = k,
0, ∄i ∈ {1, . . . ,N ϵ/2} ∶ ι(i) = k.

By Lemma 2.5.22, it follows that ∥RNw −NN ϵ/2∥
L∞(K)

< ϵ/2 on Bc. Hence, an
application of the triangle inequality, together with (2.5.78) yields that

∀ω ∈ Bc ∶ ∥RNw − f∥L∞(K)
< ϵ.
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Proof of Lemma 2.2.4. We use the notation
ψ(b,v)(xtrain)k ∶= (ψ(b,v)(xtrain

1 )k, . . . , ψ(b,v)(xtrain
N )k) =

(σ (bk +∑d
j=1 vk,jx

train
1,j ) , . . . , σ (bk +∑d

j=1 vk,jx
train
N,j )) and note that

ψ(b,v)(xtrain)k are i.i.d. for k = 1, . . . , n. We want to show that P-almost
surely, {ψ(b,v)(xtrain

1 ), . . . , ψ(b,v)(xtrain
N )} are linearly independent, for then the

terminal linear regression can be (uniquely in case N = n) solved. Since the
column-rank of a matrix equals its row-rank, we can equivalently show that
{ψ(b,v)(xtrain)1, . . . , ψ(b,v)(xtrain)N} are linearly independent P-almost surely.
We show this by induction. First, the vector ψ(b,v)(xtrain)1 is almost surely
non-zero by assumption and therefore almost surely linearly independent.
Assume then that

{ψ(b,v)(xtrain)1, . . . , ψ(b,v)(xtrain)N−1}

are almost surely linearly independent. Then almost surely, the linear hull

LN−1 ∶= [ψ(b,v)(xtrain)1, . . . , ψ(b,v)(xtrain)N−1] ⊆ range(ψ(b,v))

constitutes an (N−1)-dimensional subspace of range(ψ(b,v)) for which

P#(ψ(b,v)(xtrain)N)[LN−1] = 0,

and thus ψ(b,v)(xtrain)N ∉ LN−1 P-almost surely. Thus, almost surely there exists
w ∈ Rn such that ∑n

k=1wkψ(b,v)(xi)k = yi for all i = 1, . . . ,N and n ≥ N .

2.5.4 Existence and uniqueness of f∗,λ
g,± and RN ∗,n,λ̃

Lemma 2.5.23. Let (X , τ) be a convex subset of a locally convex topological
vector space and ∥ ⋅ ∥ be a norm on X whose induced topology is at least as fine
as τ and such that (X , ∥ ⋅ ∥) is complete. Let further L ∶ X → R≥0 be continuous
w.r.t. τ , and P ∶ X → R strongly convex and continuous w.r.t. ∥ ⋅ ∥. Moreover, for
λ > 0 let K ∶= {f ∶ P (f) ≤ L(0)

λ
+ P (0)} be sequentially compact w.r.t. τ . Then,

the set

(2.5.79) arg min
f∈X

L(f) + λP (f)

is non-empty.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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Proof. Consider a minimizing sequence of

inf
f∈X

L(f) + λP (f) = inf
f∈K

L(f) + λP (f)

and denote by (fn)n∈N the τ -convergent subsequence we know exists by τ -
compactness of K w.r.t. τ and f∞ is defined as a70 limit of the subse-
quence (fn)n∈N. By τ -continuity of L, for any ϵ > 0 there exists a τ -neighborhood
Uϵ ∈ τ of f∞ s.t. L(f) < L∗ + ϵ for every f ∈ Uϵ, where L∗ ∶= L(f∞) =
limn→∞L(fn). Furthermore, there exists a convex τ -neighborhood B ⊂ Uϵ of f∞

and (by τ -convergence of (fn)n∈N) an index N ∈ N s.t. fn ∈ B for all n > N . Note
that for

P ∗ ∶= inff∈K L(f) + λP (f) −L∗

λ
,

also L(fn)+λP (fn) < L∗ +λP ∗ + ϵ for fn ∈ B with n large enough since (fn)n∈N

is a minimizing sequence.71

We now proceed to show that (fn)n∈N is a Cauchy sequence w.r.t. ∥ ⋅ ∥.
Assume on the contrary that there exists a δ > 0 s.t. for all M ∈ N there exist
n,m >M for which ∥fn−fm∥ > δ. First, by convexity of B, fn+fm

2
∈ B and hence

L( fn+fm

2
) < L∗ + ϵ. Second, by strong convexity of P with parameter c > 0

P (fn + fm

2
) ≤ 1

2
P (fm) +

1

2
P (fn) −

c

8
∥fn − fm∥(2.5.80)

< P ∗ + 2ϵ

λ
− c

8
δ,(2.5.81)

and thus

L(fn + fm

2
) + λP (fn + fm

2
) < L∗ + λP ∗ + (3ϵ − cλ

8
δ)(2.5.82)

= inf
f∈K

L(f) + λP (f) + (3ϵ − cλ
8
δ).(2.5.83)

This however is a contradiction since ϵ was arbitrary.

Since (X , ∥ ⋅ ∥) is assumed to be complete, there exists a ∥ ⋅ ∥-limit f∗ of
(fn)n∈N. Furthermore, τ -continuity of L implies its ∥ ⋅ ∥-continuity and hence

L(f∗) + λP (f∗) = lim
n→∞

L(fn) + λP (fn) = inf
f∈X

L(f) + λP (f).(2.5.84)

70If τ is not Hausdorff, the limit does not have to be unique.
71Note that we do not assume P ∗ = P (f∞) at this point. If τ is not Hausdorff, P (f∞)

can be arbitrarily much larger than P ∗
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Therefore, the limit f∗ ∈K is a minimizer and arg minf∈X L(f) + λP (f) ≠ ∅.

Lemma 2.5.24. Let (X , τ) be a convex subset of a locally convex topological
vector space and ∥ ⋅ ∥ be a norm on X whose induced topology is at least as fine
as τ and such that (X , ∥ ⋅ ∥) is complete. Let further L ∶ X → R≥0 be convex,
continuous w.r.t. τ , and P ∶ X → R strongly convex and continuous w.r.t. ∥ ⋅ ∥.
Then, for any λ > 0 the set

(2.5.85) arg min
f∈X

L(f) + λP (f)

is a singleton, i.e., there exists a unique minimizer.

Proof. Consider a minimizing sequence (fn)n∈N of

inf
f∈X

L(f) + λP (f).

We now proceed to show that (fn)n∈N is a Cauchy sequence w.r.t. ∥⋅∥. Assume
on the contrary that there exists a δ > 0 s.t. for all M ∈ N there exist n,m >M
for which ∥fn − fm∥ > δ. First, by convexity of X , fn+fm

2
∈ X . Second, since the

functionals L and P are assumed to be convex respectively strongly convex, the
objective L(⋅) + λP (⋅) is strongly convex with parameter c > 0 too. Note hat
since (fn)n∈N is a minimizing sequence, for any ϵ > 0

L (fn) + λP (fn) < inf
f∈X

L(f) + λP (f) + ϵ

for n,m large enough. Thus we obtain

L(fn + fm

2
) + λP (fn + fm

2
) < inf

f∈X
L(f) + λP (f) + ϵ − c

8
∥fn − fm∥(2.5.86)

< inf
f∈X

L(f) + λP (f) + ϵ − c
8
δ.(2.5.87)

This however is a contradiction since ϵ was arbitrary.

Since (X , ∥ ⋅ ∥) is assumed to be complete, there exists a ∥ ⋅ ∥-limit f∗ of
(fn)n∈N.

Moreover, by strict convexity of the objective, the minimizer is unique.
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Lemma 2.5.25 (Existence and Uniqueness of adapted regression spline f∗,λ
g,± ).

Let L ∶ L∞
loc → R≥0 be a loss functional satisfying Assumption 4 a). Furthermore,

let g satisfy Assumption 2 a)-b) (replacing gξ by g)72. Then, an adapted regression
spline f∗,λ

g,± exists. If in addition, L is convex73, f∗,λ
g,± is uniquely defined.

Proof. Note that by Remark 2.5.2 it suffices to show existence and uniqueness
of the optimization problem formulated for tuples in Definition 2.5.1. We set
X ∶= T and define τ as the product topology induced by ∥⋅∥W 1,∞(K)

for some
compact K ⊂ R with supp(g) ⊂ K. Moreover, we consider the Banach space
(T , ∥ ⋅ ∥W 2,2(K)), with norm ∥(f+, f−)∥W 2,2(K) ∶= ∥f+∥W 2,2(K) + ∥f−∥W 2,2(K). By
Assumption 4 a) L is continuous w.r.t. τ . By Lemma 2.5.18, P ∶= P g

+− is strongly
convex and continuous w.r.t. ∥⋅∥W 2,2(K). An application of Lemma 2.5.23 proves
the statement, since K is sequentially compact w.r.t. W 1,∞(K) by Lemma 2.5.19.

For convex loss functional L, the statement follows by an application of
Lemma 2.5.24 with X , τ, ∥ ⋅ ∥ defined as before.

Lemma 2.5.26 (Existence and Uniqueness of ridge regularized RSN RN ∗,n,λ̃).
Let L ∶ L∞

loc → R≥0 be a loss functional such that

a) L satisfies Assumption 4a) or

b) L is convex.

Then, there exists a solution to (2.3.2), i.e., the ridge regularized RSN RN ∗,n,λ̃

is well-defined. If L is convex, RN ∗,n,λ̃ is uniquely defined.

Proof. a) If L satisfies Assumption 4a), we set X ∶= Rn, τ = ∥ ⋅ ∥ ∶= ∥ ⋅ ∥2 and
apply Lemma 2.5.23 to get that there exists a minimizer of (2.3.2). Note that
the set K is bounded, closed and therefore compact w.r.t. ∥ ⋅ ∥2. Moreover, by a
proof analogous to the proof of Lemma 2.5.22, the map θ ↦RN θ ↦ L(RN θ) is
continuous as a concatenation of continuous functions. b) In case L is convex,
θ ↦ L(RN θ) is convex too and thus θ ↦ L(RN θ) is continuous by [Kuczma,
2009, Theorem 7.1.1]. An application of Lemma 2.5.24 yields the result.

72We expect that instead of assuming compact support of g, one could require that
g is the scaled probability density function of a distribution with finite second moment
(cp. eq. (2.7.8) in Section 2.7.4). This hypothesis is not proven in the present paper,
but Section 2.7.4 provides some intuition on this (and probably the tools that would
facilitate such a proof).

73 If we assume convexity of L, we could weaken Assumption 4 a) such that we only
need to assume continuity of L with respect to W 2,2(K) for some compact set K by
using Lemma 2.5.24 instead of Lemma 2.5.23.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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2.5.5 Proof of Example 2.3.8

Before we prove Lemma 2.5.28, we need an auxiliary Lemma 2.5.27 that would
be quite easy to prove in the case of square loss (i.e. li(y) ∶= (y − ytrain

i )2), but
gets a bit more evolved in the case of more general forms of training losses li.

Lemma 2.5.27 (li
′

-bound). Let ϵ > 0. Under the assumptions of Example 2.3.8,
i.e., for convex and continuously differentiable loss functions li ∶ R → R≥0, i =
1, . . . ,N , and L as in (2.3.7), there exists an upper bound: ∃Cl

′ ∈ R>0 ∶ ∀n ∈ N ∶
∀ω ∈ Ω ∶ ∀i ∈ {1, . . . ,N} ∶ ∀f ∈ { f ∣ L(f) < L(0) + ϵ }

(2.5.88) ∣li
′

(f(xtrain
i ))∣ ≤ Cl

′ .

Proof. Let f ∈ { f ∣ L(f) < L(0) + ϵ }. Then ∀i ∈ {1, . . . ,N} ∶

(2.5.89) li (f(xtrain
i ))

lι≥0
≤

N

∑
ι=1

lι (f(xtrain
ι )) (2.3.7)= L (f) ≤ L (0) + ϵ.

In other words, ∀i ∈ {1, . . . ,N}

(2.5.90) f(xtrain
i )

(2.5.89)
∈ li

−1 ((−∞, L (0) + ϵ]) ∶= { y ∈ R ∣ li (y) ≤ L(0) + ϵ }

lies in a certain sublevel set of li.

This implies that ∀i ∈ {1, . . . ,N}:

(2.5.91) ∣li
′

(f(xtrain
i ))∣

(2.5.90)
≤ sup

y∈li
−1((−∞,L(0)+ϵ])

∣li
′

(y)∣ =∶ ci ∈ R̄.

So we want to show that the right-hand side ci of (2.5.91) is finite. For this, we
need a better understanding of the sublevel set li−1 ((−∞, L (0) + ϵ]).

The sublevel sets of convex functions are convex (li is convex by assump-
tion). Convex subsets of R are always intervals. Since li ∈ C1 is continuous by
assumption, the preimage of the closed set (−∞, L(0) + ϵ] is closed.

Hence, li−1 ((−∞, L (0) + ϵ]) is a closed interval. There are only four types
of closed intervals: [α,β], [α,∞), (−∞, β] and (−∞,∞), where α,β ∈ R. As
the domain of li is unbounded and as li is continuous, we know that α,β ∈
li

−1 (L (0) + ϵ).
Consider these four cases for each i ∈ {1, . . . ,N} separately:
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case 1: li−1 ((−∞, L (0) + ϵ]) = [α,β] is compact:
Since li is convex, li

′

is monotonically increasing. Hence, the minimum of
li

′

must be attained at the left boundary α and the maximum at the right
border β. So, we can bound

(2.5.92) ci

(2.5.91)
∶= sup

y∈li
−1((−∞,L(0)+ϵ])

∣li
′

(y)∣ =max{∣li
′

(α)∣ , ∣li
′

(β)∣} ∈ R

as a finite number (i.e. the maximum of two finite numbers).

case 2: li−1 ((−∞, L (0) + ϵ]) = [α,∞) is not compact:
This case allows to imply that

(2.5.93) li
′

(y) ≤ 0 ∀y ∈ R ⊇ li−1 ((−∞, L (0) + ϵ]) ,

because of the following contraposition:
Assume ∃y+ ∈ R ∶ li

′

(y+) > 0 then, ∀y ∈ [y+,∞) ∶ li
′

(y) ≥ li
′

(y+), because
of monotonicity. Then ∀y ∈ [y+,∞) ∶ li(y) ≥ li(y+) + (y − y+)li

′

(y+), and
further

(y+ + L(0) + ϵ − li(y
+)

li
′(y+) ,∞)∩ li−1 ((−∞, L (0) + ϵ]) = ∅,

which would contradict the assumption of case 2. This contraposition has
proven ineq. (2.5.93).
With the help of ineq. (2.5.93) we can bound
(2.5.94)

ci

(2.5.91)
∶= sup

y∈li
−1((−∞,L(0)+ϵ])

∣li

′

(y)∣
(2.5.93)

=

RRRRRRRRRRR

inf
y∈li

−1((−∞,L(0)+ϵ])

li

′

(y)

RRRRRRRRRRR

monotonicity
= ∣li

′

(α)∣ ∈ R.

case 3: li−1 ((−∞, L (0) + ϵ]) = (−∞, β] is not compact:
Analogously to (2.5.93) we get

(2.5.93-) li
′

(y) ≥ 0 ∀y ∈ R ⊇ li−1 ((−∞, L (0) + ϵ]) ,

which implies analogously to (2.5.94) that we can bound
(2.5.94-)

ci

(2.5.91)
∶= sup

y∈li
−1((−∞,L(0)+ϵ])

∣li

′

(y)∣
(2.5.93-)

=

RRRRRRRRRRRR

sup
y∈li

−1((−∞,L(0)+ϵ])

li

′

(y)

RRRRRRRRRRRR

monotonicity
= ∣li

′

(β)∣ ∈ R.

case 4: li−1 ((−∞, L (0) + ϵ]) = (−∞,∞) is not compact:
Analogously to (2.5.93) and (2.5.93-) we get

(2.5.930) li
′

(y) = 0 ∀y ∈ R ⊇ li−1 ((−∞, L (0) + ϵ]) ,
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which directly implies that we can bound

(2.5.940) ci

(2.5.91)
∶= sup

y∈li
−1((−∞,L(0)+ϵ])

∣li
′

(y)∣ (2.5.930)= 0 ∈ R.

Since this case analysis showed that in each case ci ∈ R is finite, we can use
(2.5.91) to conclude ∀n ∈ N ∶ ∀ω ∈ Ω ∶ ∀i ∈ {1, . . . ,N} ∶

(2.5.95) ∣li
′

(f(xtrain
i ))∣

(2.5.91)
≤ ci ≤ max

i∈{1,...,N}
ci =∶ Cl

′

cases 1–4< ∞.

An equivalent more explicit definition would be:

(2.5.96) Cl
′ ∶=max ({0} ∪ { li

′

(yi) ∣ i ∈ {1, . . . ,N} , yi ∈ li−1(L(0) + ϵ) }) .

Lemma 2.5.28 (Example 2.3.8). Under the assumptions of Example 2.3.8, the
loss L from (2.3.7) satisfies Assumption 4.

Proof. Since by Morrey’s inequality point evaluations are Lipschitz-continuous
w.r.t. ∥⋅∥W 1,p(K,ν)

and li are continuous by assumption, L of eq. (2.3.7) is con-
tinuous w.r.t. ∥⋅∥W 1,p(K,ν)

as a concatenation of continuous functions. Thus, L
satisfies Assumption 4a).

Since by Morrey’s inequality point evaluations are Lipschitz-
continuous w.r.t. ∥⋅∥W 1,p(K,ν)

and li are Lipschitz-continuous on
{ f(xtrain) ∣ L (f) ≤ L (0) + ϵ } for every ϵ > 0 by Lemma 2.5.27, L of eq. (2.3.7) is
Lipschitz-continuous w.r.t. ∥⋅∥W 1,p(K,ν)

as concatenation of Lipschitz-continuous
functions (since finite sums are also Lipschitz-continuous). Thus, L satisfies
Assumption 4b).

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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2.6 Leaving Assumption 3

Without Assumption 3, Theorem 2.3.9 has to be reformulated to Corollary 2.6.4.
This is done in the rest of this section.

Definition 2.6.1 (asymmetric adapted spline regression). Let L ∶ L∞ → R≥0 be
a loss functional and λ ∈ R>0. Then for given functions g+ ∶ R→ R≥0, g− ∶ R→ R≥0

the asymmetric adapted regression spline f∗,λ
g+,g−,± ∶= f∗,λ

g+,g−,+ + f∗,λ
g+,g−,− + γ∗,λ

g+,g−
is

defined74 for
(2.6.1)
(f∗,λ

g+,g−,+, f
∗,λ
g+,g−,−, γ

∗,λ
g+,g−

) ∈ arg min
(f+,f−,γ)∈Tg+,g−

(L (f+ + f− + γ) + λP g+,g−(f+, f−, γ))
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

=∶F
λ,g+,g−
+− (f+,f−,γ)

,

with

P
g+,g−

(f+, f−, γ) ∶=

ˆ
supp(g+)

(f+

′′
(x))

2

g+(x)

dx+

ˆ
supp(g−)

(f−

′′
(x))

2

g−(x)

dx+

γ2

P [vk = 0] E [max (0, b)
2

]

,

and

Tg+,g− ∶= {(f+, f−, γ) ∈ W 2(R) × W 2(R) × R∣ supp(f ′′
+ ) ⊆ supp(g+), supp(f ′′

− ) ⊆ supp(g−),

lim
x→−∞

f+(x) = 0, lim
x→−∞

f ′
+(x) = 0,

lim
x→+∞

f−(x) = 0, lim
x→+∞

f ′
−(x) = 0,

P [v = 0] = 0 ⇒ γ = 0}.

Remark 2.6.2 (connection to Definition 2.3.5). If Assumption 3 holds, then

(2.6.2) 2g(0)P g+,g−(f+, f−,0) = P g
+−(f+, f−)

holds with g = g+ = g− and connects Definition 2.6.1 with Definitions 2.3.5
and 2.5.1.75

74The optimization problem (2.6.1) should be interpreted such that 0
0

is replaced
by zero (For example, if P [v = 0] = 0 the last fraction should be ignored.). The
triple (f∗,λ

g+,g−,+, f∗,λ
g+,g−,−, γ∗,λ

g+,g−
) and thus an asymmetric adapted regression spline

is defined for L satisfying Assumption 4a), if g+,g− are compactly supported and con-
tinuous on supp(g+) respectively supp(g−). It is uniquely defined in case L is convex
(analogously to Lemma 2.5.25).

75This factor 2g(0) explains the difference between λ̃ ∶= λn2g(0) in Theorem 2.3.9
and ˜̃

λ ∶= λn in Corollary 2.6.4.
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Definition 2.6.3 (conditioned kink position density g+
ξ , g−

ξ ). The conditioned
kink position density g+

ξ ∶ R → R of ξk conditioned on vk > 0 is defined
such that

´
E
g+

ξ (x)dx = P [ξk ∈ E∣vk > 0] ∀E ∈ B. Analogously,
´

E
g−

ξ (x)dx =
P [ξk ∈ E∣vk < 0] ,∀E ∈B.

Corollary 2.6.4 (generalized Theorem 2.3.9). Using the notation from Defini-
tions 2.2.1, 2.3.2, 2.6.1 and 2.6.3 and let ∀x ∈ R ∶

g+(x) ∶= g+
ξ (x)E [v2

k∣ξk = x, vk > 0]P [vk > 0] ,
g−(x) ∶= g−

ξ (x)E [v2
k∣ξk = x, vk < 0]P [vk < 0] ,

and ˜̃
λ ∶= λn. Then, under the Assumptions 1, 2 and 4, the following statement

holds for every compact set K ⊂ R: for every (RN ∗,n,
˜̃
λ)

n∈N
as in Definition 2.3.2

and

F asym
min ∶=

⎧⎪⎪⎨⎪⎪⎩
f = f+ + f− + γ

RRRRRRRRRRR
(f+, f−, γ) ∈ arg min

Tg+,g−

Fλ,g+,g−
+−

⎫⎪⎪⎬⎪⎪⎭
,

(2.6.3) P- lim
n→∞

dW 1,∞(K) (RN ∗,n,
˜̃
λ, F asym

min ) = 0,

i.e., ∀(RN ∗,n,
˜̃
λ)

n∈N
∈ ∏n∈N arg minF

˜̃
λ
n ∶ ∀ϵ > 0 ∶ ∀ρ ∈ (0,1) ∶ ∃n0 ∈ N ∶ ∀n > n0:

(2.6.4) P [∃f∗,λ
g+,g−,± ∈ F asym

min ∶ ∥RN ∗,n,
˜̃
λ − f∗,λ

g+,g−,±∥
W 1,∞(K)

< ϵ] > ρ.

Proof. The proof of Corollary 2.6.4 is analogous to the proof of Theorem 2.3.9 in
Section 2.5.1. (The footnotes 53, 55 and 58 on pages 63, 64 and 69 in Section 2.5.1
help to understand this analogy.)

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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2.7 Intuition about adapted regression
spline f∗,λ

g,±

In this section, we provide further intuition for the adapted regression spline f∗,λ
g,±

by comparing it to the weighted regression spline f∗,λ
g and to the classical

regression spline f∗,λ. The main difference is that the first (and zeroth) derivative
of adapted regression spline f∗,λ

g,± are slightly regularized, whereas the first (and
zeroth) derivative of weighted regression spline f∗,λ

g and regression spline f∗,λ

are not regularized at all. In the following, we discuss further (more subtle)
differences.

For all experiments in Section 2.7 we use sscale = 0.05 and n = 1024 and
the squared loss L from eq. (2.1.1). See https://github.com/JakobHeiss/
NN_regularization1 for the implementation of these experiments and further
hyper-parameters.

2.7.1 Linear skip connections

A slight modification of the RSN architecture can lead to a simpler P -functional.
If we add a trainable linear skip connection with parameter a, and a trainable
bias c to our RSN ŔN ẃ,ω(x) ∶= ŔN (w,a,c),ω(x) ∶= RNw,ω(x) + ax+ c, we obtain
a result analogous to Theorem 2.3.9:

Corollary 2.7.1. Let reg ∶ R2 → R≥0 be any convex locally Lipschitz function
and

(2.7.1) ẃ∗,n,λ̃,reg(ω) ∈ arg min
(w,a,c)∈Rn×R×R

L (ŔN (w,a,c),ω(x))+λ̃(∥w∥22 +
1

n
reg(a, c)) .

Then, under the assumptions of Theorem 2.3.9,

(2.7.2) P- lim
n→∞

dW 1,∞(K)

⎛
⎝
ŔN

ẃ∗,n,λ̃,reg ,arg min
f∈W 2(R)

(L (f) + λṔ g,reg
± (f))

⎞
⎠
= 0,

where

Ṕ
g,reg
±

(f) ∶= 2g(0) min
((f+,f−),a,b)∈T ×R×R

f=f++f−+a(⋅)+c

⎛
⎜
⎜
⎜
⎜
⎝

ˆ
supp(g)

(f+
′′

(x))
2

g(x)
dx +

ˆ
supp(g)

(f−
′′

(x))
2

g(x)
dx + reg(a, c)

⎞
⎟
⎟
⎟
⎟
⎠

.

Proof. The proof is analogous to the proof of Theorem 2.3.9 formulated in
Section 2.5.1.

https://github.com/JakobHeiss/NN_regularization1
https://github.com/JakobHeiss/NN_regularization1
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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Corollary 2.7.2. In the case of an unregularized skip connection and bias
(i.e., reg(a, c) ≡ 0) Ṕ g,reg

± from Corollary 2.7.1 simplifies to the regularization
functional of the weighted regression spline, i.e, for every function f ∈ W 2(R)
that satisfies supp(f ′′) ⊆ supp(g), we obtain

Ṕ g,reg
± (f) = P g(f) = g(0)

ˆ
supp(g)

(f ′′(x))2

g(x) dx from Definition 2.1.2.

Proof. First, we reformulate Ṕ g,reg
± for reg ≡ 0 as

(2.7.3)

Ṕ g,reg
± (f) = 2g(0) min

((f+,f−),a,b)∈T ×R×R
f=f++f−+a(⋅)+c

⎛
⎜⎜
⎝

ˆ
supp(g)

(f+

′′

(x))
2
+ (f−

′′

(x))
2

g(x) dx

⎞
⎟⎟
⎠
.

Then, for any given function f ∈ W 2(R) that satisfies supp(f ′′) ⊆ supp(g)
(cp. Assumption 2a)), we can explicitly formulate the solution to (2.7.3)
((f∗

+ , f
∗
−), a∗, b∗) ∈ T ×R ×R as

f∗
+(x) =

f(x)
2
− f

′(−∞)x + limr→−∞ (f(r) − f ′(−∞)r)
2

,(2.7.4a)

f∗
−(x) =

f(x)
2
− f

′(∞)x + limr→∞ (f(r) − f ′(∞)r)
2

,(2.7.4b)

a∗ = f
′(−∞) + f ′(∞)

2
,(2.7.4c)

c∗ = limr→−∞ (f(r) − f ′(−∞)r) + limr→+∞ (f(r) − f ′(∞)r)
2

,(2.7.4d)

where we use short notations such as f ′(−∞) ∶= lims→−∞ f(s). In this case the
second derivatives f∗

+

′′

= f∗
−

′′

= f ′′

2
are equal.76

Remark 2.7.3. The implicit regularization induced by gradient descent

ˇ́wt+γ,n = ˇ́wt,n − γ∇wL (ŔN ˇ́wt,n) ,
ˇ́w0,n = 0,

(GDskip)

76For visualization of f∗
+ , f∗

− , a∗ and c∗ from (2.7.4), see Figures 2.7.3 and 2.7.5–

2.7.9(b), where ŔN ∗,n,λ̃,reg
+ ≈ f∗

+ , ŔN ∗,n,λ̃,reg
− ≈ f∗

− , a∗,n,λ̃,reg ≈ a∗ and c∗,n,λ̃,reg ≈ c∗

are very good approximations. (Strictly speaking, these approximations are not exact,
since we use only n = 1024 < ∞ neurons and a very weak nut nonzero regularization
such as 1

n
reg(a, c) = 2−20(a2 + c2) > 0 for the implementation of these plots, but the

results are visually practically not distinguishable from n → ∞ neurons and reg ≡ 0.)
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corresponds to the explicitly regularized solution of (2.7.1) iff reg(a, c) = (a2+c2).
(This implicit regularization could be scaled by using different learning rates for
a and c than for w or by multiplying a and c by some scaling factors.)

Proof. In the case of a linear skip connection, one has to add two further columns

Xi,n+1(ω) ∶= xtrain
i and

Xi,n+2(ω) ∶= 1 ∀i ∈ {1, . . . ,N} ∀ω ∈ Ω

to the matrix X introduced in Lemma 2.3.14 in order to obtain analogous results
as Lemma 2.3.14 and Theorem 2.3.16.

Corollaries 2.7.1 and 2.7.2 show how the P -functional simplifies for RSN
architectures with unregularized linear skip connections. The P-functional P g

corresponding to an architecture with unregularized, linear skip connection is
easier to interpret than P g

± or Ṕ g,reg
± , because one can directly plug in a function

f into P g without solving an optimization problem over T and without any
boundary conditions imposed by T .

However, since the adapted regression spline f∗,λ
g,± ≈ RN ∗,n,λ̃ does not have

skip connections, it can deviate from weighted regression spline f∗,λ
g as can be

seen in Figures 2.7.1 and 2.7.2.77 In practice, when ytrain
i -values are centered

around 0 in a pre-processing step, this difference between the two models usually
becomes much smaller.78

77We never plot the exact functions f∗,λ
g,+ , f∗,λ

g,− or f∗,λ
g,± , but instead we plot

RN ∗,n,λ̃
+ , RN ∗,n,λ̃

− and RN ∗,n,λ̃. Theorem 2.3.9 tells us that RN ∗,n,λ̃ is a good
numerical approximation of f∗,λ

g,± , since in the case of a convex loss L the theo-

rem tells us that P- limn→∞ ∥RN ∗,n,λ̃ − f∗,λ
g,± ∥

W 1,∞(K)
= 0. In the proof of Theo-

rem 2.3.9, one can also see that P- limn→∞ ∥RN ∗,n,λ̃
+ − f∗,λ

g,+ ∥
W 1,∞(K)

= 0 and that

P- limn→∞ ∥RN ∗,n,λ̃
− − f∗,λ

g,− ∥
W 1,∞(K)

= 0 for a convex loss L. For the calculation of

f∗,λ we use a completely different implementation to empirically check the validity of
our theory.

78In Figure 2.7.1 we see an example where the ytrain
i -values are not centered around

0 which leads to a quite substantial difference in the extrapolation behavior of the two
models. In Figure 2.7.2 this difference is already smaller, because the ytrain

i -values are
centered around 0. In other examples where data does not come from an (affine-)linear
map, this difference is usually even smaller (see Figures 2.7.6–2.7.11).

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
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3 2 1 0 1 2 3

1.0

0.5

0.0

0.5

1.0

time-T RSN
ridge RSN
spline
ridge RSN+
ridge RSN-

RN
w̌T ,n (implicit)

RN ∗,n,λ̃ ≈ f
∗,λ
g,±

(Ridge)

f∗,λ = f
∗,λ
g (spline)

RN
∗,n,λ̃
+

≈ f
∗,λ
g,+

RN
∗,n,λ̃
−

≈ f
∗,λ
g,−

Figure 2.7.1: In the specific example of ytrain
i = 1 ∀i, we obtain that the weighted spline

f∗,λ
g = f∗,λ ≡ 1 is constant for any weighting function g and for any λ ∈ R>0. However, we

see that in this specific example the RSN RN w̌T ,n ≈ RN ∗,n,λ̃ ≈ f∗,λ
g,± extrapolates the

data differently than f∗,λ
g = f∗,λ ≡ 1. This difference is due to the boundary conditions

in T . To visualize why these boundary conditions on (f∗,λ
g,+ , f∗,λ

g,− ) ∈ T result in the u-

shape of f∗,λ
g,± , we split RN ∗,n,λ̃ ≈ f∗,λ

g,± into RN ∗,n,λ̃
+ ≈ f∗,λ

g,+ and RN ∗,n,λ̃
− ≈ f∗,λ

g,− . (Recall

that RN ∗,n,λ̃
+ + RN ∗,n,λ̃

− = RN ∗,n,λ̃ ≈ f∗,λ
g,± = f∗,λ

g,+ + f∗,λ
g,− .) If one adds an unregularized

bias c to the architecture, one obtains ŔN
ẃ∗,n,λ̃,reg = c∗,n,λ̃,reg = f∗,λ

g = f∗,λ ≡ 1. If
regularization reg ≠ 0 was added to the loss, ŔN

ẃ∗,n,λ̃,reg would continuously transform

from f∗,λ
g into f∗,λ

g,± as the strength of the regularization reg of the bias increases.

T = 128
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 2.3 ⋅ 10−3 Theorem 2.3.9Ô⇒ λ = λ̃
2ng(0)

≈ 7.1 ⋅ 10−3.
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3 2 1 0 1 2 3
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1
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3 time-T RSN
ridge RSN
spline
ridge RSN+
ridge RSN-
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w̌T ,n (implicit)

RN ∗,n,λ̃ ≈ f
∗,λ
g,±

(Ridge)

f∗,λ = f
∗,λ
g (spline)

RN
∗,n,λ̃
+

≈ f
∗,λ
g,+

RN
∗,n,λ̃
−

≈ f
∗,λ
g,−

Figure 2.7.2: In the specific example of ytrain
i = xtrain

i ∀i, we obtain that the weighted
spline f∗,λ

g = f∗,λ = idR is the identity for any weighting function g and for any λ ∈ R>0.
We see that in this specific example the RSN RN w̌T ,n ≈ RN ∗,n,λ̃ ≈ f∗,λ

g,± extrapolates
the data slightly differently than f∗,λ

g = f∗,λ = idR. This difference is due to the
boundary conditions in T . To visualize these boundary conditions on (f∗,λ

g,+ , f∗,λ
g,− ) ∈ T ,

we split RN ∗,n,λ̃ ≈ f∗,λ
g,± into RN ∗,n,λ̃

+ ≈ f∗,λ
g,+ and RN ∗,n,λ̃

− ≈ f∗,λ
g,− . (Recall again that

RN ∗,n,λ̃
+ +RN ∗,n,λ̃

− = RN ∗,n,λ̃ ≈ f∗,λ
g,± = f∗,λ

g,+ +f∗,λ
g,− .) If one adds an unregularized linear

skip connection ax to the architecture, one obtains ŔN
ẃ∗,n,λ̃,reg = f∗,λ

g = f∗,λ = idR. If
regularization reg ≠ 0 was added to the loss, ŔN

ẃ∗,n,λ̃,reg would continuously transform

from f∗,λ
g into f∗,λ

g,± as the strength of the regularization reg of a increases. Note that the
difference is here not as extreme as in Figure 2.7.1. In Figure 2.7.1, the extrapolation
behavior of f∗,λ

g,± seems to be rather undesirable in most applications. Here, however,
the reduced slope for extrapolation of f∗,λ

g,± can be seen as a reasonable additional

regularization of the first derivative. T = 32
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 9.1 ⋅ 10−3 Theorem 2.3.9Ô⇒

λ = λ̃
2ng(0)

≈ 2.8 ⋅ 10−2.
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In the case of much stronger regularization, the adapted regression spline f∗,λ
g,±

usually deviates substantially from the weighted regression spline f∗,λ
g , since

P g
± also regularizes the first derivative, also for centered ytrain

i -values (see Fig-
ure 2.7.3a). P g

± regularizes the first derivative only indirectly via the bound-
ary conditions in T . P g

± regularizes the second derivative much more strongly
than the first derivative, but for high values of λ, the regularization of the first
derivative becomes less negligible. By contrast, P g does not regularize the first
derivative at all no matter how large λ is. This can be seen in Figure 2.7.3,
where ŔN

ẃ∗,n,λ̃,reg (solid yellow line in Figure 2.7.3b) is much steeper com-
pared to RN ∗,n,λ̃ (solid yellow line in Figure 2.7.3a). In Figure 2.7.3b, we split
ŔN

ẃ∗,n,λ̃,reg according to Definition 2.7.4.

Definition 2.7.4. Analogous to the the definition of RN ∗,n,λ̃
+ and RN ∗,n,λ̃

− in

eq. (2.5.12) we define ŔN ∗,n,λ̃,reg
+ and ŔN ∗,n,λ̃,reg

− by splitting ŔN
ẃ∗,n,λ̃,reg into

sub-networks according to the signs of vk (via K+ and K− from eq. (2.5.7)), i.e.,

(2.7.5)

ŔN
ẃ∗,n,λ̃,reg(x) = ∑

k∈K+

w∗,n,λ̃,reg
k σ (bk + vkx)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶ŔN

∗,n,λ̃,reg
+ (x)

+ ∑
k∈K−

w∗,n,λ̃,reg
k σ (bk + vkx)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶ŔN

∗,n,λ̃,reg
− (x)

+ a∗,n,λ̃,regx + c∗,n,λ̃,reg ∀x ∈ R.79

Moreover, according to Corollaries 2.7.1 and 2.7.2, ŔN
ẃ∗,n,λ̃,reg (solid yellow

line in Figure 2.7.3b) is a very precise approximation of f∗,λ
g for reg ≡ 0. In the

next subsection, we will show that the weighted regression spline f∗,λ
g is actually

exactly equal to the classical regression spline f∗,λ in settings such as the setting
of Figure 2.7.3, which explains why ŔN

ẃ∗,n,λ̃,reg is practically identical to f∗,λ

in Figure 2.7.3b.

79We use the notation ẃ∗,n,λ̃,reg = (w∗,n,λ̃,reg, a∗,n,λ̃,reg, c∗,n,λ̃,reg).
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Figure 2.7.3: The RSN RN w̌T ,n ≈ RN ∗,n,λ̃ ≈ f∗,λ
g,± has a clearly smaller slope than

the much steeper spline ŔN
ẃ∗,n,λ̃,reg ≈ f∗,λ

g = f∗,λ for large values of λ, since P g
± also

regularized the first derivative. The yellow line in Figure 2.7.3b is barely visible since it
is almost identical to the blue line (see Corollaries 2.7.1, 2.7.2 and 2.7.6). ŔN ˇ́wT ,n is
in-between RN w̌T ,n and f∗,λ, since a and c are subject to implicit regularization (see

Remark 2.7.3). T = 0.5
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 0.58
Theorem 2.3.9Ô⇒ λ = λ̃

2ng(0)
≈ 1.8. (For

the implementation we use 1
n

reg(a, c) = 2−20(a2 + c2) instead of reg ≡ 0.)

2.7.2 Weighting function g

In the case of bk, vk ∼ Unif(−sscale, sscale), we obtain

g(x) ∶= gξ(x)E [v2
k∣ξk = x]

1

2
=
⎧⎪⎪⎨⎪⎪⎩

s2
scale
16

, if x ∈ [−1,1],
s2

scale
16x4 , else,

(2.7.6)

for the weighting function g given in Theorem 2.3.9 (see Figure 2.7.4). The graph
of a classical regression spline f∗,λ fitted to data points can be seen as a flat80

elastic stick that is pulled to the data points by elastic springs, where high values
of λ correspond to a stiff stick and low values of λ correspond to a soft stick.
The weighted regression spline f∗,λ

g can also be seen as such an elastic stick
whose elasticity is not constant along the stick, i.e., the stick is softer in input
regions of high g(x) and stiffer in input regions of low g(x). Equation (2.7.6)

80The deformation energy of an elastic stick is proportional to the integral over its
squared curvature along its length. This integral is exactly proportional to P 1 in the
limit of horizontal scales being infinitely times larger than vertical scales. Even without
taking any limit over the scales, this picture can also provide basic intuition on how
regression spline f∗,λ approximately behaves if the function is not too steep or if the
y-scale is not too large compared to the x-scale.
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Figure 2.7.4: g(x) ∶= gξ(x)E [v2
k ∣ξk = x] 1

2
given in eq. (2.7.6) in the case of bk, vk ∼

Unif(−sscale, sscale) i.i.d. uniformly distributed with sscale = 0.05.

and Figure 2.7.4 show that for uniform initialization of first-layer parameters,
g is constant on the interval [-1,1]. This implies that for any training data set
satisfying xtrain

i ∈ [−1,1] ∀i, it holds that f∗,λ
g = f∗,λ for g from eq. (2.7.6) (see

Proposition 2.7.5). In practice, this usually is the case, since it is very common
to re-scale the training data to fit into [−1,1] as a pre-processing step.

Proposition 2.7.5. Using the notation of Definition 2.1.2, under the Assump-
tion 4 with ν satisfying supp(ν) ⊆ [−1,1],81 let g ∶ R→ R≥0 be any non-negative
function that satisfies g(x) = g(0) ≠ 0 ∀x ∈ [−1,1]. Then it holds that

f∗,λ
g (x) = f∗,λ(x)∀x ∈ R.

Proof. As supp(ν) (e.g., the training data in the case of Assumption 5) is con-
tained in [-1,1] (and as L(f) does not depend on the behaviour of f outside of
supp(ν) according to Assumption 4), f∗,λ′′(x) = 0 = f∗,λ

g
′′(x) ∀x /∈ [−1,1] by

optimality. Thus, we can w.l.o.g. restrict the optimization problems to functions
f whose second derivative is zero outside of [-1,1] and for such functions f we

81For instance, Assumption 4 with supp(ν) ⊆ [−1, 1] is satisfied if Assumption 5
is satisfied with xtrain

i ∈ [−1, 1] ∀i ∈ {1, . . . , N}. In case of Assumption 5, supp(ν) =
{ xtrain

i ∶ i ∈ {1, . . . , N} }.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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see that

P g(f) = g(0)
ˆ

supp(g)

(f
′′

(x))
2

g(x) dx

=
ˆ

[−1,1]

g(0) (f
′′

(x))
2

g(x) dx

=
ˆ

[−1,1]

g(0) (f
′′

(x))
2

g(0) dx

=
ˆ

R
(f

′′

(x))
2

dx = P 1(f).

If one does not scale the training data to fit into [-1,1] the weighted regression
spline f∗,λ

g (and thus RN ∗,n,λ̃) deviate significantly from the classical regression
spline f∗,λ, especially for input values far outside the interval [-1,1], and in
particular for large values of λ (see Figure 2.7.5).
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Figure 2.7.5: The further the input lies from the interval [−1, 1] the less flexible the
red and yellow curves become, since g(x) gets very low for x far away from [−1, 1].
This is not the case for the regression spline f∗,λ (blue curve). T = 16

(2.3.20)
Ô⇒ λ̃ =

1
2T (e−1)

≈ 1.8 ⋅ 10−2 Theorem 2.3.9Ô⇒ λ = λ̃
2ng(0)

≈ 5.7 ⋅ 10−2. (For the implementation we

use 1
n

reg(a, c) = 2−20(a2 + c2) instead of reg ≡ 0.)
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2.7.3 Summarizing the intuition about adapted regres-
sion spline f∗,λ

g,±

By combining the results from Corollaries 2.7.1 and 2.7.2 and Proposition 2.7.5,
we get that if the training input data lies within [−1,1] and if we use unregularized
linear skip connections parametrized by a, c, then ŔN

ẃ∗,n,λ̃,reg converges to the
classical regression spline f∗,λ as we state in the following Corollary 2.7.6.

Corollary 2.7.6. Using the assumptions82 and the notation of Corollaries 2.7.1
and 2.7.2 and Proposition 2.7.5 and under Assumption 583, if there exist two
different input training points xtrain

i ≠ xtrain
j , we get

(2.7.7) P- lim
n→∞

ŔN
ẃ∗,n,λ̃,reg = f∗,λ.

Proof. This follows directly from combining Corollaries 2.7.1 and 2.7.2
and Proposition 2.7.5. We need xtrain

i ≠ xtrain
j to guarantee that the regression

spline f∗,λ and ẃ∗,n,λ̃,reg are unique.

We have seen in Figures 2.7.1, 2.7.3a and 2.7.5 that RSNs and the classical
regression spline f∗,λ can differ significantly, if the assumptions of Corollary 2.7.6
are violated. However, Figures 2.7.1 and 2.7.5 show only examples where typical
rules of thumbs used in pre-processing of the data are heavily violated.

In a more typical setting where the usual rules of thumb are respected (i.e.,
if xtrain

i ∈ [−1,1] ∀i and ytrain
i are centered around 0 and λ is not too large),

intuitively our theory tells that even if the assumptions of Corollary 2.7.6 are
violated, both early stopped and ℓ2-regularized RSNs, both with linear skip
connections and without them, and with different regularizations of the linear
skip connections all behave similarly to the classical regression spline f∗,λ (always
under the premise that we use eq. (2.3.20) to translate a stopping time T into
a weight regularization λ̃ and that we use the translation from λ̃ to λ given in
Theorem 2.3.9).

Figures 2.7.6–2.7.11 show that this intuition is typically correct. This mo-
tivates why it is popular to re-scale the training data to the [−1,1]-cube as a
pre-processing step.

82The main assumptions are reg ≡ 0, xtrain
i ∈ [−1, 1] ∀i ∈ {1, . . . , N} and g(x) = g(0) ≠

0 ∀x ∈ [−1, 1].
83Assumption 5 can be weakened. We do not need Assumption 5 and the existence

of two different input training points xtrain
i ≠ xtrain

j , if we directly assume that f∗,λ
g is

unique.
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ŔN ˇ́wT ,n (implicit)

ŔN
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Figure 2.7.6: The RSN RN w̌T ,n ≈ RN ∗,n,λ̃ ≈ f∗,λ
g,± is in most common settings quite

similar to ŔN
ẃ∗,n,λ̃,reg ≈ f∗,λ

g = f∗,λ for small values of λ. T = 5461.3̇
(2.3.20)

Ô⇒ λ̃ =
1

2T (e−1)
≈ 5.1 ⋅ 10−5 Theorem 2.3.9Ô⇒ λ = λ̃

2ng(0)
≈ 1.7 ⋅ 10−4. (For the implementation we

use 1
n

reg(a, c) = 2−30(a2 + c2) instead of reg ≡ 0.)

If all the standard pre-processing steps are in place the most relevant remain-
ing difference among various versions of RSNs and splines occurs for large values
of λ: RN

w̌T,w̌0,n,n , RN w̌T ,n , RNwT ,n , RN ∗,n,λ̃, f∗,λ
g,± , and various versions of

ŔN with implicit regularization or reg(a, c) = (a2 + c2) have regularized first
(and zeroth) derivative (see Figure 2.7.3a), while the regression spline f∗,λ, the
weighted regression spline f∗,λ

g and ŔN with reg ≡ 0 have unregularized first
(and zeroth) derivative (see Figure 2.7.3b).

Figure 2.7.6 shows an example where the regression spline f∗,λ displays a very
characteristic behavior, which differs a lot from what many other popular regres-
sion techniques would predict. Even this quite particular behavior is almost in-
distinguishably mimicked by RN w̌T ,n ,RN ∗,n,λ̃, f∗,λ

g,± , ŔN ˇ́wT ,n , ŔN ẃ∗,n,λ̃,reg and
f∗,λ

g .

Figures 2.7.7–2.7.9 all show exactly the same N = 16 training data points,
but with different regularization parameters λ and λ̃ for f∗,λ,RN ∗,n,λ̃ and
ŔN

ẃ∗,n,λ̃,reg corresponding to different stopping times T ∈ { 2,512,65536 } of
the unregulated RSNs RN w̌T ,n and ŔN ˇ́wT ,n . These figures visualize how short
training times T (corresponding to strong regularization λ and λ̃) leads to under-
fitting (see Figure 2.7.7), while on the other side extremely long training times
T (corresponding to extremely weak regularization λ and λ̃) leads to over-fitting
(see Figure 2.7.9), whereas moderate training times T (corresponding to moderate
regularization λ and λ̃) nicely filter out the noise (see Figure 2.7.8). While strictly
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Figure 2.7.7: T = 2
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 0.15
Theorem 2.3.9Ô⇒ λ = λ̃

2ng(0)
≈ 0.45. (For the

implementation we use 1
n

reg(a, c) = 2−30(a2 + c2) instead of reg ≡ 0.)
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Figure 2.7.8: T = 512
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 5.7 ⋅ 10−4 Theorem 2.3.9Ô⇒ λ = λ̃
2ng(0)

≈ 1.7 ⋅ 10−3.

(For the implementation we use 1
n

reg(a, c) = 2−20(a2 + c2) instead of reg ≡ 0.)
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Figure 2.7.9: T = 65536
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 4.4 ⋅ 10−6 Theorem 2.3.9Ô⇒ λ = λ̃
2ng(0)

≈
1.4 ⋅10−5. (For the implementation we use 1

n
reg(a, c) = 2−20(a2 +c2) instead of reg ≡ 0.)

speaking, Theorem 2.3.16 only tells us for T →∞ that RN w̌T ,n ≈ RN ∗,n,λ̃, we
can empirically see in Figures 2.7.7 and 2.7.8 that these approximations usually
already hold quite well for low values of T (corresponding to high values of λ
and λ̃) as we have already discussed in section 2.3.2 from a theoretical point of
view. Furthermore, we can see in Figure 2.7.7 that even for quite short training
times T (corresponding to strong regularization λ and λ̃ where we are already
in the under-fitting regime) the RSNs RN w̌T ,n ≈ RN ∗,n,λ̃ ≈ f∗,λ

g,± behave very
similar to ŔN

ẃ∗,n,λ̃,reg ≈ f∗,λ
g = f∗,λ. The counter-example in Figure 2.7.3a is a

quite extreme edge case of extremely large regularization, which is only needed in
scenarios where linear regression would already lead to over-fitting. By contrast,
Figure 2.7.7 shows an example where linear regression is still in the under-fitting
regime. We see in this figure that at training time T = 2, the model has already
learned the linear component quite well and the second derivative gets equally
regularised by P g

± and P 1.

While RN w̌T ,n ,RN ∗,n,λ̃ ≈ f∗,λ
g,± and f∗,λ = f∗,λ

g have their subtle differences,
we want to emphasize how similar they behave compared to other (non-linear)
regression methods (see Figures 2.7.10 and 2.7.11 for a visualization of the
diversity of different machine-learning models). In the following Section 2.7.4 we
explain why the different RSN models and different spline models are usually so
similar.



2.7 Intuition about adapted regression spline f∗,λ
g,± 115

1.5 1.0 0.5 0.0 0.5 1.0 1.5
1.5

1.0

0.5

0.0

0.5

1.0

1.5
  
      
smoothing spline
linear
polynomial
nearest neighbor

RN
w̌T ,n (implicit)

RN ∗,n,λ̃ ≈ f
∗,λ
g,±

(Ridge)

f∗,λ = f
∗,λ
g (spline)

linear regression

polynomial interpolation

nearest neighbor

NN
θ∗,λ
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points (xtrain

i , ytrain
i ) differently. While RN w̌T ,n , RN ∗,n,λ̃ ≈ f∗,λ

g,± and f∗,λ = f∗,λ
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differ from each other in theory, they are almost indistinguishable in this plot as the 3
lines almost cover each other. Linear regression fits and (affine) linear function ax + c
by minimizing the squared loss. (In this case, linear regression is not able to fit the
nonlinear nature of this data set.) Polynomial regression interpolates the data with a
polynomial of minimal degree. (For most real-world data sets the generalization behavior
of polynomial regression displayed in this example would be very undesirable.) Nearest
neighbor predicts for any input point x the output value ytrain

i∗,x of the nearest training
input point xtrain

i∗,x , i.e., i∗,x ∈ arg mini∈{1,...,N} ∣xtrain
i − x∣. For NN θ∗,λ both layers of a

very wide shallow NN were trained with very small ℓ2-regularization (see Heiss et al.
[2021b] for the corresponding P -Functional).
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w̌T ,n (implicit)

RN ∗,n,λ̃ ≈ f
∗,λ
g,±

(Ridge)

f∗,λ = f
∗,λ
g (spline)

linear regression

polynomial regression

k-nearest neighbor

NN
θ∗,λ

Figure 2.7.11: Different models fit different functions to the same given 8 data points
(xtrain

i , ytrain
i ). Here we have more noise and more regularization than in Figure 2.7.10.

While RN w̌T ,n , RN ∗,n,λ̃ ≈ f∗,λ
g,± and f∗,λ = f∗,λ

g can differ from each other in theory
(especially for stronger regularization), they are very similar in this plot as the 3 lines

almost cover each other (T = 512
(2.3.20)

Ô⇒ λ̃ = 1
2T (e−1)

≈ 5.6 ⋅ 10−4 Theorem 2.3.9Ô⇒ λ =
λ̃

2ng(0)
≈ 1.7 ⋅ 10−3). For polynomial regression, we fitted a polonium of degree 3 to the

data. K-nearest neighbor predicts for any input point x the average of the output-values
ytrain

i of the k = 2 nearest training input point xtrain
i . For NN θ∗,λ both layers of a very

wide shallow NN were trained with ℓ2-regularization λ ∥θ∥2
2 with λ = 2.5 ⋅ 10−4 (see

Heiss et al. [2021b] for the corresponding P -Functional).
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2.7.4 Why is the adapted regression spline f∗,λ
g,± so sim-

ilar to the regression spline?

In the previous subsections, Corollaries 2.7.1–2.7.6 show that different
RSNs and different spline models are equivalent if the linear skip con-
nections from Section 2.7.1 are introduced. However, the empirical re-
sults displayed in Figures 2.7.6–2.7.11 suggest that all these models
RN w̌T ,n ,RN ∗,n,λ̃, f∗,λ

g,± , ŔN ˇ́wT ,n , ŔN ẃ∗,n,λ̃,reg and f∗,λ
g are usually very similar

for moderate values of λ independent of whether or not they contain skip connec-
tions. This similarity was already discussed in Section 2.7.3, but in the following,
we want to provide a more mathematical perspective on this.

Lemma 2.7.7. Under the assumptions of Theorem 2.3.9, let α ∈ R>0 and f̃ ∈
C2(R), then for

(2.7.8) reg(a, c) = a2´
R∖[−α,α]

g(x)dx +
c2´

R∖[−α,α]
x2g(x)dx

the following equation holds:

(2.7.9) min
f∈C2 ∶f ∣[−α,α]=f̃ ∣[−α,α]

P g
± (f) = min

f∈C2 ∶f ∣[−α,α]=f̃ ∣[−α,α]

Ṕ
g1[−α,α],reg
± (f).

Proof. Let (f∗,g1[−α,α],reg
+ , f

∗,g1[−α,α],reg
− , a∗,g1[−α,α],reg, c∗,g1[−α,α],reg) be the so-

lution to the inner optimization problem for the solution of the outer optimization
problem of the right-hand side of eq. (2.7.9). Then with the help of some vari-
ational calculus and some symmetry arguments (see Assumption 3), one can
derive a solution to the inner optimization problem for the solution of the outer
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optimization problem of the left-hand side of eq. (2.7.9)84:

f∗,g
+

′′

(x) =

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

a
∗,g1[−α,α],reg

g(x)´
R∖[−α,α]

g(ξ)dξ
+ c

∗,g1[−α,α],reg
∣x∣g(x)´

R∖[−α,α]
ξ2g(ξ)dξ

if x < −α

f
∗,g1[−α,α],reg
+

′′

(x) if x ∈ [−α,α]
0 if x > α

(2.7.10a)

f∗,g
−

′′

(x) =

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

−a
∗,g1[−α,α],reg

g(x)´
R∖[−α,α]

g(ξ)dξ
+ c

∗,g1[−α,α],reg
∣x∣g(x)´

R∖[−α,α]
ξ2g(ξ)dξ

if x > α

f
∗,g1[−α,α],reg
−

′′

(x) if x ∈ [−α,α]
0 if x < −α.

(2.7.10b)

Since (f∗,g
+ , f∗,g

− ) ∈ T , eq. (2.7.10) define

f∗,g
+ (x) =

ˆ x

−∞

ˆ t

−∞

f∗,g
+

′′

(s)dsdt(2.7.11a)

f∗,g
− (x) =

ˆ ∞

x

ˆ ∞

t

f∗,g
−

′′

(s)dsdt.(2.7.11b)

From eq. (2.7.10), we can directly compute

P
g
+− (f

∗,g
+ , f

∗,g
− ) =

2g(0)

⎛

⎜
⎜
⎜
⎜
⎜

⎝

ˆ
supp(g1[−α,α])

(f
∗,g1[−α,α],reg
+

′′

(x))

2

g(x)

dx +

ˆ
supp(g1[−α,α])

(f
∗,g1[−α,α],reg
−

′′

(x))

2

g(x)

dx

+

(a
∗,g1[−α,α],reg

)

2

´
R∖[−α,α]

g(x)dx
+

(c
∗,g1[−α,α],reg

)

2

´
R∖[−α,α]

x2g(x)dx

⎞

⎟
⎟
⎟
⎟
⎟

⎠

,

which concludes the proof.

Lemma 2.7.8. Under the assumptions of Lemma 2.7.7, if supp(ν) ⊆ [−α,α],
then for every

f∗,λ
g,± ∈ arg min

f∈W 2(R)

L (f) + λP g
± (f),

84The inner optimization problem for the solution of the outer optimization problem
of the left-hand side of eq. (2.7.9) is simply

min
(f+,f−)∈T ∶(f++f−)∣[−α,α]=f̃ ∣[−α,α]

P g
+−(f+, f−).
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there exists a

f
∗,g1[−α,α],reg
± ∈ arg min

f∈W 2(R)

L (f) + λṔ g1[−α,α],reg
± (f)

with f∗,λ
g,± ∣[−α,α] = f

∗,g1[−α,α],reg
± ∣[−α,α] and vice versa.85

Proof. The proof directly follows from Lemma 2.7.7.

Lemmas 2.7.7 and 2.7.8 show that every adapted regression spline f∗,λ
g,±

without skip connections behaves on every compact interval [−α,α] exactly
equivalently to f

∗,g1[−α,α],reg
± with skip connections whose regularization reg

depends on g outside of [−α,α] as specified in eq. (2.7.8). For large values of´
R∖[−α,α]

g(x)dx the regularization of a becomes small and for large values of´
R∖[−α,α]

x2g(x)dx the regularization of c becomes small, because of eq. (2.7.8).
For our experiments these two quantities were quite large86, which made the
regularization of a and c quite negligible (unless you scale them up by a very
large λ as done in Figure 2.7.3a) which explains the similarity of all these models
RN w̌T ,n ,RN ∗,n,λ̃, f∗,λ

g,± , ŔN ˇ́wT ,n , ŔN ẃ∗,n,λ̃,reg and f∗,λ
g in Figures 2.7.6–2.7.11.

Proposition 2.7.9 ( g
g(0)
→ 1). Let L be the square loss (i.e., L satisfies As-

sumption 5) with ∀i ∈ {1, . . . ,N} ∶ xtrain
i ∈ [−1,1] and ∃(i, j) ∈ {1, . . . ,N}2 ∶

xtrain
i ≠ xtrain

j , and let (gm)m∈N be a sequence of functions gm ∶ R → R≥0 that
have compact support and are continuous on their support.87 We further as-
sume that ∀m ∈ N ∶ ∀x ∈ [−1,1] ∶ gm(x) = gm(0) ≠ 0 and ∀α ∈ R>0 ∶
limm→∞

´
R∖[−α,α]

gm

gm(0)
(x)dx = ∞.88 Then under these assumptions, for every

λ ∈ R>0 and every compact interval K,

lim
m→∞

∥f∗,λ
gm,± − f∗,λ∥

W 1,∞(K)
= 0

85In the case of convex L, the solutions f∗,λ
g,± andf

∗,g1[−α,α],reg
± are unique, so we can

directly say: “Under the assumptions of Lemma 2.7.8, f∗,λ
g,± ∣[−α,α] = f

∗,g1[−α,α],reg
± ∣[−α,α]

holds for convex L.”
86´

R∖[−1,1]
g(x)dx = s2

scale
24

and
´

R∖[−1,1]
x2g(x)dx = s2

scale
8

are rather large compared
to the other quantities involved.

87All assumptions up to this footnote are only technicalities to simplify the proof and
could be substantially weakened. The relevant assumptions follow after this footnote.

88E.g., gm = 1[−m,m] would satisfy all these constraints on gm.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537
https://www.wolframalpha.com/input?i2d=true&i=2Integrate%5BDivide%5Bs%C2%B2%2C16Power%5Bx%2C4%5D%5D%2C%7Bx%2C1%2C%E2%88%9E%7D%5D
https://www.wolframalpha.com/input?i2d=true&i=2Integrate%5BDivide%5Bs%C2%B2%2C16Power%5Bx%2C2%5D%5D%2C%7Bx%2C1%2C%E2%88%9E%7D%5D
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holds without any need for skip connections, where is f∗,λ
gm,± is the adapted regres-

sion spline from Definition 2.3.5 and f∗,λ is the classical regression spline from
Definition 2.1.2.

Proof. We define α = maxx∈K∪{1} ∣x∣. Proposition 2.7.5 tells us that ∀m ∈ N ∶
f∗,λ = f∗,λ

gm
= f∗,λ

gm1[−α,α]
, since the training input data is within [−1,1] and α > 1.

Corollary 2.7.2 tells us that ∀m ∈ N ∶ P gm1[−α,α] = Ṕ gm1[−α,α],0

± . We define

(2.7.12) regm(a, c) =
a2´

R∖[−α,α]
gm(x)dx

+ c2´
R∖[−α,α]

x2gm(x)dx

corresponding to eq. (2.7.8). Note that

Ṕ g,reg
± (f) ∶= 2g(0) min

((f+,f−),a,b)∈T ×R×R
f=f++f−+a(⋅)+c

(P g
+− (f+, f−) + reg(a, c)) .

We use the notation

f∗,g,reg
± ∶∈ arg min

f∈W 2(R)

L (f) + λṔ g,reg
± (f).

Obviously, the assumption ∀α ∈ R>0 ∶ limm→∞

´
R∖[−α,α]

gm

gm(0)
(x)dx =

∞ implies that ∀α ∈ R>0 ∶ limm→∞

´
R∖[−α,α]

x2 gm

gm(0)
(x)dx = ∞, which

means that 2gm(0)regm vanishes in the limit m → ∞. By using the
strong convexity of P

gm1[−α,α]

+− (see Lemma 2.5.18) one can prove that
limm→∞ ∥f

∗,gm1[−α,α],regm
± − f∗,gm1[−α,α],0

± ∥
W 1,∞(K)

= 0. And Lemma 2.7.8 shows

that f∗,λ
gm,±∣[−α,α] = f

∗,gm1[−α,α],regm
± ∣[−α,α]. Combining all these steps concludes

the proof.

https://en.wikipedia.org/w/index.php?title=Sobolev_space&oldid=910223537


Chapter 3

How Infinitely Wide Neural
Networks Can Benefit from
Multi-task Learning – an
Exact Macroscopic
Characterization

Abstract

In practice, multi-task learning (through learning features shared among tasks)
is an essential property of deep neural networks (NNs). While infinite-width
limits of NNs can provide good intuition for their generalization behavior, the
well-known infinite-width limits of NNs in the literature (e.g., neural tangent
kernels) assume specific settings in which wide ReLU-NNs behave like shallow
Gaussian Processes with a fixed kernel. Consequently, in such settings, these
NNs lose their ability to benefit from multi-task learning in the infinite-width
limit. In contrast, we prove that optimizing wide ReLU neural networks with
at least one hidden layer using ℓ2-regularization on the parameters promotes
multi-task learning due to representation-learning – also in the limiting regime
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where the network width tends to infinity. We present an exact quantitative
characterization of this infinite width limit in an appropriate function space that
neatly describes multi-task learning.

3.1 Introduction

One key difference of deep learning models, such as deep neural networks (NNs),
in contrast to shallow learning models, such as Gaussian Processes (GPs)1, is
that deep learning methods are capable of benefiting from multi-task learning.
Standard deep NNs with multi-dimensional output share the same weights in
the hidden layers, and only the last layer contains different weights for different
outputs (or tasks). This shared representation learned by the hidden layers
(representation learning, feature learning or metric learning) can be seen as the
source for multi-task learning and transfer learning [Caruana et al., 1997]. In
various applications, training with high-dimensional output has outperformed
separate training of the individual tasks [Caruana et al., 1997, Ruder, 2017, Fifty
et al., 2021, Tran et al., 2021, Aribandi et al., 2021]. Especially if the available
data for some tasks is limited, these tasks greatly benefit from the other tasks
in terms of improved generalization.

Due to the success of deep NNs, there is high interest in studying their gen-
eralization behavior (macroscopically, i.e., the inductive bias in function space).
In the case of infinite-width neural networks Jacot et al. [2018], Neal [1996], Lee
et al. [2018] have shown that in specific settings, deep NNs are equivalent to
shallow GPs. Those however cannot benefit from multi-task learning, since their
outputs are completely independent. The authors are aware of this problem and
Neal [1996] suggests defining a specific prior for the weights to circumvent it.
Roberts et al. [2021], Yaida [2021] in contrast suggest using infinite depth NNs,
with a fixed ratio of width and depth to circumvent this problem.

In contrast, we prove that ReLU-neural networks perfectly optimized under
ℓ2-regularization can already (also for infinite width and finite depth) benefit
from multi-task learning due to representation learning. We deduce this ability by
giving an exact quantitative macroscopic characterization of the (generalization)
behavior of wide ℓ2-regularized NNs.

1Within this paper “GPs” always refer to shallow GPs where a prior GP has a fixed
kernel that is not learned from the data.
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3.1.1 Related Work

In concurrent work, Yang and Hu [2021] show that in specific settings (different
from those studied in Jacot et al. [2018]) gradient descent enables feature learning
also in the infinite width limit. This strongly suggests that in these settings,
NNs can benefit from multi-task learning. However, Yang and Hu [2021] do not
provide an easy-to-interpret characterization of the inductive bias in function
space for those settings where feature learning is possible [Yang and Hu, 2021,
Remark 3.11].

Chizat and Bach [2020], Neyshabur et al. [2014], Ongie et al. [2019], Savarese
et al. [2019] also provide infinite-width limits of NNs, that do not share the
generalization behavior of Gaussian Processes. However, they do not discuss
multi-task learning and they do not consider NNs with multiple hidden layers
(with nonlinear activation function). Moreover, none of these papers provide a
precise theorem showing that the set of finite width networks minimizing the ℓ2-
regularized loss converges to the set of minimizers of the continuous optimization
problem in a certain function space equipped with a certain topology in the
limit width to infinity.

Neal [1996], Jacot et al. [2018], Heiss et al. [2019, 2023], Williams et al. [2019],
Lee et al. [2018] study settings in which NNs converge to GPs in the infinite
width limit. Thus, in these settings, the infinitely wide NNs cannot benefit from
multi-task learning.

Agrawal et al. [2020] show that wide Bayesian Neural Networks (BNNs)
with narrow bottleneck layers are deep Gaussian Processes. However, these deep
GPs only deviate from shallow GPs due to narrow bottleneck layers, while our
ℓ2-regularized wide NNs do not need any finite bottleneck layer in order to
deviate from shallow GPs or in order to benefit from multi-task learning (see
Proposition 3.4.2).

Independently and concurrently, Parhi and Nowak [2022] study the macro-
scopic behavior of deep neural networks with regularization similar to ℓ2-
regularization. In contrast to their work, we derive an exact characterization
of the infinite width-limit of ℓ2-regularized NNs (with and without regulariza-
tion of the biases). For their choice of regularization on parameter space, they
obtain in [Parhi and Nowak, 2022, Therorem 3.2 and Corollary 4.3] a similar
regularization functional on function space as we do in Theorem 3.3.1. However,
their slightly different regularization prevents their model from benefiting from
multi-task learning in the case of one hidden layer (as could be proven analo-
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gously to Proposition 3.11.1). We think that multi-task learning is one of the
most exciting properties of our inductive bias, especially compared to infinite
wide Gaussian BNNs. This is a main focus of our paper, which is not treated
in Parhi and Nowak [2022]. Moreover, we employ different proving techniques
and provide different perspectives on the function space characterization: while
their infinite width limit contains fractional derivatives and Radon transforms,
our formulation of the infinite width limit is formulated as a natural extension
of generalized additive models as we explain on page 130.

3.1.2 Contribution

• We give an exact characterization of the (out-of-sample) behavior of wide
ℓ2-regularized deep ReLU-NNs in function space with arbitrary input and
output dimensions. This result also holds for NNs with more than one
hidden layer. (Section 3.3)

• We show that wide ℓ2-regularized NNs can benefit from multi-task learning.
(Section 3.4)

• We explain a paradoxical contrast between infinitely wide ℓ2-regularized
NNs and infinitely wide Gaussian Bayesian Neural Networks (BNNs):
While for finite width, the optimal ℓ2-regularized NN is exactly the max a
posteriori (MAP) on the parameter space of a Gaussian BNN, this does not
hold anymore in the infinite width limit on function space (Section 3.5).

3.2 Setting and Notation

We denote fully connected, shallow NNs (i.e., NNs with one hidden layer) with
ReLU activation as a “stack”. A fully connected, deep, stacked neural net-
work NN θ is then given as a concatenation of stacks and an element-wise
activation function σ̃ (not necessarily ReLU as for the hidden layers of a stack),

(3.2.1) NN θ ∶= ℓ−1 ○ NN (#stacks)

θ(#stacks)
○ σ̃ ○ NN (#stacks−1)

θ(#stacks−1)
○ ⋅ ⋅ ⋅ ○ σ̃ ○ NN (1)

θ(1)
,

where ℓ−1 is a Lipschitz continuous function (e.g. identity or soft-max which
corresponds to the inverse of a link function in classical statistics) and σ̃ is any
Lipschitz continuous activation function. Throughout the paper, we focus on
stacks as in Definition 3.2.1; see Section 3.7 for results on different stacks.
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Definition 3.2.1 (Deep Stacked Neural Network). A deep stacked neural net-
work is defined as in (3.2.1) with stacks NN (j)

θ(j)
∶ Rdj−1 → Rdj s.t.

(3.2.2) ∀x ∈ Rdj−1 ∶ NN (j)

θ(j)
(x) =

nj

∑
k=1

w
(j)

k max (0, b(j)

k + ⟨v(j)

k , x⟩) + c(j) ,

with

• number of hidden neurons nj ∈ N in the j-th stack, not necessarily equal
dimensions din = d0, . . . , dj , . . . , d#stacks = dout ∈ N that we call bottleneck
dimensions and ReLU activation function (we collect these numbers in
n = (nj)j∈{1,...,#stacks} and d = (dj)j∈{0,...,#stacks})

• weights v(j)

k ∈ Rdj−1 , w(j)

k ∈ Rdj , k = 1, . . . , nj and

• biases c(j) ∈ Rdj , b(j)

k ∈ R, k = 1, . . . , nj .

• Weights and biases are collected in θ = (θ(j))
j∈{1,...,#stacks}

with

θ(j) ∶= (v(j), b(j),w(j), c(j)) ∈ Θ(j) ∶= Rnj ×dj−1 ×Rnj ×Rdj ×nj ×Rdj .

• All network parameters are then collected in

Θ ∶= Θ(n,d) ∶= Θ(1) × ⋅ ⋅ ⋅ ×Θ(#stacks).

Within this paper, for simplicity, we assume that NNs are trained to perform dout

one-dimensional regression tasks with quadratic training loss, where the kth task
learns from a subset of training data with indices Ik ⊂ {1, . . . ,N } = I1∪̇ . . . ∪̇Idout ,
i.e.,

L (f̂) ∶=
dout

∑
k=1

Lk(f̂),(3.2.3a)

Lk(f̂) ∶= ∑
i∈Ik

(f̂k(xtrain
i ) − ytrain

i )2.(3.2.3b)

Remark 3.2.2. Our main Theorem 3.3.1 also holds true for other losses of the form
L(f̂) = ∑N

i=1 li (f̂(xtrain
i ), ytrain

i ), with continuous loss-functions li ∶ ℓ−1(Rdout) ×
ℓ−1(Rdout) → R (e.g. classification). While in (3.2.3b), it is ytrain

i ∈ R, within this
remark, we have ytrain

i ∈ ℓ−1(Rdout). Moreover, li can ignore different dimensions
for different indices i, depending on which output labels are available for certain
tasks at certain input points xtrain

i .
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ReLU
(n1)

ReLU
(n2)

σ̃
(d1)

σ̃
(d2)

Input
(d0)

ReLU
(n3)

Output
ℓ−1

(d3)

Figure 3.2.1: Schematic representation of a Deep Stacked NN from Definition 3.2.1 with
#stacks = 3 stacks, where we show the activation functions and the dimensions of the
layers of this feed-forward NN.
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3.2.1 Definition of Multi-task Learning

The idea of multi-task learning [Caruana et al., 1997] is that when training
a model to perform multiple tasks simultaneously, the joint training induces
a transfer of knowledge among the model’s outputs to improve2 each others
generalization.

Definition 3.2.3. We define a model M as a map that gets as input a loss
functional L in the form of (3.2.3) (including training data) and gives as out-
put a set of functions M(L). (E.g. M(L) ∶= arg minf (L(f) + λP (f)) for some
regularization functional P )

Definition 3.2.4. We say a model M cannot benefit from multi-task learning
if for every k and for every loss L in the form of (3.2.3),

(M(L))k = (M(Lk))k,

where for any set A, we define (A)k ∶= {ak ∶ a ∈ A}.

In simple words, Definition 3.2.4 says that a model cannot benefit from multi-
task learning, if removing all the data for other tasks than task k from the training
set does not influence the behavior of the model on the task k.

3.3 Characterizing the Learned Function

In this paper, we focus on understanding deep stacked ReLU-NNs (Defini-
tion 3.2.1) optimized with ℓ2-regularization (weight decay), i.e.,

(3.3.1) NN θ∗,λ with θ∗,λ ∈ arg min
θ

(L (NN θ) + λ ∥θ∥22) ,

for the case of large numbers of nj for j = 1 . . . ,#stacks. First, we formulate a
characterization in function space for networks where the width of every second
layer stays finite (i.e., dj ∈ N stay fixed) and only the width of the other layers
goes to infinity (i.e., n → ∞). We use limn→∞ as a shorthand notation for
lim(n1,...,n#stacks)→(∞,...,∞). Then, we proceed to derive the theory for the case
where the width of every hidden layer goes to infinity (i.e., nj , dj →∞).

2More discussion on the benefits of multi-task learning can be found in Section 3.11.
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The goal of this section is to formulate limn→∞NN θ∗,λ as the solution of an
optimization problem of the form

(3.3.2) f∗,λ ∈ arg min
f∈F

(L (f) + λP (f))

for an appropriate function space F and regularization functional P ∶ F → R≥0

to better understand how the solution of (3.3.1) behaves in function space in
the case of many hidden neurons.

The form of the regularization functional P depends on the architecture of
the network. As we will prove in Theorem 3.3.1, for a wide deep stacked NN as
in Definition 3.2.1 the corresponding functional is given as
(3.3.3)

P (f) = min
(h1,...,h#stacks), s.t.

f=ℓ−1
○h#stacks○⋅⋅⋅○σ̃○h1

(P 1(h1) + P 2(h2) + ⋅ ⋅ ⋅ + P#stacks(h#stacks)) ,

where Pj (and Tj) are given with slight abuse of notation (treating distributions
as if they were functions)3 as

(3.3.4)

P j(hj) ∶= min
φ∈Tj , c∈Rdj s.t.

hj =
´

S
dj−1−1 φs(⟨s,⋅⟩) ds+c

⎛
⎜
⎝

2

ˆ
S

dj−1−1

ˆ
R

∥φs(r)
′′

∥
2

g(r) dr ds + 2ρ(∥c∥2)
⎞
⎟
⎠
,

where

Tj ∶= {φ = (φs)
s∈S

dj−1−1 ∣ ∀s ∈ Sdj−1−1 ∶ φs ∶ R → Rdj , lim
r→−∞

φs(r) = 0 = lim
r→−∞

∂

∂r
φs(r)}

handles a boundary condition, Sd−1 denotes the (d − 1)-dimensional unit sphere, g(r) =
1

√
r2+1

denotes a weight function, and where ρ(r) =
⎧⎪⎪⎨⎪⎪⎩

r2/2 , if ∣r∣ ≤ 1

∣r∣ − 1/2 , else
is the Huber-

loss.
Neither the solutions NN θ∗,λ to eq. (3.3.1) nor the solutions f∗,λ to eq. (3.3.2)

have to be unique. But even in cases where they are not unique, the set of solutions to
eq. (3.3.1) converges to the set of solutions to eq. (3.3.2) as n → ∞.

3To be mathematically precise, the “function” φ ∶ s ↦ φs does not have to be a
classical function, but can also be a distribution. First derivatives are understood in
a weak sense and second derivatives are distributional. See Section 3.8 for different
formulations of Pj in precise mathematical notation.
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Theorem 3.3.1. Using the definitions from Sections 3.2 and 3.3, it holds that for
a sufficiently large4,5 number of neurons n every solution NN θ∗,λ to eq. (3.3.1) is a
solution to eq. (3.3.2) too, i.e.,

NN θ∗,λ ∈ arg min
f∈F

(L (f) + λP (f)) .(3.3.5)

Furthermore, it holds that for every compact K ⊂ Rdin , ∀ϵ ∈ R>0 ∶

(3.3.6) ∀f∗,λ ∈ arg min
f∈F

(L (f) + λP (f)) ∶ ∃ñ ∈ N#stacks ∶ ∀n ≥ ñ ∶

∃θ∗,λ ∈ arg min
θ∈Θ(n,d)

(L (NN θ) + λ ∥θ∥2
2) ∶ sup

x∈K
∥f∗,λ(x) − NN θ∗,λ (x)∥∞ < ϵ.

Proof. We prove the theorem in Section 3.12.3, while proving all necessary lemmas in
Section 3.12. Some basic intuition for the proof can be obtained from Lemma 3.12.12
for finite-width networks, from Lemma 3.12.13 for (3.3.5), and from Lemma 3.12.14 for
(3.3.6).

Moreover, we can describe the limiting regime dj → ∞ for j ∈ {1, . . . , #stacks − 1},
i.e., the regime of letting the width of all hidden layers go to infinity.

Corollary 3.3.2. Let σ̃ be ReLU or linear. For every number of training data points
N , there exist n∗ ∈ N#stacks and d∗ ∈ N#stacks−1,4 such that in the limit where all
layers tend to infinity, all solutions are characterized as6

S ∶= lim
(n,d)→∞

⎧⎪⎪⎨⎪⎪⎩
NN θ∗,λ ∶ θ∗,λ ∈ arg min

θ∈Θ(n,d)

(L (NN θ) + λ ∥θ∥2
2)

⎫⎪⎪⎬⎪⎪⎭
(3.3.7a)

= ⋃
(n,d)≥(n∗,d∗)

⎧⎪⎪⎨⎪⎪⎩
NN θ∗,λ ∶ θ∗,λ ∈ arg min

θ∈Θ(n,d)

(L (NN θ) + λ ∥θ∥2
2)

⎫⎪⎪⎬⎪⎪⎭
(3.3.7b)

= lim
d→∞

arg min
f∈F

(L (f) + λP (d)(f))(3.3.7c)

= ⋃
d≥d∗

arg min
f∈F

(L (f) + λP (d)(f)),(3.3.7d)

4In Section 3.9 we discuss explicit bounds on how many neurons are sufficient for
the result to hold.

5Note that NN θ depends on n since it refers to a network with nj neurons in
the corresponding layers. Moreover, n ≥ ñ is always understood component-wise. By
“sufficiently large n”, we mean that every nj has to be sufficiently large.

6Note that NN θ depends on d and n since it refers to a network with dj and nj

neurons in the corresponding layers. Moreover, d ≥ d∗ is always understood component-
wise, i.e., ∀j ∈ {1, . . . , #stacks − 1} ∶ dj ≥ d∗

j , while d0 = din and d#stacks = dout are
considered constant throughout the paper.
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(where P (d) denotes P with bottleneck-dimensions dj ,7 and the closure (⋅) is understood
with respect to the topology of locally uniform convergence in function space.)

Moreover, there exists a solution in f∗,λ ∈ S that can be represented as a neural
network NN θ∗,λ = f∗,λ with dimensions n∗ and d∗. This network satisfies

θ∗,λ ∈ arg min
θ∈Θ(n∗,d∗)

(L (NN θ) + λ ∥θ∥2
2)

and
NN θ∗,λ ∈ arg min

f∈F

(L (f) + λP (d∗)(f)) .

Proof. See Section 3.12.4 for the proof and different points of view on Corollary 3.3.2.

Remark 3.3.3 (No regularization on biases). If one does not regularize the biases but
only the weights, one obtains, given the same abuse of notation as above (treating
distributions as if they were functions),

(3.3.8) P j(hj) ∶= min
φ∈Tj , c∈Rdj s.t.

hj =
´

S
dj−1−1 φs(⟨s,⋅⟩) ds+c

(2

ˆ
S

dj−1−1

ˆ
R

∥φs(r)
′′

∥
2

dr ds) ,

where Tj simplifies to

Tj ∶= {φ = (φs)
s∈S

dj−1−1 ∣ ∀s ∈ Sdj−1−1 ∶ φs ∶ R → Rdj , lim
r→−∞

∂

∂r
φs(r) = 0}.

In this case, and if dj = 1, Savarese et al. [2019] provides a simpler reformulation of
P j from eq. (3.3.8), i.e, given the same abuse of notation as above (treating distributions
as if they were functions)
(3.3.9)

P j (hj ) ∶= min

φ=(φs)
s∈S

dj−1−1 , c∈Rdj s.t.

hj =
´
S

dj−1−1 φs(⟨s,⋅⟩) ds+c

(2

ˆ
S

dj−1−1 max (

ˆ
R

∣φs(r)
′′

∣ dr, ∣ lim
r→−∞

φs(r)
′

+ lim
r→+∞

φs(r)
′

∣) ds) .

Equation (3.3.9) can be particularly intuitively interpreted as a generalized additive
model (GAM), where

1. instead of only using the coordinate directions (e1, . . . , edj
), all possible directions

s ∈ Sdj−1−1 are used,

2. instead of the typical smoothing spline regularization
´

R ∥φs(r)
′′

∥
2

2
dr, an L1-

regularization
´

R ∥φs(r)
′′

∥
2

dr (=
´

R ∣φs(r)
′′

∣ dr for dj = 1) is applied and

3. the first derivative additionally gets regularized.

7P always depends on the bottleneck-dimensions d, but by writing P (d) we make
the dependency on d more explicit at this point.
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Equation (3.3.8) is a natural extension of Equation (3.3.9) to higher dimensional outputs.
Equation (3.3.4) imposes a qualitatively similar regularization on the learned function
as eq. (3.3.8), with the exception that also the zeroth derivative gets slightly regularized
and the second derivative gets penalized more strongly far away from the origin 0 ∈ Rdin

than close to it. However, even if one does not regularize the biases explicitly, the
obtained functions will in practice have some qualitative aspects of eq. (3.3.4), since
gradient descent initialized close to zero can implicitly regularize the bias too.

Remark 3.3.4 (Random hidden layers Heiss et al. [2019, 2023]). Comparing eq. (3.3.4)
to Heiss et al. [2019, 2023], where the first-layer weights and biases v and b are not
trained but chosen randomly, one can see that the main difference is that the integrand
∥φs(r)

′′
∥

2
g(r)

replaced the integrand
∥φs(r)

′′
∥

2

2
g(r)

(lifted to multi-dimensional in- and output),
i.e., the integrand in eq. (3.3.4) takes the square root of the numerator and also the
weighting function g does not depend on the distribution of v and b anymore (since v and
b are trainable now too). If one still sampled v(j) and b(j) randomly without training
them, one could plug in the corresponding regularizing functional [Heiss et al., 2023,
P g

○ ] for P j in eq. (3.3.3). See Heiss et al. [2023] for some intuition on how P -functionals
relate to classical statistical models (GAMs).

3.4 Discussion of Multi-task Learning

3.4.1 Multi-task Learning for Single Stacks and GPs

Already for neural networks with a single hidden layer, one can see that the regularizing
functional from the previous section induces multi-task learning. In this case, we have
#stacks = 1, and P = P 1 from eq. (3.3.8) if the biases are not regularized. (Analogous
arguments also hold for the functional in (3.3.4) where biases are regularized as well.)
The square-root in the definition of the Euclidean norm ∥⋅∥2 that appears in eq. (3.3.8)
enables multi-task learning: If multiple outputs fk almost only vary8 in a certain
direction s ∈ Sdin−1, i.e., if ∥φs(r)

′′

∥
2

is larger than for other directions, then, due to

the concavity of the square root, adjustments in this second derivative φs(r)
′′

have
a much lower effect on ∥φs(r)

′′

∥
2

for this direction s than for others. In other words,

8We say that fk “varies” a lot in a direction s, when changing the input x in the
direction of s the output fk(x) changes a lot, possibly very non-linearly with very
strong second derivative in this direction s. We say that fk does almost not vary in
other directions when changing the input in other directions has little influence on the
output, i.e., the output in these other directions is mostly linear and very flat (i.e., it
has low first derivative and very low second derivative in these directions).



132 Chapter 3

the marginal regularization costs9 for second derivative of any other k̃th component of
φs(r) are much smaller for these directions s than for other directions, because of the
strict concavity of the square root-function.

Consequently, the output fk̃ trained to perform the k̃th task will prefer functions
which mainly vary in those directions in which also the other outputs that were trained
to perform other tasks vary a lot. In this way, different outputs can learn from each
other which directions tend to be more important. Note that the model M(L) =
arg minf∈F L(f) + λP (f) is still universal and thus is also able to learn functions f
where different components fk vary in very different directions if there is enough
evidence in the data (i.e., in L) to do so.

Already for one-dimensional input, the square-root can lead to multi-task learning:
If some outputs fk have stronger second derivative ∣f ′′

k (x)∣ or even kinks at some
positions x, other outputs fk̃ will also prefer to have stronger second derivative or even
kinks at these positions x.

In line with Remark 3.3.4 and the following proposition, shallow NNs with random
first layer, and where only the terminal layer is trained are not capable of multi-task
learning.

Proposition 3.4.1. The model ML2 (L) ∶= arg minf (L(f) + λ
´

∥f ′′(x)∥2
2 dx) is not

capable of benefiting from multi-task learning (see Definition 3.2.4).

Proof. The main idea of the proof is the following: Squaring the Euclidean norm
cancels the square root that connects the outputs to each other. Without the square-
root, learning a separate function fk for each task would result exactly in the same
functions fk as training them all together, since

ˆ
∥f

′′

(x)∥
2

2
dx =

ˆ dout

∑
k=1

(f
′′

k (x))
2

dx =
dout

∑
k=1

ˆ
(f

′′

k (x))
2

dx.

Therefore,

L (f) + λ

ˆ
∥f

′′

(x)∥
2

2
dx =

dout

∑
k=1

(Lk(f) + λ

ˆ
(f

′′

k (x))
2

dx) ,

(ML2
(L))

k
= (arg min

f
(L (f) + λ

ˆ
∥f

′′

(x)∥
2

2
dx))

k

= arg min
fk

⎛
⎝ ∑

i∈Ik

(fk(xtrain
i ) − ytrain

i )2 + λ

ˆ
(f

′′

k (x))
2

dx
⎞
⎠

= (ML2
(Lk))

k
.

(Note that all other components of ML2 (Lk) are the zero function.)

9The marginal costs ∂
∂ai

∥a∥2 = ai
∥a∥2

of increasing one component of a vector a are
inversely proportional to the euclidean norm of all the components of a vector. E.g., if
φs(r)′′ = (0, 100, 100)⊺ then replacing it by (1, 100, 100)⊺ increases ∥φs(r)′′ ∥

2
by only

∥(1, 100, 100)⊺∥2 − ∥(0, 100, 100)⊺∥2 ≈ 0.0035, but if φs(r)′′ = (0, 0, 0)⊺, replacing it by
(1, 0, 0)⊺ increases ∥φs(r)′′ ∥

2
by ∥(1, 0, 0)⊺∥2 − ∥(0, 0, 0)⊺∥2 = 1.

https://www.wolframalpha.com/input?i=sqrt%281%2B100%5E2%2B100%5E2%29-sqrt%28100%5E2%2B100%5E2%29
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By contrast, this is not the case if the square-root appears in the regularizing
functional, since

ˆ
∥f

′′

(x)∥
2

dx =
ˆ

2

¿
ÁÁÁÀ

dout

∑
k=1

(f
′′

k
(x))2

dx

is in general not equal to ∑dout
k=1

´
∣f ′′

k (x)∣ dx. Therefore, we see that already a single
hidden layer is sufficient to get the effect of multi-task learning for limn→∞ NN θ∗,λ

when NN θ∗,λ are trained with ℓ2-regularization.

Proposition 3.4.2. The model MP (L) ∶= arg minf (L(f) + λP (f)), with P = P 1 from
eq. (3.3.4), induces multi-task learning (without the need for any finite bottleneck layer).

Proof. Consider L as in (3.2.3) with dout = 2 tasks. Let training data be given as

((xtrain
1,1 , xtrain

1,2 ), ytrain
1 ) = ((2, 2), 2), ((xtrain

2,1 , xtrain
2,2 ), ytrain

2 ) = ((−2, 2), 2),

((xtrain
3,1 , xtrain

3,2 ), ytrain
3 ) = ((−2, −2), −2), ((xtrain

4,1 , xtrain
4,2 ), ytrain

4 ) = ((2, −2), −2),

((xtrain
5,1 , xtrain

5,2 ), ytrain
5 ) = ((0, −3), −3), ((xtrain

6,1 , xtrain
6,2 ), ytrain

6 ) = ((0, 3), 3),

for I1 = { 1, 2, 3, 4, 5, 6 } and

((xtrain
7,1 , xtrain

7,2 ), ytrain
7 ) = ((1, 2), 1), ((xtrain

8,1 , xtrain
8,2 ), ytrain

8 ) = ((−1, −2), −1),

((xtrain
9,1 , xtrain

9,2 ), ytrain
9 ) = ((2, 4), 2), ((xtrain

10,1 , xtrain
10,2 ), ytrain

10 ) = ((−2, −4), −2),

for I2 = { 7, 8, 9, 10 }. Then, one can calculate the sets of minimizers as

{ (f1 ∶ (x1, x2) ↦ x2, f2 ∶ (x1, x2) ↦ x2

2
) } = lim

λ→0+
arg min

f∈F

(L(f) + λP (f)) ,

{ (f̃1 ≡ 0, f̃2 ∶ (x1, x2) ↦ x1 + 2x2

5
) } = lim

λ→0+
arg min

f∈F

(L2(f) + λP (f)) .

Therefore, (because of continuity arguments) for small values of λ,

(MP (L))2 ≠ (MP (L2))2.

Intuitively speaking, the second output has learned from the training of the first output
that x2 is a more important feature than x1. This is one simple example that is sufficient
to prove Proposition 3.4.2 in the sense of Definition 3.2.4.

Crucially however, the limits corresponding to exactly the same NN-architecture
that are discussed in Jacot et al. [2018], Neal [1996], Lee et al. [2018] result in a
GP-regression with absolutely no multi-task learning benefits, because of the fixed,
data-independent kernel. The prior GPs considered there have completely independent
outputs. Consequently, calculating the max a posteriori (MAP)10 of all outputs jointly
results in exactly the same function as if calculating the MAP for every output separately.
Thus, it is mathematically impossible that any transfer of knowledge from one task to
another can happen, as we note in the following proposition.

10The MAP of a GP is always interpreted in a Cameron-Martin sense [Cameron
and Martin, 1944] in this paper. This is equivalent to taking the point-wise MAP for
posterior marginals at every single point.
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Proposition 3.4.3. Let MGP(L) ∶= arg minf (L(f) + ∥f∥2
RKHS), where ∥ ⋅ ∥RKHS is

the reproducing kernel Hilbert space norm of one of the kernels suggested in Jacot et al.
[2018], Neal [1996], Lee et al. [2018] or any other kernel with independent outputs, then
MGP cannot benefit from multi-task learning according to Definition 3.2.4. (MGP(L)
corresponds to the MAP with respect to the GP prior by interpreting L as the log-
likelihood modulo a constant, which is also equal to the mean a posteriori.)

Proof. Trivial, because then ∥ ⋅ ∥RKHS splits into a sum such as in the proof of Propo-
sition 3.4.1.

3.4.2 Multi-task Learning for Deep Stacked NNs
Increasing the number of stacks #stacks > 1 further strengthens the multi-task learning
effects, because not only does the square-root in each P j enforce multi-task learning for
each hj , but all the functions hj for j ∈ {1, . . . , #stacks − 1} are shared among all the
outputs as well. Thus, H ∶= σ̃ ○ h#stacks−1 ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1 has to be learned to transform
inputs x into a vector representation H(x) that allows jointly for all functions (ℓ ○ f)k

to be nicely representable as h#stacks,k ○ H such that P #stacks(h#stacks) is not too
large. In Section 3.10, we visualize multi-task learning of a deep stacked NN on two
simple examples.

The multi-task learning behavior enforced by the inductive bias P of deep NNs
(i.e., #stacks > 1) is clearly different from the inductive bias P1 of a shallow neural
network (i.e., #stacks = 1). Firstly, deep NNs allow to share arbitrarily complicated
features among different tasks, and the outputs can approximate any continuous task-
specific function in terms of these features (see Section 3.11.3). Secondly, deep NNs
allow to share different levels of abstractions among different subgroups of tasks (see
Section 3.11.4).

3.5 Connection to Bayesian Neural Networks
(BNNs)

The solution θ∗,λ of eq. (3.3.1) is the max a posteriori (MAP) on parameter space of a
Gaussian BNN, when the ratio of Gaussian11 i.i.d. data noise variance and the variance
of the Gaussian i.i.d. prior of parameters is λ.

In this paper, we study the limit in function space of NN θ∗,λ as the number of
hidden neurons goes to infinity (see Theorem 3.3.1). We even show that resulting
function NN θ∗,λ = limn→∞ NN θ∗,λ already reaches the limit when nj ≥ n∗

j for all
j ∈ {1, . . . , #stacks}, where n∗

j ≤ dj ⋅ N + 1 (see Corollary 3.3.2). From this, we derive
that arbitrarily wide NN θ∗,λ can benefit from multi-task learning by representation-

11In section 3.5 we assume that L is the squared loss as given in eq. (3.2.3), while
outside section 3.5, all results hold for more general losses too.

https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
https://en.wikipedia.org/w/index.php?title=Independent_and_identically_distributed_random_variables&oldid=910267759
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learning (even if nj ≫ dj ⋅ N and even a single hidden layer is sufficient, i.e., for
#stacks ≥ 1).

In contrast, the MAP of a GP is not capable of benefiting from multi-task learning
or representation learning because of the fixed data-independent kernel (see Proposi-
tion 3.4.3 and its discussion).

This might sound contradicting since an insufficient summary of Neal [1996] could
be naively formulated as “Infinitely wide Gaussian BNNs are equivalent to shallow
GPs”.

The solution to this paradox is that exchanging the order of taking the MAP, going
from parameter space to function space, and taking the limit of width n to infinity vastly
changes the behavior of the obtained function: Neal [1996] shows that the prior of a very
wide BNN is similar to a GP. However, Neal [1996] never claims that the MAP θ∗,λ on
the parameter space of a very wide BNN is, as a function NN θ∗,λ , close to the MAP
of the corresponding GP. In fact, we show in Theorem 3.3.1 and Propositions 3.4.2
and 3.4.3 that a sufficiently wide NN θ∗,λ as given in eq. (3.3.1) is typically not close
at all to the MAP of the corresponding GP. This result is important since the gradient
descent-based algorithms typically used in practice aim to approximate eq. (3.3.1), and
thus solutions found in practice are not accurately described by the GP’s MAP.

3.5.1 Is Poor Man’s Bayes Better Than Optimal
Bayes?

Mathematically, in a correct Bayesian regression setting, the mean a posteriori on
function space is the best possible model in terms of expected mean squared error
(MSE) on a test set. The MAP (on the parameter space) is not optimal in this sense,
but it can be cheaper to compute and is often a reasonable approximation of the mean
a posteriori. Therefore, the MAP is called “poor man’s Bayes”.

One consequence of our result is the following plot-twist: One would expect the
exact mean a posterioiri of a wide BNN (given by MGP(L)) to perform even better
in terms of expected test MSE than its poor approximation NN θ∗,λ (where θ∗,λ is
the MAP on the parameter space). However, our results suggest that NN θ∗,λ can
generalize better than MGP(L): While Proposition 3.4.2 shows that NN θ∗,λ allows for
multi-task learning, MGP(L) does not (Proposition 3.4.3). Paradoxically, this suggests
that the poor man’s approximation has a lower expected test MSE than the theoretical
optimum.

The Solution to the Paradox. When the true prior is a wide Gaussian
BNN, the mean a posteriori MGP(L) is better than NN θ∗,λ in terms of expected MSE.
However, if the Gaussian BNN prior is not close enough to the true prior, this statement
does not hold anymore. We conclude that the improved generalization behavior of
NN θ∗,λ over MGP(L) does not contradict with Bayesian theory; it simply suggests
that Gaussian BNNs are quite far from the true prior and that NN θ∗,λ is better in
approximating the mean a posterioiri of the unknown true prior than MGP(L).
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3.6 Conclusion
In this paper, we gave an exact characterization for infinite-width deep ℓ2-regularized
ReLU NNs. Further, we gave a mathematical definition of multi-task learning on func-
tion space and showed that, based on our characterization, infinitely wide, ℓ2-regularized
ReLU NNs are capable of multi-task learning. We highlighted in particular, that many
infinite-width limits of NNs previously derived in the literature, like shallow GPs are
not capable of multi-task learning. These observations enabled us to explain two para-
doxical contrasts between infinite-width ℓ2-regularized NNs and infinite-width Gaussian
BNNs: First, the optimal infinite-width ℓ2-regularized NN does not correspond to the
MAP of the corresponding GP. Second, the two errors of poor man’s approximation
of the mean a posteriori BNN and of the poor choice of the prior partially cancel out,
and this results in an estimator that better approximates the mean a posteriori of some
other unknown prior. In particular, the latter observation could give further12 insights
into the much-discussed phenomenon of cold posteriors of Gaussian BNNs Wenzel et al.
[2020]. We will investigate this further in future work.

We mathematically proved in section 3.4 that different outputs of infinitely wide
ℓ2-regularized ReLU NNs can influence each other in the infinite width limit. We hope
that our characterization of the infinite-width limit can also provide some intuition
on how they influence each other, how this influence can be beneficial in terms of
generalization, and how it explains representation learning, feature learning, metric
learning, or transfer learning. In future work, we provide empirical evidence and more
discussions on the beneficial effects of multi-task learning and its relation to model
uncertainty [Heiss et al., 2022, Desiderata D4].

Our results always consider NNs that are optimal with respect to an ℓ2-regularized
loss. In future work, we compare them to NNs trained using standard (gradient descent
based) optimization algorithms with and without ℓ2-regularization, and compare them
to the results of Yang and Hu [2021]. Finally, we extend our results to other architectures.
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12Aitchison [2020] only partially solves the paradox explained in Wenzel et al. [2020].
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3.7 Network Architectures and Their P-
functionals

ReLU
(nj)

ℓ−1

(dj)
Input
(dj−1)

Figure 3.7.1: Schematic
representation of a shallow
neural network, which cor-
responds to one stack in
the main paper.

ReLU
(nj)

ℓ−1

(dj)
Input
(dj−1)

Figure 3.7.2: Schematic
representation of a shal-
low neural network with a
trainable linear skip con-
nection

ReLU
(nj)

ℓ−1

(dj)
Input
(dj−1)

Linear
(min(dj−1, dj ))

Figure 3.7.3: Schematic
representation of a shal-
low neural network where
many (nj) hidden nodes
have a ReLU activation
and some (min(dj−1, dj))
hidden nodes have a linear
(identity) activation func-
tion. Compared to Fig-
ure 3.7.2 the linear skip
connection is factorized
into two matrices.

In a future version of this paper, we will discuss P -functionals for modifications
of the NN architecture. For architectures of the type of Figures 3.7.2 and 3.7.4, for
instance, Pj (and Tj) are given with the same abuse of notation as in the main paper
(treating distributions as if they were functions) as
(3.7.1)

P j(hj) ∶= min
φ∈Tj , c∈Rdj ,A∈Rdj−1×dj s.t.

hj =
´

S
dj−1−1 φs(⟨s,⋅⟩) ds+c+A(⋅)

⎛
⎜
⎝

2

ˆ
S

dj−1−1

ˆ
R

∥φs(r)
′′

∥
2

g(r)
dr ds + 2ρ(∥c∥2) + ∥A∥2

2

⎞
⎟
⎠

,

where ∥A∥2 is the Frobenius norm of A and

Tj ∶= {φ = (φs)
s∈S

dj−1−1 ∣ ∀s ∈ Sdj−1−1 ∶ φs ∶ R → Rdj , lim
r→−∞

φs(r) = 0 and lim
r→−∞

∂

∂r
φs(r) = 0}.
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ReLU
(n1)

ReLU
(n2)

σ̃
(d1)

σ̃
(d2)

Input
(d0)

ReLU
(n3)

ℓ−1

(d3)

Figure 3.7.4: Schematic representation
of #stacks = 3 stacks of Figure 3.7.2.

ReLU
(n1)

ReLU
(n2)

σ̃
(d1)

σ̃
(d2)

Linear
(min(d1, d2))

Input
(d0)

Linear
(min(d0, d1))

ReLU
(n3)

ℓ−1

(d3)

Linear
(min(d2, d3))

Figure 3.7.5: Schematic representation
of #stacks = 3 stacks of Figure 3.7.3.

For an architecture of the type of Figures 3.7.3 and 3.7.5 one gets:
(3.7.2)

P j (hj ) ∶= min

φ∈Tj , c∈Rdj ,A∈Rdj−1×dj s.t.
hj =

´
S

dj−1−1 φs(⟨s,⋅⟩) ds+c+A(⋅)

⎛
⎜
⎜
⎜
⎝

2

ˆ
S

dj−1−1

ˆ
R

∥φs(r)
′′

∥
2

g(r)
dr ds + 2ρ(∥c∥2) + 2 ∥A∥Schatten1

⎞
⎟
⎟
⎟
⎠

,

where ∥A∥Schatten1 is the Schatten 1-norm (or Schatten–von-Neumann 1-norm) of A,

3.8 Equivalent Formulations of Regulariza-
tion Functionals P

In this section, we state equivalent formulations of regularizing functional P . See Sec-
tion 3.12.1 for proofs of their equivalence. Moreover, we set g(r) ∶= 1

√
1+r2

as in the
main paper.

We start with some basic definitions.

Definition 3.8.1. Let Ω ⊆ R be an open set. We define the Banach-space BV2(Ω; Rdj )
as the set of functions f ∈ W 1,1(R; Rdj ) which second distributional derivative D2f = µ
is a bounded Rdj -valued Radon-measure, i.e.

´
fϕ′′ =

´
ϕdµ ∀ϕ ∈ C2

c , with norm

∥f∥BV2 = ∥f∥L1 + ∥f ′∥L1 + ∣D2f ∣,

https://en.wikipedia.org/wiki/Schatten_norm
https://en.wikipedia.org/wiki/Schatten_norm
https://en.wikipedia.org/wiki/Schatten_norm
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where13, 14

∣µ∣ ∶= ∣µ∣(Ω) ∶= sup
(Ei)1,...,n is partition of Ω, n∈N

n

∑
i=1

∥µ(Ei)∥2.

Therefore, BV2(R; Rdj ) consists of functions f ∈ W 1,1(R; Rdj ) which fulfill that f ′

is in BV(R; Rdj ) where BV(R; Rdj ) is defined as in Leoni [2017, Section 7.1].

Definition 3.8.2. We define BV2
loc(R; Rdj ) as the set of functions f ∈ W 1,1

loc (R; Rdj )
which second distributional derivative D2f = µ is a locally bounded Rdj -valued Radon-
measure (i.e.

´
fϕ′′ =

´
ϕdµ ∀ϕ ∈ C2

c ). For the remainder of the paper, we will often
just write BV2

loc as a short notation for BV2
loc(R; Rdj ).

In other words BV2
loc(R; Rdj ) consists of functions f ∈ W 1,1

loc (R; Rdj ) such that the
weak derivative f ′ is in BVloc(R; Rdj ) where BVloc(R; Rdj ) is defined as in Leoni [2017,
p. 188].

Throughout the paper, it is g(r) ∶= 1
√

1+r2
as in (3.3.4), as it is also in the following

definition:

Definition 3.8.3. Based on Definition 3.8.2 we define

BV2
0−(R; Rdj ) ∶= { f ∈ BV2

loc(R; Rdj ) ∣ lim
r→−∞

f(r) = 0 = lim
r→−∞

∂

∂r
f(r), ∣D2f ∣ 1

g
< ∞ } .

We equip this space with the norm ∣D2(⋅)∣ 1
g

, where13, 14

∣µ∣ 1
g

∶= ∣µ∣ 1
g

(R) ∶= sup
(Ei)1,...,n is partition of R, n∈N

n

∑
i=1

∥
ˆ

Ei

1

g(r)
dµ(r)∥

2

.

(This is a norm because of the boundary conditions.) (We will sometimes write ∣µ∣ 1
g(r)

instead of ∣µ∣ 1
g

.) For the remainder of the paper, we will often just write BV2
0− as a

short notation for BV2
0−(R; Rdj ).

The following Definition 3.8.4 is the most straightforward mathematically precise
interpretation of eq. (3.3.4), where we interpret the “function” φ as a distribution, which
is mathematically a BV2

0−-valued bounded Radon measures µ on Sdj−1−1 (for the jth
stack). This µ has a BV2

0−-valued Radon–Nikodym density φ ∶= φµ ∶= dµ
d∣µ∣

∶ Sdj−1−1 →
BV2

0−, s ↦ φs which is actually a classical function in the strict mathematical sense.

13“partition” always refers to measurable partitions within this paper.
14Out of context it should be clear if ∣µ∣ refers to the total variation measure

∣µ∣ ∶ B(Ω) → R≥0, B ↦ sup(Ei)1,...,n is partition of B, n∈N ∑i ∥µ(Ei)∥2, or if ∣µ∣ is a short
notation for ∣µ∣(Ω). Technically speaking, D2f = µ in Definition 3.8.2 is only defined
on Bc [defined in Leoni, 2017, p. 168] because D2f = µ can be any locally bounded
Radon-measure for f ∈ BV2

loc. However, in Definition 3.8.3 we only consider bounded
Radon-measures, thus we can extend D2f = µ to B for any f ∈ BV2

0−.
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The advantage of the measure theory point of view is that µ and thus ∣µ∣ can also have
atoms (Dirac impulses) and therefore the following mathematical definition can also
deal precisely with these atoms without any notational ambiguities:

Definition 3.8.4. MBV2
0− (Sdj−1−1) is the set of all BV2

0−-valued bounded Radon
measures on Sdj−1−1 for some stack j for which the BV2

0−-valued point-wise15 Radon–
Nikodym density φ ∶= φµ ∶= dµ

d∣µ∣
∶ Sdj−1−1 → BV2

0−, s ↦ φs exists.16 Then we define

P j(hj) ∶= min
µj ∈M

BV2
0− (S

dj−1−1
),

c∈Rdj s.t. ∀x∈Rdj−1 ∶
hj (x)=c+

´
S

dj−1−1 φs(⟨s,x⟩)d∣µj ∣(s)

(2ρ (∥c∥2) + 2

ˆ
S

dj−1−1
∣D2φs∣ 1

g
d∣µj ∣(s)) .

Moreover,

F ∶= {f = ℓ
−1

○ h#stacks ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1 ∣∀j ∈ {1, . . . , #stacks} ∶ ∃µj ∈ M
BV2

0− (S
dj−1−1

), c
(j)

∈ Rdj ∶

∀x ∈ Rdj−1 ∶ hj (x) = c
(j)

+

ˆ
S

dj−1−1 φs(⟨s, x⟩)d∣µj ∣(s)}.

Note, that F is dense in the continuous functions C(Rdin ; Rdout ) with respect to
the maximum norm on every compact set, if d ≥ min(din, dout). (This can be easily
derived from the universal approximation theorem in Hornik [1991], Cybenko [1989].)

Definition 3.8.5. For f ∈ F as in Definition 3.8.4, we define
(3.8.1)

P̃
measure

(f) = min
(h1,...,h#stacks), s.t.

f=ℓ−1○h#stacks○⋅⋅⋅○σ̃○h1

(P̃
measure
1 (h1) + P̃

measure
2 (h2) + ⋅ ⋅ ⋅ + P̃

measure
#stacks (h#stacks)) ,

with

P̃
measure
j (hj ) = min {2∣µ∣ + ∥c∥

2
2 ∶µj ∈ M(S

dj−1 × S
dj −1

),

∀x ∈ Rdj−1 ∶ hj (x) = c +

ˆ
S

dj−1 ×S
dj −1 wσ(⟨v, x⟩ − r)dµ((v, r), w)},

where M(Sdj−1 × Sdj −1) is the set of bounded Radon measures on Sdj−1 × Sdj −1.

Moreover, we state two further (equivalent, as we will see in Section 3.12.1) refor-
mulations of regularizing functional Pj on the jth stack.

15We define a “point-wise Radon–Nikodym density” analogously to the classical
Radon–Nikodym density except replacing the Banach space topology used in the defi-
nition of the Bochner integral by the topology of point-wise convergence tptc.

16Out of context, it should be clear that ∣µ∣ refers to the total variation measure
∣µ∣ ∶ B(Sdin−1) → R≥0, while ∣D2φs∣ 1

g
is a short notation of ∣D2φs∣ 1

g
(R) (see Defini-

tion 3.8.3).

https://en.wikipedia.org/w/index.php?title=Atom_(measure_theory)&oldid=1079053554
https://en.wikipedia.org/w/index.php?title=Dirac_delta_function&oldid=1085986916
https://en.wikipedia.org/w/index.php?title=Bochner_integral&oldid=1108046365
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Definition 3.8.6.

P
measureVec
j (hj ) = min {2∣µ∣ 1

g(r)

+ 2ρ(∥c∥2) ∶µ ∈ M
dj (S

dj−1−1
× R),

∀x ∈ Rdj−1 ∶ hj (x) = c +

ˆ
S

dj−1−1
×R

σ(⟨v, x⟩ − r)dµ(v, r)},

with Mdj (Sdj−1−1 × R) the set of bounded Rdj -valued Radon measures on Sdj−1−1 × R
and

∣µ∣ 1
g(r)

∶= ∣µ∣ 1
g(r)

(S
dj−1−1

×R) ∶= sup

(Ei)1,...,n is partition of S
dj−1−1

×R, n∈N

n

∑

i=1

∥

ˆ
Ei

1

g(r)

dµ(v, r)∥

2

.

Definition 3.8.7.

P̃
measureG
j (hj) = min {2

ˆ
1

g(r)

dµ(v, r, w) + 2ρ(∥c∥2) ∶ µ ∈ M(S
dj−1−1

× R × S
dj −1

),

∀x ∈ Rdj−1 ∶ hj(x) = c +

ˆ
S

dj−1−1
×R×S

dj −1
wσ(⟨v, x⟩ − r)dµ(v, r, w)}

3.9 Required Number of Neurons

In the case of linear σ̃, a possible choice of n∗ and d∗ is always n∗
j = ∑#stacks−j+1

i=0 N i and

d∗
j = ∑#stacks−j

i=0 N i independent of xtrain, ytrain and λ. A smaller choice can be made
in the case of letting some dj stay small and only letting dj tend to infinity for some
indices j. This smaller choice can be written down recursively: d∗

#stacks = d#stacks = dout,
n∗

#stacks = 1 + N , and d∗
j = min(dj , n∗

j+1) and n∗
j = 1 + N ⋅ d∗

j for j ∈ {1, . . . , #stacks − 1}.

In the case of σ̃ = ReLU, a possible choice of n∗ and d∗ is always n∗
j =

∑2(#stacks−j)+1
i=0 N i and d∗

j = ∑2(#stacks−j)−1
i=0 N i independent of xtrain, ytrain and λ.

A smaller choice can be made in the case of letting some dj stay small and only letting
dj tend to infinity for some indices j. This smaller choice can be written down recur-
sively: d∗

#stacks = d#stacks = dout, n∗
#stacks = 1 + N , and d∗

j = min(dj , 1 + N ⋅ n∗
j+1) and

n∗
j = 1 + N ⋅ d∗

j for j ∈ {1, . . . , #stacks − 1}.
See Section 3.12.4 for the proof of these statements.

3.10 Visualizing Multi-task Learning
In this section, we present a simple example of a data-generating function f with dout = 7
outputs which are all periodic with the same periodicity 2

3
and input dimension din = 1.

The knowledge that the outputs are periodic is not given to the network a priori and
we hope that the network with #stacks = 3, n ≫ N, d1 = d2 = 1, σ̃ = id, ℓ−1 = id (with
architecture as in Figure 3.2.1) is able to find a periodic representation H by itself, as
this would be helpful for all 7 outputs. In all figures below, we show NN (j)

θ(j)
instead of

hj , since we have obtained θ from actually training a NN with gradient descent (that
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can get stuck in local minima) for a finite time instead of calculating the perfect solution.
In Figures 3.10.1 and 3.10.2, we visualize what each stack has learned: Figure 3.10.1
visualizes how the hidden stacks learn a shared representation H = NN (2)

θ(2)
○ NN (1)

θ(1)

and Figure 3.10.2 visualizes how this can be useful for the different tasks.

(a) 1st stack: NN
(1)

θ(1)
in green and

its (distributional) second deriva-
tive ∑

n1
i=1 v

(1)

i w
(1)

i δ
ξ

(1)

i

(visualized by

yellow dots (ξ
(1)

i , v
(1)

i w
(1)

i )), where

ξ
(1)

i =

−b
(1)

i

v
(1)

i

and a smoothed version of it

(yellow dashed line). The smooth second
derivative was obtained from a convolution
using a Gaussian kernel.

(b) 2nd stack: NN
(2)

θ(2)
in green and

H ∶= NN
(2)

θ(2)
○ NN

(1)

θ(1)
in red and the

(distributional) second derivative h
′′

2 =

∑
n2
i=1 v

(2)

i w
(2)

i δ
ξ

(2)

i

(visualized by yellow dots

(ξ
(2)

i , v
(2)

i w
(2)

i )), where ξ
(2)

i =

−b
(2)

i

v
(2)

i

and a

smoothed version of it (yellow dashed line)
as in Figure 3.10.1a.

Figure 3.10.1: The hidden stacks learn a periodic shared representation H = NN (2)

θ(2)
○

NN (1)

θ(1)

In this case, the benefits from multi-task learning are not too big, since all tasks
share exactly the same input training data points. Nonetheless, there are still small
benefits from multi-task learning in that the model can better filter out data noise.

Next, we will show an example of the same 7 tasks but with a different training
set. This time we have less data for the first task – in particular we only have training
data for x ∈ [−2, 0] for the first task, while for the other 6 tasks, we also have y values
corresponding to input training data points x ∈ [−2, 2]. If one were to train the first
task separately only on the input training data x < 0, it would be extremely hard for the
neural network to extrapolate to input testing data x > 0, but with the help of the multi-
task learning induced by P , the network can extrapolate very well to input testing data
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(a) 1st component
of third stack:
(NN

(3)

θ(3)
)

1
in green

and f̂1 ∶= (NN θ)1 ∶=

(NN
(3)

θ(3)
)

1
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I1 as black
dots.

(b) 2nd compo-
nent of third stack:
(NN

(3)

θ(3)
)

2
in green

and f̂2 ∶= (NN θ)2 ∶=

(NN
(3)

θ(3)
)

2
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I2 as black
dots.

(c) 3rd component
of third stack:
(NN

(3)

θ(3)
)

3
in green

and f̂3 ∶= (NN θ)3 ∶=

(NN
(3)

θ(3)
)

3
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I3 as black
dots.

(d) 4th component
of third stack:
(NN

(3)

θ(3)
)

4
in green

and f̂4 ∶= (NN θ)4 ∶=

(NN
(3)

θ(3)
)

4
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I4 as black
dots.

(e) 5th component
of third stack:
(NN

(3)

θ(3)
)

5
in green

and f̂5 ∶= (NN θ)5 ∶=

(NN
(3)

θ(3)
)

5
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I5 as black
dots.

(f) 6th component
of third stack:
(NN

(3)

θ(3)
)

6
in green

and f̂6 ∶= (NN θ)6 ∶=

(NN
(3)

θ(3)
)

6
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I6 as black
dots.

(g) 7th component
of third stack:
(NN

(3)

θ(3)
)

7
in green

and f̂7 ∶= (NN θ)7 ∶=

(NN
(3)

θ(3)
)

7
○ NN

(2)

θ(2)
○

NN
(1)

θ(1)
in red and

the training data
points (xtrain

i , ytrain
i )

for i ∈ I7 as black
dots.

Figure 3.10.2: The last stack can easily learn the different tasks based on the representa-
tion from the hidden representation. The hidden stacks learn a periodic representation
H = NN (2)

θ(2)
○ NN (1)

θ(1)
(see Figure 3.10.1). The (distributional) second derivatives are

visualized in yellow as in Figure 3.10.1.
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Figure 3.10.3: For the first task we only observe training input data x ≤ 0, but f̂1 ∶=
(NN θ)1 learns to extrapolate well to x > 0, because of the multi-task benefits of being
trained together with 6 other tasks (see Figure 3.10.4).

x > 0 as shown in Figure 3.10.3. Note that for this experiment we use wide bottlenecks,
i.e. d1 = d2 = 2048, to also experimentally validate Corollary 3.3.2 by showing that multi-
task learning does not vanish for large bottleneck dimensions. The detailed experimental
setup is #stacks = 3, n1 = n2 = n3 = 2048, λ = 0.0005, σ̃ = ReLU, ℓ−1 = id. Note that The
training data and the learned functions for the 6 tasks that have training input data
x ∈ [−2, 2] are shown in Figure 3.10.4. For the plots we used a neural network NN θ

which was trained with gradient descent on the objective (3.3.1), which is probably not
a perfect approximation of NN θ∗,λ , but good enough to show the qualitative behavior
of f∗,λ. (For high dimensional d1 = d2 = 2048 the learned hidden representation cannot
be visualized as easily as for the previous experiment. This is why we do not have an
analogous plot to Figure 3.10.1 for this experiment.)

Without multi-task learning neural networks would not extrapolate the function
periodically. If one would train the same model only on the first task without any addi-
tional task, the model would just extrapolate with as little second derivative as possible
as can be seen (approximately again because of gradient descent) in Figure 3.10.5.
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(a) f̂2 ∶= (NN θ)2
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(b) f̂3 ∶= (NN θ)3
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(c) f̂4 ∶= (NN θ)4
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(d) f̂5 ∶= (NN θ)5
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(e) f̂6 ∶= (NN θ)6
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(f) f̂7 ∶= (NN θ)7

Figure 3.10.4: The last stack can easily learn the different tasks based on the rep-
resentation from the hidden representation H. The hidden stacks learn a periodic
representation H = NN (2)

θ(2)
○ NN (1)

θ(1)
.

3.11 Discussion of Multi-Task Learning and
Definition 3.2.4

Mathematically one cannot judge a priori if multi-task learning is beneficial or not,
because this depends on whether or not one’s prior belief (or inductive bias) matches
with the true prior.17

One can however very precisely define a notion capturing that learning multiple
tasks at once does not result in different estimators than when learning them separately
(see Definition 3.2.4). And if learning different tasks jointly does not make any difference
(in terms of generalization), one can obviously not benefit (in terms of generalization)
from learning them jointly. If however, the generalization behaviors of different outputs
trained jointly to perform different tasks influence each other, these outputs can also
benefit from it depending on one’s prior belief.

Some intuition for what kind of influence among tasks is desirable for real-world
applications according to a common sense prior is given in Caruana et al. [1997].
Intuitively, it is not beneficial if different outputs just influence each other randomly.
With our formulation of P , the discussion in section 3.4 and the visualizations in
Section 3.10, we see that this influence is not random for ℓ2-regularized NNs (or MP ).
Instead, training NNs with weight-decay enforces multi-task learning due to the shared

17If the data comes from a function that was actually sampled from a GP with
independent outputs, then multi-task learning will not be beneficial.
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Figure 3.10.5: f̂1 ∶= (NN θ)1 without joint training data for the other 6 outputs cannot
extrapolate very well. (Also for x ≤ 0 it is harder to filter out the noise without the
other tasks.)

representation H, which corresponds to the intuitively beneficial multi-task learning
described in Caruana et al. [1997]. Moreover, from an empirical point of view, in various
applications, training multiple tasks jointly has outperformed separate training of the
individual tasks [Caruana et al., 1997, Ruder, 2017, Fifty et al., 2021, Tran et al., 2021,
Aribandi et al., 2021].

3.11.1 Connection to Representation Learning, Fea-
ture Learning, Metric Learning and Transfer
Learning

In this subsection, we will explain that multi-task learning, representation learning,
feature learning, metric learning, and transfer learning are highly related phenomena. In
this paper, we focused on multi-task learning, because the absence of multi-task learning
can be rigorously defined for models M in functions space (see Definition 3.2.4).

But P defined in eqs. (3.3.3) and (3.3.4) also intuitively reveals the ability of wide
deep ℓ2-regularized NNs to perform representation learning, feature learning, metric
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learning and transfer learning. For example18, we can interpret H(x) = σ̃ ○ h#stacks−1 ○
⋅ ⋅ ⋅ ○ σ̃ ○ h1(x) as the learned representation of x. Then we can interpret the coordinates
Hk(x) as the learned features of x. Further we can interpret dH(x, x̃) ∶= ∥H(x) − H(x̃)∥2

as the learned metric on the input space Rdin . Since the hidden representation H
is shared among all tasks, it enforces multi-tasking. If one does not train all tasks
simultaneously, one can first train some tasks to obtain H and then afterwards train
further tasks with fixed H (or by only slightly varying H) to achieve transfer learning.

Multi-task learning, representation learning, feature learning, metric learning, and
transfer learning can not be achieved via Gaussian process regression with a fixed kernel.

3.11.2 Adaptivity vs Multi-task Learning
Bach [2017], Chizat and Bach [2020] have shown that wide ℓ2-regularized NNs with
one hidden layer are adaptive to hidden linear low-dimensional structures in terms
of generalization. This means: If the unknown true function f can be expressed as
f(x) = f̃(V x), where V ∈ Rr×din is a projection matrix on a r-dimensional subspace,
then the generalization bound of the NN asymptotically only depends on r instead of
din under mild smoothness conditions on f . In other words, this means that the curse
of dimensionality can be avoided (asymptotically) if r ≪ din. The same holds true, if
they chose the first layer weights v and biases b randomly19 and only train the output
weights w and biases c with ℓ1-regularization. In function space training both layers
with ℓ2-regularization corresponds to P = P1 introduced in eq. (3.3.4)20, while only
training the output layer with ℓ1-regularization corresponds to21

(3.11.1) P̃ ℓ1
(f) ∶= min

φ∈T1, c∈Rdout s.t.
f=

´
Sdin−1 φs(⟨s,⋅⟩) ds+c

⎛
⎜
⎝

2

ˆ
Sdin−1

ˆ
R

∥φs(r)
′′

∥
1

g(r)
dr ds + 2 ∥c∥1

⎞
⎟
⎠

,

where the main difference between P̃ ℓ1
and P is that the norm inside the inner in-

tegral is an ℓ1-norm instead of an Euclidean ℓ2-norm. In other words, we have an
L1 (R; (Rdout , ∥ ⋅ ∥1)-norm for P̃ ℓ1

instead of the L1 (R; (Rdout , ∥ ⋅ ∥2)-norm that we

had for P . As we have an L1-norm in both cases, the models MP̃ ℓ1

, L ↦ MP̃ ℓ1

(L) ∶=

18A reasonable alternative point of view would be to see H̃(x) =
(max(0, b

(#stacks)

k
+ ⟨v(#stacks)

k
, H(x)⟩)

k∈{1,...,n#stacks}
as the learned representa-

tion of x. The representation H̃(x) captures the learned hidden representation up to
the last hidden layer, but H can be studied more conveniently on function space.

19We assume that the support of the distribution of (v, b) is Sdin , e.g., (v, b) ∼ U (Sdin )
can be distributed uniformly on the sphere Sdin .

20If we have only 1 hidden layer (i.e., #stacks = 1) and the identity as final non-
linearity ℓ−1 = id, then P from eq. (3.3.3) is obviously equal to P1 from eq. (3.3.4).

21For eq. (3.11.1) we use the same abuse of notation as for eq. (3.3.4) (treating
distributions as if they were functions).
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arg minf (L(f) + λP̃ ℓ1 (f)) and MP both are adaptive to hidden linear low-dimensional
structures in terms of generalization.

However, while MP can benefit from multi-task learning (see Proposition 3.4.2),

MP̃ ℓ1

cannot benefit from multi-task learning as the following proposition shows.

Proposition 3.11.1. The model MP̃ ℓ1

(where MP̃ ℓ1

(L) ∶=
arg minf (L(f) + λP̃ ℓ1 (f)) is defined as above based on eq. (3.11.1)) is not
capable of benefiting from multi-task learning (see Definition 3.2.4).

Proof. The proof is trivial, since P̃ ℓ1
splits into a sum such as in the proof of Proposi-

tion 3.4.1: Without the square root, learning a separate function fk for each task would
result exactly in the same functions fk as training them all together, since

ˆ
∥f

′′

(x)∥
1

dx =
ˆ dout

∑
k=1

∣f
′′

k (x)∣ dx =
dout

∑
k=1

ˆ
∣f

′′

k (x)∣ dx.

Therefore,

L (f) + λP̃ ℓ1
(f) =

=
dout

∑
k=1

⎛
⎜⎜⎜⎜
⎝

Lk(f) + λ min
φ∈T

din;1, c∈R1 s.t.
fk=

´
Sdin−1 φs(⟨s,⋅⟩) ds+c

⎛
⎜
⎝

2

ˆ
Sdin−1

ˆ
R

∣φs(r)
′′

∣
g(r)

dr ds + 2 ∣c∣
⎞
⎟
⎠

⎞
⎟⎟⎟⎟
⎠

,

where T din;1 is defined as T1 with the only difference that d1 is replaced by 1.22

(MP̃ ℓ1

(L))
k

= (arg min
f

(L (f) + λP̃ ℓ1
(f)))

k

= (MP̃ ℓ1

(Lk))
k

.

(Note that all its other components of MP̃ ℓ1

(Lk) are the zero function.)

So we can see that adaptivity to hidden linear low-dimensional structures in terms of
generalization (as introduced by Bach, 2017], Chizat and Bach [2020]) does not imply the
ability for benefiting from multi-task learning, representation learning, feature learning,
metric learning or transfer learning.

Therefore, the ability to benefit from multi-task learning can be seen as an exten-
sion/continuation of “quest for adaptivity” by Bach.

22Following this notation Tj = T dj−1;dj and T din;1 is defined as

T din;1 ∶= {φ = (φs)
s∈Sdin−1 ∣ ∀s ∈ Sdj−1−1 ∶ φs ∶ R → R1, lim

r→−∞
φs(r) = 0 = lim

r→−∞

∂

∂r
φs(r)}.
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3.11.3 Universal Features and Universal “Readout”
In terms of universality, there are two aspects in which deep stacked NNs (i.e., #stacks >
1) differ from the shallow NNs (i.e., #stacks = 1).

First, for #stacks > 1 the representation H(x) can approximate any (continuous)
function in x by universal approximation theorems [Hornik, 1991, Cybenko, 1989]. This
is important since in applications of modern deep learning, representations H(x) shared
among different tasks can be highly non-linear functions of x. In Figure 3.10.1b, we see
such a non-trivial representation H learned by a neural network. A shallow ReLU NN
however cannot learn such a representation within its shared hidden layer.

Second, for #stacks > 1 the last stack h#stacks can be seen as a universal non-
linear readout. A shallow NN only consists of one hidden layer that learns the shared
representation and one linear task-specific readout layer. In contrast, deep NNs are able
to learn non-linear task-specific readout functions h#stacks, k for the different tasks (see
Figure 3.10.2). This is not possible for methods such as linear group-Lasso regression
(on non-linear fixed features). The latter we refer to as “shallow multi-task learning”.

For the generalization behavior shown in Figure 3.10.4c of Section 3.10 both uni-
versal representation and universal readout are needed, since seven components of the
function f are very different highly non-linear functions composed with the highly non-
linear sine function. Thus, in this example, the most important shared feature should
be somehow related to a sine function, and different non-linear readouts are needed for
the different tasks in order to obtain such strong benefits from multi-task learning as
in Figure 3.10.4c. There is no single shared feature, such that all functions could be
represented as linear functions of this shared feature.

3.11.4 Different Levels of Abstraction
In practice it is often observed that low-level features (such as edges for images) are
important across many different tasks (for example even tasks based on different types
of images, such as natural images and X-ray images share edges as important features).
According to our formulation of P for #stacks > 1, a first stack h1 is preferred that
mainly learns features that can be shared among as many tasks as possible instead of
learning different features for different tasks in order to keep P 1(h1) as low as possible
even when d1 ≫ 1 is very large. Then medium-low level features h2 ○ h1 share the
property that they can be represented by a rather “flat” (in terms of P 2) function h2

on top of the shared low-level features h1. P still prefers to learn features h2 ○ h1 which
are helpful23 for all tasks. However, depending on how unrelated the tasks are, also
some task-specific features can be learned for the cost of higher regularisation costs.
And as the stack-index j increases, more of the higher-level features (hj ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1)k

become mainly relevant for smaller subsets of tasks, and only a few of the high-level
features are relevant for all tasks (depending on how related they are). A similar effect

23Mathematically speaking a feature (hj ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1)k is not helpful (or irrelevant)
for the l-th task if the function (ℓ−1 ○h#stacks ○ ⋅ ⋅ ⋅ ○ σ̃ ○hj+1)l is constant with respect to
its k-th input dimension. (In practice it is more a continuum of helpfulness/relevance
if the function is almost constant with respect to certain input dimensions.)
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Model Multi-task Learning Inductive Bias in Function Space
Kernel ridge regression with fixed kernel

(e.g., NTK, Gaussian BNN kernel, random feature kernel) No (Propositions 3.4.1 and 3.4.3) L2(ℓ2)-typed regularization

Kernel lasso regression with fixed kernel
(i.e., linear ℓ1 regression) No (Proposition 3.11.1) L1(ℓ1)-typed regularization

Kernel group-lasso regression with fixed kernel
(i.e., linear group-lasso regression) “shallow” L1(ℓ2)-typed regularization

NN θ∗,λ

(i.e., our setting)

one hidden layer
(i.e., #stacks = 1) “shallow” Regularization functional P1

given in eq. (3.3.4) (L1(ℓ2)-typed)

multiple hidden layers
(i.e., #stacks > 1) “deep” Regularization functional P

given in eq. (3.3.3)

Multiplying a hard-coded, non-trainable matrix on the
outputs of a model (that itself is not able to benefit from
multi-task learning)

Weak form of “shallow”
multi-task learning

Handcrafted inductive bias
favoring a certain sign of
correlation

Table 3.1: Various infinite with limits, their inductive bias in function space and their
ability to benefit from multi-task learning.

has been studied empirically in Neyshabur et al. [2020], where the performance on one
task was improved by reusing features learned from a different task, where especially
in the first hidden layer a lot of features could be reused and the number of features
that could be reused decreased from low-level layers to high-level layers.

See Table 3.1 in Section 3.11.5 for an overview of which methods allows for “deep”
multi-task learning and which do not.

3.11.5 On Multi-task Learning Induced by Regular-
ization

In this paper, we show that the function space regularization P , induced by ℓ2-
regularization on the parameters of NNs, enables them to benefit from multi-task
learning. We like to highlight that the induced regularization does not involve the
L2-norm in function space. We show that the ℓ2-regularization in parameter space
induces an L1(ℓ2)-regularization P1 of the second derivative in function space in the
case of 1 hidden layer. (Here, we call a norm Lp(ℓq)-typed if inside the integral there
is a ∥⋅∥p

q -term. This can be seen as a Lp (R; (Rdout , ∥ ⋅ ∥q))-norm as in Section 3.11.2.)

The L1(ℓ2)-regularization is able to benefit from multi-task learning (see Proposi-
tion 3.4.2). This is in contrast to the regularizations L1(ℓ1) (see eq. (3.11.1)) and L2(ℓ2),
which are both not able to benefit from multi-task learning (see Propositions 3.4.1
and 3.11.1). Note also that for deep NNs, P (see eq. (3.3.3)) is more intricate than Pj

(see eq. (3.3.4)). In contrast to Pj , P is not a norm anymore, and thus P promotes much
more interesting forms of “deep” multi-task learning (see Sections 3.11.3 and 3.11.4).

To highlight once more the differences between various models in terms of multi-task
learning and regularization in function space, we have compiled Table 3.1.
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3.12 Proofs
See Definitions 3.8.1–3.8.3 for definitions of the function spaces (such as BV2

0−) that
we consider.

Lemma 3.12.1. The normed vector space BV2
0−(R; Rdj ) is a Banach space.

Proof. It suffices to consider the case d = 1. Completeness of BV2
0−(R; R) can be seen

through the following inequalities: firstly, we observe that

(3.12.1) sup
r∈R

∣f ′(r)∣ ≤ ∣D2f ∣ 1
g

by the fact that 1
g

≥ 1 and the f ′(−∞) = 0.

Secondly, it follows from integration by parts that

∣f(c)∣ = ∣
ˆ c

−∞

f ′(a)da∣ = ∣
ˆ c

−∞

D2f((−∞, a])da∣(3.12.2a)

= ∣
ˆ c

−∞

(c − a)dD2f(a)∣(3.12.2b)

≤
RRRRRRRRRRR
D2f ∣(−∞,c]

RRRRRRRRRRR∣c−(⋅)∣

(3.12.2c)

≤
RRRRRRRRRRR
D2f ∣(−∞,c]

RRRRRRRRRRR 1+max(0,c)

g

≤
RRRRRRRRRRR
D2f

RRRRRRRRRRR 1
g

(1 + max(0, c)),(3.12.2d)

where we used that ∣c − (⋅)∣ ≤ 1+max(0,c)

g
. Analogously, one can derive the same bound

for ∥f ′∣(−∞,c]∥
L1 . Obviously, we have for a ≤ b ≤ 0 that

∣f(b) − f(a)∣ ≤
ˆ b

a
∣f ′(r)∣dr.

Therefore, we can conclude that a Cauchy sequence (fn) in BV2
0−(R; R) defines a

limiting measure of bounded variation µ, a limiting function u being L1 limit of (f ′
n)

on any interval (−∞, a] for any real a and a function h being the limit of (fn) uniformly
on (−∞, a] for any real a. Whence there exists f ∈ W 1,1

loc (R; R) such that f = h, f ′ = u

and D2f = µ. Additionally, h(−∞) = 0 (because of (3.12.2)) and f ′(−∞) = 0 (by
(3.12.1)) hold true as well as ∣D2f ∣ 1

g
< ∞.

Definition 3.12.2. Let j ∈ {1, . . . , #stacks}, Mj ∶= M(Kj) × Rdj with Kj ∶= Sdj−1 ×
Sdj −1. We then define

1. the set of functions

FKj
∶= {f ∶ Rdj−1 → Rdj ∣ ∃ (ν, c) ∈ Mj ∀ x ∈ Rdj−1 ∶

f(x) = c +
ˆ

Kj

w σ(⟨v, x⟩ − r) dν((v, r), w)},
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2. and the set of function representations

Cf
Kj

∶= {(µ, c) ∈ Mj ∣ ∀ x ∈ Rdj−1 ∶

f(x) = c +
ˆ

Kj

w σ(⟨v, x⟩ − r) dµ((v, r), w)}

of a given f ∈ FKj
.

3.12.1 Proofs of Equivalences of P

Lemma 3.12.3. Let f ∶ R → R̄dj be any function and g(r) ∶= 1
√

1+r2
as in the main

paper. Then, the following equivalence holds

1. P measureVec1
j (f) < ∞

2. f ∈ BV2
0−

with

P measureVec1
j (f) ∶= inf {∣µ∣ 1

g
∶ µ ∈ Mdj (R), ∀r ∈ R ∶ f(r) =

ˆ
R

σ(r − ξ)dµ(ξ)} .

In this case (if 1 or 2 holds):

P measureVec1
j (f) = ∣D2f ∣ 1

g

Proof. First, assume ∃µ ∈ Mdj (R) ∶ ∀r ∈ R ∶ f(r) =
´

R σ(r − ξ)dµ(ξ). Then:

∀µ ∈ Mdj (R) ∶ D2
ˆ

R
σ(r − ξ)dµ(ξ) = µ(3.12.3)

Ô⇒ D2f = µ, if ∀r ∈ R ∶ f(r) =
ˆ

R
σ(r − ξ)dµ(ξ)

This implies that ∣µ∣ 1
g

= ∣D2f ∣ 1
g

< ∞, for all µ ∈ Mdj (R), that fulfill the integral equality

f(r) =
´

R σ(r − ξ)dµ(ξ). Moreover, by the Monotone Convergence Theorem, we have

lim
r→−∞

f(r) = lim
r→−∞

ˆ
R

σ(r − ξ)dµ(ξ) = 0

lim
r→−∞

∂

∂r
f(r) = lim

r→−∞

ˆ
R
1r−ξ>0dµ(ξ) = 0.

Now, assume on the other hand that we have 2. We set u ∶= ∂
∂r

f as the weak derivative
of f and µ ∶= Du = D2f . Then, using the boundary conditions of 2, we get

ˆ
R

σ(r − ξ)dµ(ξ) = −
ˆ

R
1[0,∞)(r − ξ)u(ξ)dξ =

ˆ
R

δ0(r − ξ)f(ξ)dξ = f(r).
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Thus, µ fulfills all conditions of P measureVec1
j , and since eq. (3.12.3) shows the uniqueness

of such µ, we get P measureVec1
j (f) = ∣D2f ∣ 1

g
< ∞.

Lemma 3.12.4.
Pj = P measureVec

j

Proof. 1. Pj ≤ P measureVec
j

Let µ ∈ Mdj (Sdj−1−1 × R), c ∈ Rdj such that ∀x ∈ Rdj−1 ∶ f(x) =
c +

´
S

dj−1−1
×R σ(⟨v, x⟩ − r)dµ(v, r) and ∣µ∣ 1

g(r)

< ∞. Then we define ν ∈

MBV2
0− (Sdj−1−1) as

ν(B)(x) ∶=
ˆ

B×R
σ(x − r)dµ(v, r), ∀B ∈ B(Sdj−1−1), ∀x ∈ R.

Let us decompose ∣µ∣(dv, dr) = k(v, dr)a(dv), where a is the marginal measure of
∣µ∣ on Sdj−1−1. With this in mind, we can calculate the total variation measure
of ∣ν∣, namely

∣ν∣(B) ∶=
ˆ

B

ˆ
R

1

g(r)
k(v, dr)a(dv), ∀B ∈ B(Sdj−1−1) .

Denote additionally k̃(v, dr) ∶= dµ
d∣µ∣

(v, r)k(v, dr) the Rdj -valued kernel represent-
ing µ via a, i.e.

µ(dv, dr) = dµ

d∣µ∣
(v, r)∣µ∣(dv, dr) = dµ

d∣µ∣
(v, r)k(v, dr)a(dv) = k̃(v, dr)a(dv).

This then allows to calculate the point-wise Radon Nikodym derivative of ν with
respect to ∣ν∣ and introduce the notation φ = dν

d∣ν∣
∶ Sdj−1−1 → BV2

0−, v ↦ φv , such
that

φv(x) =
´

R σ(x − r)k̃(v, dr)´
R

1
g(r)

k(v, dr)
, ∀x ∈ R.

Then we get that

• for every x ∈ Rdj−1 :

f(x) = c +
ˆ

S
dj−1−1

×R
σ(⟨v, x⟩ − r)µ(dv, dr)

= c +
ˆ

S
dj−1−1

ˆ
R

σ(⟨v, x⟩ − r) k̃(v, dr) a(dv)

= c +
ˆ

S
dj−1−1

⎛
⎝

´
R σ(⟨v, x⟩ − r)k̃(v, dr)´

R
1

g(r)
k(v, dr)

⎞
⎠

ˆ
R

1

g(r)
k(v, dr) a(dv)

= c +
ˆ

S
dj−1−1

φv(⟨v, x⟩) ∣ν∣(dv).
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• Finally, we obtain Pj ≤ P measureVec
j from

ˆ
S

dj−1−1
∣D2φv ∣ 1

g(r)

∣ν∣(dv) =
ˆ

S
dj−1−1

∣k̃(v, ⋅)∣ 1
g(r)´

R
1

g(r)
k(v, dr)

∣ν∣(dv)

=
ˆ

S
dj−1−1

´
R

1
g(r)

k(v, dr)´
R

1
g(r)

k(v, dr)
∣ν∣(dv)

=
ˆ

S
dj−1−1

ˆ
R

1

g(r)
k(v, dr)a(dv)

=
ˆ

S
dj−1−1

×R

1

g(r)
∣µ∣(dv, dr) = ∣µ∣ 1

g(r)

.

2. Pj ≥ P measureVec
j

Let ν ∈ MBV2
0− (Sdj−1−1), c ∈ Rdj . Then, we define µ ∈ Mdj (Sdj−1−1 × R) as

µ(B, dr) ∶= D2(ν(B))(dr) .

Analogously to before, we have ∀x ∈ Rdj−1 ∶ f(x) ∶= c +´
S

dj−1−1 φv(⟨v, x⟩)∣ν∣(dv) = c +
´

S
dj−1−1

×R σ(⟨v, x⟩ − r)µ(dv, dr) and

∣µ∣ 1
g

=
ˆ

S
dj−1−1

∣D2φ∣ 1
g(r)

d∣ν∣(s).

Lemma 3.12.5.
P measureVec

j = P̃ measureG
j

Proof. Similarly to Chizat and Bach [2018], we define an operator T mapping a bounded
Radon measure on Sdj−1−1 × R × Sdj −1 onto an Rdj -valued, bounded Radon measure
on Sdj−1−1 × R as

T ∶ M(Sdj−1−1 × R × Sdj −1) → Mdj (Sdj−1−1 × R)

ν ↦ T (ν), T (ν)(B) ∶=
ˆ

B×S
dj −1

w dν((v, r), w), ∀B ∈ B(Sdj−1−1 × R).

• P̃ measureG
j ≥ P measureVec

j

Then, for every ν ∈ M(Sdj−1−1 × R × Sdj −1) s.t.

f(x) = c +
ˆ

S
dj−1−1

×R×S
dj −1

wσ(⟨v, x⟩ − r)dν(v, r, w),

the above defined T (ν) fulfills

f(x) = c +
ˆ

S
dj−1−1

×R×S
dj −1

wσ(⟨v, x⟩ − r)dν(v, r, w)

= c +
ˆ

S
dj−1−1

×R
σ(⟨v, x⟩ − r)dT (ν)(v, r),
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and

∣T (ν)∣ 1
g(r)

= sup
(Ei)1,...,n is partition of S

dj−1−1
×R,n∈N

∑
i

∥
ˆ

Ei

1

g(r)
dT (ν)(v, r)∥2

= sup
(Ei)1,...,n is partition of S

dj−1−1
×R,n∈N

∑
i

∥
ˆ

Ei×S
dj −1

w
1

g(r)
dν(v, r, w)∥2

≤
ˆ

S
dj−1−1

×R×S
dj −1

∥w∥2
1

g(r)
dν(v, r, w)

=
ˆ

S
dj−1−1

×R×S
dj −1

1

g(r)
dν(v, r, w)

• P measureVec
j ≥ P̃ measureG

j

Conversely, for every µ ∈ Mdj (Sdj−1−1 × R) of bounded variation, there exists a
h ∶ Sdj−1−1 × R → Rdj such that

µ(B) =
ˆ

B
hd∣µ∣ =

ˆ
B×S

dj −1
wd ∣µ∣#(id × h)

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
=∶ν

(v, r, w),

where the last inequality takes the pushforward measure24 of ∣µ∣ under id × h ∶
Sdj−1−1 × R → Sdj−1−1 × R × Sdj −1.
One can pull the norm inside the integral for sufficiently fine measurable partition
(Ei) since h is measurable:

∣µ∣ 1
g(r)

= sup
(Ei)1,...,n is partition of S

dj−1−1
×R,n∈N

∑
i

∥
ˆ

Ei

1

g(r)
dµ(v, r)∥2

= sup
(Ei)1,...,n is partition of S

dj−1−1
×R,n∈N

∑
i

∥
ˆ

Ei

1

g(r)
hd∣µ∣(v, r)∥2

= sup
(Ei)1,...,n is partition of S

dj−1−1
×R,n∈N

∑
i

ˆ
Ei

1

g(r)
∥h∥2d∣µ∣(v, r)

= sup
(Ei)1,...,n is partition of S

dj−1−1
×R,n∈N

∑
i

ˆ
Ei×S

dj −1

1

g(r)
∥w∥2dν(v, r, w)

=
ˆ

S
dj−1−1

×R×S
dj −1

1

g(r)
∥w∥2dν(v, r, w)

=
ˆ

S
dj−1−1

×R×S
dj −1

1

g(r)
dν(v, r, w)

24Within this argument ∣µ∣ denotes the total variation measure, whereas most of the
time we use ∣µ∣ as a short notation of ∣µ∣(Ω)
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Moreover,

f(x) = c +
ˆ

S
dj−1−1

×R×S
dj −1

wσ(⟨v, x⟩ − r)dν(v, r, w)

= c +
ˆ

S
dj−1−1

×R
σ(⟨v, x⟩ − r)dµ(v, r).

Lemma 3.12.6.
P̃ measureG

j = P̃ measure
j

Proof. Analogous arguments as in the proofs of Lemmas 3.12.5 and 3.12.12 prove the
claim as follows.

Let A ∶= Sdj−1 × Sdj −1 and B ∶= Sdj−1−1 × R × Sdj −1. Also, let A0 ∶= {((v, r), w) ∈
A ∣ v = 0} and A≠0 ∶= A ∖ A0 = {((v, r), w) ∈ A ∣ v ≠ 0}, and

Ψ ∶ A≠0 → B,

((v, r), w) ↦
⎛
⎜
⎝

v

g (− r
∥v∥2

)
,

r

g (− r
∥v∥2

)
, w

⎞
⎟
⎠

,

a measurable and bijective function. Additionally, let f ∈ FA and (µ, c) ∈ Cf
A be a

minimizer of P̃ measure
j (f).

Next, we define the restricted measures µ≠0 ∶= µ∣A≠0
, where µ∣A≠0

(E) ∶= µ(E ∩ A≠0),
and µ0 ∶= µ∣A0

.25 Then, we additionally define the measure

µ̃ ∶ B → [0, ∞),

µ̃(E) ∶=
ˆ

E
g (− r

∥v∥2

) dΨ#µ≠0(v, r, w), E ∈ B(B),

and the constant vector

c̃ ∶= c +
ˆ

A−
0

w dµ0((v, r), w)

25Note that µ(E) = µ≠0(E ∩ A≠0) + µ0(E ∩ A0) = µ∣A≠0
(E ∩ A≠0) + µ∣A0

(E ∩ A0).
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where A−
0 ∶= {((0, −1), w) ∣ w ∈ Sdj −1} ⊆ A0. For x ∈ Rdj−1 we then get

f(x) =c +
ˆ

A
ϕx(v, r, w) dµ((v, r), w)

=c +
ˆ

A0

ϕx(v, r, w) dµ0((v, r), w) +
ˆ

A≠0

ϕx(v, r, w) dµ≠0((v, r), w)

(a)= c +
ˆ

A−
0

w dµ0((v, r), w) +
ˆ

A≠0

ϕx(v, r, w) dµ≠0((v, r), w)

=c +
ˆ

A−
0

w dµ0((v, r), w) +
ˆ

A≠0

(ϕx ○ Ψ−1 ○ Ψ)(v, r, w) dµ≠0((v, r), w)

(b)= c̃ +
ˆ

B
(ϕx ○ Ψ−1)(v, r, w) d(Ψ#µ≠0)(v, r, w)

(c)= c̃ +
ˆ

B
(ϕx ○ Ψ−1)(v, r, w) 1

g (− r
∥v∥2

)
dµ̃(v, r, w)

(d)= c̃ +
ˆ

B
ϕx(v, r, w) dµ̃(v, r, w)

where we used

(a) that in A0 it is r = ±1 but in case of r = 1, we get ϕx(0, 1, w) = 0, i.e., only the
case r = −1 is of relevance where we always have ϕx(0, −1, w) = w,

(b) a change-of-variable via the pushforward measure Ψ#µ≠0,

(c) the definition of µ̃ and

(d) the positive homogeneity of σ.

Overall, we have shown that (µ̃, c̃) ∈ Cf
B .

Now, first note that

2

ˆ
B

1

g(r)
dµ̃(v, r, w) = 2

ˆ
B

g (− r
∥v∥2

)

g(r)
d(Ψ#µ≠0)(v, r, w)

= 2

ˆ
A≠0

g (− r
∥v∥2

)

g
⎛
⎝

− r

g(− r
∥v∥2

)

⎞
⎠

dµ≠0((v, r), w)

= 2

ˆ
A≠0

dµ≠0((v, r), w) = 2∣µ≠0∣

(3.12.4)

where the last step stems from µ≠0 being non-negative.
Next, we make a case distinction:

1. let ∥c̃∥2 ≤ 1:

2ρ(∥c̃∥2) = ∥c̃∥2
2 ≤ ∥c∥2

2 +
ˆ

A−
0

∥w∥2
2 dµ0((v, r), w) ≤ ∥c∥2

2 + ∣µ0∣ ≤ ∥c∥2
2 + 2∣µ0∣,
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2. let ∥c̃∥2 > 1:

2ρ(∥c̃∥2) = 2 ∥c̃∥2 − 1 ≤ 2 ∥c∥2 + 2∣µ0∣ − 1 ≤ ∥c∥2
2 + 2∣µ0∣.

Overall, we obtain due to (3.12.4) that

2

ˆ
B

1

g(r)
dµ̃(v, r, w) + 2ρ(∥c̃∥2) ≤ 2∣µ≠0∣ + 2∣µ0∣ + ∥c∥2

2 = 2∣µ∣ + ∥c∥2
2 ,

i.e., we have P̃ measureG
j (f) ≤ P̃ measure

j (f).

The case P̃ measureG
j (f) ≥ P̃ measure

j (f) follows in an analogous manner.

Lemma 3.12.7. It holds that Pj = P̃ measure
j , for all j = 1 . . . , #stacks, and therefore

P = P̃ measure.

Proof. By Lemmas 3.12.4–3.12.6, we know that

Pj = P̃ measure
j , ∀j = 1 . . . , #stacks.

Thus, for every f ∈ F

P (f) = inf
(h1,...,h#stacks), s.t.

f=ℓ−1
○h#stacks○⋅⋅⋅○σ̃○h1

(P1(h1) + P2(h2) + ⋅ ⋅ ⋅ + P#stacks(h#stacks))
(3.12.5)

= inf
(h1,...,h#stacks), s.t.

f=ℓ−1
○h#stacks○⋅⋅⋅○σ̃○h1

(P̃ measure
1 (h1) + P̃ measure

2 (h2) + ⋅ ⋅ ⋅ + P̃ measure
#stacks (h#stacks))

(3.12.6)

= P̃ measure(f).

(3.12.7)

3.12.2 Proof of Existence of Minimizers
In Theorem 3.12.10 we prove that the minimum in eq. (3.8.1) is actually attained
and in Corollary 3.12.11 we prove that the minimum in (3.3.2) is attained for the
regularization functional P̃ measure. Together with the equivalences of Section 3.8, this
yields the existence of minimizers in Theorem 3.3.1.

In order to prove Theorem 3.12.10 and Corollary 3.12.11, we first need some basic
definitions and lemmas.

In the following, we will use the topology of point-wise convergence or tptc for short
which we will denote by τtptc. For a more detailed introduction to this topology, we refer
to [Munkres, 2014, § 46]. For a topological vector space (V, τ), we will also sometimes
write (A, τ) for a subset A ⊆ V if we want to emphasize the underlying topology.
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Lemma 3.12.8. Let d1, d2, d3 > 1 and A ∶= C(Rd1 , Rd2 ), B ∶= LipLLip
(Rd2 , Rd3 )

the set of Lipschitz continuous functions with a Lipschitz constant smaller than LLip
where ∞ > LLip > 0, and Y X , the topological space of all functions from X ∶= Rd1 into
Y ∶= Rd3 , each be equipped with the tptc. Then, for h1 ∈ A and h2 ∈ B, each being
tptc-continuous, with h2 additionally being Lipschitz continuous, the concatenation

○ ∶ ((B, τtptc) , (A, τtptc)) → (Y X , τtptc) , (h2 ○ h1)(x) ∶= h2(h1(x)),(3.12.8)

for x ∈ Rd1 , is also continuous.

Proof. First, let d2 = d3 = 1.
Now, let h ∶= (h1, h2) ∈ A×B with h1 and h2 being tptc-continuous and h2 additionally
being Lipschitz continuous with Lipschitz constant Lh2

< LLip. Also, let x ∈ Rd1 and
ϵ > 0. Then, the open set

S(x, ϵ) ∶= {h ∈ Y X ∣ h(x) ∈ (h2(h1(x)) − ϵ, h2(h1(x)) + ϵ) }

forms a subbasis element about h2 ○ h1 at x.
Next, we define

U(x, ϵ) ∶= {(h̃1, h̃2) ∈ A × B ∣ h̃1(x) ∈ (h1(x) − ϵ

2LLip
, h1(x) + ϵ

2LLip
) ,

h̃2(h1(x)) ∈ (h2(h1(x)) − ϵ

2
, h2(h1(x)) + ϵ

2
) },

(3.12.9)

which is an open set in (B, τtptc) × (A, τtptc).

We first note that the set U(x, ϵ) is not empty since (h1, h2) ∈ U(x, ϵ).
For (h̃2, h̃1) ∈ U(x, ϵ), we get

h̃2(h̃1(x)) ≤ h̃2(h1(x)) + Lh̃2

ϵ

2LLip
< h2(h1(x)) + ϵ

and, analogically,
h̃2(h̃1(x)) > h2(h1(x)) − ϵ,

i.e., we have h̃2(h̃1(x)) ∈ S(x, ϵ).
Thus, for every (h1, h2) ∈ A × B and subbasis element S of h2 ○ h1, we have constructed
an open neighborhood U of (h1, h2) such that each of its elements is mapped into S
under the concatenation, i.e., the mapping in eq. (3.12.8) is continuous.

In case of d2, d3 > 1, we just demand each h̃1(x) and h̃2(h1(x)) in eq. (3.12.9)
to be an element of the open ball around h1(x) with radius ϵ

2LLip
and h2(h1(x)) with

radius ϵ
2

, respectively.

Lemma 3.12.9. Let j ∈ {1, . . . , #stacks}, Mj ∶= M(Kj)×Rdj with Kj ∶= Sdj−1 ×Sdj −1,
and ϕx ∈ C(Kj) with ϕx((v, r), w) ∶= wσ(⟨v, x⟩ − r) for x ∈ Rdj−1 . Then, the surjective
function

Ψj ∶ (Mj , τw) → (FKj
, τtptc) , Ψj(µ, c)(x) ∶= c +

ˆ
Kj

ϕx dµ,

where τw denotes the weak topology, is continuous for every x ∈ Rdj−1 .
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Proof. Let V ⊆ FKj
be non-empty and open, i.e., for every f ∈ V there exist finitely

many x1, ⋯, xn ∈ Rdj−1 and ϵ > 0 such that

V (f, n, ϵ) ∶= {g ∈ FKj
∣ ∀ x̄ ∈ {x1, ⋯, xn} ∶ ∥f(x̄) − g(x̄)∥2 < ϵ}

= {g ∈ FKj
∣ ∀ (µ, c) ∈ Cf

Kj
, (ν, c̃) ∈ Cg

Kj
, x̄ ∈ {x1, ⋯, xn} ∶

XXXXXXXXXXX
c − c̃ +

ˆ
Kj

ϕx̄ d(µ − ν)
XXXXXXXXXXX2

< ϵ} ⊆ V .

Now, let (µ, c) ∈ Ψ−1
j (V ), and x̃1, . . . , x̃m ∈ Rdj−1 and r > 0 such that V (Ψj(µ, c), m, r) ⊆

V . Then, we get that

U((µ, c), m, r) ∶= {(ν, c̃) ∈ Mj ∣ ∀ x̄ ∈ {x̃1, ⋯, x̃m} ∶
XXXXXXXXXXX

c − c̃ +
ˆ

Kj

ϕx̄ d(µ − ν)
XXXXXXXXXXX2

< r}

⊆ Ψ−1
j (V (Ψj(µ, c), m, r)) ⊆ Ψ−1

j (V ),

i.e., we have shown that the set Ψ−1
j (V ) is open and, therefore, also the continuity of

Ψj .

Theorem 3.12.10. The infimum of P̃ measure(f) for every f ∈ F is attained.

Proof. We first focus on a single stack; here, we follow a classical direct method approach:
Let

1. K ∶= Sdin ×Sdout−1 and M0 ∶= M(K)×Rdout be equipped with the norm ∣(⋅, ⋅)∣ ∶=
∣⋅ ∣+∥⋅∥2, where M(K) is a closed, convex subset of the Banach space (Ms(K), ∣ ⋅ ∣)
of all finite signed Radon measures µ ∶ B(K) → R,

2. the set of functions FK and the set C0 ∶= Cf
K as in Definition 3.12.2, and

3. a minimizing sequence (µk, ck) in C0 with F0(µk, ck) → inf
(µ,c)∈C0

F0(µ, c) where

F0 ∶ M0 → R≥0, (µ, c) ↦ 2∣µ∣ + ∥c∥2
2 .

The set C0 is obviously convex. Additionally, it is even closed:
let (τk, c̃k) be a sequence in C0 converging to (τ, ĉ) ∈ M0. For ϕx ∈ C(K, Rdout ) with
ϕx((v, r), w) ∶= wσ(⟨v, x⟩ − r), we then get

∥f(x) − ĉ −
ˆ

K
ϕx dτ∥

2

= ∥c̃k − ĉ +
ˆ

K
ϕx d(τk − τ)∥

2

≤ ∥c̃k − ĉ∥2 ∥ϕx∥∞∣τk − τ ∣ k→∞ÐÐÐ→ 0

for all x ∈ Rdin , i.e., we have (τ, ĉ) ∈ C0 and, therefore, the set C0 is closed.
It should also be noted that the functional F0 is coercive and, therefore, the sequence
(µk, ck) is bounded.
Next, it follows from Riesz’s representation theorem that there exists an isometric
isomorphism from M(K) to the closed subset of all positive linear functionals of



3.12 Proofs 161

the dual space C (K)∗ (see [Elstrodt, 2018, 2.26]). Given that C (K)∗ is a separable
Banach space, every bounded sequence in C (K)∗ has a weak*-convergent subsequence
due to the Banach–Alaoglu theorem. Therefore, we can say that due to the isometric
isomorphism, (µk, ck) must have a weakly26 convergent subsequence that weakly
converges against a (µ0, c0) ∈ M0. Since C0 is closed and convex, it is even (µ0, c0) ∈ C0

by the Hahn-Banach separation theorem, i.e., the set C0 is weakly closed.
Additionally, because F0 is convex and (lower semi-)continuous, we can conclude via
Mazur’s lemma (see [Rudin, 1991, 3.13 Theorem]) that F0(µ0, c0) = inf

(µ,c)∈C0

F0(µ, c),

i.e., we have P̃ measure(f) = F0(µ, c) for at least one (µ, c) ∈ C0.

In case of a deep stacked NN where we use the notation h ∶= (h1, . . . , h#stacks), the
minimization problem is

P̃ measure(f) ∶= inf
h∈Df

#stacks
∑
j=1

P̃ measure
j (hj)(3.12.10)

with

Df ∶= {h ∣ f = ℓ−1 ○ h#stacks ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1, hj ∶ Rdj−1 → Rdj ,

C
hj

Kj
≠ ∅ ∀ j = 1, . . . , #stacks}

where f ∈ F and Kj ∶= Sdj−1 × Sdj −1.
We will first focus on the following problem in measure space:

inf
(µ,c)∈Ĉ

F (µ, c) ∶= inf
(µ,c)∈Ĉ

#stacks
∑
j=1

2∣µj ∣ + ∥cj∥2
2(3.12.11)

with an appropriate closed and convex set Ĉ ⊆ M#stacks ∶=
#stacks

∏
j=1

Mj with Mj ∶=

M(Kj) × Rdj , that we will define later on, for which we will show that a minimum is
being attained; from this, we will then conclude the same for eq. (3.12.10):
Let j ∈ {1, . . . , #stacks}. We first define the set

Sj ∶= {(µ, c) ∈ Mj ∣ ∣(µ, c)∣ ≤ #stacks + F (ν, c̃)} ⊇ {(µ, c) ∈ Mj ∣ F (µ, c) ≤ F (ν, c̃)}

with

(ν, c̃) = ((ν1, c̃1), . . . , (ν#stacks, c̃#stacks)) ∈
#stacks

∏
j=1

C
h̃j

Kj

for an arbitrarily chosen h̃ ∈ Df which does exists because f ∈ F . The set Sj is
obviously closed and convex and, therefore, weakly closed. Because it is also bounded,

26The weak topology on M(K) is induced by C (K)∗; a sequence (µk) converges
against a µ w.r.t. this also called vague topology if

´
f dµk →

´
f µ for all f ∈ C (K).

We also note that the product topology consisting of each of the weak topologies equals
the weak topology of the product space.
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any sequence in Sj has a subsequence weakly convergent to a point contained in the
same set as we have seen in the first part of the proof, i.e., the set is weakly sequentially
compact and by the Eberlein–S̆mulian theorem also weakly compact. The same then

also applies to the Cartesian product S ∶=
#stacks

∏
j=1

Sj .

Now, given that we can choose Lσ ∶= 1 as a Lipschitz constant for σ, for a
fixed (µ, c) ∈ C

hj

Kj
we then get

∥hj(x) − hj(y)∥2 ≤ ∣µ∣ ∥x − y∥2

for all x, y ∈ Rdj−1 , i.e., we have hj ∈ Lip∣µ∣(Rdj−1 , Rdj ) for every j = 1, . . . , #stacks.

Next, let Lh̃
∶= #stacks + F (ν, c̃). We define the continuous and surjective

function

Ψ ∶ (M#stacks, τw) → (FK1
× ⋅ ⋅ ⋅ × FK#stacks , τtptc),

Ψ(µ, c) ∶= (Ψ1(µ1, c1), ⋯, Ψ#stacks(µ#stacks, c#stacks)) ,

with Ψj from lemma 3.12.9. We then have Ψ(S) ⊆ Lip#stacks
L

h̃
with

Lip#stacks
L

h̃
∶= LipL

h̃
(Rd0 , Rd1 ) × ⋯ × LipL

h̃
(Rd#stacks−1 , Rd#stacks ).

Now, for Y X with X ∶= Rd0 and Y ∶= Rd#stacks , the function

T ∶ (Lip#stacks
L

h̃
, τtptc) → (Y X , τtptc),

(h1, . . . , h#stacks) ↦ ℓ−1 ○ h#stacks ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1,
(3.12.12)

is continuous according to lemma 3.12.8 given that ℓ−1 and σ̃ are both Lipschitz
continuous. Then, the set Ψ−1(T −1({f})) is weakly closed, i.e., the intersection

Ĉ ∶= Ψ−1(T −1({f})) ∩ S ⊆ C

is weakly compact. We want to note that due to the domain of T , the pre-image
T −1({f}) is not empty.

Given that the functional F is convex and (lower semi-)continuous and, there-
fore, weakly lower semi-continuous, the problem in eq. (3.12.11) attains its infimum in
the aforementioned weakly compact set Ĉ. Let us denote by Lf the respective solution
set.

Now, in eq. (3.12.10) we can replace Df with the (tptc-)compact set Ψ(Ĉ) because for
any h ∈ Df /Ψ(Ĉ) we have that for (µ, c) ∈ Ψ−1(h) it is ∣(µj , cj)∣ > #stacks + F (ν, c̃)
for at least one j = 1, . . . , #stacks, i.e., it is F (µ, c) ≥ ∣(µj , cj)∣ − #stacks > F (ν, c̃) and,
therefore, it would not be in the solution set of eq. (3.12.10) anyways.

Finally, we can directly conclude that the problem in eq. (3.12.10) must also
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attain its infimum only in every ĥ ∈ Ψ(Lf ) ⊆ Ψ(Ĉ) because if we assume that there
exists a minimizer h̆ ∈ Df with

#stacks
∑
j=1

P̃ measure
j (h̆j) <

#stacks
∑
j=1

P̃ measure
j (ĥj),

then, following from the proof of the single stack case, there must exist a (µ̆, c̆) ∈ Ψ−1(h̆)
with

F (µ̆, c̆) =
#stacks

∑
j=1

P̃ measure
j (h̆j) <

#stacks
∑
j=1

P̃ measure
j (ĥj) = F (µ̂, ĉ)

for all (µ̂, ĉ) ∈ Ψ−1(ĥ) which contradicts Ψ−1(ĥ) ∈ Lf being a minimizer.

Corollary 3.12.11. The infimum of L(f) + λP̃ measure(f) with λ > 0 over all f ∈ F
is attained.

Proof. We will reuse objects and notations defined within the proof of theorem 3.12.10:
We want to show that for λ > 0, the problem

inf
f∈F

G(f) ∶= inf
f∈F

L(f) + λP̃ measure(f)(3.12.13)

attains its infimum in F :
Let j ∈ {1, . . . , #stacks}, h̃j ∈ FKj

be arbitrarily chosen, and g ∶= T (h̃1, . . . , h̃#stacks)
with T from eq. (3.12.12) (e.g., h̃ = 0 and, thus, g = 0). Analogous to the proof of

theorem 3.12.10, we can conclude that the Cartesian product S̃ ∶=
#stacks

∏
j=1

S̃j with

S̃j ∶= {(µ, c) ∈ M(Kj) × Rdj ∣ ∣(µ, c)∣ ≤ #stacks + G(g)/λ}

is weakly compact.

Now, let Lh̃
∶= #stacks + G(g)/λ, x ∈ Rdin , and the continuous point evaluation

operator

δx ∶ (LipL
f̃

(Rdin , Rdout ), τtptc) → Rdout , f ↦ f(x),

with Lf̃
∶= Lℓ−1

#stacks−1

∏
j=1

Lσ̃

#stacks
∏

j=1
Lh̃.

Now, given that x ↦ x2 is continuous, we can conclude that the loss function

L ∶ (LipL
f̃

(Rdin , Rdout ), τtptc) → R≥0, L (f) ∶=
N

∑
j=1

(δxtrain
j

(f) − ytrain
j )

2

,

with training data {(xtrain
j , ytrain

j )}N
j=1 is continuous.

Next, we define the functional

G̃ ∶ (S, τw) → (R, ∥⋅∥2), (µ, c) ↦ G̃(µ, c) ∶= (L ○ T ○ Φ + λF )(µ, c),
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which is lower semi-continuous given the continuity of L, T and Φ, and the lower
semi-continuity of F . Then, the problem

inf
(µ,c)∈S̃

G̃(µ, c)

does attain its infimum. Let us denote by LF the respective solution set.

Finally, we can directly conclude that eq. (3.12.13) must also attain its infi-
mum only in every f̂ ∈ (T ○ Ψ)(LF ) because if we assume that there exists a minimizer
f̆ ∈ F/(T ○ Ψ)(LF ) with G(f̆) < G(f̂), then there must exist a (µ̆, c̆) ∈ (T ○ Ψ)−1(f̆)
with

G̃(µ̆, c̆) = (G ○ T ○ Ψ)(µ̆, c̆) < (G ○ T ○ Ψ)(µ̂, ĉ) = G̃(µ̂, ĉ)

for all (µ̂, ĉ) ∈ (T ○Ψ)−1(ĥ) which contradicts (T ○Ψ)−1(f̂) ∈ LF being a minimizer.

3.12.3 Proof of Theorem 3.3.1
In this section 3.12.3, we will first prove multiple Lemmas, which we then use to conclude
the proof of Theorem 3.3.1.

For the proof, we use the mathematically precise definition of Pj given in Defini-
tion 3.8.4.

Similar theorems for shallow NNs with one-dimensional output have already been
presented in concurrent and previous work, such as Chizat and Bach [2020], Neyshabur
et al. [2014], Ongie et al. [2019], Savarese et al. [2019], Williams et al. [2019], Heiss et al.
[2019]. More recently, independently and in parallel to us, Parhi and Nowak [2022] have
proven a theorem, which is even more similar to Theorem 3.3.1 for a slightly different
regularization.

To get some intuition for Theorem 3.3.1 it is particularly important to understand
the equivalence in function space of solutions to different optimization problems on
parameter space (leading to different solutions in parameter space). This equivalence
is shown in the following Lemma 3.12.12.

Lemma 3.12.12. Let NN θ be a stack (i.e., #stacks = 1) with input dimension din,
output dimension dout, number of hidden neurons n1, and parameters θ ∶= (v, b, w, c).
It holds that the set of solutions

(3.12.14) { NN θ∗ ∣ θ∗ ∈ arg min
θ

(L (NN θ) + λ ∥θ∥2
2) } ,

(3.12.15)
⎧⎪⎪⎨⎪⎪⎩

NN θ∗

RRRRRRRRRRRR
θ∗ ∈ arg min

θ, s.t. ∀k∈{1,...,n1}∶∥(vk,bk)∥2=1
(L (NN θ) + λ (∥c∥2

2 +
n1

∑
k=1

2 ∥wk∥2))
⎫⎪⎪⎬⎪⎪⎭

(3.12.16)
⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

NN θ∗

RRRRRRRRRRRRRRRR

θ
∗

∈ arg min
θ, s.t. ∀k∈{1,...,n1}∶∥vk∥2=1

⎛

⎝
L (NN θ) + λ

⎛

⎝

⎧⎪⎪
⎨
⎪⎪⎩

2ρ(∥c∥2) , if wn1
= 0

∥c∥2
2 , else

+ 2

n1
∑

k=1

∥wk∥2

g(−bk)

⎞

⎠

⎞

⎠

⎫⎪⎪⎪⎪
⎬
⎪⎪⎪⎪⎭

,
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and

arg min
f∈Fn

(L (f) + λP̃ measure(f)) ,(3.12.17)

coincide, where ρ(r) =
⎧⎪⎪⎨⎪⎪⎩

r2/2 , if ∣r∣ ≤ 1

∣r∣ − 1/2 , else
is the Huber-loss, and

Fn ∶= { f ∈ F ∣ f = ℓ−1 ○ h1, ∃ (µ, c) ∈ Mn1 (Sd0 × Sd1−1) × Rd1 ∶

h1 ∶ Rd0 → Rd1 , h1(x) ∶=
ˆ

Sd0 ×Sd1−1
w σ(⟨v, ⋅⟩ − r) dµ((v, r), w) + c},

and Mn1 (Sd0 × Sd1−1) ∶= { µ ∈ M(Sd0 × Sd0−1) ∶ # supp(µ) = n1 } is the set of Radon-
measures only supported on n1 points.

Proof. For a simpler notation, we have formulated the statement for j = 1, but the
proof works analogously for other every stack j, therefore we write j instead of 1 within
this proof. By the positive homogeneity of the ReLU, for all x ∈ Rdin we have

NN θ(x) =
nj

∑
k=1

wk max (0, bk + ⟨vk, x⟩) + c =
nj

∑
k=1

w̃k max (0, b̃k + ⟨ṽk, x⟩) + c,

where w̃k ∶= wk

√
∥(vk,bk)∥2

∥wk∥2
, ṽk ∶= vk

√
∥wk∥2

∥(vk,bk)∥2
and b̃k ∶= bk

√
∥wk∥2

∥(vk,bk)∥2
. We define

θ̃ ∶= (ṽ, b̃, w̃, c). Then,

1.

NN θ = NN θ̃ and thus L(NN θ) = L(NN θ̃),

2. with the inequality between geometric and arithmetic mean for every θ

1

2
∥θ∥2

2 = 1

2

⎛
⎝

nj

∑
k=1

∥wk∥2
2 + ∥(vk, bk)∥2

2 + ∥c∥2
2

⎞
⎠

≥
⎛
⎝

nj

∑
k=1

∥wk∥2 ∥(vk, bk)∥2

⎞
⎠

+ 1

2
∥c∥2

2
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3. and equality holds for θ̃

1

2
∥θ̃∥2

2
= 1

2

⎛
⎝

nj

∑
k=1

∥w̃k∥2
2 + ∥(ṽk, b̃k)∥2

2
+ ∥c∥2

2

⎞
⎠

= 1

2

⎛
⎝

nj

∑
k=1

∥wk∥2 ∥(vk, bk)∥2 + ∥wk∥2 ∥(vk, bk)∥2

⎞
⎠

+ 1

2
∥c∥2

2

=
nj

∑
k=1

∥wk∥2 ∥(vk, bk)∥2 + 1

2
∥c∥2

2

=
nj

∑
k=1

∥w̃k∥2 ∥(ṽk, b̃k)∥
2

+ 1

2
∥c∥2

2

=
k∗

∑
k=1

∥w̃k∥2 ∥ṽk∥2

¿
ÁÁÁÀ1 + ( b̃k

∥ṽk∥2

)
2

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
1

g
⎛

⎝
−

b̃k
∥ṽk∥2

⎞

⎠

+
nj

∑
k=k∗+1

∥w̃k∥2 ∣b̃k ∣ + 1

2
∥c∥2

2 ,

where we assume w.l.o.g.27 that there exists an index k∗ ∈ {1, . . . , nj}, such that
vk ≠ 0 for all k ≤ k∗ and vk = 0 for all k ≥ k∗ +1. Thus, if θ is optimal with respect
to (3.12.14), θ̃ is optimal with respect to (3.12.14) as well and NN θ = NN θ̃.

4. Then ̃̃
θ = (̃̃v,

̃̃
b, ̃̃w, c) with ̃̃wk ∶= w̃k ∥(ṽk, b̃k)∥

2
, ̃̃vk ∶= ṽk

1
∥(ṽk,b̃k)∥

2

and ̃̃
bk ∶=

b̃k
1

∥(ṽk,b̃k)∥
2

. Then ̃̃
θ is optimal with respect to (3.12.15) and NN θ = NN ̃̃

θ
.

Thus, (3.12.14)⊆(3.12.15). Analogously, one can prove that (3.12.14)⊇(3.12.15).

5. Analogously, one can show (3.12.14)=(3.12.16) by setting
̃̃̃
θ = (̃̃̃v,

̃̃̃
b, ̃̃̃w, ̃̃̃c)

with ̃̃̃c ∶= c + ∑nj

k=k∗+1
w̃k ∣b̃k ∣ and ∀k ∈ {1, . . . , k∗} ∶ ̃̃̃wk ∶= ̃̃wkg (− b̃k

∥ṽk∥2
),

̃̃̃vk ∶= ̃̃vk
1

g(−
b̃k

∥ṽk∥2
)

= ṽk
1

∥ṽk∥2
and

̃̃̃
bk ∶= ̃̃

bk
1

g(−
b̃k

∥ṽk∥2
)

= b̃k
1

∥ṽk∥2
and ∀k ∈

{k∗ + 1, . . . , nj} ∶ ̃̃̃wk ∶= 0, ̃̃̃vk ∶= 0 and
̃̃̃
bk ∶= 0. Then

̃̃̃
θ is optimal with respect

to (3.12.16) and NN θ = NN ̃̃
θ̃
. Thus, (3.12.14)⊆(3.12.16). Analogously, one can

prove that (3.12.14)⊇(3.12.16).

6. (3.12.15)=(3.12.17), since we can translate parameters ̃̃
θ into measures µ ∶=

∑nj

k=1
δ

((̃̃vk,−
̃̃
bk), ̃̃wk)

∈ Mnj (Sdj−1 × Sdj −1) and vice versa.

Consequently, the sets (3.12.14), (3.12.15), (3.12.16) and (3.12.17) are equal.

27We can make this assumption without loss of generality, since the order of the
neurons does not matter.
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Lemma 3.12.12 has only shown the equivalence for NNs with a finite number of
neurons. The remainder of this section 3.12.3 will prove the infinite width limit. This
proof will rely on Definition 3.8.5 and lemmas 3.12.7 and 3.12.18.

Proof of (3.3.5)

Lemma 3.12.13. It holds that for a sufficiently large28 number of neurons n every
solution NN θ∗,λ with

(3.12.18) θ∗,λ ∈ arg min
θ

(L (NN θ) + λ ∥θ∥2
2) ,

satisfies

NN θ∗λ ∈ arg min
f∈F

(L (f) + λP (f)) .(3.12.19)

Proof. We will first prove the statement for P̃ measure from Definition 3.8.5. By the
equivalence of (3.12.14) and (3.12.17) in Lemma 3.12.12 for every stack we obtain, that
the neural network NN θ∗,λ has optimal parameters according to (3.12.18) if and only
if

NN θ∗λ ∈ arg min
f∈Fn

(L (f) + λP̃ measure(f)) ,(3.12.20)

where

Fn ∶= { f ∈ F ∣ f = ℓ−1 ○ h#stacks ○ ⋅ ⋅ ⋅ ○ σ̃ ○ h1,

∀ j ∈ {1, . . . , #stacks} ∶ ∃ (µj , cj) ∈ Mnj (Sdj−1 × Sdj −1) × Rdj ∶

hj ∶ Rdj−1 → Rdj , hj(x) ∶=
ˆ

S
dj−1 ×S

dj −1
w σ(⟨v, ⋅⟩ − r) dµj((v, r), w) + cj}

(3.12.21)

and Mnj (Sdj−1 × Sdj −1) ∶= { µ ∈ M(Sdj−1 × Sdj −1) ∶ # supp(µ) = nj } is the set of
Radon-measures only supported on nj points.

By Lemma 3.12.18, arg minf∈F (L (f) + λP̃ measure(f)) contains a function f that
can be expressed via finite measures µj ∈ Mñj

(Sdj−1−1 × Sdj −1). This implies for all
n > ñ

min
f∈Fn

(L (f) + λP̃ measure(f)) = min
f∈F

(L (f) + λP̃ measure(f)) ,

since “≥” obviously holds because removing restrictions cannot increase the minimum
and “≤” again holds because of Lemma 3.12.18. Therefore, (3.12.20) implies

NN θ∗λ ∈ arg min
f∈F

(L (f) + λP̃ measure(f)) = arg min
f∈F

(L (f) + λP (f)) ,

where the last equality holds because of Lemma 3.12.7.

28See section 3.9 for explicit bounds how many neurons are sufficient.
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Proof of (3.3.6)

Lemma 3.12.14. Furthermore, it holds that for every non-empty compact K ⊂
Rdin , ∀ϵ ∈ R>0 ∶

(3.12.22) ∀f∗,λ ∈ arg min
f∈F

(L (f) + λP (f)) ∶ ∃ñ ∈ N#stacks ∶ ∀n > ñ ∶

∃θ∗,λ ∈ arg min
θ

(L (NN θ) + λ ∥θ∥2
2) ∶ sup

x∈K
∥f∗,λ(x) − NN θ∗,λ (x)∥∞ < ϵ.29

Proof. We prove the statement for P̃ measure from Definition 3.8.5 instead of P , since
Lemma 3.12.7 tells us that P̃ measure = P . Let f∗,λ ∈ arg minf∈F (L (f) + λP̃ measure(f)).
We define p∗ ∶= P̃ measure(f∗,λ). Then f∗,λ is Lipschitz-continuous with Lipschitz-

constant at most CLip ≤ ( p∗

2
)

#stacks
. (With a slightly more technical proof one can

even show that CLip ≤ ( p∗

2#stacks )
#stacks

.)
Let ϵ > 0. Since K is compact, there exists a finite number NK,δ ∈ N of points
(x̃train

i )
i∈{1,...,NK,δ}

such that for every x ∈ K there exists x̃train
i with ∥x̃train

i − x∥
2

<
δ ∶= ϵ

2CLip . Lemma 3.12.18 tells us that there exists a network NN θ with (non-

bottleneck) widths ñ, such that L (NN θ) = L (f∗,λ), NN θ(x̃train
i ) = f∗,λ(x̃train

i ) for
all i ∈ {1, . . . , NK,δ} and P̃ measure(NN θ) = P̃ measure(f∗,λ). Thus, also NN θ has a

Lipschitz-constant of at most CLip ≤ ( p∗

2
)

#stacks
. This implies that NN θ − f∗,λ has a

Lipschitz-constant of at most 2CLip. Consequently, supx∈K ∥NN θ − f∗,λ∥∞ < ε.

3.12.4 Proof of Corollary 3.3.2
We prove a similar statement in Corollary 3.12.15. Moreover, we give further viewpoints
on Corollaries 3.3.2 and 3.12.15 in Corollary 3.12.16. Then we prove Corollary 3.3.2. In
the remainder of Section 3.12.4 we state and prove the lemmas needed for the proof of
Corollary 3.12.15.

Corollary 3.12.15 (Corollary 3.3.2 restated). Let σ̃ be ReLU or linear. For every
number of training data points N , there exist n∗ ∈ N#stacks and d∗ ∈ N#stacks−1,
such that for every solution θ∗,λ ∈ arg minθ∈Θ(n∗,d∗)

(L (NN θ) + λ ∥θ∥2
2) with network-

dimensions n∗ and d∗, the corresponding neural network NN θ∗,λ is also a solution of
arg minf∈F (L (f) + λP (d)(f)) for all bottleneck dimensions d ≥ d∗. I.e.,

∀N ∈ N ∶ ∃n∗ ∈ N#stacks, d∗ ∈ N#stacks−1 ∶ ∀d > d∗ ∶

∀θ∗,λ ∈ arg min
θ∈Θ(n∗,d∗)

(L (NN θ) + λ ∥θ∥2
2) ∶ NN θ∗,λ ∈ arg min

f∈F

(L (f) + λP (d)(f)) ,

where NN θ∗,λ has network dimensions n∗ and d∗ and P(d) has bottleneck dimensions
d.
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Proof. According to Corollary 3.12.11, there exists a minimizer f∗ ∈
arg minf∈F (L (f) + λP (f)). By Lemma 3.12.7, f∗ is also a solution of

arg min
f∈F

(L (f) + λP̃ measure(f)) .

Therefore, f∗ admits a representation

f = ℓ−1 ○ h#stacks ○ σ̃ ○ . . . ○ σ̃ ○ h1

with stacks

∀x ∈ Rdj−1 ∶ hj(x) = cj +
ˆ

S
dj−1 ×S

dj −1
wσ(⟨v, x⟩ − r)dµj((v, r), w),

with cj ∈ Rdj and measures µj ∈ M(Ωj) and Ωj ∶= Sdj−1 × Sdj .

Then, by Lemma 3.12.18, there exists a NN f̌ whose corresponding measures
µ̌j are supported on a finite number of nodes n∗ ∶= (ñ1, . . . , ñ#stacks) and d∗ ∶=
(d̃1, . . . , d̃#stacks−1), s.t. we have

L (f) = L (f̌)(3.12.23)

cj = čj and µj(Ωj) = µ̌j(Ω̌j), ∀j = 1, . . . , #stacks.(3.12.24)

The latter implies that P̃ measure(f) = P̃ measure(f̌). Thus in total,

f̌ ∈ arg min
f∈F

(L (f) + λP̃ measure(f)) .

By the equivalence of (3.12.14) and (3.12.17) in Lemma 3.12.12, there exists θ∗ ∈
arg minθ (L (NN θ) + λ ∥θ∥2

2) s.t. f̌ = NN θ∗ .

Corollary 3.12.16. Let σ̃ be ReLU or linear. For every number of training data
points N , there exist n∗ ∈ N#stacks and d∗ ∈ N#stacks−1,4 such that for all bottleneck
dimensions d ≥ d∗,30

1. and for every n ≥ n∗,

min
θ∈Θ(n∗,d∗)

(L (NN θ) + λ ∥θ∥2
2)(3.12.25a)

= min
θ∈Θ(n,d)

(L (NN θ) + λ ∥θ∥2
2)(3.12.25b)

= min
f∈F

(L (f) + λP (d∗)(f))(3.12.25c)

= min
f∈F

(L (f) + λP (d)(f)) .(3.12.25d)

30Note that NN θ depends on d and n since it refers to a network with dj and nj

neurons in the corresponding layers. Moreover, d ≥ d∗ is always understood component-
wise, i.e., ∀j ∈ {1, . . . , #stacks − 1} ∶ dj ≥ d∗

j , while d0 = din and d#stacks = dout are
considered constant throughout the paper.
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2. and for every n ≥ n∗ there exists a solution NN θ∗,λ with

θ∗,λ ∈ arg min
θ∈Θ(n,d)

(L (NN θ) + λ ∥θ∥2
2)

and network-dimensions n and d, such that the function NN θ∗,λ can also be
represented by a network with dimensions n∗ and d∗.

3. there exists a solution

f∗,λ ∈ arg min
f∈F

(L (f) + λP (d)(f))

(where P (d) denotes P with bottleneck-dimensions dj)31, s.t. there exist param-
eters

θ∗,λ ∈ arg min
θ∈Θ(n∗,d∗)

(L (NN θ) + λ ∥θ∥2
2)

with dimensions n∗ and d∗ such that NN θ∗,λ = f∗,λ.

4. and for every ñ ≥ n ≥ n∗ and for every d̃ ≥ d ≥ d∗ the sets of solutions are nested:

∅ ≠
⎧⎪⎪⎨⎪⎪⎩

NN θ∗,λ ∶ arg min
θ∈Θ(n,d)

(L (NN θ) + λ ∥θ∥2
2)

⎫⎪⎪⎬⎪⎪⎭

⊆
⎧⎪⎪⎪⎨⎪⎪⎪⎩

NN θ∗,λ ∶ arg min
θ∈Θ

(ñ,d̃)

(L (NN θ) + λ ∥θ∥2
2)

⎫⎪⎪⎪⎬⎪⎪⎪⎭
.

5. and for every d̃ ≥ d ≥ d∗ and for every solution

θ∗,λ ∈ arg min
θ∈Θ(n∗,d∗)

(L (NN θ) + λ ∥θ∥2
2)

it holds that the sets of solutions are nested:

NN θ∗,λ ∈ arg min
f∈F

(L (f) + λP (d∗)(f))

⊆ arg min
f∈F

(L (f) + λP (d)(f)) ⊆ arg min
f∈F

(L (f) + λP
(d̃)

(f)) .

Proof. These statements follow quite directly from Theorem 3.3.1 and corollary 3.12.15.

Proof. of Corollary 3.3.2. Items 4 and 5 in Corollary 3.12.16 show that
(3.3.7a)=(3.3.7b) and (3.3.7c)=(3.3.7d) (where both equalities would even hold with-
out the closure).

Equation (3.3.5) in Theorem 3.3.1 implies that (3.3.7b)⊆(3.3.7d) (without the clo-
sure). Equation (3.3.6) in Theorem 3.3.1 implies that (3.3.7b)⊇(3.3.7d), because of the
closure. Thus, (3.3.7b)=(3.3.7d).

Therefore, (3.3.7a)=(3.3.7b)= (3.3.7c)=(3.3.7d) holds.
The second part of Corollary 3.3.2 follows directly from Corollary 3.12.15.

31P always depends on the bottleneck-dimensions d, but by writing P (d) we make
the dependency on d more explicit at this point.
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Lemma 3.12.17. We define Ω ∶= Sdin ×Sdout−1 and let µ ∈ M(Ω) be a Radon-measure.
Based on this measure, we define a function f as

∀x ∈ Rdin ∶ f(x) =
ˆ

Sdin ×Sdout−1
wσ(⟨v, x⟩ − r)dµ((v, r), w)

Let I1∪̇ . . . ∪̇Idout = {1, . . . , N}. Then there exists a Radon measure µ̌ ∈
MN+1(Sdin × Sdout−1), such that

∀k ∈ {1, . . . , dout} ∶ ∀i ∈ Ik ∶ fk(xtrain
i ) = f̌k(xtrain

i ),

where f̌(x) =
´

Sdin ×Sdout−1 wσ(⟨v, x⟩ − r)dµ̌((v, r), w) and

µ(Ω) = µ̌(Ω).

Proof.

∀x ∈ Rdin ∶ f(x) = µ(Ω)
ˆ

Ω
w max (0, ⟨v, x⟩ − r) dµ̃((v, r), w)(3.12.26)

for a probability measure µ̃ = µ
µ(Ω)

∈ P(Ω).

We define k(i) = k, such that i ∈ Ik. By a change of measure µ̂ ∶= µ̃#β ∈ P(C) with

β ∶ (v, r, w) ↦ (wk(i) max (0, ⟨v, xtrain
i ⟩ − r))

i∈{1,...,N}

and C ∶= β(Ω), we finally obtain

(fk(i)(xtrain
i ))i∈{1,...,N} = µ(Ω)

ˆ
Ω

β(v, r, w) dµ̃((v, r), w) = µ(Ω)
ˆ

C
z dµ̂(z).(3.12.27)

Given that C ⊆ RN is bounded and supp(µ̂) ⊆ C, we obtain by [Rosset et al., 2007,
Lemma 2 on p. 557] that

´
C z dµ̂(z) ∈ conv (C) where conv (C) is the convex hull of C.

Then by Caratheodory’s Convex Hull Theorem, the integral
´

C z dµ̂(z) can be expressed
as a convex combination of at most N + 1 points cj ∈ C, i.e.,

´
C z dµ̂(z) = ∑N+1

j=1 tjcj

(a shallow network of finite width). This convex combination of N + 1 points defines a
measure µ̌ ∶= µ(Ω) ∑N+1

j=1 tjδωj as the convex combination of N + 1 Dirac-distributions
at points ωj ∈ β−1(cj). Thus, we obtain,

f̌k(i)(xtrain
i ) =

ˆ
Ω

wk(i)σ(⟨v, xtrain
i ⟩ − r)dµ̌((v, r), w) =

ˆ
Ω

βi(v, r, w) dµ̌((v, r), w)

= µ(Ω)
N+1

∑
j=1

tjβi(ωj) = µ(Ω)
N+1

∑
j=1

tj(cj)i =
⎛
⎝

µ(Ω)
N+1

∑
j=1

tjcj
⎞
⎠

i

= (µ(Ω)
ˆ

C
z dµ̂(z))

i

(3.12.27)= fk(i)(xtrain
i ).
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Lemma 3.12.18. We define for j = 1, . . . , #stacks, the sets Ωj ∶= Sdj−1 × Sdj −1 and
let µj ∈ M(Ωj) be Radon-measures. Let f ∶ Rdin → Rdout be a function that can then
be written as

f = ℓ−1 ○ h#stacks ○ σ̃ ○ . . . ○ σ̃ ○ h1

with stacks

∀x ∈ Rdj−1 ∶ hj(x) =
ˆ

S
dj−1 ×S

dj −1
wσ(⟨v, x⟩ − r)dµj((v, r), w).

Let σ̃ be ReLU or linear and I1∪̇ . . . ∪̇Idout = {1, . . . , N}.

1. Assume that the dimensions of bottleneck layers dj are kept fixed. Then there
exist Radon measures µ̌j ∈ Mnj (Sdj−1 × Sdj −1) with finite support on nj points,
such that

∀k ∈ {1, . . . , dout} ∶ ∀i ∈ Ik ∶ fk(xtrain
i ) = f̌k(xtrain

i ), 32

where
f̌ = ℓ−1 ○ ȟ#stacks ○ σ̃ ○ . . . ○ σ̃ ○ ȟ1

with stacks ȟj(x) =
´

S
dj−1 ×S

dj −1 wσ(⟨v, x⟩ − r)dµ̌j((v, r), w) and

µj(Ω) = µ̌j(Ω) ∀j = 1, . . . , #stacks.

The number of required nodes is nj = Ndj + 1 for j = 1, . . . , #stacks − 1 and
n#stacks = N + 1 for the terminal stack.

2. a) For σ̃ = id, let d̃j = ∑#stacks−j
k=0

Nk for j = 1, . . . , #stacks, and

b) for σ̃ = ReLU , let d̃j = ∑2(#stacks−j)

k=0
Nk, for j = 1, . . . , #stacks − 1.

Then, for every d ≥ d̃ and f as defined above (i.e., hj ∶ Rdj−1 → Rdj ), there exist
µ̌j ∈ Mñj

(Sd̃j−1 × Sd̃j −1) with finite support on ñj points, such that

∀k ∈ {1, . . . , dout} ∶ ∀i ∈ Ik ∶ fk(xtrain
i ) = f̌k(xtrain

i ), 1

where,
f̌ = ℓ−1 ○ ȟ#stacks ○ σ̃ ○ . . . ○ σ̃ ○ ȟ1

with stacks ȟj(x) =
´

S
d̃j−1 ×S

d̃j −1 wσ(⟨v, x⟩ − r)dµ̌j((v, r), w) and

µj(Ω) = µ̌j(Ω) ∀j = 1, . . . , #stacks.

The number of required nodes in these cases are

a) ñj = ∑#stacks−j+1
k=0

Nk for j = 1, . . . , #stacks, and

b) ñj = ∑2(#stacks−j)+1
k=0

Nk, j = 1, . . . , #stacks.

Proof. We show that µ̌j satisfy the even stronger condition:

∀i ∈ {1, . . . , N} ∶ hj(xtrain
i ) = ȟj(xtrain

i ) ∈ Rdj .

32 This implies L (f) = L (f̌).
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1. In the case of a deep stacked neural network with fixed bottleneck dimensions
dj for j = 1, . . . , #stacks − 1, by Lemma 3.12.17, nj = Ndj + 1 is an upper bound
for the number of neurons33 in the hidden layer of stack j for j = 1, . . . , #stacks.

2. Next, we assume the bottleneck dimensions not to be fixed and σ̃ to be the
identity function. Again, by Lemma 3.12.17, an upper bound for the number of
neurons of the last hidden layer is ñ#stacks ∶= N +1. Additionally, Lemma 3.12.17
applied to the second-to-last stack gives a representation of the #stacks − 1-th
stack by a measure with finite support on n#stacks−1 = Nd#stacks−1 + 1, s.t. the
mapping from the hidden layer of the second-to-last to the last hidden layer is
M ∶= V #stacksW #stacks−1 ∈ Rñ#stacks×n#stacks−1 where

W #stacks−1 ∶= (w
(#stacks−1)

1 ⋯ w
(#stacks−1)
n#stacks−1

)
⊺

∈ Rd#stacks−1×n#stacks−1

(3.12.28)

V #stacks ∶= (v
(#stacks)

1 ⋯ v
(#stacks)
n#stacks

)
⊺

∈ Rñ#stacks×d#stacks−1 .(3.12.29)

Now, knowing that we can write M as its single value decomposition, i.e.,
M = UΣV with p ∶= min{ñ#stacks, n#stacks−1} being the number of singular
values, we define A ∶=

√
ΣpVp1 ∈ Rp×n#stacks−1 and B ∶= Up2

√
Σp ∈ Rñ#stacks×p

where the subscripts p, p1 and p2 refer to the upper left submatrix
with dimension Rp×p, the submatrix with all rows and the submatrix
with all columns removed after dimension p, respectively, such that we
get the additional decomposition M = BA. This allows us to limit the
maximum number of necessary neurons of the last bottleneck layer to
d̃#stacks−1 ∶= N + 1 (since ñ#stacks = N + 1 < Nd#stacks−1 + 1 = n#stacks−1) and
of the second-to-last hidden layer, following again from Lemma 3.12.17, to
ñ#stacks−1 ∶= N(d̃#stacks−1) + 1 = N(N + 1) + 1. Inductively, an upper limit of
necessary neurons of the j-th bottleneck layer can be set at d̃j = ñj+1 and for
the j-th hidden layer at ñj = ∑#stacks+1−j

k=0
Nk.

In case of σ̃ being ReLU, the architecture reduces to a regular deep
neural network, i.e., respective upper bounds for the number of required
neurons can be set at d̃j = ∑2(#stacks−j)

k=0
Nk, j = 1, . . . , #stacks − 1 and

ñj = ∑2(#stacks−j)+1
k=0

Nk, j = 1, . . . , #stacks.

33By the equivalence of (3.12.14) and (3.12.17) in Lemma 3.12.12, we know every
measure µ̌j ∈ Mñj

(Sd̃j−1 × Sd̃j −1) corresponds to a stack NN (j)

θ(j)
with ñj hidden

neurons.
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Chapter 4

Selected Applications

4.1 NOMU: Neural Optimization-based
Model Uncertainty

For the full paper see Heiss et al. [2022].1

In Chapters 1–3, we have mainly studied learning methods that output one2

function given a training dataset3 Dtrain = (xtrain
i , ytrain

i )
i∈{1,...,N}

. However, from
a Bayesian perspective there exists a posterior distribution over all possible functions
given a training dataset and prior. From such a posterior distribution one can com-
pute for example the mean posterior f̂ = E [f ∣Dtrain] as an estimator, which can be
seen as the output of a learning method M. But additionally, one can also compute
σf (x) =

√
V [f(x)∣Dtrain, x] to quantify the uncertainty of f̂ regarding f(x). In a

Bayesian setting, both f̂ and σf depend on the (subjective) choice of a prior. This
choice of a prior can be seen as an inductive bias. P -functional theory gives us an

1In this section we provide new perspectives on NOMU and copied small passages
such as the formulation of the desiderata from Heiss et al. [2022].

2Strictly speaking, in Chapters 1 and 3, we have defined a learning method M to
always output a (small) set of functions, given a loss L. However, we defined learning
methods M to be set-valued purely for technical reasons. Most learning methods we
studied in Chapters 1–3 output a set that contains only one unique function f̂ (except
for some more exotic cases). For certain cases, we prove uniqueness in Lemmas 2.5.24–
2.5.26.

3Formally we defined M to receive L as input, but if one considers only simple
losses such as L (f̂) ∶= ∑N

i=1 (f̂(xtrain
i ) − ytrain

i )2
, the loss is L is fully determined by the

training data Dtrain.
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alternative way to specify an inductive bias without specifying a prior. (E.g., for the
P -functional defined in (3.3.3), it is not clear if this corresponds to any prior. We hy-
pothesize that there exists no prior such that solutions of (3.3.2) exactly correspond
to the mean posterior of this prior.) Specifying a P -functional and λ determines via
(3.3.2) an estimator f∗,λ (up to some technical non-uniqueness issues). But how can
we quantify the uncertainty of f∗,λ regarding f(x)?

4.1.1 Trying to Reconstruct the Prior Can Work in
Some Cases

For example in Chapter 2, we have derived the P -functional P g
± for certain randomized

shallow NNs (RSNs). This P -functional P g
± is a Hilbert norm which can be interpreted

as a reproducing kernel Hilbert space (RKHS) of a GP. If one picks this GP as a prior,
the mean posterior is the unique solution to (2.3.4), if L is the square loss corresponding
to your observations and if λ is the ratio of the noise scale and the prior scale. From the
same posterior one could also obtain Bayesian credible bounds to quantify uncertainty
which would in a canonical way correspond to the inductive bias induced by P g

± . In
principle, this is a valid approach and there is nothing wrong about this in the case of
this shallow architecture.

However, in deep learning the picture can look very different.

4.1.2 Trying to Reconstruct the Prior Can Fail in
Other Cases

In deep learning, one has to be careful not to forcefully try to find some prior which
might be vaguely related to a certain P -functional without really capturing the essence
of this P -functional as the following two examples demonstrate.

Example 4.1.1 (NTK). In many deep learning applications, deep NNs with up to
billions of parameters per layer are trained with gradient descent (because their inductive
bias nicely fits a certain real-world task). Those who only superficially understand the
results by Jacot et al. [2018] might think that deep NNs converge to samples from a GP
that can be obtained as posterior coming from a NTK-GP as prior. From this NTK-
GP as a prior one can then obtain Bayesian credible bounds to quantify uncertainty.
However, if one reads Jacot et al. [2018] carefully it only shows this convergence for
the case of very specific hyper-parameters (which correspond to different learning rates
in different layers) which are usually not used in practice. And Yang and Hu [2021]
shows that for other hyper-parameters, NNs converge to completely different limits
which provably do not correspond to GPs. For these other limits, it is to the best of
our knowledge still unknown if they correspond to any Bayesian prior. In Section 1.6
and chapter 3, we have already mentioned the fundamental differences between “deep
inductive biases” and NTK-GPs. In Section 4.1.5 we will explain this difference even
more precisely specifically for uncertainty quantification.

Example 4.1.2 (BNN). As already discussed in Section 1.6 and chapter 3, ℓ2-
regularized deep NNs have a very interesting “deep inductive bias” that we could
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characterize via the P -functional P in (3.3.3) under certain assumptions (including the
infinite width-limit). As discussed in Section 3.5, ℓ2-regularized deep NNs can equiva-
lently be described as the max a posteriori (MAP) on the parameter space of a Gaussian
BNN. Usually in Bayesian statistics, the MAP on parameter space is seen as a cheap
heuristic to approximate the mean a posteriori on function space. For this reason, it
can be very tempting to do actual exact Bayesian inference on Gaussian BNNs instead
of using the MAP on the parameters space. In particular, for the infinite width limit,
the exact Bayesian inference can be analytically computed (including credible bounds)
since Neal [1996] proved that BNNs converge to GPs (called NNGPs). However, in
Sections 1.6 and 4.1.5 and chapter 3 we discuss that these NNGPs have a “shallow
inductive bias” which is fundamentally different from the “deep inductive bias” of P .
We also prove the difference of these inductive biases in Propositions 3.4.2 and 3.4.3.

In Section 1.5 and [Heiss et al., 2022, Appednix D on page 36] we further discuss
challenges of working with priors.

4.1.3 Obtain Uncertainty from a P -functional

In Bayesian statistics you usually use one prior for both the mean prediction f̂ =
E [f ∣Dtrain] and the uncertainty estimation σf (x) =

√
V [f(x)∣Dtrain, x] and not two

different priors. In modern deep learning, once you identified a deep learning method
with a suitable inductive bias, you would also like to get the “corresponding” uncertainty.
We suggest that the point-wise defined uncertainty bounds

UBpw(x) ∶= inf
f s.t. L(f)+λP (f)≤L(f∗,λ)+λP (f∗,λ)+c̃

f(x)(4.1.1a)

UBpw(x) ∶= sup
f s.t. L(f)+λP (f)≤L(f∗,λ)+λP (f∗,λ)+c̃

f(x)(4.1.1b)

(for some c > 0) can be used to define [UBpw(x), UBpw(x)] a reasonable heuristic analog
to Bayesian credible bounds if one thinks that P captures well one’s inductive bias
(meaning that it captures one’s prior sufficiently well, perhaps even without being able
to directly formalize one’s prior).

Unfortunately, the point-wise defined uncertainty bounds from (4.1.1) can be very
hard to compute in practice. For example for NNs, it is very costly to resolve

UBpw(x) ∶= inf
θ s.t. L(NN θ)+λ∥θ∥2

2≤L(NN
θ∗,λ )+λ∥θ∗,λ∥

2
2

+c̃

NN θ(x)

UBpw(x) ∶= sup
θ s.t. L(NN θ)+λ∥θ∥2

2≤L(NN
θ∗,λ )+λ∥θ∗,λ∥

2
2

+c̃

NN θ(x)

for every new input point x, if you are interested in the uncertainty at many positions
x. This is why we introduce a heuristic to approximate them that we call Neural
Optimization-based Model Uncertainty (NOMU): We define a NN NN NOMU

θ with two
outputs f̂ and r̂f and new loss function LNOMU (see [Heiss et al., 2022, eq. (4)]). From
the outputs f̂ and r̂f of the NN NN NOMU

θ trained on LNOMU (with ℓ2-regularization),
we can obtain f̂ = f̂ and σ̂f = φ ○ r̂f for some monotonic function φ. From f̂ and σ̂f
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we can directly obtain uncertainty bounds UBc = f̂ − cσ̂f and UBc = f̂ + cσ̂f . If the
inductive bias of NN NOMU

θ can be described via a P -functional PNOMU, then training
NN NOMU

θ on LNOMU is equivalent to

(f̂ , r̂f ) ∈ arg min
(f,r)

LNOMU(f, r) + λPNOMU(f, r).

In Heiss et al. [2022], we benchmark this method for uncertainty quantification.
In Weissteiner et al. [2023], we use a slightly different heuristic: We define a loss

function L̃NOMU (see [Weissteiner et al., 2023, Definition 3]) and train a NN NN θ on
it (with ℓ2-regularization), such that we can directly use the NN output ˆ

UB = NN θ. If
the inductive bias of NN θ can be described via a P -functional P , then training NN θ

on L̃NOMU is equivalent to
ˆ

UB ∈ arg min
u

L̃NOMU(u) + λP (u).

We are aware that these heuristics are most likely not optimal in any sense. However,
we were able to achieve competitive results across multiple benchmarks in Heiss et al.
[2022], Weissteiner et al. [2023].

4.1.4 Direct Inductive Bias on Uncertainty Bounds

For the mean prediction f̂ practitioners often have an inductive bias towards simplicity
or smoothness in the sense that they don’t want this function to vary too much or to
oscillate too much (as formalized for example by P g

± from Chapter 2 or they have more
“deep” inductive biases such as formalized by P from Chapter 3. But which properties
do we expect from uncertainty bounds?

In Heiss et al. [2022] we formulate five desiderata for uncertainty bounds:
D1 (Non-Negativity) The upper/lower UB between two training points lies above/below

the model prediction f̂ , i.e., UBc(x) ≤ f̂(x) ≤ UBc(x) for all x ∈ X and for c ≥ 0.
Thus, σ̂f ≥ 0.

By definition, for any given prior, the exact posterior model uncertainty σf is non-
negative, and therefore Desideratum D1 should also hold for any estimate σ̂f .
D2 (In-Sample) In the noiseless case, there is zero model uncertainty at each in-

put training point xtrain, i.e., σ̂f (xtrain) = 0. Thus, UBc(xtrain) = UBc(xtrain) =
f̂(xtrain) for c ≥ 0.

In [Heiss et al., 2022, Abbendix D.2], we prove that, for any prior that does not contradict
the training data, the exact posterior model uncertainty σf satisfies D2. Thus, D2 should
also hold for any estimate σ̂f , and we argue that even in the case of non-zero small
data noise, model uncertainty should be small at input training data points.
D3 (Out-of-Sample) The larger the distance of a point x ∈ X to the input training

points in Dtrain, the wider the UBs at x, i.e., model uncertainty σ̂f increases
out-of-sample.4

4Importantly, D3 also promotes model uncertainty in gaps between input training
points.
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For D3 it is often not obvious which metric to choose to measure distances. Some
aspects of this metric can be specified via the architecture (e.g., shift invariance for
CNNs). In many applications, it is best to learn further aspects of this metric from
training data, motivating our next desideratum.
D4 (Metric Learning) Changes in those features of x that have high predictive power

on the training set have a large effect on the distance metric used in D3.5

D4 is not required for any application. However, specifically in deep learning applications,
where it is a priori not clear which features are important, D4 is particularly desirable.

D5 (Vanishing) As the number ntrain of training points (with xtrain
i

i.i.d∼ PX) tends to
infinity, model uncertainty vanishes for each x in the support of the input data
distribution PX , i.e., limntrain→∞ σ̂f (x) = 0 for a fixed c ≥ 0. Thus, for a fixed c,
limntrain→∞ ∣UBc(x) − UBc(x)∣ = 0.

In [Heiss et al., 2022, Appednix D], we discuss all desiderata in more detail (see [Heiss
et al., 2022, Appednix D.4] for a visualization of D4).

In [Heiss et al., 2022, Appednix D], we also discuss how NOMU fulfills these desider-
ata. Each term in the loss functions LNOMU and L̃NOMU can be interpreted as an in-
strument to push the uncertainty estimation to satisfy these desiderata. While NOMU
is usually not an optimal approximation of (4.1.1), it at least satisfies the desiderata
D1-D5 sufficiently well to outperform certain other methods.

In Heiss et al. [2022] we demonstrate how many established methods for uncertainty
estimation fail to satisfy some of these basic desiderata.

4.1.5 D4: Shallow vs Deep
In Section 1.6, we have intuitively discussed the differences between “shallow” and
“deep” inductive biases in general. In Chapter 3, we have given the mathematical
Definition 3.2.4 which can be used as a formal criterion if an inductive bias can be
considered to be “deep” in the context of multi-task learning.

Now we will give a mathematical definition of D4 which can be used as a formal
criterion if an inductive bias for uncertainty quantification can be considered to be
“deep”. For this, we first need to formally define an uncertainty model.

Definition 4.1.3. We define an uncertainty model UM as a map that gets
as input a training dataset Dtrain in the form of (3.2.3) and gives as out-

5 Consider the task of learning facial expressions from images. For this, eyes and
mouth are important features, while background color is not. A deep CNN automatically
learns which features are important for model prediction. The same features are also
important for model uncertainty: Consider an image with pixel values similar to those
of an image of the training data, but where the mouth and eyes are very different. We
should be substantially more uncertain about the model prediction for such an image
than for one that is almost identical to a training image except that it has a different
background color, even if this change of background color results in a huge Euclidean
distance of the pixel vectors. D4 requires that a more useful metric is learned instead.
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put a set6 of functions UM(Dtrain). (E.g., Bayesian posterior standard devi-
ation Dtrain ↦ { σf ∶ ∀x ∈ X ∶ σf (x) =

√
V [f(x)∣Dtrain, x] } for a given prior is

an uncertainty model. Or Dtrain ↦ { UBpw − UBpw } from (4.1.1), where L de-
pends on Dtrain as in Footnote 3, is an uncertainty model. Or Dtrain ↦
{ σ̂f = φ(r̂f ) ∶ (f̂ , r̂f ) ∈ arg min(f,r) LNOMU(f, r) + λPNOMU(f, r) }.)7

Definition 4.1.4. We say an uncertainty model UM cannot satisfy D4 if for every
training dataset Dtrain = (xtrain

i , ytrain
i )

i∈{1,...,N}
and for every (ỹtrain

i )
i∈{1,...,N}

,

UM (Dtrain) = UM ((xtrain
i , ỹtrain

i )
i∈{1,...,N}

) ,

i.e., if the uncertainty estimation does not depend on the training labels ytrain.8

Similarly as Definition 3.2.4, Definition 4.1.4 cannot give you any positive result that
any method actually satisfies D4 in a desirable way (compare Section 3.11). However,
Definition 4.1.4 can be used to completely rule out the possibility to satisfy D4 for
specific uncertainty models UM.

Proposition 4.1.5. Bayesian posterior standard deviation Dtrain ↦
{ σf ∶ ∀x ∈ X ∶ σf (x) =

√
V [f(x)∣Dtrain, x] } for any given GP as prior cannot

satisfy D4 according to Definition 4.1.4 in the case of Gaussian noise with known
noise-scale σnoise(xtrain). Since this holds for every GP it also holds for NTK-GPs
and NNGPs.

Proof. We denote the kernel of the prior GP by k. Then σf can be calculated by

k(x, xtrain) ∶= (k(x, xtrain
1 ), . . . , k(x, xtrain

N ))
K(xtrain, xtrain) ∶= (k(xtrain

i , xtrain
j ))

(i,j)∈{1,...,N}2

A ∶= (K(xtrain, xtrain) + diag(σ2
noise(xtrain))

σ2
f (x) ∶= k(x, x) − k(x, xtrain)A−1k(x, xtrain)T

without using ytrain.

6Analogous to Footnote 2, we only define the UM(Dtrain) to be a set of functions for
technical reasons, while we usually think of UM(Dtrain) as a set that contains exactly
one function σ̂f .

7Definition 4.1.3 is not ideal to fully capture the inductive bias for possibly asymmet-
ric uncertainty bounds, but Definition 4.1.3 is sufficient to formulate Definition 4.1.4.

8Definition 4.1.4 is not suitable for auto-regressive models such as LLMs: If you
define xtrain

i as a sequence of tokens with indices {T i, . . . , T i} and ytrain
i as the token

with index T i + 1, then, theoretically, you can define an uncertainty model UM that
simply learns to map the sequence of tokens with indices {T i, . . . , T i − 1} to the token
with index i, T i instead of learning to map xtrain

i to ytrain
i . This model is basically

equivalent, but technically it would ignore the ytrain
i and thus technically “cannot satisfy

D4” according to Definition 4.1.4. Therefore, Definition 4.1.4 should not be directly
applied to auto-regressive models.
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If an uncertainty model UM can satisfy D4 according to Definition 4.1.4, it does
not tell us anything how well it satisfies D4. For example if one first optimizes some
parameters of the kernel of a GP based on Dtrain, before doing Bayesian inference (as
described in [Heiss et al., 2022, Appednix B.1.1] for example9), then this uncertainty
model UM could satisfy D4 according to Definition 4.1.4. However, if one only optimizes
some basic parameters such as the scale of the prior, this would not satisfy D4 according
to our intuitive formulation (or maybe one could say it satisfies it a tiny little bit). For
example, optimizing the kernel’s length-scale parameters coordinate-wise would satisfy
D4 already better according to our intuitive formulation. From a “very deep inductive
bias”, we would expect to “satisfy D4 much better”. In Sections 1.6, 3.4.2 and 3.11.3–
3.11.5 we have already discussed that some “deep inductive biases” can be “deeper” than
others. We extend this discussion in the following for the case of uncertainty estimation,
based on an example of a “very deep inductive bias”.

D4 for deep LLMs and humans

In Footnote 5 we have already seen an intuitive example of how we would desire D4
from deep CNNs. Now, give an example for D4 for a deep LLM (which can be seen as
a continuation of Section 1.6).

Example 4.1.6. We consider again Alice and Bob from Section 1.6.1. This time,
additionally to assuming that their training dataset does not contain any information
on banana trade except the Chinese dialog

Dialog 1: 中国从哪个国家进口香蕉最多？
菲律宾。

we also assume that their training datasets do also not contain any information on
perfume trade. And we again assume that only Alice’s training dataset contained
enough Chinese text to make her fluent in Chinese, while Bob’s training dataset does
not contain any Chinese (except Dialog 1). And again both had a sufficiently large
amount of German text in their training dataset to be fluent in German. Now they are
both confronted with 2 questions:

Question 1: 中国从哪个国家进口香水最多？

and

Question 2: Aus welchem Land importiert China die meisten Bananen?

9While the parameter-optimization described in [Heiss et al., 2022, Appednix B.1.1]
is the default in many GP-software packages, we do not recommend using it. We
suggested an alternative on https://stackoverflow.com/q/70771785/7735095 that
was later described independently in more detail by Lotfi et al. [2022]. Also introducing
a prior towards larger length-scales can be very useful for the Gaussian kernel [Hvarfner
et al., 2024]. In general, as you increase the complexity of your search space for this
parameter optimization the more important it becomes to introduce instruments that
avoid over-fitting such as incorporating a reasonable inductive bias on these parameters.

https://stackoverflow.com/q/70771785/7735095
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From humans, we expect that Alice is much more uncertain about Question 1 and
much more confident about Question 2, because she understands that, while Question
1 looks similar to Dialog 1, Question 1 has a very different meaning and she is aware
that she does not know the answer of this questions because she has never perceived
any information on perfume trade in her life. On the other hand, she can be very
confident about her answer to Question 2, because she can directly obtain the necessary
information from translating her knowledge from Dialog 1 into German. Bob on the
other hand is very uncertain about Question 2, because he does not know the character
sequence Dialog 1 that he learned by hard has anything to do with banana imports. D4
says that we would desire a similar learning behavior from an uncertainty model UM
with a “sufficiently deep” inductive bias, i.e., we would like UM (Dtrain

Alice) to be much
more uncertain on Question 1 than on Question 2, while we expect UM (Dtrain

Bob ) to be
more uncertain on Question 2. We expect certain deep learning methods to have this
ability by learning a translation function h in their first hidden layer, similarly as we
have discussed in Section 1.6.

However, for a generic shallow uncertainty model UM (e.g., a GP with Gaus-
sian kernel based on the Hamming distance), we expect both UMshallow (Dtrain

Alice) and
UMshallow (Dtrain

Bob ) to be very overconfident on Question 1, because it only has Ham-
ming distance of 1 to the question in Dialog 1, which could lead the model to be in
large danger of very confidently hallucinate the wrong answer “菲律宾” (at least this is
what the nearest neighbor algorithm would do based on the Hamming distance). And
we would expect both UMshallow (Dtrain

Alice) and UMshallow (Dtrain
Bob ) to be very uncertain

about Question 2, if both training datasets do not contain any sequence with a low
Hamming distance to Question 1.

Laplace Approximation

The Laplace approximation [Denker and LeCun, 1990, MacKay, 1992, Ritter et al., 2018,
Daxberger et al., 2021] uses the second-order Taylor approximation of the unnormalized
log-posterior-density on the parameters θ of a BNN at the MAP θ∗,λ.10 This Taylor
approximation then can be used to obtain uncertainty estimates UMLaplace (Dtrain).
Therefore this method is usually motivated as an approximation of a BNN. However,
we hypothesize that the inductive bias of UMLaplace is fundamentally different from
the one of UMBNN. We have discussed in Example 4.1.2 that the inductive bias of wide
BNNs is “shallow”. But we hypothesize11 that UMLaplace has a “deep” inductive bias
even as the number of neurons per layer tends to infinity. Hence we hypothesize that
for many deep learning applications (such as the one from Example 4.1.6), the Laplace
approximation of BNNs can perform much more accurately than exact BNNs. Further,
we hypothesize that UMLaplace is a reasonable heuristic to approximate (4.1.1).

10Daxberger et al. [2021] offers a succinct introduction to Laplace approximation.
11Since Laplace approximations are based on the MAP θ∗,λ, it should be quite

straightforward to prove that they can benefit from multi-task learning according to
Definition 3.2.4 and that they can satisfy D4 according to Definition 4.1.4.
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Cold Posterior

Wenzel et al. [2020] observed that cooling down the posterior of BNNs (i.e., concentrating
the posterior on the parameter space more tightly around the MAP θ∗,λ) results
empirically in more accurate results without any Bayesian justification.12 We have
shown in Chapter 3 that the MAP θ∗,λ leads to a “deep inductive bias”, while exact
BNNs lead to “shallow inductive bias” as the number of neurons per layer increases.
Therefore, we hypothesize that cooling down the posterior could “deepen” the inductive
bias. We consider the following questions interesting for future research: Can scaling
the posterior’s temperature with the number of neurons lead to other large-width limits
different from NNGPs? Can statements about Definitions 3.2.4 and 4.1.4 be proven in
such settings? Do deep BNNs with many neurons per layer benefit more from cooling
down the posterior than BNNs with few neurons per layer in real-world deep learning
applications?

4.2 Reducing the number of neurons of Deep
ReLU Networks based on P -functional
theory

For the full working paper see Heiss et al. [2021a].
In Heiss et al. [2021a] we present a lossless compression algorithm for ℓ2-regularized

ReLU NNs based on the theory from Chapter 3. Solving the optimization problem (3.3.1)
on parameter space yields a continuum of infinitely many different solutions θ∗,λ. If
the NN is sufficiently wide, then for every optimal θ∗,λ, NN ∗,λ

θ
solves (3.3.2), i.e.,

NN ∗,λ
θ

∈ arg min
f

L (f) + λP,

where P is defined in (3.3.3), as we have proven in Theorem 3.3.1.

Remark 4.2.1. We hypothesize that in the generic cases the solution to (3.3.2) is unique.
This hypothesis has been recently proven by Boursier and Flammarion [2023] for the
case of one-dimensional input and one hidden layer (which is quite intuitive), but is still
an open problem for higher dimensional input or multiple hidden layers. This would
imply by Theorem 3.3.1 that all optimal parameters θ∗,λ correspond to exactly the
same function.

Up to a null-set, all solutions θ∗,λ have only non-zero entries. Thus, classical pruning
methods would immediately start to not only change the function NN ∗,λ

θ
, but even

increase the training loss L (NN ∗,λ
θ

) at the first moment any single non-zero weight or

neuron is removed.13 So at first sight, lossless compression of such a function NN ∗,λ
θ

12Aitchison [2020] gives some theoretical explanation for this paradox under certain
conditions but does not fully resolve the paradox.

13The proof of this statement is trivial due to the ℓ2-regularization in (3.3.1).
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seems difficult. Intuitively ℓ2-regularization does usually not introduce sparsity, and in
the setting of Chapter 2 one could easily prove that the functions that RSNs converge
to cannot be represented by any finite number of ReLU-neurons.

However, if we look at the problem from the lens of P -functional theory, Theo-
rem 3.3.1 tells us, that the P -functional P of fully optimized ℓ2 regularized NNs from
Chapter 3 looks more like a L1-norm of the second derivative than a L2-norm, which
intuitively tells us that the the second derivative of solutions to (3.3.2) are sparse. And
indeed, in Section 3.9 we mathematically prove an explicit finite upper bound for the
required number of neurons to represent a solution of (3.3.2). This finite upper bound
only depends on the number of training data points N , but not on λ and not on the
original number of neurons n. So if one uses a NN with 100 times more neurons than
this upper bounds, we have a guarantee that there is another solution NN ∗,λ

θ
with 99%

less neurons.14

In Heiss et al. [2021a], we present an algorithm that can actually reduce the number
of neurons based on this theory. For exact solutions θ∗,λ, our algorithm has a theoretical
guarantee to not change the function NN ∗,λ

θ
when it removes neurons which makes

this compression lossless. In our implementation, we managed to also deal well with
approximations of θ∗,λ obtained from gradient descent. For inexact approximations
of NN ∗,λ

θ
we cannot expect our algorithm to be absolutely lossless, so we introduced

thresholds that allow us to reduce the number of neurons while almost not changing
the function NN ∗,λ

θ
.

Since our algorithm was derived based on a solid theory, we have powerful insights
into how to train NNs such that they can be further reduced:

1. Training the NNs for more epochs, results in a more precise approximation of
exact solutions θ∗,λ to (3.3.1). Since Theorem 3.3.1 only holds for exact solutions
θ∗,λ, training the neural network for more epochs allows our algorithm to reduce
the number of neurons significantly better. In [Heiss et al., 2021a, Figure 10] we
visualize our experimental results which strongly support this hypothesis. Note
that more epochs are not helpful for classical pruning methods.

2. Similarly as for Lasso-regression, increasing the regularization parameter λ de-
creases the number of required neurons. Thus, stronger ℓ2-regularization allows
our algorithm to better reduce the number of neurons.

3. The theory from Section 3.9 tells us that there exists a finite number of neurons
up to which the NN can be reduced without changing the function NN θ∗,λ . We
only have an upper bound for this number, while the actual number of required
neurons can be arbitrarily much lower, but we know that such a number of
required neurons exists. In [Heiss et al., 2021a, Figure 8], we can see that there
usually actually exists a number of neurons up to which the NN can be reduced
without almost any loss in accuracy, but once we try to reduce the NN further
the accuracy quickly gets worse. In our experiments, this number is usually below

14Note that it still makes sense to train NNs with much more neurons than what this
upper bound requires, because gradient dynamics struggle less with bad local minima
as one increases the number of neurons per layer, which was proven mathematically in
the case of 1 hidden layer by Chizat and Bach [2018].
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100 neurons per layer for our experiments with MNIST, while the theoretical
upper bound from Section 3.9 would be much higher for MNIST with N > 50 000
training data points.

4. The required number of neurons of the NN after our reduction algorithm does
almost not depend on the original number of neurons before our reduction algo-
rithm was applied. This directly follows from P -theory for sufficiently wide NNs.
In [Heiss et al., 2021a, Figure 9] we see this for our real-world implementation
of the reduction algorithm. This does obviously not apply to classical pruning
algorithms.

Remark 4.2.2. Our reduction algorithm does not just simply remove neurons but also
replaces groups of neurons with new neurons based on our theory.

Remark 4.2.3. Our algorithm reduces the number of neurons instead of sparsely re-
moving individual weights across different neurons. This means that our NNs stay fully
connected after our reduction algorithm has been applied which allows for efficient
GPU implementations without any need to change the code and without any overhead
introduced by sparsity.

4.3 PD-NJ-ODE: Extending Path-Dependent
NJ-ODEs to Noisy Observations and a
Dependent Observation Framework

For the full paper see Andersson et al. [2024].15

The Path-Dependent Neural Jump ODE (PD-NJ-ODE) is a model to learn optimal
forecasts given the history of irregularly sampled incomplete past observations of a time
series. [Herrera et al., 2021b, Krach et al., 2023] proved mathematically that this model
learns to forecast optimally as the number of (irregularity observed) training paths
tends to infinity under two main assumptions: they assume the underlying process and
the coordinate-wise observation times to be independent and the observations to be
noiseless. We discuss two extensions to mitigate the restrictions imposed by these two
assumptions:

• In Andersson et al. [2024] we discuss why the Independence assumption imposed
by the previous literature is very unrealistic in certain real-world applications.
However, we prove a theorem telling us that this independence assumption is
actually not necessary for the convergence result and can be replaced by a condi-
tional independence assumption. Finally, we discuss implications of this theory
and why this conditional independence assumption is more realistic in many
applications. We also warn of situations when even the conditional independence
assumption is violated and explain how this would be problematic for our model
and other learning-based forecasting models.

15Some parts of this section are copied from our work Andersson et al. [2024].
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• We explain why the loss function used in [Herrera et al., 2021b, Krach et al.,
2023] does not lead to a consistent estimator in the case of noisy observations.
Therefore, we introduce a new loss function which results in a provably consistent
estimator, also when our observations are noisy.

In this section we just briefly introduce the most important notation from Andersson
et al. [2024] and then discuss the inductive bias of PD-NJ-ODEs.

4.3.1 Intuitive Example Application

Suppose we have a dataset of N patients 1 ≤ j ≤ N . Any patient j has dX medical values
(X

(j)

t,k
)

1≤k≤dX

(such as body temperature or blood pressure) at any time t ∈ [0, T ].
However, we only have (noisy) measurements of some of these coordinates at some
irregular times t

(j)

i (e.g., we measure the body temperature on one day and the blood
pressure on another day while not having other measurements of any sort in between).
Our training dataset consists of all these (noisy) measurements including their time
stamps. Based on this training dataset we train a PD-NJ-ODE which then allows us
to make online forecasts for new patients based on their noisy incomplete irregularly
observed measurements. For example, the Physionet dataset [Goldberger et al., 2000]
is exactly such a dataset, but of course, our method can also be applied in many other
situations.

4.3.2 Technical Background and Mathematical Nota-
tion

Definition 4.3.1. The Path-Dependent Neural Jump ODE (PD-NJ-ODE) model is
given by

H0 = ρθ2
(0, 0, πm(0), X0) ,

dHt = fθ1
(Ht−, t, τ(t), πm(X̃≤τ(t) − X0), X0) dt

+ (ρθ2
(Ht−, t, πm(X̃≤τ(t) − X0), X0) − Ht−) dut,

Yt = g̃θ̃3
(Ht),

(4.3.1)

where πm(X̃≤τ(t) − X0) is a hard-coded feature transform of the entire history of ob-
servations of X up to time t based on truncated signature-transforms. The functions
fθ1

, ρθ2
∈ N are bounded output feedforward neural networks and g̃θ̃3

∈ Ñ is a feed-
forward neural network. We denote the trainable parameters by θ = (θ1, θ2, θ̃3) ∈ Θ,
where θi = (θ̃i, γi) for i ∈ {1, 2} and Θ is the set of all possible weights for the PD-NJ-
ODE; m ∈ N is the signature truncation level and u is the jump process counting the
observations defined as ut ∶= ∑K

k=1 1tk≤t. We also write Y θ
t (X̃≤τ(t)) to emphasize the

dependence of Y on θ and on the observed history of the path.
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Herrera et al. [2021b], Krach et al. [2023] used the loss function
(4.3.2)

Φ̂N (θ) ∶= 1

N

N

∑
j=1

1

n(j)

n(j)

∑
i=1

(∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i

)∣
2

+ ∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i
−

)∣
2

)
2

,

where M
(j)

i denotes an observations mask16 and Y θ,j

t
(j)

i

∶= Y θ

t
(j)

i

(X̃≤τ(t
(j)

i
),(j)) denotes

the solution of (4.3.1) at time t
(j)

i given all the observations of the j-th path up to this
time t

(j)

i . However, we identified, that in the case of noisy observations Oti ∶= Xti + ϵi,
this loss function (4.3.2) does not lead to the correct predictions at observations (not
even in the asymptotic case of infinite training data) when you simply replace X

(j)

t
(j)

i

by

O
(j)

t
(j)

i

.

Therefore, we introduce a new loss-function

(4.3.3) Φ̂N (θ) ∶= 1

N

N

∑
j=1

1

n(j)

n(j)

∑
i=1

(∣M(j)

i ⊙ (O
(j)

t
(j)

i

− Y θ,j

t
(j)

i
−

)∣
2

)
2

,

for which we can prove that it leads our model asymptotically to the true conditional
expectation X̂ = (X̂t)0≤t≤T , with X̂t ∶= EP×P̃[Xt∣At] as the number of training paths N

and the model complexity parameter17 m tend to infinity (with N growing faster than
m) under some mild conditions [Andersson et al., 2024, Theorem 3.3] (see Figure 4.3.1).

4.3.3 Inductive Bias of PD-NJ-ODE
In this section, we first discuss the inductive bias induced by the old loss function.
Afterwards, we discuss the general inductive bias introduced by the PD-NJ-ODE (4.3.1).
In this paper, we have shown that under certain assumptions our estimator based on the
new loss (4.3.3) is consistent, and thus asymptotically unbiased as the model complexity
parameter m and the number of training paths N tends to infinity. However, in such an
infinite hypothesis space it is impossible to obtain an unbiased estimator for any finite
number of training paths N ∈ N. For this reason, it is helpful to have an appropriate
inductive bias that guides the estimator in the right direction when there is a limited
amount of training data [Mitchell, 1980].18

16The zero entries of the binary matrix M
(j)

i can mask out individual loss terms,
corresponding to unobserved coordinates, via the Hadamard product ⊙ (element-wise
multiplication).

17We control the model complexity by a parameter m, which bounds the truncation
level of the signature, the ℓ2-norm of the NNs’ parameters θ̃i, the NNs’ upper bounds
γi, and the width and the depth of the NNs

18Occam’s razor suggests, that one should always pick the simplest (or most parsimo-
nious) model that explains the data, i.e., the inductive bias should be directed towards
simplicity/parsimony. Different machine learning (ML) models incorporate simplicity/
parsimony in various different ways, so one should pick the right model according to
the alignment of the inductive bias of the model with one’s prior belief.
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Figure 4.3.1: A test sample of a Brownian motion X with noisy observations Oti =
Xti +ϵi together with the true and predicted conditional expectation. The PD-NJ-ODE
is trained with the new noise-adapted loss (left) and the old loss (right).

Inductive Bias of the Loss

In P -functional theory, we usually consider the loss-functional L as given and only
analyze the inductive bias coming from the architecture and its hyper-parameters.
However, if there is not only one canonical loss-functional L, one can also compare the
inductive biases coming from different loss-functionals L. Here in this chapter, we can
compare the loss functionals L = Ψ̂N defined via either the new loss (4.3.3) or the old
loss (4.3.2).

While the new loss (4.3.3) is asymptotically unbiased, the old loss (4.3.2) is in
general always biased (even asymptotically). Even in the limit m, N → ∞ this bias
induced by the old loss (4.3.2) does not vanish at new observations.19 On average,
models obtained from the old loss will jump too closely to new observation Otk at
observation times tk as can be observed in the right subplot of Figure 4.3.1. How-
ever, in the case of no noise (i.e., Xtk = Otk ), the correct model should always ex-
actly jump to new observations. Hence, teaching the model explicitly to jump to

new observations via the term ∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i

)∣
2

in the old loss (4.3.2) in-

corporates helpful prior knowledge which is particularly helpful for small training
datasets. Even if the observations Otk are noisy, with a small noise-scale

√
E [ϵ2

k
],

the term ∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i

)∣
2

in the old loss (4.3.2) can be a beneficial inductive

bias, if one only has access to a very small training dataset. If one has very little infor-
mation from other observations about the dynamics of X, then it might be a reasonable
best guess to jump close to new observations Otk at observation times tk. For example,

19In the limit m, N → ∞, the prediction would always jump to the noisy observations
as in Figure 4.3.1.
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Figure 4.3.2: Evaluation MSE of the PD-NJ-ODE trained on the Physionet dataset with
the original and the noise-adapted loss with different sizes for the standard deviation
factor of the synthetically added observation noise.

if the model Y
θmin

m,N

tk
(X̃≤tk−1 ) obtained from the new loss (4.3.3) is further away from

the true conditional expectation E[Xt ∣ Atk−1 ]∣
t=tk

than the noisy observation Otk ,

the term ∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i

)∣
2

in the old loss (4.3.2) would be helpful to push the

model closer to the truth. This explains why we can see in Figure 4.3.2 that the old
loss (4.3.2) outperforms the new loss (4.3.3) in the case of very small noise relative to
the overall variability of the data.20

Furthermore, different weighting schemes in the loss also influence the inductive
bias (see Remark 4.3.2). The term ∣Mk ⊙ (Otk − Ztk )∣

2
in the old loss (4.3.2) can be

particularly helpful if the loss is weighted via ∆tk.

Remark 4.3.2. The different weightings in the loss function by either 1/n(j), where
n(j) is the number of observations of the j-th path, or by ∆ti put different importance
on the observations. In the former case, every observation of one sample path is given
equal importance, while in the latter case, observations have more importance if the
previous observation is farther away. Although both loss functions yield asymptotically
the same unique optimizer, the choice of weighting can influence the training of the

20In this experiment, we trained also only for 100 epochs. Additionally to the statisti-
cal learning argument given before, there is probably also an algorithmic effect, that the

term ∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i

)∣
2

in the old loss (4.3.2) helps the model to move directly

in the right direction starting from the first epochs. At least during the first epochs the
model Y θ

tk
(X̃≤tk−1 ) is usually very far off (at observation times tk) compared to the

noisy Otk observations thus the term ∣M(j)

i ⊙ (X
(j)

t
(j)

i

− Y θ,j

t
(j)

i

)∣
2

in the old loss (4.3.2)

pushes the model directly in the right direction at observation times, while the new
loss (4.3.3) only has an indirect effect on the model at the observation times tk.
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model for finite m or N . In particular, the latter choice corresponds to an inductive
bias, which makes it more important for the model to predict well after a long time
without observations, while it is less important to predict well whenever the frequency
of observations is high. Of course, other weightings, e.g. by 1/E [n(j)], are possible too,
and reasonable in some situations.

Inductive Bias of the PD-NJ-ODE architecture

As shown in our main theorem the PD-NJ-ODE architecture (4.3.1) is universal and
when it is trained with the right loss, such as (4.3.3), it is asymptotically unbiased.
However, for any finite number of training paths N , there are infinitely many models
(i.e., infinitely θ ∈ Θ) that all perfectly fit the data, i.e., achieve Φ̂N (θ) = 0, but correspond
to very different predictions Y θ

t (X̃≤s) on unseen test data. Therefore, for N < ∞, our
architecture (including the training algorithm) necessarily needs to have an appropriate
inductive bias to make a reasonable choice among all the models with reasonable low
training loss Φ̂N (θ).21 (Additionally, we want this bias to vanish in the limit N → ∞,
which is already given by our theory.) First, we give some intuition on our understanding
of the important inductive bias of PD-NJ-ODE (4.3.1) and afterwards we will give some
theoretical arguments that motivate these hypotheses. Most machine learning models
have an inductive bias towards some form of simplicity for the function mapping inputs
to predictions. E.g., some NN-architectures have an inductive bias towards low second
derivative of this function w.r.t. the inputs (see Chapters 2 and 3 and Savarese et al.
[2019], Ongie et al. [2019], Heiss et al. [2023], Parhi and Nowak [2022]) (i.e., the function
can still be universal but among all functions with equal loss the one which is “most
linear” is chosen). The crucial difference of PD-NJ-ODE (4.3.1) is that its inductive bias
favours simplicity of the functions fθ1

, ρθ2
, g̃θ̃3

instead of simply favouring simplicity of
the map (X̃≤s, t) ↦ Y θ

t (X̃≤s). For many applications of PD-NJ-ODEs, a linear ODE is
intuitively one of the most simple/parsimonious/conservative/plausible models possible.
The following example illustrates the benefit of the inductive bias of PD-NJ-ODEs.

Example 4.3.3. Consider the situation where the true underlying process of X follows
a linear SDE (driven by a Brownian motion, i.e., a linear Itô-diffusion), then the condi-
tional expectation X̂ follows a linear ODE (except the jumps at observation times tk, cf.
Krach et al. [2023, Example B.2]). For simplicity consider the case of complete noiseless
observations Xtk (i.e., M = 1 and ϵ = 0). Then X̂ can be perfectly expressed by our
PD-NJ-ODE (4.3.1) with 3 linear functions fθ1

, ρθ2
, g̃θ̃3

instead of simply favouring
simplicity of the map (X̃≤s, t) ↦ Y θ

t (X̃≤s). E.g., fθ1
is the right-hand side of the ODE

resulting in X̂, ρθ2
maps new observations Xtk simply to Xtk ,22 and g̃θ̃3

is also simply

21If the underlying process X is not deterministic or if the observations are noisy,
even the exact conditional expectation does not fit the observations Otk exactly (i.e.,
Ψ(X̂) > 0) due to stochasticity. Hence, the model has to learn to average out the noise.
Therefore, we do not only need to choose among models that achieve Φ̂N (θ) = 0, but
even among a wider range of models achieving Φ̂N (θ) < c.

22Note that the first dX signatures of level 1 of X̃≤tk −X0 are exactly Xtk −X0. Thus,
the function ρθ2

defined by ρθ2
(Ht−, t, πm(X̃≤τ(t) − X0), X0) = Xtk is linear.
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the identity. As these 3 functions are linear, their second derivative is zero. Hence, for ex-
ample, the inductive bias of ℓ2-regularized ReLU-NNs fθ1

, ρθ2
, g̃θ̃3

strongly favours such
simple linear functions. Therefore, the model can learn these linear dynamics already
from a relatively small amount of training paths and extrapolate well far into the future.
On the other hand, in this setting the map (X̃≤s, t) ↦ X̂t(X̃≤s) grows exponentially in
the input t and thus has huge (second) derivative with respect to t, which is considered
the opposite of simple by most of the commonly used ML-models. Hence, if one trains,
on the same dataset, a feed-forward neural network F̌θ ∶ (X̃≤s, t) ↦ F̌θ(X̃≤s, t) that di-
rectly approximates F , the model would find many other “simpler”/flatter functions F̌θ

that fit the finite training dataset equally well. Even for larger N , such a model, favoring
a low Sobolev-norm of the map F̌θ, would always have trouble making predictions far
ahead into the future t ≫ τ(t): For values of t − τ(t) larger than the largest tk − tk−1

ever observed in training, such a model has no reason to keep growing exponentially but
would rather extrapolate as flat as possible. In contrast, Y θ

t (X̃≤τ(t)), obtained from
our PD-NJ-ODE with linear functions fθ1

, ρθ2
, g̃θ̃3

, would keep the exponential growth
in t for arbitrarily large values of t − τ(t) even far out of sample and even far out of
distribution.23 In line with this, it is expected that the PD-NJ-ODE leads to better
results than the model F̌θ, when evaluated on previously unseen test data. This was
confirmed by the experiment in Krach et al. [2023, Appendix E].

To summarize: While the PD-NJ-ODE (4.3.1) is able to learn arbitrarily compli-
cated dynamics (fulfilling some mild regularity assumptions), it favors models θ with
“simple” functions fθ1

, ρθ2
, g̃θ̃3

among different models with equal training loss Φ̂N (θ),
where the definition of “simplicity” depends on the architectures used for fθ1

, ρθ2
, g̃θ̃3

.
E.g., for ℓ2-regularized ReLU-NNs the notion of simplicity relates to the second deriva-
tive of fθ1

, ρθ2
, g̃θ̃3

(see Chapters 2 and 3 and Savarese et al. [2019], Ongie et al. [2019],
Heiss et al. [2023], Parhi and Nowak [2022]). This can lead to better generalization
performance.

Inductive Bias towards Multi-task Learning If one trains multiple
tasks together (i.e., if one wants to forecast a multi-dimensional process X), many deep
learning applications have shown that an inductive bias towards functions that use
similar features among multiple tasks (rather than using very different features for
each of these tasks) can be highly beneficial. This phenomenon is known as multi-task
learning [Caruana et al., 1997]. One can argue that multi-task learning (highly related
to feature learning, representation learning, transfer learning, and metric learning) is one
of the biggest strengths of deep learning models compared to shallow learning models in
terms of generalization (see Chapter 3). The inductive bias of our PD-NJ-ODE (4.3.1)
towards feature sharing (i.e., multi-task learning) is twofold:

1. Per definition the hidden state Ht in (4.3.1) is shared among all tasks/outputs.
I.e., each coordinate of the output Yt is a function of the same hidden state Ht.

23For our theoretical result, we assumed fθ1
to be bounded by γ1, which would not

enable this exponential growth arbitrarily far into the future, but at least for a very
long time if γ1 is large enough.
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Therefore, the hidden state Ht becomes more parsimonious, if it mainly contains
features that are helpful for all coordinates of Yt.

2. If the neural network architectures of fθ1
, ρθ2

, g̃θ̃3
contain trainable parameters

in multiple hidden layers, then these functions favor feature sharing within their
hidden layers, as shown in Chapter 3 in the case of ℓ2-regularization24. Chapter 3
and Caruana et al. [1997] provide more intuition on multi-task learning.

Implicit Regularization Even without any explicit ℓ2-regularization and even
for very large theoretical model complexity parameter m (i.e., large Θm in our setting),
it is widely assumed that (stochastic) gradient descent (initialized close to zero) induces
an implicit inductive bias towards simplicity [Neyshabur, 2017]. In some settings, this
implicit regularization is extremely similar (or even exactly identical) to explicit ℓ2-
regularization (see Chapter 2), and in other settings, it can be (slightly) different. In
our setting of training PD-NJ-ODEs, implicit regularization of the gradient descent
does most probably not exactly correspond to explicit ℓ2-regularization, but on a high
level, the qualitative behavior might be similar.25

In theory, m could also be too large in relation to N , since too large m allows for
over-fitting. In contrast to this, N can never be too large. In particular, if one picks an
θmin

m,N ∈ Θmin
m,N with unnecessarily large ℓ2-norm over-fitting can be a serious problem.

However, in practice, too many neurons are usually not a problem due to implicit
regularization of (stochastic) gradient descent as suggested empirically by Herrera et al.
[2021b, Figure 6] and theoretically by Chapters 2 and 3 and Neyshabur [2017], Savarese
et al. [2019], Ongie et al. [2019], Heiss et al. [2023], Parhi and Nowak [2022].

Mathematical Theory on the Inductive Bias of PD-NJ-ODEs
For implicit regularization, it seems difficult to get precise global results for PD-
NJ-ODEs. However, for explicit ℓ2-regularization of θ, there is much more hope to
get nice theoretical results on the inductive bias of the PD-NJ-ODEs (4.3.1). (Note
that the bound m on the ℓ2-norm of θ in the definition of Θm corresponds to ℓ2-
regularization in a Lagrangian sense.26) The results from Chapters 2 and 3 and

24In the case of ℓ2-regularization in Chapter 3 shows (for certain architectures) that
this multi-task learning effect does not vanish when the width of the network increases,
while it would vanish with increasing width for some specific other training methods.
For most deep learning methods used in practice, there is some multi-task learning
effect assumed to be present even if it is theoretically not always as well understood as
for ℓ2-regularized wide ReLU-NNs.

25Note that a classical gradient flow is always identical to a gradient flow with
respect to the ℓ2-norm and thus locally moves as little w.r.t. the ℓ2-distance as possible.
Therefore, it seems plausible that gradient descent does not increase the ℓ2-norm of θ
much more than necessary to achieve a certain training loss.

26The ℓ2-regularization regularization parameter λreg can be seen as a KKT-multiplier
of the constraint ∣θ∣2 < m. However, if m is too large the constraint is not active and
θmin

m,N is highly undetermined. For ℓ2-regularization with λreg > 0, the parameters θmin
m,N

are usually also not uniquely defined, but the solution Y θmin
m,N can be unique.
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Savarese et al. [2019], Ongie et al. [2019], Heiss et al. [2023], Parhi and Nowak [2022]
strongly support the hypothesis that arg minθ (Φ̂N (θ) + λreg ∣θ∣22) exactly converges to
arg minf,ρ,g̃ (Ψ̂N (Y f,ρ,g̃) + λreg (P1(f) + P2(ρ) + P3(g̃))), where Pi describe some P -
functionals (such as weighted Lp norms of the second derivative) depending on the
exact architectures used for f, ρ, g̃. These results would even give exact formulations of
the corresponding P -functionals depending on the exact architectures used. However,
(for rather technical reasons) their proofs do not directly apply to PD-NJ-ODEs. The
formulation of the main theorem in Heiss et al. [2023] could be applied more directly to
PD-NJ-ODE by considering the map (f, ρ, g̃) ↦ Ψ̂N (Y f,ρ,g̃) as the loss functional.27

Proofing such results rigorously would be interesting future work.

4.4 Deep Learning Powered Market Design
for Combinatorial Auctions

At a combinatorial auction, m items are sold to n bidders, where bidders can have
individual non-linear value-functions vi ∶ X → R≥0, i.e., bidders value for bundle x ∈ X
of items does not have to be the sum of the bidder’s values for the individual items.
Spectrum auctions are one example of such auctions. In practice, combinatorial clock
auctions (CCAs) [Ausubel et al., 2006] are the most established mechanisms for spectrum
auctions and have generated over 20 Billion USD between 2012 and 2014 alone [Ausubel
and Baranov, 2017]. Usually one can not afford much more than 100 bidding rounds,
which leads to inefficient auctions [Ausubel and Baranov, 2017]. Improving the efficiency
of such auctions by even only one percentage point translates into hundreds of millions
of dollars improvement.

In theory, a Vickrey–Clarke–Groves (VCG) auction would achieve 100% efficiency.
However, for real-world-sized spectrum auctions, VCG-auctions are not feasible as the
required amount of communication grows exponentially with the number of items. In fact
it is proven that any mechanism that guarantees 100% efficiency needs an exponential
amount of communication in the worst case if the bidder’s value functions can be
general [Nisan and Segal, 2006]. However, in real-world auctions, typical value functions
of bidders are usually not as complicated as the ones used in their proof for the worst
case. By exploiting this prior belief, it can still be possible to develop a practically
feasible mechanism that most of the time achieves quite high efficiency if most of the
time the value functions are not too complicated: Brero et al. [2018, 2021] used machine
learning (ML) to approximate the bidders’ value functions for combinatorial auctions.
The main idea of these algorithms (see [Weissteiner et al., 2022a, Algorithms 1 and 2])
is to

step 1 ask bidders to report their values vi(x) for certain bundles x.

step 2 Then we train an individual ML-model for each bidder on all the values this
bidder has already reported to obtain an approximation Ai of vi.

27One would need to check if this loss functional meets the assumptions of Heiss et al.
[2023] for a rigorous proof.
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step 3 Then we need to decide, for the values of which bundles we should ask the
bidders in the next round. So, we calculate how we would optimally allocate the
m items among the n bidders if their value functions were Ai. Iteratively, we
continue with step 1 by asking each bidder specifically for those bundles x, that
they would get in the approximately optimal allocation.

The mechanisms introduced in Brero et al. [2018, 2021], Weissteiner and Seuken [2020],
Weissteiner et al. [2022a,b, 2023] in essence28 loop through these 3 steps 100 times.

Such mechanism can be bench-marked on well-established auction simulators such
as GSVM [Goeree and Holt, 2010], LSVM [Scheffel et al., 2012], SRVM [Weiss et al.,
2017] and MRVM [Weiss et al., 2017].

Weissteiner and Seuken [2020] were the first to use NNs as an ML method to
approximate bidders’ value functions in such a mechanism. While some rumors claim
that deep learning only works well when huge amounts of training data are available,
P -functional theory tells us that deep NNs can have very reasonable inductive biases.
Especially ReLU-NNs have an inductive bias towards functions whose second derivative
has a low norm, i.e., ReLU NNs try to find functions that are in a certain sense as linear
as possible. At the same time, they are able to approximate every function when they
are forced to. This inductive bias is intuitively speaking very suitable for bidders’ value
functions. Value functions can, in principle, be quite complicated, and if a bidder has a
value of 1$ for item A and 2$ for item B, the value for the bundle {A, B} can be both
lower or higher than 3$, but if we don’t have any further information it can be a good
guess to estimate the value of {A, B} to be approximately 3$. And indeed, Weissteiner
and Seuken [2020] could get very competitive results while their (deep) ReLU NNs were
only trained with less than 100 data points.

In our work Weissteiner et al. [2022a, 2023], Soumalias et al. [2024] we have intro-
duced several further improvements over the state of the art.

4.4.1 Monotone-Value Neural Networks: Exploiting
Preference Monotonicity in Combinatorial As-
signment

For the full paper see Weissteiner et al. [2022a].
For many auctions, one can assume the free disposal property, which implies

monotonously of the value functions vi. This prior knowledge can be captured by
introducing an inductive bias on the learned approximation Ai to be monotonic (with-
out the need to explicitly formulate a specific prior distribution on monotonic functions,
see Section 1.5). For this purpose we designed a NN-architecture, that we call MVNN
(see [Weissteiner et al., 2022a, Definition 1]), which both has the ability to exactly
represent any monotonic function on X = {0, 1}n and has a guarantee to never result
in any non-monotonic function as we prove in [Weissteiner et al., 2022a, Theorem 1].

28The actual mechanisms are more sophisticated, e.g., we actually use less than 100
rounds because we ask each bidder multiple queries per round. Many further details
can be found in these papers and their appendices.
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In [Soumalias et al., 2024, Appendix B] we extend these results to monotonic functions
on X = ∏m

j=1 {1, . . . , cj}, which is useful when there are cj indistinguishable copies
of item j. The activation function of this architecture is a bounded modification of
the ReLU activation function. Intuitively we guess that the inductive bias of this ar-
chitecture is similar to the one of the architectures studies in Chapter 3 within the
class of monotonic functions, while it cannot be exactly the same. In [Weissteiner et al.,
2023, Defintion F.1] we add monotonic linear skip connections to the architecture to
strengthen the inductive bias towards linear functions without hurting the ability to
approximate every monotonic function.

In [Weissteiner et al., 2023, Section 3.2 and Appendix E] we discovered that classical
initialization schemes do not scale well for MVNNs with larger widths. There we discuss
this phenomenon theoretically and derive a fundamentally new initialization scheme,
which provably fulfills certain important properties.

When we designed the MVNN-architecture we took care that the optimization
problem in step 3 can be formulated as a computationally feasible mixed integer linear
program (MILP) (see [Weissteiner et al., 2022a, Theorem 2]).

We achieved significant improvements over the state of the art both in terms of
generalization on value functions (due to the better inductive bias) [Weissteiner et al.,
2022a, Section 4] and in terms of efficiency of the mechanism for auctions [Weissteiner
et al., 2022a, Section 5].

We think MVNNs can also be useful for various other applications where one
a priori knows that one wants to approximate a monotonic function. MVNNs were
also successfully applied to other combinatorial assignment problems such as course
allocation [Soumalias et al., 2023], which is not a combinatorial auction.

4.4.2 BOCA: Bayesian Optimization-Based Combina-
torial Assignment

For the full paper see Weissteiner et al. [2023].
One problem in the mechanism described before is that it auction can get stuck

in a situation where (almost) the same query is asked over and over again without
obtaining new information from the bidder.

In Bayesian optimization, this is avoided by incorporating uncertainty in the decision
of which query to ask next: For example, UCB algorithms use an upper credible bound
as an acquisition function.29 This way exploration of new regions in the search-space is
fostered: If you write UBc = f̂ +cσ̂f and if σ̂f satisfies desiderata D3, then cσ̂f = UBc − f̂
incentives to pick a point x for the next query which is far away from the previous
observations, as cσ̂f is larger for such points.

In order to incorporate our monotonicity-prior we train a MVNN on L̃NOMU (with
ℓ2-regularization) to obtain our monotonic upper uncertainty bound ˆ

UB as described
in [Weissteiner et al., 2023, Definition 3]. We can then use A ∶= ˆ

UB in step 3.

29See [Weissteiner et al., 2023, Section 2.3] for a brief introduction to Bayesian opti-
mization.
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In our experiments we can again observe further improvements in efficiency (and
also in revenue) [Weissteiner et al., 2023, Section 4 and G.6].

4.4.3 ML-CCA: Machine Learning-Powered Combina-
torial Clock Auction

For the full paper see Soumalias et al. [2024].
In the previous mechanisms, we asked the bidder value queries (VQs), i.e., we asked

them to report us their value vi(x) for a given bundle x. However, in Soumalias et al.
[2024] we developed a ML-based mechanism that only asks demand queries (DQs), i.e.,
we ask to report which bundle x∗

i (p) solves x∗
i (p) ∈ arg maxx∈X vi(x)−⟨p, x⟩ for a given

price-vector p.
The main practical issue with the mechanisms mentioned before was that there is a

high risk of bidders not being capable of answering VQs. Especially answering random
VQs at the start can be very challenging for bidders. Prior research in auction design
has identified that DQs are the best way to run auctions [Cramton, 2013]. At least the
CCA which is the most established mechanism for spectrum auctions only uses DQs,
so bidders are more used to answer DQs.

We developed a new training algorithm that allows us to train MVNNs (or any
other NN with piece-wise linear activation function) on DQs [Soumalias et al., 2024,
Algorithm 1]. Each DQ reveals an inequality that the value function vi (and thus also
the MVNN that should approximate it) has to satisfy globally on X (i.e., revealing
information on vi(x) for every x ∈ X ). Due to the exponential size of X naive implemen-
tations of these inequality constraints are computationally infeasible. Our algorithm
includes a loss function which is zero iff the MVNN satisfies each inequality globally
on X .

This algorithm might be also useful for applications outside auction design, whenever
one wants to learn a (non-linear) function that should satisfy certain linear global
inequalities.

Further, we have developed an algorithm [Soumalias et al., 2024, Algorithm 3]
which outputs a price-vector p with a high clearing-potential based on approximate
value functions [Soumalias et al., 2024, Section 4].

With this mechanism [Soumalias et al., 2024, Algorithm 2], we can significantly
outperform the currently used CCA across multiple simulators while staying in the
same querying framework of CCA, i.e., DQs [Soumalias et al., 2024, Section 6.3]. For
example, for MRVM, which simulates the Canadian 4G spectrum auction with 98 items
and 10 bidders that generated 5.27 Billion USD of revenue [Ausubel and Baranov,
2017], we obtained an average improvement of social welfare by 0.5 percentage points
over CCA. For other simulators, we improved the average social welfare by up to 9
percentage points over CCA.
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Notation for PD-NJ-ODE
from Section 4.3

Fj The Doob-Dynkin Lemma [Taraldsen, 2018, Lemma 2] implies the existence of
measurable functions Fj ∶ [0, T ] × [0, T ] × BV c([0, T ]) → R such that X̂t,j =
Fj (t, τ(t), X̃≤τ(t)), since X̂t,j ∶= E [Xt,j ∣At] = E [Xt,j ∣X̃≤τ(t)] (see [Andersson
et al., 2024, Sections 2]). The goal of our model Y θ is to learn this function

F = (Fj)1≤j≤dX
, i.e., limm→∞ Y

θmin
m,Nm

t (X̃≤τ(t)) = F (t, τ(t), X̃≤τ(t)) = X̂t, while
we are usually not able to write down F explicitly. In settings with noise (e.g.,
in [Andersson et al., 2024, Section 3]). and in the appendix) we replace X̃≤τ(t)

by Õ≤τ(t). 191

K The “maximal” value of n, i.e., the essential supremum K ∶=
sup {k ∈ N ∣ P̃(n ≥ k) > 0} ∈ N ∪ {∞} of n (see [Andersson et al., 2024, Sec-
tions 2]). In [Andersson et al., 2024, Sections 2 and 3], K is defined with respect
to P̃, but in [Andersson et al., 2024, Section 4]). (and all sections thereafter
including the appendix), K is defined with respect to P. 186, 207–209, 211, 212

M The observation mask M = (Mk)0≤k≤K , which is a sequence of random variables on
(Ω̃, F̃ , P̃) taking values in {0, 1}dX such that Mk is F̃tk -measurable. The j-th
coordinate of the k-th element of the sequence M , i.e., Mk,j , signals whether
Xtk,j , denoting the j-th coordinate of the stochastic process at observation time
tk, is observed. By abuse of notation we also write Mtk

∶= Mk (see [Andersson
et al., 2024, Sections 2]). In [Andersson et al., 2024, Sections 2 and 3], M is
defined on (Ω̃, F̃ , P̃), but in [Andersson et al., 2024, Section 4]). (and all sections
thereafter including the appendix), M is defined on (Ω, F , P). 187–189, 208, 209

O The noisy observations Otk
∶= Xtk +ϵk for 0 ≤ k ≤ n, where ϵk is the noise with known

mean (see [Andersson et al., 2024, Sections 3.1]). For the majority of the paper, we
assume that the noise has zero mean (whenever we use (the MC-approximation
of) the loss [Andersson et al., 2024, Eq. (6) and (7)]), except [Andersson et al.,
2024, Sections 3.3] where we assume any known mean βi(Õ≤τ(t)) ∶= E [ϵi∣Ati−]
and thus use (the MC-approximation of) the loss [Andersson et al., 2024, Eq. (10)].
We define Oti− ∶= Xti− + ϵi and therefore also have that Oti = Oti− almost surely.
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In [Andersson et al., 2024, Section 3])., ϵk are i.i.d. random variables on (Ω̃, F̃ , P̃),
but in [Andersson et al., 2024, Section 4]). (and all sections thereafter including
the appendix), ϵk are i.i.d. random variables on (Ω, F , P). 187–190, 209, 210

T The largest time T ∈ R>0 we consider (see [Andersson et al., 2024, Sections 2]). 186,
187, 207–211

X The stochastic process X ∶= (Xt)t∈[0,T ] we want to study (which is an adapted

càdlàg stochastic process X ∶ (Ω, F , F, P) → RdX
[0,T ]). In our notation X

(j)

t,k

refers to the k-th coordinate of the j-th path at time t for 1 ≤ k ≤ dX , 1 ≤ j ≤ N
and t ∈ [0, T ] (see [Andersson et al., 2024, Sections 2]). E.g., for a medical
data-set, the index j could correspond to a patient and the first coordinate could
correspond to the body-temperature and the second coordinate could correspond
to the blood-pressure, then X

(7)

t,1 (ω) = 36.9 would mean that the 7th patient had
a body temperature of 36.9°C at time (or age) t. 186–191, 207–211

Y The output Y θ(X̃≤τ(⋅)) of our PD-NJ-ODE (4.3.1) which should approximate X̂
for properly trained parameters θ (see [Andersson et al., 2024, Definition 2.6]).
We use the short notation Y θ,j ∶= Y θ(X̃≤τ(⋅),(j)). 186–192, 207

X̂ = (X̂t)0≤t≤T The conditional expectation process of X, which is its L2-optimal pre-
diction [Krach et al., 2023, Proposition 2.5] given the currently available informa-
tion, is defined as X̂ = (X̂t)0≤t≤T , with X̂t ∶= EP×P̃[Xt∣At] (see [Andersson et al.,
2024, Sections 2]). In [Andersson et al., 2024, Sections 2 and 3], the expectation
is taken with respect to P × P̃, but in [Andersson et al., 2024, Section 4]). (and
all sections thereafter including the appendix), the expectation is taken with
respect to P. 187, 190, 191, 207, 208

Φ̂N The objective function Φ̂N ∶ Θ → R, θ ↦ Φ̂N (θ) ∶= Ψ(Y θ(X)) on the parameter-
space Θ for a finite number of N ∈ N training paths (i.e., the Monte Carlo
approximation of Φ). In [Andersson et al., 2024, Section 2, 4 and 6.2]), Φ̂N is
defined in [Andersson et al., 2024, Eq. (5)]). (this old objective function only
leads to the correct results for noiseless observations, but in [Andersson et al.,
2024, Section 3]). and in the appendix, Φ̂N is defined analogously via [Andersson
et al., 2024, Eq. (6) and (7)] (this new objective function is different from the
old one and even leads to the right result for noisy observations). In [Andersson
et al., 2024, Section 6.1 and 6.3]). we compare both losses against each other.
Note that in [Andersson et al., 2024, Sections 3.3] we use another modification
of the loss [Andersson et al., 2024, Eq. (10)] for the case of noise with known
non-zero mean. Note that these 3 variants of Φ̂N are the loss functions on which
we actually train our parameters in practice with finitely many training data.
187, 190, 191, 193, 210

(Ω, F , F, P) The filtered probability space (Ω, F , F ∶= (Ft)0≤t≤T , P) on which X is de-
fined (see [Andersson et al., 2024, Sections 2]). In [Andersson et al., 2024, Sec-
tion 4]). (and all sections thereafter including the appendix) all stochastic objects
X, n, K, ti, τ, M, At are defined on this probability space. However, in [Ander-
sson et al., 2024, Sections 2 and 3] only X is defined on this space, while the
observation framework n, K, ti, τ, M is defined on a different filtered probability
space (Ω̃, F̃ , F̃, P̃). 187, 207–211
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(Ω̃, F̃ , F̃, P̃) The filtered probability space (Ω̃, F̃ , F̃ ∶= (F̃t)0≤t≤T , P̃) on which
n, K, ti, τ, M are defined describing the observation framework, but X is not
defined on this space (see [Andersson et al., 2024, Sections 2]). In [Andersson
et al., 2024, Section 4]). (and all sections thereafter including the appendix) this
space is not needed since all stochastic objects X, n, K, ti, τ, M, At are defined
on (Ω, F , F, P). However, in [Andersson et al., 2024, Sections 2 and 3] this space
is used for n, K, ti, τ, M related to the events of observations. 187, 207–211

A ∶= (At)t∈[0,T ] The filtration of the currently available information A ∶= (At)t∈[0,T ]

defined by

At ∶= σ (Xti,j , ti, Mti ∣ ti ≤ t, j ∈ {1 ≤ l ≤ dX ∣Mti,l = 1}) ,

in all sections, where we have noiseless observations Xti and analogously defined
as

At ∶= σ (Oti,j , ti, Mti ∣ ti ≤ t, j ∈ {1 ≤ l ≤ dX ∣Mti,l = 1}) ,

in all other sections, where we have noisy observations Oti . In both cases this
corresponds to the information obtained from seeing the observations until time t
where σ(⋅) denotes the generated σ-algebra (see [Andersson et al., 2024, Sections 2
and 3.1]). We use the notion of stopped σ-algebras

Atk
∶= σ (Xti,j , ti, Mti ∣ i ≤ k, j ∈ {1 ≤ l ≤ dX ∣Mti,l = 1}) ,

and pre-stopped σ-algebras

Atk− ∶= σ (Xti,j , ti, Mti , tk ∣ i < k, j ∈ {1 ≤ l ≤ dX ∣Mti,l = 1})

from Karandikar and Rao [2018, Definitions 2.37 and 8.1]. In the sections with
noise, we replace X by O. 187, 189, 207–209

D The set of all càdlàg RdX -valued A-adapted processes (see [Andersson et al., 2024,
Sections 2]). In [Andersson et al., 2024, Sections 2 and 3], the stochastic processes
in D live on (Ω× Ω̃, F ⊗F̃ , F⊗ F̃, P× P̃), but in [Andersson et al., 2024, Section 4]).
(and all sections thereafter including the appendix), they live on (Ω, F , F, P). 209

N The set N of bounded output neural networks consists of all feed-forward neural
networks that have bounded outputs. In particular we assume that the final
activation function applied to the output of the neural network is the bounded
output activation function Γγ = (⋅) min (1, γ

∣(⋅)∣2
) (see [Andersson et al., 2024,

Sections 2]). Throughout the paper we assume that the functions fθ1
, ρθ2

∈ N
in the PD-NJ-ODE (4.3.1) are bounded output feedforward neural networks.
Note that this assumption is not really important in practice but facilitates our
theoretical proof. 186, 210, 211

Ψ The objective function Ψ ∶ D → R (cf. equivalent objective function from Remark 4.7
& Appendix A.1.4 of Krach et al. [2023]) on the path-space D in expectation (i.e.,
“for an infinite amount of training paths”). In [Andersson et al., 2024, Section 2,
4 and 6.2]), the old objective function [Andersson et al., 2024, Eq. (3)] that
only works for noiseless observations is used, but in [Andersson et al., 2024,
Section 3]). and in the appendix, the new objective function [Andersson et al.,
2024, Eq. (6)] that also works for noisy observations is used. In [Andersson et al.,
2024, Section 6.1 and 6.3]). we compare both losses against each other. Note
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that in [Andersson et al., 2024, Sections 3.3] we use another modification of the
loss [Andersson et al., 2024, Eq. (10)] for the case of noise with known non-zero
mean. 188, 193

Θm The compact subset Θm ⊂ Θ consists of all θ = (θ1, θ2, θ̃3) = ((θ̃1, γ1), (θ̃2, γ2), θ̃3) ∈
Θ that correspond to (bounded output) neural networks with widths and depths
that are at most m and such that the truncated signature of level m or smaller is
used and such that the norms of the weights θ̃i and the bounds γi are bounded
by m. I.e., Θm ∶= {θ = ((θ̃1, γ1), (θ̃2, γ2), θ̃3) ∈ Θ̂m ∣ ∣θ̃i∣2 ≤ m, γi ≤ m} ⊂ Θm ⊂ Θ,
where Θ̂m ⊂ Θ is defined as the set of possible parameters for the 3 (bounded
output) neural networks, such that their widths and depths are at most m and
such that the truncated signature of level m or smaller is used (see [Andersson
et al., 2024, Sections 2]). We use the notation30 Θi

m ∶= {θi ∣ (θ1, θ2, θ̃3) ∈ Θm}
and Θ̃i

m ∶= {θ̃i ∣ ((θ̃1, γ1), (θ̃2, γ2), θ̃3) ∈ Θm} for the projections of the sets on
the weights θi and θ̃i respectively. 192, 210

γ The parameters γ are contained in θ = ((θ̃1, γ1), (θ̃2, γ2), θ̃3) and bound the outputs
of bounded output neural networks. I.e., for every bounded output neural network
fθ1

, ρθ2
∈ N it holds that ∣fθ1

(x)∣
2

≤ γ1 and ∣ρθ2
(x)∣

2
≤ γ2, because of the

bounded output activation function Γγi ∶ Rd → Rd, x ↦ Γγi (x) = x ⋅ min (1, γi
∣x∣2

)
(see [Andersson et al., 2024, Sections 2]). I.e., fθ1

(x) = f
(θ̃1,γ1)

(x) = Γγ1 (f̃θ̃1
(x))

and ρθ2
(x) = ρ

(θ̃2,γ2)
(x) = Γγ2 (ρ̃θ̃2

(x)). 186, 187, 191, 209–211

θmin
m,N ∈ Θmin

m,N The set of all minimizers θmin
m,N ∈ Θmin

m ∶= arg minθ∈Θm
{Φ̂N (θ)} of the

objective function Φ̂N (corresponding to N training paths) under the constraints
of Θm for any given m, N ∈ N (see [Andersson et al., 2024, Theorem 2.7]).). 189,
192, 207

πm The truncated signature πm(X) of order m ∈ N of a continuous path with finite
variation X is defined in [Andersson et al., 2024, Definition 2.5]. In simple words,
πm(X) is a finite dimensional feature-vector representing a continuous path X.
For every finite truncation level m, πm(X) does not capture all the information
about the infinite dimensional object X, but in our proof we use that there
always exists a m ∈ N such that πm(X) describes X sufficiently well. 186, 190

Õ≤t The interpolated observation process Õ≤t continuously interpolates the noisy ob-
servations Oti that where observed before time t (see [Andersson et al., 2024,
Sections 3.1]). To be precise the first dX coordinates of Õ≤t interpolate the noisy
observations Oti , while the next dX coordinates of Õ≤t captures explicit informa-
tion on when which coordinate was observed and the last coordinate is just the
time. At time s ∈ [0, T ], the interpolated observation process Õ≤t

s (ω) ∈ R2dX +1

is defined analogously to X̃≤t
s (ω) ∈ R2dX +1 from [Andersson et al., 2024, Sec-

tions 2], by replacing X by O. In [Andersson et al., 2024, Section 3])., Õ≤t is
an adapted stochastic process on (Ω × Ω̃, F ⊗ F̃ , F ⊗ F̃, P × P̃), but in [Andersson
et al., 2024, Section 4]). (and all sections thereafter including the appendix), Õ≤t

is an adapted stochastic process on (Ω, F , F, P). 207

30The definition is less ambiguous, if we write more precisely: Θi
m ∶=

{θi ∣ ∃ (θ′
1, θ′

2, θ̃′
3) ∈ Θm ∶ θi = θ′

i}.
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X̃≤t The interpolated observation process X̃≤t continuously interpolates31 the obser-
vations of X that where observed before time t. To be precise the first dX coor-
dinates of X̃≤t interpolate the observations of X, while the next dX coordinates
of X̃≤t captures explicit information on when which coordinate was observed
and the last coordinate is just the time. At time s ∈ [0, T ], the j-th coordinate
X̃≤t

s,j(ω) of X̃≤t
s (ω) ∈ R2dX +1 is defined in [Andersson et al., 2024, Sections 2]. In

[Andersson et al., 2024, Sections 2 and 3], X̃≤t is an adapted stochastic process
on (Ω× Ω̃, F ⊗F̃ , F⊗ F̃, P× P̃), but in [Andersson et al., 2024, Section 4]). (and all
sections thereafter including the appendix), X̃≤t is an adapted stochastic process
on (Ω, F , F, P). 186, 187, 189–191, 207, 208

Ñ The set Ñ of feedforward neural networks consists of all (classical) feed-forward
neural networks. We assume that Ñ is a set of standard feedforward neural
networks with id ∈ Ñ that satisfies the standard universal approximation theorem
with respect to the supremum-norm on compact sets, see for example Hornik
[1991, Theorem 2] Throughout the paper we assume that the functions g̃θ̃1

∈ Ñ
in the PD-NJ-ODE (4.3.1) is a feedforward neural networks. 186, 211

θ̃ The trainable parameters θ̃ = (θ̃1, θ̃2, θ̃3) contain all trainable weights and biases of
θ = (θ1, θ2, θ̃3) ∈ Θ but not the bounds γ1 and γ2. I.e., the classical feedforward
neural network g̃θ̃3

∈ Ñ is fully parametrized by θ̃3, while the bounded output
feedforward neural networks fθ1

, ρθ2
∈ N are paremetrized by θi = (θ̃i, γi) for

i ∈ {1, 2} which also includes γ1 and γ2 additionally to θ̃1 and θ̃2 (see [Andersson
et al., 2024, Definition 2.6]). 186, 187, 190–192, 210, 211

dX The dimension dX ∈ N of X (i.e., Xt(ω) ∈ RdX ) (see [Andersson et al., 2024,
Sections 2]). 186, 190, 207–211

n The random number of observations n ∶ (Ω̃, F̃ , P̃) → N≥0 up to time T (see [Andersson
et al., 2024, Sections 2]). Every observation time ti ∈ [0, T ] counts as 1 observation
for this count (also for incomplete observations). In [Andersson et al., 2024,
Sections 2 and 3], n is defined on (Ω̃, F̃ , P̃), but in [Andersson et al., 2024,
Section 4]). (and all sections thereafter including the appendix), n is defined
on (Ω, F , P). In our medical example, n(j) denotes the number of observation
times for the j-th patient. 187, 189, 190, 207–209, 211

ti The random observation times ti ∶ (Ω̃, F̃ , F̃, P̃) → [0, T ]∪{∞} for 0 ≤ i ≤ K are sorted
stopping times, with ti(ω̃) ∶= ∞ if n(ω̃) < i (see [Andersson et al., 2024, Sec-
tions 2]). In our practical implementation we replace “∞” by “T ” (see [Andersson
et al., 2024, Algorithm 1]), since we are not interested in times after T anyway.
In [Andersson et al., 2024, Sections 2 and 3], ti are defined on (Ω̃, F̃ , F̃, P̃), but
in [Andersson et al., 2024, Section 4]). (and all sections thereafter including the
appendix), ti are defined on (Ω, F , F, P). 186–191, 207–212

31Interpolation also includes extrapolation within this paper. X̃≤t interpolates the
observations before time t without leaking any information from observations after time
t. Furthermore, its time-consistency allows for efficient online updates of its signature
instead of recomputing its signature for the whole path at every new observation time
tk.
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u The jump process ut ∶= ∑K
k=1 1tk≤t counts the observations without considering which

coordinates where observed (see [Andersson et al., 2024, Sections 2]). 186
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