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Abstract

Control systems are subject to a number of uncertainties a�ecting their perfor-
mance and reliability, be it in the dynamics model of the system, or operating
conditions due to unknown disturbances. With increasingly available sensing
and computing capabilities many of these systems have the potential to ad-
dress these uncertainties and increase performance, robustness and reliability
by learning directly from collected measurement data. In this context, model
predictive control (MPC) attracts considerable interest, since it can take model
uncertainties and gained information explicitly into account in the underlying
optimization problem, e.g., through the prediction model. Established tech-
niques, however, are often based on a priori robust bounds and make no explicit
use of the available data. This is in part due to the fact that most data-based
learning techniques are formulated under a stochastic paradigm, and are not
directly compatible with robust control approaches. This thesis aims to ad-
dress these issues, �rst, by investigating the practical viability of stochastic
learning-based MPC for safety-critical high-performance applications, and sec-
ond, through theoretical investigations of stochastic MPC for linear systems.
The �rst part of the thesis discusses learning-based MPC, and opens with

a review of current research e�orts that aim to reliably exploit the available
data for improved performance and �exibility in predictive control. The review
identi�es several branches of research, the largest of which is model learning
techniques, and discusses common trends, challenges and opportunities. Sub-
sequently, a speci�c approach for model learning is investigated, which uses
Gaussian process (GP) regression to improve the prediction model from state
measurement data. As a stochastic nonparametric technique, GP regression
provides great �exibility and an inherent quanti�cation of uncertainties. The
use of GPs in predictive control applications is, however, challenging due to
the resulting stochastic MPC formulation and computational issues related to
its nonparametric nature. This thesis addresses these challenges, providing a
principled procedure to derive an approximate deterministic optimization prob-
lem. Furthermore, several computational tools are proposed, resulting in a
computationally e�cient learning-based MPC method that makes use of an
approximate uncertainty description to enhance safety. Hardware experiments
demonstrate the practical feasibility in autonomous racing, showing signi�cant
performance improvements.
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The second part of the thesis deals with stochastic MPC for linear sys-
tems, providing MPC formulations with theoretical safety properties through
chance constraint satisfaction guarantees. The contributions develop analogies
to established robust concepts, which can be used to design a deterministic
approximation of the stochastic MPC problem through constraint tightening.
This results in e�ciently implementable MPC formulations with online com-
plexity comparable to nominal MPC. The methods developed focus on additive
disturbances with unbounded support, such as commonly considered Gaussian
disturbances. While linear systems under Gaussian disturbances are extensively
studied in the �eld of control, they present unique challenges in the context
of stochastic MPC due to resulting feasibility issues that hinder a closed-loop
(safety) analysis. This thesis provides the �rst closed-loop constraint satisfac-
tion guarantees for this class of systems, by proposing and analyzing a suitable
recovery mechanism given infeasibility. Furthermore, an indirect feedback ini-
tialization scheme is proposed, which provides recursive feasibility and comes
with favorable theoretical properties. Here, constraint satisfaction in closed-
loop is realized through a known nominal system state providing recursive fea-
sibility, while feedback from state measurements is introduced through the
cost function, indirectly also in�uencing the nominal system trajectory. The
resulting MPC formulation o�ers great �exibility, and data-based extensions
and design procedures are discussed. These, in particular, allow hard input
constraints to be taken into account, addressing the limited input authority of
many real-world control systems.
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Kurzfassung

Sowohl in der Beschreibung der Dynamik als auch durch unbekannte Störun-
gen im Betrieb, sind Regelsysteme einer Reihe von Unsicherheiten ausgesetzt.
Mit zunehmend verfügbaren Sensor- und Rechenkapazitäten können vieler die-
ser Systeme diese Unsicherheiten durch Messdaten direkt erfassen, um damit
Regelgüte, Robustheit und Zuverlässigkeit zu verbessern. In diesem Kontext
erfreut sich modellprädiktive Regelung (engl.: model predictive control, MPC)
groÿem Interesse, da Modellunsicherheiten und gesammelte Informationen ex-
plizit in das zugrundeliegende Optimierungsproblem aufgenommen werden kön-
nen, beispielsweise indem das Prädiktionsmodell angepasst wird. Etablierte ro-
buste MPC-Methoden basieren jedoch häu�g auf a priori festgelegten worst-

case Abschätzungen und machen keinen direkten Gebrauch von Messdaten.
Das liegt zum Teil darin begründet, dass datenbasierte Lernmethoden typi-
scherweise aus einer stochastischen Sichtweise verfasst sind, sodass sie nicht
direkt mit robusten Regelmethoden kompatibel sind. Diese Arbeit widmet sich
dieser Problematik, erst indem sie die praktische Realisierbarkeit von MPC-
Varianten basierend auf stochastischen Lernmethoden in sicherheitsrelevanten
Hochleistungsanwendungen untersucht und darauf folgend durch theoretische
Untersuchungen von stochastischem MPC für lineare Systeme.
Der erste Teil der Arbeit betri�t den Einsatz von maschinellem Lernen im Zu-

sammenhang mit MPC. Er beginnt mit einer Überblicksstudie entsprechender
Forschungsarbeiten, welche die verlässliche Nutzung datenbasierter Methoden
in der prädiktiven Regelung untersuchen, um Flexibilität und Regelgüte zu ver-
bessern. Dort werden verschiedene Forschungsbereiche identi�ziert, von denen
der verbreitetste die datenbasierte Generierung oder Anpassung des Prädik-
tionsmodells behandelt. Des Weiteren werden gemeinsame Trends, Chancen
und Herausforderungen der verschiedenen Bereiche aufgezeigt. Darauf folgend
wird ein spezi�scher Ansatz erarbeitet, welcher Gauÿ-Prozess-Regression auf
Grundlage von Zustandsmessungen zur Verbesserung des Prädiktionsmodells
verwendet. Gauÿ-Prozesse, als eine nichtparametrische stochastische Regres-
sionstechnik, bergen eine Reihe von Herausforderungen im MPC, welche in
dieser Arbeit adressiert werden. Es wird eine methodische Vorgehensweise zur
Überführung des stochastischen MPC-Problems in eine deterministische Appro-
ximation präsentiert, die durch eine angenäherte Unsicherheitsbeschreibung die
Sicherheit des Regelsystems erhöhen kann. Weiterhin werden mehrere Techni-
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ken erläutert, welche die resultierende Rechenlast reduzieren und zu einer prak-
tisch implementierbaren lern-gestützten MPC-Methodik führen. Experimente
mit autonomen Rennwagen zeigen die praktische Umsetzbarkeit des Regelan-
satzes, und stellen deutliche Leistungszuwächse heraus.
Der zweite Teil der Arbeit handelt von stochastischem MPC für lineare Sy-

steme und erarbeitet MPC-Formulierungen mit theoretischen Sicherheitsgaran-
tien, welche in Form von Garantien auf die Erfüllung stochastischer Zustands-
beschränkungen (Zufallsbeschränkungen) formuliert werden. Die Arbeit ent-
wickelt Analogien zu etablierten robusten Konzepten für eine deterministische
Approximation des stochastischem MPC-Problems, in dem Zufallsbeschrän-
kungen als Sicherheitsabstände ausgedrückt werden. Die resultierende Online-
Rechenlast ist dadurch vergleichbar mit nominellen MPC-Formulierungen. Die
entwickelten Methodiken konzentrieren sich hauptsächlich auf stochastische
additive Störungen von potenziell unbeschränkter Gröÿe, wie etwa Störungen
die einer Gauÿ-Verteilung folgen. Solch lineare Systeme unter Gauÿ-verteilten
Störungen sind Gegenstand intensiver Forschung in der Regelungstechnik und
Systemtheorie, und in vielen Aspekten wohlverstanden. Im Kontext der prädik-
tiven Regelung jedoch, ergeben sich signi�kante Herausforderungen hinsichtlich
der anhaltenden Lösbarkeit des zugrundeliegenden Optimierungsproblems, wel-
che eine (Sicherheits-)Analyse des geschlossenen Regelkreises erschweren. Die-
se Arbeit stellt die ersten Garantien auf Zufallsbeschränkungen für Probleme
dieser Klasse im geschlossenen Regelkreis vor, indem Mechanismen zum Um-
gang mit der Unlösbarkeit des MPC-Problems erarbeitet und analysiert werden.
Des Weiteren wird eine stochastische MPC-Formulierung mit indirekter Rück-
koppelung des Systemzustands präsentiert, welche die anhaltende Lösbarkeit
des Optimierungsproblems garantiert und eine umfassende theoretische Analy-
se ermöglicht. In dieser Formulierung werden Zufallsbeschränkungen bezüglich
eines separaten nominellen Systemzustands behandelt, während die Rückkop-
pelung des gemessenen Systemzustands ausschlieÿlich bezüglich der Kosten der
MPC-Optimierung erfolgt. Der resultierende MPC-Regler zeichnet sich durch
groÿe Flexibilität aus und datenbasierte Erweiterungen werden vorgestellt. Die-
se ermöglichen insbesondere die Behandlung harter Eingangsbeschränkungen,
wie sie häu�g in realen Regelungsproblemen vorzu�nden sind.
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I. Introduction

The increasing availability of sensing and computing capabilities in technical
systems presents great opportunities for advanced and data-driven control,
promising increases in performance and safety through automatic adaptation,
as well as a signi�cant reduction in engineering e�ort by automating the con-
troller design process for tailored high-performance control solutions. While
these methods attract considerable interest from both academia and indus-
try, much of the potential remains untapped in practical applications. This
is in part due to reliability and safety concerns, stemming from uncertainties
associated with the respective system and its operating conditions. Model pre-
dictive control (MPC) is the prime methodology for constrained control and
can take safety conditions into account through the formulation of suitable
system constraints. Furthermore, data-based extensions of MPC are easily
derived by adjusting parts of the controller formulation, such as the prediction
model, and established robust MPC variants explicitly address uncertainties
and disturbances a�ecting the system through worst-case bounds. One direc-
tion of research, therefore, considers robust data-based system identi�cation
techniques, in particular set-membership identi�cation [1], resulting in data-
or learning-based robust MPC with thorough theoretical analyses, see for in-
stance [2], [3]. More commonly, however, successful machine learning and
data-based techniques are formulated under a stochastic paradigm, resulting
in uncertainty descriptions based on probabilities. Established robust MPC
concepts are typically not directly compatible with these uncertainty descrip-
tions and do not provide a quanti�ed notion of risk in terms of probabilities.
The development of stochastic and learning-based MPC methods therefore
o�ers great potential to enable the exploitation of available data in modern
control systems, taking the stochastic uncertainty descriptions explicitly into
account. A thorough analysis for stochastic MPC formulations, however, has
proved to be signi�cantly more challenging than for robust variants [4], and
open questions remain, even for typically well-understood system classes such
as linear systems under Gaussian additive noise [5].
This thesis addresses the outlined challenges by focusing on two main areas.

The �rst part of the thesis considers learning-based MPC, and in particular the
practical viability of stochastic learning approaches for the predictive control
of uncertain systems, exploring how collected measurement data can be lever-
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I. Introduction

aged to safely improve performance of the control system. The second part
investigates theoretical questions in stochastic MPC of linear systems, with a
particular focus on recursive feasibility and closed-loop constraint satisfaction
under disturbances with unbounded support, pertaining to safety guarantees.
A dedicated introduction to the respective parts of the thesis is given in the
following sections.

A: Learning-based Model Predictive Control

There is a growing interest in enhancing control systems directly based on
collected data, which is fueled by the abundance of cheap sensing units and
multipurpose computing hardware. Many data-driven control techniques suf-
fer, however, from a lack of formal performance and safety guarantees, as
well as practical reliability issues, in particular when reasonably little data is
available [6]. MPC o�ers the potential to exploit the available data and in-
creased computational resources in a reliable manner, due to its ability to
explicitly consider (safety) constraints, as well as disturbances and uncertain-
ties present in the system through robust and stochastic formulations. As a
�rst contribution, this thesis provides a review of the young �eld of learning-
based MPC, identifying di�erent areas in which learning can be leveraged in
the context of predictive control, as well as challenges and opportunities in this
interdisciplinary �eld. The largest and most commonly explored area consid-
ers the automated generation or improvement of the prediction model based
on collected measurements of the system. Many of these approaches addi-
tionally make use of an uncertainty description through the use of robust and
stochastic MPC methods, addressing reliability and safety issues. In particular,
the integration of stochastic data-driven techniques in the MPC formulation
presents the opportunity to exploit powerful machine learning techniques, while
providing a quanti�able safety description.
The remainder of this part of the thesis considers a speci�c approach in

this area, namely the use of GP regression to enhance the prediction model
of an MPC controller through collected state measurements. GP regression is
a stochastic nonparametric nonlinear regression technique, and as such comes
with a con�dence description of the function estimate that can be exploited for
safety measures during control. Due to its nonparametric nature, it is partic-
ularly suitable for learning model components which are hard to parameterize,
such as systematic deviations from a nominal prediction model. The use of
GP-based models in predictive control, however, comes with a number of chal-
lenges. One fundamental di�culty is related to the propagation of the state
distributions in the prediction, which become non-Gaussian after one time step.
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This is typically done by repeatedly approximating the posterior distribution of
the GP from uncertain inputs along the prediction horizon [7]. Based on this, a
GP-based predictive control approach was �rst presented in [8]. Since then, a
number of applications of GP-based predictive control have been presented, for
instance in the area of process control [9], [10], or control of mobile robots [11].
Due to the challenging computational nature, however, most applications are
limited to reasonably small and slow systems.
The contributions in this thesis extend existing results by providing a prin-

cipled deterministic reformulation of chance constraints through suitable con-
straint tightening (as developed in Part B of this thesis) and a number of
tailored computational tools, enabling the control of larger systems with small
sampling times. This results in a practically applicable high-performance con-
trol methodology, which is experimentally demonstrated in autonomous racing
applications, showing signi�cant improvements of the racing performance. Fi-
nally, the thesis provides a critical discussion of a common interpretation of the
uncertainty description of GP-based models in dynamic systems. In particular,
it highlights the presence of an implicit independence assumption, e.g., used in
established propagation methods [7] and many resulting MPC applications, but
also in theoretical investigations of GP-based dynamical systems. The assump-
tion is shown to potentially incur signi�cant prediction errors, and modi�cations
to avoid the independence assumption in predictions are proposed.

B: Stochastic Model Predictive Control of Linear Systems

Nominal model predictive control exclusively relies on feedback from state mea-
surements to reject disturbances and tolerate model discrepancies. This is
very successful in many practical applications [12], and robustness properties
of nominal MPC schemes have been established [13], [14]. The system un-
certainties, however, are typically not explicitly considered in the design phase,
and it is di�cult to give quanti�ed robustness guarantees, e.g. with respect
to disturbances of a certain size. Robust and stochastic MPC variants were
developed to explicitly take uncertainties a�ecting the system into account,
enabling the design of controllers with speci�c robustness properties. Robust
MPC is a relatively established �eld [15], which considers disturbance or model
uncertainty up to a speci�c worst-case bound, under which constraint sat-
isfaction and stability properties can be established. In stochastic MPC, on
the other hand, uncertainties are assumed to follow a more speci�c structure.
Disturbances on the plant, for instance, are often assumed to be indepen-
dent and identically distributed at each time step, often according to a known
(e.g. Gaussian) stochastic distribution�re�ecting that large disturbances are
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I. Introduction

typically less likely than small ones and introducing a notion of risk which is
quanti�able through probabilities. Linear systems under such i.i.d. (Gaussian)
disturbances are intensively studied in the �eld of dynamic systems and con-
trol, for instance in system identi�cation, state estimation or (unconstrained)
optimal control, with celebrated results such as the Kalman �lter or LQR and
LQG control.

In the context of constrained control and MPC, however, a number of practi-
cal and theoretical open challenges for this system class remain. The stochastic
uncertainty requires a suitable (re-)de�nition of constraints, since (i) in partic-
ular for unbounded additive disturbances there is typically an unavoidable risk
to violate constraints at each time step, and (ii) the quanti�ed assessment of
risk enabled by stochastic distributions should be re�ected in the concept of
constraints. This is achieved by introducing chance constraints, constraining
the probability of constraint violation. Established stochastic MPC techniques
generally aim to satisfy chance constraints for a predicted uncertain state se-
quence from the currently measured state, which introduces feedback, but of-
ten results in feasibility issues. Under unbounded disturbance distributions, for
instance, constraint violations of arbitrary magnitude can occur, and an MPC
initialized at that current state may be unable to �nd a control input which
provides constraint satisfaction in the following time step with su�ciently high
probability. As a result, establishing recursive feasibility is typically consider-
ably more challenging than in robust MPC variants, and feasibility issues are
typically handled in one of two ways [16]. Either, disturbances and system un-
certainties of bounded support are considered, enabling the use of essentially
robust techniques, see e.g. [17]�[19]. For uncertainties of unbounded support,
on the other hand, the underlying MPC problem is typically allowed to become
infeasible, in which case soft constraints or a recovery mechanism [20], [21]
are used, see also [22] for a discussion. This typically comes with a loss of
guarantees on closed-loop chance constraint satisfaction [5], [16], since the
analysis does not consider the state evolution under the nonlinear MPC feed-
back control including the potential recovery mechanism.

In the second part of the thesis, stochastic analogues to established concepts
in robust control are derived, resulting in conceptually and computationally el-
egant stochastic MPC methods. Closed-loop chance constraint satisfaction
under a recovery initialization of the MPC is analyzed �rst, and guarantees
are given under some assumptions, such as unimodality of the additive distur-
bance distribution. These results can be similarly interpreted as an analysis
of a nominal MPC on tightened constraints under stochastic additive distur-
bances with a speci�c of technique for handling infeasibility. This is di�erent
in a second approach proposed, which explicitly addresses the fact that one

4



is typically only interested in closed-loop constraint satisfaction (rather than
satisfaction of the predicted state sequences within the MPC) by introducing
an indirect feedback MPC formulation. This formulation maintains feasibility
of the MPC optimization at each time step also under unbounded disturbances
and provides a novel strategy for handling feasibility issues in stochastic MPC.
Constraints are formulated with respect to a nominal system state, which is
not directly in�uenced by state measurements, while feedback is introduced
through the cost function only. While in the indirect feedback formulation the
state prediction from the measured state therefore does not necessarily satisfy
the chance constraints, it can easily be shown that the closed-loop system
under the resulting MPC does. The stochastic MPC method therefore pro-
vides strong theoretical properties in closed-loop, also under time-varying and
correlated disturbance sequences.
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II. Contributions

This thesis documents the research by the author between January 2016 and
March 2020 during his doctoral studies under the supervision of Prof. Melanie
Zeilinger. It is presented in the form of a cumulative thesis, comprising eight
publications grouped in Parts A and B. This chapter describes the respective
contributions of each paper and draws connections between the di�erent pub-
lications where applicable. Part A contains four publications in the �eld of
learning-based MPC, consisting of a review paper, a journal publication and
two conference contributions, one of which is currently under review. Part B
contains four publications in the �eld of stochastic MPC of linear systems,
consisting of two conference contributions and two journal publications, one
of which is under review. Additional contributions were made in a number of
co-authored publications and practical applications, as well as through super-
vised student projects and assisted courses. These are listed at the end of the
chapter.

A. Learning-based Model Predictive Control

[P1] L. Hewing, K. P. Wabersich, M. Menner, and M. N. Zeilinger, �Learn-

ing-based model predictive control: Toward safe learning in control�,

Annual Review of Control, Robotics, and Autonomous Systems, vol.

3, no. 1, pp. 269�296, 2020.

This work provides a review of research e�orts in learning-based MPC,
categorizing main research directions, as well as identifying common is-
sues, challenges and opportunities. In particular, we identify and discuss
three branches in which learning is utilized in the context of MPC. In
the �rst branch, collected data is used to form or enhance the predic-
tion model of the controller, based on which tailored MPC formulations
are proposed. This forms the largest research direction in learning-based
MPC, with strong connections to adaptive predictive control. Second,
we review methodologies that directly adjust the controller formulation
(not limited to the prediction model) with the goal of improving closed-
loop performance. This is achieved e.g. by deriving data-based terminal
components, through black-box optimization of controller parameters or
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reinforcement learning. Lastly, we review e�orts making use of predic-
tive control methods to augment learning-based control systems with
inherent safety properties. The MPC then reduces to a safety �lter that
certi�es proposed control inputs, e.g., from a reinforcement learning al-
gorithm, and intervenes if necessary to guarantee constraint satisfaction,
ensuring safety at all times.

[P2] L. Hewing, J. Kabzan, and M. N. Zeilinger, �Cautious model predic-

tive control using Gaussian process regression�, IEEE Transactions on

Control Systems Technology, 2019, (in press).

This paper presents a predictive control approach, in which the system
dynamics are augmented by an additive part that is learned from data in
the form of a GP. In the structure proposed in the review [P1], it there-
fore falls under the �rst branch of methods, enhancing the prediction
model based on collected measurement data. A number of challenges
resulting from the use of GPs as a stochastic nonparametric nonlinear
regression technique are addressed in this work. These consist of the
computationally e�cient approximation of the state distribution over the
prediction horizon (see also [7] and [P4]) and the formulation of chance
constraints, which is treated in more detail in the stochastic MPC pub-
lications in Part B. The overarching challenge for practical implemen-
tations, however, is computational, and we propose tailored methodolo-
gies which facilitate running the nonlinear stochastic learning-based MPC
with sampling times of a few milliseconds. We demonstrate the result-
ing control formulation in autonomous racing experiments with miniature
remote-controlled race cars, showing a signi�cant improvement in both
performance and reliability, see also [P3] containing preliminary simula-
tion results and further details. Related co-authored publications provide
further implementation examples of the control strategy for full-sized
autonomous racing [CP1] and the control of a robotic arm [CP2].

[P3] L. Hewing, A. Liniger, and M. N. Zeilinger, �Cautious NMPC with

Gaussian process dynamics for miniature race cars�, in European Con-

trol Conference (ECC), 2018, pp. 1341�1348.

This conference contribution presents an application of techniques de-
veloped in [P1] to autonomous racing of miniature race cars, which
is demonstrated here in simulation. Due to the parallel development
and shorter publication times of the conference contribution, subsequent
hardware implementation results were included in the journal publica-
tion [P1], after revision. This paper provides additional details on the
racing application and on the speci�c controller formulation for this task,
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which is based on [23] utilizing contouring control [24]. The simulation
experiments furthermore allow for additional evaluations, such as com-
parisons to variants which are computationally infeasible in real time,
and to the `ideal' controller having knowledge of the true system dynam-
ics. The related co-authored publication [CP1] presents a subsequent
implementation on a full-sized autonomous racing platform.

[P4] L. Hewing, E. Arcari, L. P. Fröhlich, and M. N. Zeilinger, �On simu-

lation and trajectory prediction with Gaussian process dynamics�, in

Conference on Learning for Dynamics and Control (L4DC), 2020.

Established approximate uncertainty propagation methods for prediction
with GP dynamics (as used e.g. in [P2], [P3], [CP1], [CP2]) implicitly
make use of an independence assumption on the stochastic uncertainty at
each time step. This contribution explicitly addresses this issue, which is
often not recognized in the related literature, and highlights the potential
prediction errors resulting from this assumption. We discuss methods for
accurate simulation of dynamic systems with GP dynamics and propose a
modi�cation of established uncertainty prediction methods [7] that takes
the correlation of the stochastic uncertainty between subsequent time
steps into account.

B. Stochastic Model Predictive Control of Linear Systems

[P5] L. Hewing1, A. Carron1, K. P. Wabersich, and M. N. Zeilinger, �On

a correspondence between probabilistic and robust invariant sets for

linear systems�, in European Control Conference (ECC), 2018, pp.

1642�1647.

This paper explores analogies between (robust) invariant sets and a
stochastic notion of invariance, which can provide useful tools to de-
velop stochastic analogues to established robust control methodologies.
In particular, a probabilistic invariant set (PIS, as de�ned in [25]) is any
set that contains the system state with at least a given probability for all
time steps, given that the current state lies within the set. In this paper
we note that it is possible to employ robust invariant set computations
for PIS generation, given that con�dence sets (or probabilistic reachable
sets as formalized in [P6]) are contained in related robust reachable sets.
We furthermore show that this is the case for variance-based con�dence
bounds such as Gaussian con�dence ellipses or the Chebyshev bound for

1Both authors contributed equally to this paper.
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linear systems under additive noise. Using this result, we recover the PIS
computations proposed in [25] and derive improved computation meth-
ods that reduce conservatism, i.e. the resulting size of the PIS.

[P6] L. Hewing and M. N. Zeilinger, �Stochastic model predictive control

for linear systems using probabilistic reachable sets�, in IEEE Confer-

ence on Decision and Control (CDC), 2018, pp. 5182�5188.

In this conference contribution, we derive a stochastic MPC approach
for linear systems under additive disturbances, using analogies to robust
invariance for constraint tightening. In particular, we identify and for-
malize probabilistic reachable sets (PRS) as a suitable set de�nition for
tightening. In contrast to many other stochastic MPC approaches, we
consider disturbances with unbounded support, such that feasibility can-
not be guaranteed when the MPC is initialized at the currently measured
state. Under a suitable recovery mechanism, as similarly proposed e.g.
in [20] and a unimodality assumption on the additive disturbances, we
can give closed-loop chance constraint guarantees, which is a novelty for
predictive control under disturbances of unbounded support. We further-
more demonstrate in simulation that closed-loop constraint satisfaction
does not necessarily hold for similar recovery mechanisms if the assump-
tions are violated.

[P7] L. Hewing, K. P. Wabersich, and M. N. Zeilinger, �Recursively feasi-

ble stochastic model predictive control using indirect feedback�, Au-

tomatica, vol. 119, 2020.

The paper presents an alternative stochastic MPC formulation, in which
the recovery mechanism proposed in [P6] is avoided and the MPC opti-
mization problem instead directly remains recursively feasible, also under
disturbances of unbounded support. This is achieved by proposing an
indirect feedback initialization of the MPC problem at each time step,
where the cost is optimized with respect to the currently measured state,
while constraints are considered for a separate nominal state of the sys-
tem, the evolution of which is only indirectly in�uenced by the measure-
ment feedback. For related ideas in the context of safety �lters, see also
the co-authored contribution on MPC for safe learning [CP3]. The in-
direct feedback formulation admits a straightforward theoretical analysis
of the closed-loop system under a large class of disturbance distributions,
e.g. time-varying and correlated in time, resulting in stronger theoretical
properties than [P6] while avoiding restrictive assumptions.
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[P8] L. Hewing and M. N. Zeilinger, �Scenario-based probabilistic reach-

able sets for recursively feasible stochastic model predictive control�,

IEEE Control Systems Letters, vol. 4, no. 2, pp. 450�455, 2020.

This letter shows how scenario optimization [26], [27] can be leveraged
for data-based o�ine computation of PRS necessary for constraint tight-
ening in a stochastic MPC approach [P7]. As a result, many of the ben-
e�ts of scenario-based MPC can be leveraged. In particular, the MPC
is applicable for generic disturbance sequences, the exact distribution of
which does not have to be known, as long as samples can be obtained.
Sound theoretical guarantees on closed-loop chance constraint satisfac-
tion are given, which is a novelty for scenario-based MPC of this problem
class. Additionally, the data-based PRS computation allows for nonlin-
ear tube controllers, such as controllers with input saturation and thereby
enables the treatment of hard input constraints, which are challenging
when using linear tube controllers under unbounded noise, as e.g. in [P6],
[P7], [20], [21].

Co-authored Publications

In the course of the doctoral studies, several contributions were made in co-
authored publications. These consider extensions and implementation results
of developed techniques and their use in the related �eld of safe learning. Fur-
thermore, contributions were made at the intersection of learning and stochas-
tic optimal control, with MPC approaches for approximate dual control.

[CP1] J. Kabzan, L. Hewing, A. Liniger and M. N. Zeilinger, �Learning-based

model predictive control for autonomous racing�, IEEE Robotics and

Automation Letters, vol. 4, no. 4, pp. 3363�3370, 2019.

Extension of the methods developed in [P2] and [P3] for online learning,
including an automated data management system. Hardware implemen-
tation and experiments with a full-sized autonomous race car.

[CP2] A. Carron, E. Arcari, M. Wermelinger, L. Hewing, M. Hutter and

M. N. Zeilinger, �Data-driven model predictive control for trajectory

tracking with a robotic arm�, IEEE Robotics and Automation Letters,

vol. 4, no. 4, pp. 3758�3765, 2019.

Extension of the methods developed in [P2] and [P3] for an o�set-free
tracking formulation. Hardware implementation and experiments with a
compliant robotic arm.
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[CP3] K. P. Wabersich, L. Hewing, and M. N. Zeilinger, �Probabilistic model

predictive safety certi�cation for learning-based control�, IEEE Trans-

actions on Automatic Control, 2019, (in revision).

Model predictive safety �lter formulation for safe learning-based control,
as discussed in the review [P1]. The safety �lter is formulated in a mixed
robust/stochastic framework and has strong connections to the indirect
feedback MPC formulation in [P6].

[CP4] E. Arcari, L. Hewing, and M. N. Zeilinger, �An approximate dynamic

programming approach for dual stochastic model predictive control�,

in IFAC World Congress, 2020.

Approximate dual control approach, explicitly taking the knowledge gain
over uncertain parameters into account in the prediction of an MPC. The
formulation is a direct approximation of the optimal dynamic program-
ming solution, derived through sampling and explicit Bayesian parameter
updates.

[CP5] E. Arcari, L. Hewing, M. Schlichting, and M. N. Zeilinger, �Dual

stochastic MPC for systems with parametric and structural uncer-

tainty�, in Conference on Learning for Dynamics and Control (L4DC),

2020.

Extension of [CP4], enabling the identi�cation of discrete parameters
or di�erent operating modes, with a particular focus on fault-tolerant
control.

Practical Applications

Data-based Control for Diamond Coring Industry collaboration with Hilti
AG2, investigating data-based techniques such as Bayesian optimization and
support vector classi�cation for automated control of a Diamond Coring tool.
Video: www.youtube.com/watch?v=ydO4vPcknss

Autonomous Racing In collaboration with AMZ3 and IfA4 (project lead:
Juarj Kabzan). Implementation of a learning-based racing controller as de-
veloped in [P2], [P3] on a full-sized autonomous racing platform [CP1].
Video: www.youtube.com/watch?v=bjlT-6KVQ7U

2Hilti AG, Schaan, Liechtenstein. www.hilti.group
3Academic Motorsports Club Zurich, www.electric.amzracing.ch
4Automatic Control Laboratory, ETH Zurich, control.ee.ethz.ch

12

www.youtube.com/watch?v=ydO4vPcknss
www.youtube.com/watch?v=bjlT-6KVQ7U
www.hilti.group
www.electric.amzracing.ch
control.ee.ethz.ch


Robotic Manipulation In collaboration with RSL5 (project lead: Andrea Car-
ron). Implementation of a learning-based trajectory tracking controller based
on [P2] for a compliant robotic arm [CP2].
Video: www.youtube.com/watch?v=0UJC7PYWdp4

Student Supervision

Master Theses

[MT.1] Florian Tschopp, 2017
�Operational Control of a Micro Combined Heat and Power Unit

with Demand Estimation�

(co-supervised by Tammo Zobel)
[MT.2] Juraj Kabzan, 2018

�Learning-based Model Predictive Control for Autonomous Racing�

(co-supervised by Alexander Liniger)
[MT.3] Matthias Untergassmeier, 2018

�Autonomous Driving under Limited Visibility: Safe Behavior Plan-

ning using Partially Observable Markov Decision Processes�

(external at Mercedes-Benz R&D North America, withdrawn)

Co-supervision:

[MT.4] Elena Arcari, 2017
�Uncertainty Learning and Control of a Robotic Arm�

(main supervision: Andrea Carron)
[MT.5] Max Schlichting, 2019

�Dual Stochastic MPC with an Application to Fault Tolerant Con-

trol�

(main supervision: Elena Arcari)

Semester Projects

[SP.1] Dominik Ruchti, 2017
�Demand Estimation for Optimal Load Management Based on Smart

Metering Infrastructure�

(external at Elektrizitätswerk der Stadt Zürich (ewz))
[SP.2] Fabian Dietschi, 2017

�Modeling and Control of an Ohmic Heating Device�

5Robotics Systems Lab, ETH Zurich, rsl.ethz.ch
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[SP.3] Nils Prumbaum, 2019
�Machine Learning for Process Estimation in Diamond Coring: Ma-

chine Learning Techniques for Estimation of Latent Variables in Au-

tomatic Coring�

(in collaboration with Hilti AG)
[SP.4] Andri Bösch, 2019

�Machine Learning for Process Estimation in Diamond Coring�

(in collaboration with Hilti AG)

Co-supervision:

[SP.5] Ueli Wechsler, 2019
�Predicting Human Behavior in Driving Scenario: Application of the

In�nite-Horizon Constrained Inverse Optimal Control Algorithm�

(main supervision: Marcel Menner)

Courses Assisted

Spring 2016 Model Predictive Control (227-0221-00L) (block course)

Spring 2017 Recursive Estimation (151-0566-00L)
Spring 2018 Model Predictive Control (151-0660-00L)
Spring 2019 Model Predictive Control (151-0660-00L)
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The contributions described in this thesis open up a number of opportunities
for future work, which are outlined in the following.

Gaussian Process-Based Model Predictive Control

There are some direct extensions and investigations that are of interest for pre-
dictive control in the context of GP-based MPC. An immediate next step would
be to investigate the improved prediction methods developed for GP-based dy-
namical systems [P4] in a predictive control application, and demonstrate pos-
sible e�ects on the resulting closed-loop control system. These methods are
particularly relevant for GP-based dynamical systems with long length-scales,
where uncertainties a�ecting the system are persistent over a number of time
steps, i.e. are highly correlated. Taking this persistence of the uncertainty into
account may prove necessary to ensure the safety in GP-based predictive con-
trol, as it was shown in [P4] that established prediction methods neglecting this
correlation can signi�cantly underestimate the uncertainty in the prediction.
An interesting domain of future research is the question of dual control in

MPC, as brie�y discussed in the review [P1]. Dual control refers to the optimal
control of uncertain systems, which takes the knowledge gain over time into
account in the control formulation, i.e., it considers the optimal exploration-
exploitation trade-o�. The optimal solution is theoretically available through
dynamic programming [28], but generally computationally intractable. A GP-
based MPC with active learning (or dual control) could be achieved by using the
methodology developed in the co-authored publications [CP4] and [CP5], pre-
senting a sampling-based approximation of the dynamic programming solution.
The approach is based on explicit Bayesian updates of the system dynamics,
which is similarly available for GP dynamics.
Generally, the added engineering e�ort required in practice by using GP re-

gression, i.e. a stochastic nonparametric technique, needs to be critically eval-
uated. This is in particular due to the fact that nonparametric techniques form
the function estimate explicitly based on the collected data points, resulting in
growing computational complexity with increasing data, and the need for rea-
sonably complex data management systems [CP1]. An interesting direction in
order to combine the bene�ts from nonparametric and parametric regression,
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is given through parametric GP approximations [29] as also discussed, e.g.,
in [P4], [30], which consider a �nite number of basis functions, asymptotically
recovering the nonparametric GP regression.

Stochastic Invariance

This thesis investigated stochastic invariance concepts in analogy to robust
invariance [P5], and derived stochastic MPC methods based on suitable con-
straint tightening through set operations [P6] as is commonly done in robust
MPC. Additional stochastic invariance concepts were described in [P1] and
[CP3]. The di�erent concepts that emerged can be summarized as follows:

Probabilistic Invariant Set (PIS): A set S is a PIS for a given dynamical sys-
tem, if, given that the current state is contained in S, all subsequent
states lie within S with a given minimum probability p (individually at
each time step), i.e., if

Pr(x(k) 2 S j x(0) 2 S) � p 8k � 0:

Robust Invariant Set in Probability (RIS-in-Probability): A set S is a RIS-
in-Probability for a given dynamical system, if, given that the current
state is contained in S, all subsequent states lie within S with a given
minimum probability p (jointly for all time steps), i.e., if

Pr(x(k) 2 S 8k � 0 j x(0) 2 S) � p:

Probabilistic Reachable Set (PRS): A set S is a PRS for a given dynamical
system and state x(0), if, given x(0), all subsequent states lie within S
with a given minimum probability p (individually at each time step), i.e.,
if

Pr(x(k) 2 S j x(0)) � p 8k � 0:

Robust Reachable Set in Probability (RRS-in-Probability): A set S is a RRS-
in-Probability for a given dynamical system and state x(0), if, given x(0),
all subsequent states lie within S with a given minimum probability p
(jointly for all time steps), i.e., if

Pr(x(k) 2 S 8k � 0 j x(0)) � p:

These and related concepts have been used widely within the presented publi-
cations [P1], [P2], [P5], [P6], [P7], [P8], [CP1], [CP3], and similarly emerge in
many related research e�orts in stochastic and learning-based MPC under vary-
ing nomenclatures. The need for formal de�nitions and investigations into the
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relationships between the di�erent concepts, as well as computational meth-
ods and promising use cases in control provide many opportunities for further
research.

Indirect Feedback for Nonlinear and Learning-based Systems

The analysis of stochastic MPC formulations based on indirect feedback in [P7]
and [P8] focuses primarily on theoretical properties regarding constraint sat-
isfaction guarantees and the general applicability to a wide range of additive
disturbance cases. Additionally, the reduced feedback e�ect was critically ex-
amined in [31], an extended pre-print version of [P7]. There is, however, further
justi�cation in terms of performance for an indirect feedback formulation com-
pared with a direct variant. A direct feedback stochastic MPC formulation aims
to �nd a sequence of inputs or control laws satisfying the chance constraints
in prediction from the currently measured state at each time step. Note that
direct feedback formulations in particular do not allow for predicted state se-
quences that are likely to violate constraints at any time during the receding
horizon control. In particular, if the initial state currently violates constraints,
direct feedback formulations try to enforce a recovery from this violation within
one time step, i.e. they aim to enforce that the one-step ahead prediction sat-
is�es the constraint again with the given minimum probability. Note that this
is not necessary for closed-loop constraint satisfaction, since initial states lead-
ing to a high probability violation in the prediction may be su�ciently unlikely.
Enforcing chance constraint satisfaction in the prediction is therefore a main
cause of feasibility issues in stochastic MPC and may incur unreasonably high
costs, even if feasible.
The di�erences to an indirect formulation can be illustrated by a simple

optimal control example of a single integrator system

J� = min� lim
�N!1

E
1
�N

�NX

k=0

x(k)2 + 10u(k)2

s:t: x(k+1) = x(k) + u(k) + w(k);
u(k) = �(x(k));
w(k) � N (0; 1), i.i.d.;

Pr(x(k) � 1:46) > 0:84;
x(0) = 0:

(1)

For this particular example, the optimal cost J� = 2:29 is known and given by
the LQR controller ��(x) = KLQRx as solution to the unconstrained problem,
since under this control law the state distribution is zero mean with maximum
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variance �2
1 = 1:462, such that the chance constraint is satis�ed at each

time step. A direct feedback MPC formulation aims to solve optimization
problem (1) at every sampling instance initialized at the currently measured
state, and in particular enforces the chance constraint for predictions from
this state. Since under the optimal feedback control law ��(x) = KLQRx
this constraint is in general not satis�ed, the control action of the receding
horizon solution with direct feedback would deviate from the optimal solution.
In fact, repeated simulations over long horizons empirically reveal Jdirect � 4:3
with a conservative empirical constraint satisfaction rate of 94%. An indirect
feedback formulation, as proposed in [P7], on the other hand, can recover
the optimal solution Jindirect = J� with non-conservative constraint satisfaction,
since constraints are satis�ed with respect to the closed-loop state distribution.
This reasoning indicates that in stochastic MPC, as an approximate solution

strategy to chance constrained stochastic optimal control problems such as (1),
constraining the predicted state sequence (i.e. conditioned on the measured
state) with the original state constraints can lead to suboptimal solutions with
additional conservatism, as well as feasibility issues. This observation is not
dependent on the linearity of the system, as investigated in this thesis, but
similarly applies to nonlinear systems, providing a possible avenue to translate
concepts from the theoretical investigations in Part B to stochastic nonlinear
systems, as well as learning-based systems as considered in Part A. A �rst step
would be to investigate a reformulation in the linear case [P7], which can be
equivalently expressed by initializing the MPC explicitly with the closed-loop
error distribution at each time step. In nonlinear variants, this distribution
would then have to be numerically approximated.
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Toward Safe Learning in Control
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Published in Annual Review of Control, Robotics, and Autonomous Systems1

Abstract: Recent successes in the �eld of machine learning, as
well as the availability of increased sensing and computational ca-
pabilities in modern control systems, have led to a growing interest
in learning and data-driven control techniques. Model predictive
control (MPC), as the prime methodology for constrained control,
o�ers a signi�cant opportunity to exploit the abundance of data
in a reliable manner, particularly while taking safety constraints
into account. This review aims at summarizing and categorizing
previous research on learning-based MPC, i.e. the integration or
combination of MPC with learning methods, for which we consider
three main categories. Most of the research addresses learning
for automatic improvement of the prediction model from recorded
data. There is, however, also an increasing interest in techniques to
infer the parameterization of the MPC controller, i.e. the cost and
constraints, that lead to the best closed-loop performance. Finally,
we discuss concepts that leverage MPC to augment learning-based
controllers with constraint satisfaction properties.

1. Introduction

Model predictive control (MPC) has seen signi�cant success in recent decades
and has established itself as the primary control method for the systematic
handling of system constraints [1] with wide adaptation in diverse �elds [2],
such as process control, automotive systems, and robotics. The MPC scheme
relies on a su�ciently descriptive model of the system to optimize performance

1 c
2020 Annual Reviews. Reprinted, with permission, from L. Hewing, K. P. Wabersich, M.
Menner, and M. N. Zeilinger, �Learning-based model predictive control: Toward safe learning
in control�, Annual Review of Control, Robotics, and Autonomous Systems, vol. 3, no. 1, pp.
269�296, 2020.
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and ensure constraint satisfaction, rendering modeling critical for the success
of the resulting control system. In practice, however, model descriptions can
be subject to considerable uncertainty, originating, e.g., from insu�cient data,
restrictive model classes, or the presence of external disturbances. The �elds
of robust [3] and stochastic [4] MPC provide a systematic treatment of numer-
ous sources of uncertainty a�ecting the MPC controller, ensuring constraint
satisfaction with regard to certain disturbance or uncertainty classes. These
controller paradigms, however, follow a strict separation of a design phase,
which is carried out o�ine by a control engineer, and an application phase
of closed-loop control, during which the formulation of the controller remains
largely unchanged. The availability of increasing computational power and
sensing and communication capabilities, as well as advances in the �eld of ma-
chine learning, has given rise to a renewed interest in automating controller
design and adaptations based on data collected during operation, e.g. for im-
proved performance, facilitated deployment and a reduced need for manual
controller tuning.

This review provides an overview of these research e�orts in the context of
learning-based MPC. Most research has focused on an automatic data-based
adaptation of the prediction model or uncertainty description. The opportu-
nities for learning and data-based adaptation in MPC, however, go beyond a
data-driven model improvement. The relationship between the speci�c param-
eterization of an MPC controller�e.g., the cost function, horizon length or
terminal components employed�to the resulting closed-loop behavior of the
control system is often di�cult and cannot be analytically described, moti-
vating several research e�orts toward the use of data-driven techniques for
controller design and improvement. A conceptually di�erent direction using
MPC in the context of learning-based control leverages MPC solely to address
constraint satisfaction and safety, while closed-loop performance is optimized,
e.g. using a reinforcement learning algorithm.

The �eld of learning-based and data-driven control is vast and we would
like to point out some connections to related methods and viewpoints that
we do not address in this review. There is a large body of research on itera-
tive learning control, some of which has direct connections to MPC [5], [6].
While there are e�orts toward approximating explicit MPC control laws using
learning techniques (e.g. [7]�[10]), we focus on learning in online MPC, i.e.
where the learning a�ects the MPC optimization problem to be solved at each
sampling instance. A central question in the context of learning and control is
the resulting exploration�exploitation trade-o� and the problem of dual con-
trol [11], i.e. the optimal simultaneous identi�cation and control. We include
only a brief discussion of this aspect and refer readers to a recent survey by
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Mesbah [12] for an overview. A data-based optimization technique with several
applications to MPC that has received large interest in recent years is scenario
optimization. We brie�y make the connection to these results in this review,
but refer readers to [13]�[15] for a more detailed discussion of the approach
and resulting MPC schemes. For an overview of reinforcement learning from
the control perspective we refer to [16], which includes a brief discussion of
MPC in this context.
The review is organized as follows. In Section 2 we give a technical intro-

duction to the problem of stochastic optimal control and motivate (learning-
based) MPC as an approximate solution strategy. Section 3 reviews learning
methods focusing on an improvement of the dynamics model in MPC, whereas
Section 4 focuses on learning-based parameterization of MPC controllers to
improve closed-loop behavior. In Section 5 we �nally discuss MPC as a tech-
nique to augment learning-based control methods in order to achieve safety
during operation and learning. We close with a discussion in Section 6.

2. Optimal Control of Uncertain Systems

In order to motivate and classify the various types of learning-based MPC,
we begin with the interpretation of MPC as an approximation of the ideal
stochastic optimal control problem that is to be solved, but the exact solution
of which is typically not tractable. By referring to this underlying original prob-
lem, we then highlight di�erent opportunities in which adaptation and learning
in the MPC formulation have been investigated with the goal of improving the
approximation and the resulting controller.

2.1. The General Stochastic Optimal Control Problem

The methods discussed in this review deal with the problem of controlling
dynamical systems that are subject to system constraints under uncertainty,
which can a�ect numerous parts of the problem formulation. We formulate
the system dynamics in discrete time as

x(k+1) = ft(x(k); u(k); k; w(k); �t); (1.1)

in which x(k) 2 Rnx is the system state and u(k) 2 Rnu the applied input at
time k. We use the subscript �t� to emphasize that these quantities represent
the true system dynamics or true optimal control problem. The dynamics are
subject to various sources of uncertainty, which we distinguish by using two cat-
egories: �t � Q�t is a random variable describing parametric uncertainty of the
system, which is therefore constant over time, and w(k) describes a sequence
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of random variables corresponding to disturbances or process noise in the sys-
tem, which are often assumed to be independent and identically distributed
(i.i.d.). The true problem therefore relates to the development of an optimal
controller for a distribution of systems given by Q�t under random disturbances
w(k). Throughout this review, we assume direct access to measurements of
the system state x(k) and neglect the problem of state estimation.

The optimality of the controller is de�ned with respect to a cost or objective
function. In the presence of random model uncertainties, the cost is often
de�ned as the expectation of a sum of potentially time-varying stage costs of
the states and inputs over a possibly in�nite horizon �N

Jt = E

0

@
�NX

k=0

lt(x(k); u(k); k)

1

A ; (1.2)

where the expected value is taken with respect to all random variables, i.e.
w(k) and �t.
The di�culty central to the methods discussed in this review is the require-

ment to satisfy constraints on states and inputs during closed-loop control.
While input constraints typically represent a physical actuator limitation, such
as the limited torque of an electric motor, constraints on the system state can
arise in di�erent capacities. They can similarly represent the physical limits of
the system but also express constraints in terms of system safety or relate to
a desired performance, e.g. by encoding a desired comfort range. Expressing
the state and input trajectories over the horizon as �X = [x(0); : : : ; x( �N)] and
�U = [u(0); : : : ; u( �N)], respectively, one can compactly express such system
constraints as

Pr( �X 2 �Xj) � pj for all j = 1; : : : ; ncx ; (1.3a)

Pr( �U 2 �Uj) � pj for all j = 1; : : : ; ncu : (1.3b)

Note that the probability pj = 1 implies the important special case of hard
constraints, i.e. constraints that are to be ful�lled for every possible realization
of the random variables w(k) and �t. In the form presented, the constraints
express joint chance constraints in time, i.e. constraints that need to hold
for the entire state or input trajectory with a given probability. This general
form, however, includes the case of individual constraints at each time step,
e.g. Pr(x(k) 2 X ) � p through a suitable de�nition of �Xj . The resulting
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constrained stochastic optimal control problem can be formulated as

J�t = min
f�kg

E

0

@
�NX

k=0

lt(x(k); u(k); k)

1

A (1.4a)

s:t: x(k+1) = ft(x(k); u(k); k; w(k); �t); (1.4b)

u(k) = �k(x(0); : : : ; x(k)); (1.4c)

�W = [w(0); : : : ; w( �N�1)] � Q �W ; �t � Q�t ; (1.4d)

Pr( �X = [x(0); : : : ; x( �N)] 2 �Xj) � pj ; j = 1; : : : ; ncx ; (1.4e)

Pr( �U = [u(0); : : : ; u( �N�1)] 2 �Uj) � pj ; j = 1; : : : ; ncu ;
(1.4f)

optimizing over a sequence of control laws f�kg which can make use of all
information in the form of state measurements x(k) up to time step k. Prob-
lems of the form in (1.4) are in general very hard to solve, and direct e�orts
typically rely on some form of discretization in space and approximate dynamic
programming or reinforcement learning [16], [17]. A notable exception is linear
systems under additive noise and quadratic stage costs in the unconstrained
setting, for which an exact solution to (1.4) exists [18], such as the standard
linear quadratic regulator (LQR).
The challenges in a direct attempt to solve (1.4) are manifold. In particular,

a direct optimization over general feedback laws �k is not possible. Other
di�culties are related to the evaluation of the cost and the non-convexity of the
resulting problem. A particular challenge is due to the model uncertainty, where
an optimal control policy should not only be robust, but also take into account
that information about the model can be gained from state measurements. In
the following, we motivate MPC as a tractable approximate solution strategy.
This is followed by a discussion of e�orts using learning and adaptation in
MPC, e.g., by collecting information about the parametric uncertainty �t from
measurement data (Section 3), with the goal of improving performance with
respect to the general optimal control problem in (1.4) while taking constraints
into account.

2.2. Model Predictive Control

MPC approximates (1.4) by repeatedly solving a simpli�ed version of the prob-
lem initialized at the currently measured state x(k) over a shorter horizon N
in a receding horizon fashion. To this end we introduce the prediction model

xi+1jk = f (xi jk ; ui jk ; i+k; wi jk ; �) ; (1.5)
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as well as predicted states and inputs. We use the subscript i jk to emphasize
predictive quantities, where e.g. xi jk is the i-step-ahead prediction of the state,
initialized at x0jk = x(k). The prediction dynamics f typically aims at approx-
imating the true dynamics in (1.1) but often di�ers e.g. for computational
reasons or because a succinct description of the true dynamics is unavailable.
While the true system dynamics ft can be very complex, control formulations
based on, e.g., a linear approximation can often yield tractable and powerful
controllers.
MPC formulations of varying complexity exist, the most widespread of which

are nominal MPC schemes, which do not consider any uncertainties in the pre-
diction model but instead rely exclusively on the compensation of uncertainties
via feedback and by re-solving the problem at the next sampling instance. We
exemplify the MPC problem in the following for such a nominal approach. Ro-
bust and stochastic variants can similarly be derived from the optimal control
problem in (1.4) by considering the cost and constraints over a shortened pre-
diction horizon N. In nominal MPC, the optimization can be performed over
control sequences U = [u0jk ; : : : ; uN�1jk ] rather than policies, resulting in the
constrained optimal control problem

J� = min
U

lf (xNjk ; uNjk ; k+N) +
N�1X

i=0

l(xi jk ; ui jk ; i+k) (1.6a)

s:t: xi+1jk = f (xi jk ; ui jk ; i+k); (1.6b)

U = [u0jk ; : : : ; uNjk ] 2 Uj ; j = 1; : : : ; ncu ; (1.6c)

X = [x0jk ; : : : ; xNjk ] 2 Xj ; j = 1; : : : ; ncx ; (1.6d)

xNjk 2 Xf ; (1.6e)

x0jk = x(k) : (1.6f)

Again, the stage cost function l does not necessarily coincide with the actual
cost lt, which may express complex objectives that can be sparse, nondi�er-
entiable or even unavailable as a precise mathematical expression, such that it
is often ill suited for a solution using gradient-based numerical optimization.
Instead, l is often chosen to facilitate the optimization problem, e.g. providing
di�erentiability or convexity. The cost function most widely used in MPC is a
weighted quadratic cost, which is particularly suitable for tracking tasks.
To mitigate the e�ect of the shortened horizon, a particular cost lf (xNjk ; uNjk ;

k+N) and constraint Xf on the last predicted state is imposed to approximate
the cost and the e�ect of the constraints over the remainder of the possibly in�-
nite control horizon �N. In many MPC formulations, these terminal components
lf and Xf play a signi�cant role in establishing properties of the closed-loop
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control system, such as asymptotic stability [19]. The MPC control law is then
implicitly de�ned through the optimization problem in (1.6) as

�MPC(x(k); k) = u�0jk ; (1.7)

where u�0jk is the �rst element of the computed optimal control sequence U�.
In particular in the convex and time-invariant setting (i.e. for linear dynamics,

convex cost function and constraint sets), nominal MPC methods, and robust
variants are well studied and the theory is comparatively established [3], [19],
[20]. MPC theory usually involves two main properties: recursive or persistent
feasibility and stability. Recursive feasibility states that if the MPC optimization
problem in (1.6) is feasible for a state x(k) and the computed control input
u(k) = u�0jk is applied to the dynamical system, it can be ensured that the
MPC problem is again feasible for (all possible) resulting states x(k+1), and
the problem is therefore feasible for all future time steps. The feasibility of
the MPC problem is used to show satisfaction of the constraints in (1.3)
during closed-loop control. While di�erent notions of stability of the resulting
closed-loop system exist, the stability analysis is often based on Lyapunov-type
arguments, e.g. using the optimal cost function J� of the MPC as a Lyapunov
function.
As such, theoretical guarantees in MPC are typically ensured by design in

the controller synthesis, as opposed to an a posteriori analysis of the resulting
control system, either analytically or by large-scale simulation, as is commonly
the case e.g. in computer science and reinforcement learning. In the following,
we give a brief overview of learning in MPC and an outline of the remainder of
the article.

2.3. Overview of Learning-Based Model Predictive Control

Learning-based MPC addresses the automated and data-driven generation or
adaptation of elements of the MPC formulation such that the control per-
formance with respect to the desired closed-loop system behavior�i.e. the
general optimal control problem (1.4)�is improved. The setup in which this
learning takes place can be diverse. For instance, o�ine learning considers
the adaptation of the controller between di�erent trials or episodes of a con-
trol task, during which data are collected. In methods that learn online, on
the other hand, the controller is adjusted during closed-loop operation (e.g.
while performing repetitive tasks) or using the data collected during one task
execution.
While much of the research in learning-based MPC is focusing on auto-

matically improving the model quality, which is the most obvious component

31



P1. Learning-based MPC: Toward Safe Learning in Control

a�ecting MPC performance, several research e�orts are addressing the formu-
lation of the MPC problem directly or utilizing the MPC concept to satisfy
constraints during learning-based control. In the remainder of the review, we
discuss the research in the following three categories:

Learning the System Dynamics: MPC relies heavily on suitable and su�ciently
accurate model representations of the system dynamics. One path of
learning-based MPC considers the automatic adjustment of the system
model, either during operation or between di�erent operational instances.
Section 3 provides an overview of this rather broad direction and related
issues.

Learning the Controller Design: A second interesting research direction fo-
cuses less on the prediction model and more on the remaining problem
formulation, such as the employed cost function l , the constraints X , or
the terminal components lf and Xf , such that the resulting closed-loop
MPC controller behaves favorably with respect to the underlying task,
i.e. the stochastic optimal control problem. We discuss these approaches
in Section 4.

MPC for Safe Learning: A third direction is the use of MPC techniques to
derive safety guarantees for learning-based controllers. The main idea
is to decouple the optimization of the objective function lt from the
requirement of constraint satisfaction, which is addressed using MPC
techniques. We discuss this research direction in Section 5.

The organization of this review, together with the corresponding referenced
literature is shown in Table 1.1.

3. Learning the System Dynamics

System modeling represents the �rst step of an MPC design, which is tra-
ditionally addressed by deriving a parametric prediction model using physical
principles o�ine, i.e. before closed-loop control, and applying system identi�ca-
tion techniques. Robust or stochastic MPC can then be used to systematically
address predictive control of dynamical systems under remaining uncertain-
ties and disturbances. In the robust case, for instance, model uncertainty
as well as process noise is often considered to lie in compact sets �t 2 T ,
w(k) 2 W, while stochastic approaches make use of distributional information
on the uncertainties. In both cases, however, model and uncertainty descrip-
tions are typically �xed o�ine and assumed available before controller design.
Learning-based approaches, on the other hand, take collected data, such as
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Table 1.1.: Organization of the review and literature cited

LEARNING THE SYSTEM DYNAMICS

Robust [37�41] Stochastic/Robust in Probability [71�73]
Parametric [44�61] Parametric [77�84]
Nonparametric [64�70] Nonparametric [86, 87, 90�92, 95�100]

LEARNING THE CONTROLLER DESIGN

Performance-driven learning Inverse Optimal Control [114�126]
Bayesian Optimization [102�108]
Terminal Components [110�113]

MPC FOR SAFE LEARNING

[72, 73, 127�138]

state measurements, explicitly into account�e.g. by constructing the function
f or uncertainty sets T andW from data and possibly updating these sets over
time.
Many learning-based MPC techniques make use of an explicit distinction

between a nominal system model fn and an additive learned term fl accommo-
dating uncertainty:

f (x; u; k; �; w) = fn(x; u; k) + fl(x; u; k; �; w) : (1.8)

An implicit assumption is then that (rudimentary) control of the true system
based on the nominal model is possible, such that data in terms of state
measurements x(k) resulting from the true system dynamics ft under a speci�c
true parameter realization �t can be safely collected. Most methods do not
distinguish between the true system dynamics ft and prediction dynamics f i.e.
a typical assumption is that the true dynamics lie within the class of considered
prediction dynamics and given knowledge of the true parameter realization �t
there is no model mismatch. For simplicity, we refer to f as both the system
dynamics and the prediction model in the following and highlight the di�erence
only where relevant.
Successful learning methods are often based on probabilistic formulations [21],

leading to a nonlinear stochastic prediction model in (1.5). Leveraging the full
potential of such models within MPC, however, is very challenging and remains
an active research �eld [4]. Many model-learning MPC schemes have therefore
evolved from the extensively studied �eld of robust MPC, o�ering a large body
of available theoretical results [3], [20]. We �rst discuss learning-based MPC
methods making use of a robust paradigm in Section 3.1.
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As a second category we consider techniques that are stochastic in nature
in Section 3.2. This category includes adaptations of robust control schemes
to stochastic estimation techniques. For instance, the basic MPC mechanism
can be adopted from robust MPC, while in particular the considered paramet-
ric uncertainty � is stochastic. This results in schemes that are robust with
respect to some (likely) set of parameter values, which we call robust in proba-
bility. Lastly, we also investigate fully stochastic approaches, in which typically
both stochastic parameters � and process noise w(k) are considered, aiming
at a further reduction of conservatism and integration of stochastic learning
techniques.

In this review, we focus on methods allowing for a principled treatment of
the resulting model uncertainty, which is critical in the context of constraint
satisfaction. There is related research using model learning in MPC neglect-
ing uncertainties of the learned model fl(x; u; k; �; w) and resulting in nominal
MPC formulations. Important examples include the use of arti�cial neural net-
works (e.g. [22], [23]) and recent results using data-based nonparametric linear
system descriptions (as in [24], [25]). MPC approaches explicitly addressing
the dual control problem (i.e., the optimal simultaneous identi�cation and con-
trol) are brie�y discussed in the sidebar titled Model Predictive Control with
Active Learning and Dual Control.

3.1. Robust Models

Robust MPC schemes guarantee the satisfaction of closed-loop constraints
for all possible realizations of the uncertain elements �t and w(k)�i.e., (1.4)
is guaranteed to hold with probability one. Similarly to (1.8), a split into a
nominal model fn and additive uncertainy is often employed, where the un-
certainty is assumed to lie in a compact set, i.e. fl(x; u; k; �t; w) 2 �W and
the controller is designed to be robust against the additive uncertainty. While
the predicted MPC cost is then typically optimized for the nominal system,
some learning-based extensions consider optimization of the cost for a perfor-
mance model that is generated or improved from data. The bene�t of such an
approach is that theoretical guarantees, in particular recursive feasibility and
satisfaction of constraints in closed-loop, carry over from robust MPC theory,
while performance can be improved based on measurements received during
operation.
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MPC with Active Learning and Dual Control

Dual Control considers the challenge of simultaneous identi�cation
and control of dynamical systems [11] and was �rst studied by Feld-
baum [26], [27]. In the optimal control setting, such as (1.4), the
optimal policy needs to take the information gain over the horizon
into account in order to address this trade-o�. The problem can be
studied using dynamic programming, however, the exact solution is
computationally intractable for all but the smallest toy examples [18],
which is why most learning-based MPC techniques use passive learning
schemes. Mesbah [12] presented a recent survey of dual control in the
context of MPC.
Dual control methods are typically divided into two categories: exlicit
and implicit. In explicit cual control, the exploratory aspect of the
controller (i.e. the dual e�ect) is explicitly inserted into the control
scheme�e.g. through a form of exploration bonus in the cost func-
tion [28], [29], or by ensuring persistent excitation [30], [31] to en-
hance adaptation speed and ensure the quality of the parameter esti-
mates. The resulting techniques typically do not signi�cantly increase
computational complexity, but the exploration-exploitation trade-o� is
addressed heuristically.
In implicit dual control, the optimal stochastic control problem in (1.4)
including the information gain with respect to the parameters along
the control horizon is directly approximated. This can be achieved
e.g. through the use of sampling [32]�[34] or a speci�c system struc-
ture [35], [36]. In contrast to explicit approaches, the exploration-
exploitation trade-o� is therefore naturally addressed, but the resulting
methods tend to be limited to speci�c system classes or are computa-
tionally expensive.

Aswani et al. [37] proposed a learning-based MPC framework based on this
concept. Their approach uses of two prediction models. The �rst is a nominal
linear model with an additive term comprising all uncertainty wi 2 �W

zi+1jk = Azi jk + Bvi jk + wi jk ;

on the basis of which recursive feasibility of the approach is established using
techniques from linear robust MPC. The second is a learned performance model

xi+1jk = Axi jk + Bui jk +O(xi jk ; ui jk ; i ; k);
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where O is an oracle representing an arbitrary learning-based approximation
of fl(x; u; k; �t; w). By optimizing a cost with respect to the performance
model, i.e. xi jk , the MPC can therefore improve its performance while robustly
enforcing all constraints. Practical demonstrations of this method have been
presented in [38]�[41]. By using a decomposition in terms of a safety and
performance model, the approach has direct connections to MPC for safe
learning, which we discuss in further detail in Section 5.
While the method presented by Aswani et al. [37] therefore allows for some

adaptation and improvements with respect to the performance achieved, it
considers one �xed model uncertainty set fl(x; u; k; �t; w) 2 �W assumed to
be known beforehand. Various learning-based MPC schemes aim at esti-
mating this model uncertainty set directly from data, potentially adjusting it
over time to reduce conservatism. Many of the techniques are based on set-
membership identi�cation, estimating the function f from noisy measurements
with bounded uncertainty w(k) 2 W. We distinguish parametric approaches,
which aim at �nding the set of parameter values � consistent with the observa-
tions, and nonparametric approaches, which form their estimate of the function
f directly from observed data points and derive bounds on the function, e.g.,
based on Lipschitz arguments. We provide a simpli�ed conceptual overview of
set-membership techniques here, for additional details, we refer readers to [42]
for the parametric case and [43] for the nonparametric case.

Robust parametric models

Given a measured state and input trajectory X = [x(0); : : : ; x(k)], U =
[u(0); : : : ; u(k�1)], parametric set-membership estimation aims at �nding the
set of possible parameter values � for which the observed trajectories are con-
sistent. This is formulated as a feasible parameter set:

Tk = f� j 8j = 0; : : : ; k�1 9w(j) 2 W; s.t. x(j+1) = f (x(j); u(j); j; �; w(j))g:
(1.9)

In a stochastic setting, (1.9) can be interpreted as the set of parameter values
with non-zero probability. An iterative update can be de�ned as

Tk+1 = f� 2 Tk j 9w(k) 2 W; s.t. x(k+1) = f (x(k); u(k); k; �; w(k))g:
(1.10)

It can be directly seen that the estimates of the parameter set using set-
membership techniques are subject to a nestedness property

Tk+1 � Tk ; (1.11)

such that the set of consistent parameters is non-increasing over time. As the
complexity of set iterates can grow unbounded as more state measurements
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are included in the estimation, measures to counteract this complexity growth
are usually employed�e.g. Veres et al. [44] limited the number of half-spaces
de�ning the resulting polytopes. In addition to the estimation of viable param-
eter values Tk , many techniques use a nominal model estimate �̂k , which, as
with nominal model in robust MPC, is often used to evaluate the cost term J
in the MPC and to optimize controller performance. Such a nominal estimate
can, e.g., be found by maximizing the distance to the boundary of Tk or using
a suitable projection of any point estimate onto the set Tk .
Parametric set-membership estimation has been used in various results, par-

ticularly for di�erent forms of linear time-invariant systems, expressed as

f (x; u; k; �; w) = A(�)x + B(�)u + w ; (1.12)

which, depending on the type of selected model, may have a speci�c structure.
Tanaskovic et al. [45] presented a set-membership MPC approach for steady-

state reference tracking of �nite impulse response systems, which is therefore
limited to open-loop stable systems and output noise. Set-membership identi�-
cation is applied to the parameters of the impulse response using a conservative
approximation of the set Tk for computational reasons, which ensures that the
set containment property in (1.11) is maintained. This results in a recursively
feasible adaptive MPC scheme, in which the uncertainty set Tk is subsequently
reduced, and convergence to a desired steady-state can be shown under some
assumptions. The approach has been implemented in a building control set-
ting [46], extended to linear time-varying systems [47] and stochastic output
noise [48], and combined with a learning approach for terminal components [49]
(see Section 4.1). Fagiano et al. [14] presented a review of the method, con-
trasting it to scenario MPC, which we brie�y touch on in Section 3.2. Terzi
et al. [50]�[52] discuss the use of models mapping an entire input sequence
to a state sequence over the prediction horizon for autoregressive exogenous
models using set-membership identi�cation. For polytopic state-space linear
time-invariant systems in the general form of (1.12), Di Cairano et al. [53]
and Zhou et al. [54] presented an MPC approach in which, similarly to the
method of Aswani et al. [37], the model is improved for performance, but the
model uncertainty sets T are not updated over time. Lorenzen et al. [55],
[56] presented an approach for a similar problem class, taking additive process
noise and recursive updates of the uncertainty sets T into account using set-
membership techniques, and adapting the technique such that slowly varying
parameters can be tracked.
Related ideas have been proposed using parameter adaptation laws for single-

input linear systems [57], [58] and for nonlinear systems which are linear in their
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parameters [59]�[61], thereby including systems of the form in (1.12),

f (x; u; �; w) = �(x; u)� + w : (1.13)

Instead of making use of set-membership identi�cation, point estimates �̂k
and uncertainty sets Tk are derived from parameter update laws. Under the
assumption that the true system parameter lies in an initially known compact
set � 2 T0, containment of the true parameter and nestedness Tk � Tk�1 can
be ensured by construction. For the resulting MPC, the methods described
by Sugie and colleagues [57], [58] use a scalar comparison system to bound
the growth of uncertainty in the state prediction, taking the knowledge gained
over the parameter into account. In the nonlinear case, two resulting MPC
formulations have been presented for continuous-time [59], [60] and discrete-
time [61] systems. The �rst approach �nds a policy considering the worst-
case parameter in the uncertainty set using min-max optimization, which is
in general computationally intractable. The second formulation presents a
tractable approximation based on linearization and Lipschitz bounds and is able
to maintain theoretical properties such as recursive feasibility and convergence.

Robust nonparametric models

In nonparametric estimation, the function f is not speci�ed explicitly using pa-
rameter values; instead, a function estimate is formed directly based on (noisy)
observations of function values and regularity properties. The aim is to avoid
the speci�cation or iterative search for an adequate parametric representa-
tion [43]. Similar to parametric set-membership methods, the nonparametric
form aims at providing strict bounds on the possible function values, given
some observations with bounded uncertainty w(k) 2 W. Similar and related
approaches are known as Lipschitz interpolation [62] and Kinky inference [63].
Considering again a given trajectory X and U and a time-invariant function f

with bounds on its gradient krf k � � and bounded additive noise, the feasible
system set is de�ned as

Fk =ff jkrfk��; 80 � j � k�19w(j)2W, s.t. x(j+1)= f (x(j); u(j))+w(j)g:

A recursive de�nition is given by

Fk+1 = ff 2 Fk j krf k � �;9w(k) 2 W, s.t. x(k+1) = f (x(k); u(k))+w(k)g:

A nominal function estimate f̂ is often chosen to maximize the distance to
resulting feasible system bounds, i.e. as the average between the upper and
lower bound (illustrated in Figure 1.1).
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Figure 1.1.: Robust and stochastic nonparametric estimation techniques.
Noisy measurements of the true function (red) are shown as
crosses; the nominal function estimate in blue. (a) Illustration
of the robust set-membership technique based on a bound of the
noise w(k) and the gradient of f with the resulting bounds in gray.
(b) Gaussian process regression estimate based on a squared ex-
ponential kernel function with 2-� con�dence bound in gray.

To the best of our knowledge, the available results based on nonparametric
set-membership identi�cation do not consider an update of the model uncer-
tainty during closed-loop control, but rather focus on robust control using
models generated from data or an adaptation of a performance model. Canale
et al. [64], [65] proposed an MPC approach for nonlinear autoregressive ex-
ogenous models using nonparametric set-membership identi�cation. Limon et
al. [66] presented a related approach that makes use of a data-based Lipschitz
estimation technique [67]. The methods generally su�er from the non-smooth
function estimate f (illustrated in Figure 1.1) which makes numerical optimiza-
tion in an MPC scheme challenging. Ideas for smoothing the predictions have
been proposed that use either a convex combination resulting from a number
of data points surrounding the query point [68], [69] or a weighted sum of ba-
sis functions [70], both of which improve the computational properties, while
maintaining favorable theoretical guarantees.

3.2. Stochastic Models

While the robust treatment of uncertainty is an established technique that
gives rise to a number of learning-based MPC methods with strong theoretical
properties, their application typically requires a hard a priori bound covering all
uncertainty, which can be conservative in practice. Stochastic MPC methods,
on the other hand, rely on distributional information on the system uncertainty
and do not necessarily make use of hard bounds, which, however, renders a
theoretical analysis more di�cult and often results in less rigorous results [4].
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An approach that aims at combining the bene�ts of both methods converts
the stochastic problem into a related robust one. The use of stochastic pa-
rameter estimation techniques leads to a stochastic belief about the parameter
distribution p(�jX;U), expressing the knowledge about the system dynamics,
given data X, U. Based on this distribution, in analogy to the feasible param-
eter sets in (1.9), one can construct parameter con�dence sets Tk

Pr(� 2 Tk jX;U) � p ;

with a speci�ed probability p or, similarly, con�dence sets directly on f in
the case of nonparametric approaches. Given the con�dence sets, established
robust MPC methods can be used to design controllers that are robust in
probability. If the true function lies in the estimated con�dence set, robust
guarantees carry over, and choosing a su�ciently large probability p ensures
satisfaction of chance constraints (1.3). Along the same lines as these ideas,
robust MPC approaches have, e.g., been combined with stochastic model learn-
ing by Soloperto et al. [71] and Koller et al. [72].
One issue that arises in this approach is that for the stochastic estimation

procedure, w(k) is often assumed to be Gaussian and can have large or un-
bounded support, making it incompatible with a robust control approach. Al-
though they presented it in the context of MPC for safe learning (Section 5),
Wabersich et al. [73] addressed this issue by splitting the di�erence of the
measured state from a nominal linear system into a robust-in-probability part
(dealing with the parametric uncertainty) and a stochastic part (dealing with
the unbounded noise). Paulson et al. [74] presented similar ideas in the context
of stochastic MPC.
A second issue concerns the nestedness of parameter con�dence sets along

(1.11), which, as opposed to robust set-membership techniques, is more chal-
lenging to guarantee in the stochastic case and makes automatic set updates
during closed-loop control challenging. For instance, in each adaptation step
there is a chance of up to 1� p that � does not lie in the current con�dence
set Tk , which makes it di�cult to provide feasibility guarantees.
In the following, we discuss learning-based MPC methods that are formu-

lated directly in a stochastic setting, for which a theoretical analysis is generally
challenging. We again address parametric uncertainty �rst and treat measur-
able disturbances w(k) that are correlated in time as a special case, which
is often approached using scenario optimization techniques [75], [76]. For
nonparametric approaches, Gaussian process (GP) regression has become a
popular learning approach by directly providing an assessment of the residual
model uncertainty after learning.
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Stochastic parametric models

We take a Bayesian viewpoint of parametric estimation techniques, for which
we again consider measured state and input trajectories X, U, as well as a noise
distribution p(w) and prior distribution over the parameter p(�), expressing
knowledge about the parameter that is assumed before observing data. The
posterior distribution of the parameter, given state measurements, can then
be expressed using Bayes' rule as

p(�jX;U) =
p(XjU; �)p(�)R
p(XjU; ��)p(��)d��

; (1.14)

where p(XjU; �) can be obtained via the distribution of the noise p(w) (i.e. the
likelihood of the parameter � is related to the likelihood of the particular noise
sequence explaining the observed states X under this parameter). Using con-
ditional independence due to the dynamics in (1.1), we can de�ne a recursive
parameter update as

p(�jx(k+1); u(k); X; U) =
p(x(k+1)jx(k); u(k); �))p(�jX;U)R
p(x(k+1)jx(k); u(k); ��))p(��jX;U)d��

; (1.15)

such that one can iteratively update the posterior distribution p(�jX;U) instead
of tracking the entire state and input history. These equations can therefore be
viewed as stochastic analogies generalizing the robust case in (1.9) and (1.10).
The computation of the distributions, however, is in general not tractable, with
the notable exception of dynamic systems that are linear in their parameters
(i.e. (1.13)) under Gaussian noise w(k) � N (�(k);�(k)) and Gaussian prior
parameter distribution � � N (��;��), for which (1.14) and (1.15) can be
solved by (recursive) Bayesian linear regression [21].
Due to many technical challenges in stochastic MPC and some of the issues

discussed above, many stochastic learning-based MPC schemes come with little
theoretical analysis, but they have nevertheless been very successful in practical
implementations. For instance, Desaraju and colleagues [77], [78] presented
parametric learning-based MPC approaches for robotic systems that enhance
the model of a quadrotor over time, while taking approximate uncertainty in
the prediction into account through constraint tightening. Similarly, McKinnon
& Schoellig [79] presented an implementation for trajectory tracking of an
o�-road robotic vehicle based on linear Bayesian regression for the actuator
dynamics, with the particular focus of mitigating the con�ict between fast
adaptation and long term learning.
Several research e�orts have focused on linear stochastic MPC with data-

driven model adaptation based on measurable disturbance sequences W that
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are correlated in time, which allows for a more thorough analysis. Given mea-
surements of w(k) during operation, the conditional or predictive distribution
p(w(k); : : : ; w(k+N�1)jw(0); : : : ; w(k�1)) can be used to adapt and improve
the resulting expected cost J� of the MPC. This idea has been presented in
scenario-based MPC for additive disturbances [80], as well as for correlated
multiplicative noise [81], which can be similarly interpreted as time-varying
parametric uncertainty. Scenario-based MPC methods typically come with lim-
itations regarding recursive feasibility and closed-loop constraint satisfaction,
which Lorenzen et al. [82] overcame by generating �xed disturbance samples of
the original distribution p(W ) instead of the conditional predictive one. Hewing
et al. [83] presented an approach for systems under additive noise, that similarly
achieves recursive feasibility by considering the distribution of the disturbance
sequence p(W ), while optimizing performance with respect to the conditional
distribution. Di Cairano et al. [84] presented related techniques for vehicle
control, that models driver actions as an additive disturbance, estimated from
data as a Markov chain.

Stochastic nonparametric approaches

GP regression is the most commonly employed stochastic nonparametric tech-
nique in learning-based control. We give a brief account here and refer readers
to [85] for a detailed exposition. For notational simplicity we consider here the
scalar case; multiple outputs are typically considered by training a GP for each
dimension independently.
GP regression for model learning usually assumes dynamics with i.i.d. zero

mean additive Gaussian noise w(k) � N (0; �2
w ) of the form x(k + 1) =

ft(x(k); u(k)) +w(k) and builds on the assumption that values of the function
ft at di�erent inputs x; u are jointly Gaussian distributed according to a kernel
function k, expressing the covariance between function values. Using recorded
state and input sequences X, U and considering for each state and applied
input the resulting state measurement X+ = [x(1); : : : ; x(N+ 1)], the joint
distribution of data points and function values at a test point (x; u) is

�
X+

ft(x; u)

�
� N

�
0;
�
K + I�2

w Kx;u
KT
x;u k([x; u]; [x; u])

��
;

where K is the Gram matrix of recorded data X, U under the kernel k, and
Kx;u represents the corresponding entries for test point (x; u). The kernel k is
essential for shaping the resulting prediction and must be chosen such that any
resulting Gram matrix K is positive de�nite. Several functions which satisfy this
condition are available, the most popular of which is the squared exponential
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kernel

k(x; x 0) = �2
f exp

�
�

1
2

(x � x 0)TL(x � x 0)
�
;

in which �2
f is the signal variance and L is a positive diagonal length scale,

constituting (together with the noise variance �w ) the hyperparameters of the
GP regression. Applying the rules of conditioning for Gaussian random variables
then results in the fact that the function value ft(x; u) at a test point (x; u)
given the recorded data is similarly normally distributed

ft(x; u)jX+ � N (�(x; u);�(x; u)) ;

where �(x; u), and �(x; u) are, respectively, the posterior mean and variance
functions constituting the estimator, which depend on the collected data points
X+, X and U. The variance function �(x; u) can be used to assess residual
model uncertainty due to insu�cient data near the test point (x; u). Figure 1.1
provides an illustration of a resulting function estimate.
A challenge in an MPC formulation based on a GP dynamics model is the

propagation of the resulting stochastic state distributions over the prediction
horizon. This is typically achieved by assuming that subsequent function eval-
uations of ft(x; u)jX+ are independent. Approximate Gaussian distributions
of the predicted states xi jk over the prediction horizon are then derived us-
ing techniques related to extended Kalman �ltering, e.g. by linearization [86],
sigma-point transform [87], or exact moment matching [88]�an approach
tailored to GP regression. Partly due to the approximate nature of the predic-
tion, there is little theoretical analysis of the resulting MPC controller, with the
exception of [89], which presents nominal robustness properties of GP-based
MPC and [72], which provides robust bounds on the estimation error that hold
with a speci�ed probability under the assumption that the true function ft is
an element of a reproducing kernel Hilbert space (RKHS) with bounded RKHS
norm.
There are, however, a number of promising practical results. The prediction

model is typically split into a nominal and learning part, as in (1.8), the latter
of which is subsequently improved using GP regression to enhance the overall
model quality. Due to its nonparametric nature, GP regression is particularly
well suited to identifying descrepencies with a nominal system model, which are
challenging to parameterize. Many techniques use the residual model uncer-
tainty estimate to provide a heuristic constraint tightening and practical safety
margins, as shown in Figure 1.2 for an autonomous racing application [86],
[90].
Computation times are a fundamental challenge in GP-based MPC, particu-

larly since the model complexity grows with the number of recorded data points.
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Figure 1.2.: Gaussian process-based model predictive control for autonomous
racing. (a) Application to a full-sized race car [90], showing the
position constraint set (red); the predicted trajectory including
uncertainty (grey), which is used for constraint tightening; and
selected data points from previous rounds (green spheres). (b; c)
The resulting trajectories of a similar approach applied to miniature
radio-controlled Cars [86], with the initial nominal controller in
panel b and the improved trajectories after learning shown in panel
c. For videos of the experiments, see References [91] and [92].
Panel a is a still from Reference [92]. Panels b and b adapted
from Reference [86] with permission.
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Techniques to address this issue include data selection and maintenance of a
dictionary of data points of limited size, computational approximations of the
GP [e.g. via inducing points [93] or selected basis functions [94]], and neglect-
ing or simplifying the variance dynamics (i.e. the evolution of the uncertainty).
Building on these ideas, successful applications of GP-based MPC to robotic
systems have been presented, e.g., for trajectory tracking with robotic manip-
ulators [95], path following of o�-road mobile robots [87], [96], autonomous
racing [86], [90], [97], process control [98] and telescope systems in the con-
text of periodic additive disturbances [99]. Using autoregressive models, Jain et
al. [100] presented a simulation study for building control and demand response,
which additionally addresses the problem of suitable exploration by maximiz-
ing the information gain. Additionally, Kamthe & Deisenroth [88] showed that
learning-based MPC is a highly competitive model-based reinforcement learning
technique, particularly with regard to data e�ciency.

4. Learning the Controller Design

While the system model is a core element of a predictive controller, other
elements in the MPC formulation, such as the cost function and constraints,
also have a major in�uence on the resulting closed-loop performance. In this
section, we discuss learning-based methods for designing the MPC problem
according to a desired controller behavior. For this purpose, we consider a
parameterized version of an MPC problem, including a parameterization of the
cost function l(x; u; �l), and constraints X (�X ), U(�U), i.e.

U� = arg min
U

�NX

i=0

l(xi ; ui ; �l) (1.16a)

s:t: xi+1 = f (xi ; ui ; �f ); (1.16b)

U = [u0; : : : ; uN ] 2 U(�U); (1.16c)

X = [x0; : : : ; xN ] 2 X (�X ); (1.16d)

x0 = x(k): (1.16e)

We group the techniques into two main areas. Performance-driven controller
learning discussed in Section 4.1 aims at improving the closed-loop performance
by successively adjusting the parameterization in (1.16) in an episodic setting.
Learning from demonstrations via inverse optimal control, on the other hand,
addresses the fact that we can often observe a desired behavior of a closed-
loop control system and would like to design an automatic controller accord-
ing to these speci�cations. The goal is to translate the recorded data into
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a corresponding parameterization of the MPC problem, which we discuss in
Section 4.2.

4.1. Performance-Driven Controller Learning

Receding-horizon controllers are often a rough approximation of the true
stochastic optimal control problem, e.g. due to the �nite prediction horizon,
simpli�ed models, and neglected stochastic disturbances. Performance-driven
controller learning focuses on �nding a parameterization of an MPC as in
(1.16) that optimizes closed-loop performance with respect to the optimal
control problem in (1.4). Below, we provide a brief overview of two main
directions for addressing this problem: black-box optimization in the form of
Bayesian optimization, and learning terminal components to counteract the
�nite-horizon nature of the controller.

Bayesian optimization for controller tuning

In the context of controller learning, Bayesian optimization aims at optimizing
the true closed-loop cost Jt(�) as a mapping from the controller parameters
� = [�Tl ; �Tf ; �TX ; �TU ]T to the cost achieved when performing a task with the
MPC controller. Most commonly, Bayesian optimization considers the function
Jt(�) using GP regression as regularity assumption. (For a discussion of GPs
in the context of system dynamics learning, see Section 3.2; for a general
introduction to Bayesian optimization, see [101].) In this episodic learning
task, past trials�e.g. with parameter �i and resulting closed-loop cost Jt;i�
are used as data points to infer information about the function Jt(�). This is
achieved by relating di�erent trials via a kernel function k(�i ; �j) that speci�es
the covariance between the trials at �i and �j . Based on this estimate of the
function Jt(�), an acquisition function �(�) is used to trade o� exploration and
exploitation and to determine �? = arg min� �(�) as the next parameter to be
evaluated.
While this scheme can be applied to most parameterized controllers [102],

[103], only a few techniques explicitly consider the parameterization of op-
timal control formulations. In the context of unconstrained optimal con-
trol, Marco et al. [104] introduced a parametric cost function l(x; u; �l) =
xTQ(�l)x +uTR(�l)u and optimized the parameters �l in order to compensate
for deviations of the true dynamics ft from linear prediction dynamics f , such
that the performance metric in closed-loop is improved. In a similar setup,
Fröhlich et al. [105] invesigated learning in higher dimensional spaces by au-
tomatic domain adaptation. For constrained optimal control, the approach of
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Bansal et al. [106] instead uses Bayesian optimization to learn the parame-
ters �f of a linear prediction model f (x; u; �f ) = A(�f )x +B(�f )u in an MPC,
similarly with the goal of improving the closed-loop performance of a speci�c
task for unknown, potentially nonlinear and stochastic true system dynamics
ft. In addition to optimizing over a linear parametric prediction model, Piga et
al. [107] considered the prediction horizon of the MPC formulation as a param-
eter and optimized with Bayesian optimization. Gros & Zanon [108] presented
related ideas in in the context of economic MPC, making use of reinforcement
learning rather than Bayesian optimization for parameter adaptation.

Learning terminal components

A potential limitation of MPC is related to its shortsightedness due to the lim-
ited prediction horizon, which is often imposed by computational constraints. A
terminal cost function and constraint can be used to mitigate this e�ect; how-
ever, their design is challenging for complex systems and tasks. Typically, the
goal is to �nd a large terminal invariant set to ensure recursive feasibility for a
large set of initial states, and a terminal cost approximating the in�nite horizon
cost and/or guaranteeing theoretical properties such as asymptotic stability of
the closed-loop system. Learning in this context makes use of collected data
to construct or improve the terminal cost and constraint.
The main mechanism for improving the terminal constraint relies on the

fact that for nominal time-invariant systems, a trajectory X = [x(0); : : : ; x(k)]
terminating in a control invariant set Xf yields an enlarged invariant set

X+
f = Xf [

 
k[

j=0

fx(j)g

!

:

For linear time-invariant systems, Blanchini & Pellegrino [109] showed that
the convex hull of this set is similarly control invariant. Brunner et al. [110]
employed this mechanism in a linear MPC scheme that additionally uses scaling
and translations of the terminal set around the trajectory points to further
enlarge the data-based terminal set. The terminal cost function is then adapted
as an interpolation of cost functions de�ned on the translated sets. Rosolia &
Borelli [111] presented a method for iterative tasks that uses a similar notion
for a sampled safe set as the terminal constraint and combines it with terminal
cost learning, assigning the cost-to-go from previous iterations to the points
in the sampled safe set; they showed that the resulting overall cost of the
trajectory of an episode is non-increasing over the successive episodes. For
nonlinear systems, this approach results in mixed-integer optimization, whereas
for linear systems relaxations based on the convex hull of the terminal set
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maintain theoretical guarantees. Rosolia et al. [112] presented a robust variant
of the approach and Rosolia & Borelli [113] later extended the method to a
repetitive learning setting and applied it to autonomous racing. A recent review
by Rosolia et al. [15] also discusses the approach.

4.2. Learning from Demonstration with Inverse Optimal Control

Designing a cost function or de�ning an objective mathematically in order to
achieve a desired complex behavior can be tedious and require extensive pa-
rameter tuning and development time. Inverse optimal control addresses the
problem of de�ning an objective function l or constraints X , U systematically
by inferring them from demonstrations. To do so, a prediction model f of the
system dynamics is usually assumed to be given. By learning the components of
an optimal controller, rather than imitating an observed policy, inverse optimal
control o�ers favorable generalization properties, such that a resulting MPC
control law can be derived for the entire state-space even though observations
are sparse. Another motivation arises in the context of human�controller inter-
action, where adjusting the controller based on human demonstrations makes
its behavior more natural for the human.
The hypothesis underlying inverse optimal control is that the observed demon-

strations are the solution of a corresponding optimal control problem. Specif-
ically, we consider here the case where a demonstrated input trajectory Ut =
[u(0); : : : ; u(N)] starting at x(0) is the optimal solution to the unknown deter-
ministic optimal control problem in (1.16) for speci�c values of the unknown
parameters �l , �X and �U , i.e. Ut = U�. Most of the research in inverse op-
timal control has assumed knowledge of potential constraints and focused on
the cost function instead, following three main steps:

1. De�ne the optimal control problem with a parametric cost function
l(x; u; �l), e.g. quadratic costs with unknown weights l(x; u; �l) =
xTQ(�l)x + uTR(�l)u.

2. Derive optimality conditions for the parametric optimal control problem.

3. Solve optimality conditions for the parameters �l given the demonstra-
tion.

Since a deterministic optimization problem with perfect model knowledge is
typically assumed, an exact solution to the optimality conditions is generally
feasible only if the demonstrations are indeed optimal and the modeling as-
sumptions met. To account for sub-optimal execution and noisy data, the op-
timality conditions are therefore relaxed, and an approximate solution is found
that explains the demonstrated behavior as closely as possible.
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The proposed methods di�er in the chosen optimal control model and re-
sulting optimality conditions, as well as in the relaxation of the optimality
conditions. For the case of unconstrained linear system dynamics, quadratic
cost function and in�nite horizon N !1, the optimality conditions are given
by the Riccati equation, corresponding to LQR control which was investigated
by Priess et al. [114] and Menner & Zeilinger [115]. For more general cases,
optimality conditions are given by the Karush�Kuhn�Tucker (KKT) conditions
of the form

rUL(U; �l)jU=Ut = 0 (1.17a)

�Tg(Ut) = 0 (1.17b)

� � 0; (1.17c)

where L(U; �l) is the Lagrangian, � is the Lagrange multiplier and g(U) � 0 de-
�nes the constraint set of the optimal control problem. The approach described
by Englert et al. [116] addresses nonlinear system dynamics and complex ma-
nipulation tasks such as the interaction with objects, which is incorporated
using additional contact constraints. The method presented by Menner et
al. [117] similarly considers nonlinear system dynamics in the in�nite-horizon
case, including manipulation experiments with the goal of predicting human
movements. Both methods use a relaxation of the optimality conditions and
minimize krUL(U; �l)jU=Utk instead of enforcing (1.17a), yielding a convex op-
timization problem if the cost function is linear in its parameters �l . Aswani
et al. [118] proposed an inverse formulation resulting in a bilevel optimization
problem is proposed for convex forward problems in (1.16), taking noise in
the demonstrations explicitly into consideration. Instead of relaxing the KKT
conditions, the approach computes an input sequence U that exactly satis�es
(1.17) and minimizes the distance to the demonstration, i.e. minU kUt�Uk sub-
ject to (1.17). The resulting parameter estimates were shown to be statistically
consistent [118]; however, the approach is computationally more demanding.
A related �eld of research is inverse reinforcement learning. This technique

similarly addresses the problem of identifying a cost or reward function, typi-
cally in the context of probabilistic decision-making, which is often expressed in
terms of Markov decision processes (see e.g. [119]�[122]). While such frame-
works facilitate the interpretation of model-dependent optimality conditions in
a probabilistic sense, where the unknown parameters are, e.g. obtained using
likelihood maximization, they are usually formulated for discrete state and ac-
tion spaces and do not take system constraints explicitly into account. Menner
et al. [123] achieved nondeterministic decision-making with a continuous state-
space by means of introducing a probabilistic control objective, which allows
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a

Learning-based Controller � L (x)

Model Predictive
Safety Filter � S (x; uL )System f (x; u)

uLx

u

Safe Systemf S (x; uL )

b

X
Xf

x(k)

x2jk � 1

x3jk � 1

x4jk � 1

f (x(k); uL (k)) = x1jkx2jk

x3jk

x4jk

Figure 1.3.: (a) The concept of a model predictive safety �lter. Based on
the current state x , a learning-based controller provides an input
uL = �L(x) 2 Rm, which is processed by the safety �lter u =
�S(x; uS) and applied to the real system. (b) Inner working of a
model predictive safety �lter: The current system state x(k) is
shown with a safe backup plan (brown) from the solution at time
k�1. An arbitrary learning input uL(k) is passed through un�ltered
if a feasible backup trajectory (green) can be obtained from the
resulting f (x(k); uL(k)) via the optimization problem represented
by (1.18).

for formulating the forward control problem in a Kalman �lter framework and
the corresponding inverse problem as maximum likelihood estimation.

Few results address the problem of inferring constraints (simultaneously with
the cost) from demonstrations. Conceptually, the idea is again to leverage the
optimality conditions. Chou et al. [124] presented a sampling-based method
that learns constraints from demonstrations for a given objective function
l(x; u; �l) and known parameters �l . The approach uses sampled trajectories
of the unconstrained forward optimal control problem and compares them with
demonstrations (which by de�nition satisfy the constraints) to infer the pres-
ence of constraints from the deviation of both trajectories. Menner et al. [117]
identi�ed constraints and cost simultaneously in a two-step procedure. First,
candidate constraints are constructed using the convex hull of the state and the
input trajectories. Second, the Lagrange multipliers � of the KKT conditions
(1.17) are utilized to identify constraints �U ; �X from the candidate constraint
set, which were active during a demonstration.
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5. Model Predictive Control for Safe Learning

While general learning-based control, particularly reinforcement learning, has
shown great success in solving complex and high-dimensional control tasks
(see e.g. [125], [126]), most techniques cannot ensure that safety constraints
under physical limitations are met, particularly during learning iterations. To
address this limitation, safety frameworks emerged from control theory [127],
handling safety using a model-based controller when necessary, while otherwise
a learning-based control method is used to optimize the overall cost Jt (1.2).
MPC techniques can be used for such safety �lters [128] to turn a safety-critical
dynamical system into an inherently safe system, to which any learning-based
controller without safety certi�cates can be applied out-of-the-box (see also
Figure 1.3).
The strict separation of constraint satisfaction provided by an MPC approach

and optimization of performance via direct use of learning-based methods, such
as reinforcement learning, is motivated by the complexity of the stochastic
optimal control problem, as described in Section 2.1. A direct optimization of
the true cost Jt in an MPC often cannot be performed, and the cost would
have to be approximated (see also Section 4.1), e.g., if Jt describes complex
tasks requiring extensive planning horizons, is discontinuous, or is given as a
black-box function (i.e. accessible via numerical function evaluations only).
To alleviate these restrictions, the idea is to address the solution to the

stochastic optimal control problem through learning-based control methods,
such as stochastic policy search or approximate dynamic programming [16].
The proposed learning-based control input uL(k) at time k is then veri�ed
in terms of safety by computing a safe backup trajectory from the one-step
predicted state x1jk to a safe terminal set Xf or by modifying uL(k) as little
as possible while still providing a safe backup trajectory. The optimization
problem necessary for validating safety of the input uL(k) is computationally
cheaper than a direct optimization of the task Jt, and can often be carried out
over a reasonably short horizon.
More precisely, the model predictive safety �lter �S in Figure 1.3a is realized

through an MPC-like optimization problem of the form

min
U

jju0jk � uL(k)jj

s:t: Equations (1.6b-f)
(1.18)

with the goal of obtaining a safe backup state and input sequence with small
deviation between the �rst predicted input u0jk and the currently requested
learning-based control input uL(k). Choosing �S(k) = u�0jk implements the
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desired �ltering property�i.e., in the case that, for a given state x(k) and pro-
posed learning-based input uL(k), all safety-relevant constraints from (1.6) can
be satis�ed for all future times, we have u�0jk = uL(k) and the learning-based
control input uL is safely passed through the �lter (compare with Figure 1.3b).
If this solution does not exist, the input uL is deemed unsafe and the �lter will
output a modi�ed control input �S = u�0jk , which di�ers from uL(k) as little
as possible while still providing a backup trajectory from the resulting x(k+1)
that ensures safety. Importantly, by forcing the terminal predicted state to
be contained inside an appropriately chosen terminal set Xf via (1.6e), one
can directly use basic MPC arguments to prove safety for all future times.
In contrast to standard MPC, the terminal set Xf is thereby not coupled to
a terminal cost function mimicking the tail of the underlying optimal control
problem. Instead, it can consist of any explicit safe set together with a safety
controller, which guarantees in�nite constraint satisfaction once the system
enters the safe set, as proposed in [129]�[131]. The data-driven computation
of such safe sets together with safety controllers has been studied for di�erent
classes of systems (see e.g. [132]�[135]).
The safety �lter in (1.18) neglects model uncertainties, as similarly consid-

ered by Gurriet et al. [136] and Bastani [137]. MPC techniques with model
learning, as discussed in Section 3.2, can be used to facilitate the application
of model predictive safety �lters in the common case where the model is un-
certain and needs to be learned from data. This problem was investigated by
Wabersich and colleagues [73], [138] for approximately linear stochastic sys-
tems, along similar lines as the methods presented in Section 3.2. To support
safe exploration of nonlinear system dynamics beyond available data, Koller et
al. [72] and Wabersich & Zeilinger [128] developed methods that are robust in
probability (compare with Section 3.2) and are capable of treating state- and
input-dependent model uncertainties at a pre-speci�ed probability level.
While virtually any (learning-based) controller can be enhanced with rigor-

ous safety guarantees using model predictive safety �lters, the resulting per-
formance of the overall system�i.e., the combination of the safety �lter with
di�erent types of learning-based control approaches�remains to be investi-
gated.

6. Discussion

Opportunities for using learning and data-driven techniques in MPC are abun-
dant, and while this review presents some major directions, we do not claim
to provide an exhaustive discussion. This review has focused on highlighting
mechanisms that are utilized when integrating learning in MPC and discussing
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their bene�ts and potential limitations as well as the resulting theoretical prop-
erties. Before analyzing common questions, we provide brief conclusions about
the three categories of learning in MPC:

Learning the system dynamics: Most research e�orts have focused on an au-
tomated improvement of the prediction model in MPC, addressing chal-
lenges such as costly system identi�cation, �ne-tuning for performance
during operation or adjustment to changing or aging plants. The theoret-
ical research regarding model adaptation is founded mostly in established
results from robust MPC. Considering the success of stochastic methods
in system identi�cation and regression, this leads to a gap that appears to
be rooted largely in the technical di�culties of deriving theoretical proper-
ties for stochastic models. The focus in integrating stochastic prediction
models has therefore been on practical or performance considerations,
leaving large potential for theoretical results in a general stochastic MPC
context. While most learning-based MPC methods implement passive
learning, an important open question is the realization of active learning
and dual control in constrained systems.

Learning the controller design: Data-based design or improvement of MPC
formulations based on observed closed-loop behavior emerges as an im-
portant domain where learning concepts can contribute to the �eld of
predictive control. While the design of terminal components is com-
parably well studied and has been successfully demonstrated, there are
many open problems related to more general automatic tuning of the
cost and constraints. Techniques such as Bayesian optimization have
been applied out-of-the-box and there is great potential in the develop-
ment of concepts that are tailored to MPC, i.e., that exploit the problem
structure and properties. First results in inverse optimal control moti-
vate this relatively unexplored direction as an alternative to inverse re-
inforcement learning, with the ability to address constraint satisfaction.
Open challenges include the systematic consideration of suboptimality
and probabilistic concepts.

MPC for safe learning: Safety is a central issue of learning-based control
throughout domains. Safety �lters o�er a powerful concept but have
su�ered from scalability limitations. The combination of MPC to ensure
constraint satisfaction with any learning-based controller to optimize per-
formance enables this framework for complex systems and can therefore
be a stepping stone toward an increased practical impact. All develop-
ments in learning-based MPC for model or constraint learning can be
similarly leveraged in an MPC �lter. An important issue to be addressed
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is the investigation and theoretical analysis of the resulting closed-loop
system under such a safety �lter.

Throughout the learning-based MPC techniques discussed in this review,
general concepts and challenges are emerging in di�erent areas. There is a
tendency to disconnect performance optimization from constraint satisfaction
and safety, which is most evident in MPC for safe learning but also common
in model-learning MPC methods. While this split can negatively a�ect per-
formance, it simpli�es the theory and is often computationally bene�cial by
avoiding costly min-max or expected value optimization. Similarly, there is a
general tension between stochastic methods from machine learning, and deter-
ministic or robust approaches in control. Many rigorous results in control and
optimization struggle with encountered noise and modeling uncertainty. Initial
results, however, motivate further research toward stochastic learning-based
MPC. Considering developments thus far, the real-time capability of learning-
based MPC has not been the center of attention but will become critical for
its ultimate success. Stochastic formulations in particular, but also techniques
such as set-membership methods can result in prohibitive computation or re-
quire sophisticated hardware. While there has been some success in combating
growing model complexity through suitable approximations, there is great po-
tential in the development of control methods that are computationally elegant,
e�cient and reliable.
Learning-based MPC has been demonstrated to result in competitive high

performance control systems and has the potential of reduce modeling and
engineering e�ort in the controller design. Recent successes and growing in-
terest should motivate the further development of a systematic body of the-
ory, advanced methodologies and computational methods that can establish
learning-based MPC as a powerful tool, bringing the large potential of learning
into safety-critical control applications.
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Abstract: Gaussian process (GP) regression has been widely used
in supervised machine learning due to its �exibility and inherent
ability to describe uncertainty in function estimation. In the con-
text of control, it is seeing increasing use for modeling of nonlinear
dynamical systems from data, as it allows the direct assessment of
residual model uncertainty. We present a model predictive control
(MPC) approach that integrates a nominal system with an additive
nonlinear part of the dynamics modeled as a GP. We describe a
principled way of formulating the chance constrained MPC prob-
lem, which takes into account residual uncertainties provided by
the GP model to enable cautious control. Using additional ap-
proximations for e�cient computation, we �nally demonstrate the
approach in a simulation example, as well as in a hardware imple-
mentation for autonomous racing of remote-controlled race cars
bluewith fast sampling times of 20ms, highlighting improvements
with regard to both performance and safety over a nominal con-
troller.

1. Introduction

Many modern control techniques depend on accurate model descriptions to
enable safe and high performance control. Identifying these models, espe-
cially for nonlinear systems, is a time-consuming and complex endeavor. It is,
however, often possible to derive an approximate system model, e.g., a lin-
ear model with adequate accuracy close to some operating point, or a simple

1 c
2019 IEEE. Reprinted, with permission, from L. Hewing, J. Kabzan, and M. N. Zeilinger,
�Cautious model predictive control using Gaussian process regression�, IEEE Transactions on
Control Systems Technology, 2019, (in press).
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model description from �rst principles. In addition, measurement data from
previous experiments or during operation are often available, which can be ex-
ploited to enhance the system model and controller performance. In this paper,
we present a model predictive control (MPC) approach that improves such a
nominal model description from data using Gaussian processes (GPs) to safely
enhance performance of the system.

The appeal of GP regression for model learning stems from the fact that it re-
quires little prior process knowledge and directly provides a measure of residual
model uncertainty. In predictive control, GPs were successfully applied to im-
prove control performance when learning periodic time-varying disturbances [1].
The task of learning the system dynamics as opposed to disturbances, has �rst
been presented in [2]. In [3], a piecewise linear approximate explicit solution
for the GP-based MPC problem of a combustion plant was presented. Ap-
plication of a one-step MPC with a GP model to a mechatronic system was
demonstrated in [4] and the use for fault-tolerant MPC was presented in [5].
An application to high-performance driving using a sparse spectrum approxi-
mation of the GP was shown in [6] and constrained tracking MPC for robotic
applications in [7] and [8], where the uncertainty of the GP prediction is taken
into account using con�dence bounds. Data e�ciency of these formulations
for learning controllers was demonstrated in [9].

Unlike most previous approaches, we speci�cally consider a hybrid model
structure by combining a nominal system description, which allows for rudi-
mentary system operation in order to collect data, with an additive GP part
that can be of di�erent dimensionality and is used for learning speci�c dy-
namical e�ects. The paper makes the following contributions. We discuss
approximate propagation of system uncertainty and the principled formulation
of chance constraints in terms of probabilistic reachable sets [10], resulting in a
deterministic approximation of the stochastic optimal control problem suitable
for numerical optimization. The nominal system description allows for reduc-
ing the GP model learning to a subspace of states and inputs, reducing the
dimensionality of the machine learning task. By introducing dynamic sparse

GPs based on inducing points as an approximation technique tailored to MPC,
we further reduce the computational burden of the approach. Together, this
results in an MPC formulation that allows for the control of high performance
systems at sampling rates of a few milliseconds, which we demonstrate in two
application examples. The �rst is a simulation of an autonomous underwater
vehicle (AUV), illustrating key concepts and advantages in a simpli�ed set-
ting. Second, we present a hardware implementation for autonomous racing
of remote-controlled cars, showing the real-world feasibility of the approach for
complex high-performance control tasks. To the best of our knowledge, this
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is the �rst hardware implementation of a Gaussian process-based predictive
control scheme to a system of this complexity at sampling times of 20ms.

2. Preliminaries

2.1. Notation

The i-th element of a vector x is denoted by [x ]i . Similarly, [M]i j denotes
element i j of a matrix M, and [M]�i , [M]i � denote its i-th column and row,
respectively. We use diag(x) for a diagonal matrix with entries given by the
vector x . The quadratic form xTMx is denoted by kxk2

M and rf (z)j�z is
the gradient of f evaluated at �z . The Pontryagin set di�erence is denoted
A	B = fa ja + b 2 A 8b 2 Bg. A normally distributed vector x with mean �
and variance � is given by x � N (�;�), the expected value of x is E(x). We
use Pr(E), (Pr(E jA)) to refer the probability of an event E (given A). Realized
quantities during closed loop control are time indexed using parenthesis, i.e.
x(k), while quantities in prediction use subscripts, e.g., xi is the predicted state
i-steps ahead.

2.2. Problem Formulation

We consider the control of dynamical systems that can be represented by a
discrete-time model of the form

x(k+1) = f (x(k); u(k))+Bd(g(x(k); u(k))+w(k)) (2.1)

where x(k) 2 Rnx is the system state and u(k) 2 Rnu is the control inputs at
time k. The model is composed of a known nominal part f and additive term
g that describes initially unknown dynamics of the system, which are to be
learned from data and are assumed to lie in the subspace spanned by Bd . We
consider i.i.d. process noise w(k) � N (0;�w ), which is spatially uncorrelated,
i.e. has diagonal variance matrix �w = diag([�2

1; : : : ; �2
nd ]). We assume that

both f and g are di�erentiable functions. The system is subject to state and
input constraints Xk � Rnx and Uk � Rnu , respectively, which are formulated
as chance constraints

Pr(x(k) 2 Xk) � px
Pr(u(k) 2 Uk) � pu

where px and pu are the associated satisfaction probabilities.
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2.3. GP Regression

We use GP regression to infer the noisy vector-valued function g(x; u) in (2.1)
using M data points generated from previously collected measurements of
states and inputs xj and uj as

yj = Byd (xj+1 � f (xj ; uj)) = g(xj ; uj) + wj

where Byd is the Moore-Penrose pseudo-inverse. Note that the measurement
noise on the data points wj corresponds to the process noise in (2.1). With
zj := [xT

j ; uT
j ]T, the data set is

D = fy = [y0; : : : ; yM ]T 2 RM�nd ; z = [z0; : : : ; zM ]T 2 RM�nz g :

Each output dimension is learned individually, meaning that we assume the
components of each yj to be independent, given the input data zj . Specifying
a GP prior on g in each output dimension a 2 f1; : : : ; ndg with kernel ka(�; �),
prior mean functionma(�), and conditioning on the data D results in a predictive
posterior distribution in each dimension a at a test point z , which is Gaussian
with mean and variance

�da (z) = Ka
zz(K

a
zz + I�2

a)
�1

[y]�a (2.2a)

�d
a (z) = Ka

zz �K
a
zz(K

a
zz + I�2

a)
�1
Ka

zz (2.2b)

where Ka is the Gram matrix, i.e. [Ka
zz]i j = ka(zi ; zj), [Ka

zz ]j = ka(zj ; z), Ka
zz =

(Ka
zz)T, Ka

zz = ka(z; z) and ma(z) = [ma(z0); : : : ; ma(zM)]T. The choice of
kernel function ka and its parameterization is the determining factor for the
inferred distribution of g and is typically speci�ed using prior process knowledge
and optimization [11], e.g., by optimizing the likelihood of the observed data
points. Throughout this paper we consider the squared exponential kernel
function

ka(zi ; zj) = �2
f ;a exp

�
�

1
2

(zi � zj)TL�1
a (zi � zj)

�
(2.3)

where La is a positive diagonal length-scale matrix and �2
f ;a is the signal vari-

ance. While it is straightforward to use any other (di�erentiable) kernel func-
tion, we have observed good results in practice with this commonly employed
kernel and maximum likelihood hyperparameter tuning.
The resulting multivariate GP approximation of the unknown function g(z)

is then given by stacking the individual output dimensions, that is

d(z) � N
�
�d(z);�d(z)

�
(2.4)

with �d = [�d1 ; : : : ; �dnd ]T and �d = diag([�d
1 ; : : : ;�d

nd ]T).
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Evaluating mean and variance in (2.2) has cost O(ndnzM) and O(ndnzM2),
respectively, and, thus, scales with the number of data points. For large
amounts of data or fast real-time applications, this can limit the use of GP
models.

2.4. Sparse Gaussian processes

Various approximation techniques have been proposed to reduce the compu-
tational complexity of GPs, for instance sparse spectrum approximation [12],
which was shown in the context of MPC in [6]. In this paper, we make use
of sparse GPs using inducing inputs [13], for which we present an extension
tailored to MPC in Section 3.2. These approximations make use of inducing
targets yind, inputs zind, and conditional distributions to approximate the result-
ing prediction. Of the many variants available, we apply the frequently used
fully independent training conditional (FITC) [14]. Given a selection of induc-
ing inputs zind and using the shorthand notation Qa

�~� := Ka
�zind(Ka

zindzind
)�1Ka

zind
~�

the approximate posterior distribution is given by

~�da (z) = Qa
zz(Q

a
zz + �)�1[y]�a (2.5a)

~�d
a (z) = Ka

zz �Q
a
zz(Q

a
zz + �)�1Qzz (2.5b)

with � = diag(Ka
zz � Qa

zz + I�2
a). Several of the matrices used in (2.5) can

be precomputed, making the evaluation complexity independent of the number
of original data points. With ~M being the number of inducing points, this
results in O(ndnz ~M) and O(ndnz ~M2) for the predictive mean and variance,
respectively.
There are numerous options for selecting the inducing inputs, e.g., heuristi-

cally, as a subset of the original data points, by treating them as hyperparame-
ters and optimizing over their location [14], or letting them coincide with test
points [15], which is often referred to as transductive learning. In Section 3.2
we make use of such transductive ideas and propose a dynamic selection of
inducing points, with a resulting local approximation tailored to the predictive
control task.

3. MPC Controller Design

We consider the design of an MPC controller for system (2.1) using the GP
approximation d of the unknown function g:

xi+1 = f (xi ; ui) + Bd (d(xi ; ui) + wi) : (2.6)
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At each time step, the GP approximation evaluates to a stochastic distribu-
tion according to the residual model uncertainty and process noise, which is
then propagated forward in time. A stochastic MPC formulation allows the
principled treatment of chance constraints by imposing a prescribed maximum
probability of constraint violation. The resulting stochastic optimal control
problem is de�ned as

min
�

E

 

lf (xN) +
N�1X

i=0

li(xi ; ui)

!

(2.7a)

s.t. xi+1 = f (xi ; ui) + Bd(d(xi ; ui) + wi) (2.7b)

ui = �i(xi) (2.7c)

Pr(xi+1 2 Xi+1) � px (2.7d)

Pr(ui 2 Ui) � pu (2.7e)

x0 = x(k) (2.7f)

for all i = 0; : : : ; N�1 with terminal cost lf (xN) and stage cost li(xi ; ui),
where the optimization is carried out over a sequence of input policies � =
f�0(x); : : : ; �N�1(x)g. Optimization over feedback policies �(x) instead of
an input sequence can e�ectively reduce the predicted uncertainty over the
prediction horizon, but it is, in general, an in�nite dimensional optimization
problem and not computationally tractable. We restrict the policy class to
linear state feedback controllers

�i(xi) = Ki(�xi � xi) + �ui

where �xi is the predicted mean of the state distribution. Online optimization
of the feedback gains Ki is typically computationally prohibitive, such that
we pre-select Ki and optimize over the mean of the applied input �ui . An
equivalent choice is given by linear disturbance feedback [16], which is popular,
in particular, for linear systems, where it allows for convex optimization over
the feedback gains [17]. The adequate choice of linear feedback gains Ki is
generally a hard problem, especially if the system dynamics are highly nonlinear.
A useful heuristic is to consider a linearization of the system dynamics around
an approximate prediction trajectory, which, in MPC applications, is typically
available using the solution trajectory of the previous time step. Feedback
gains for the linearized system can be derived, e.g., by solving a �nite horizon
LQR problem [18]. For mild or stabilizing nonlinearities, a �xed controller gain
Ki = K can be chosen to reduce computational burden, or the linear feedback
can be omitted at the potential cost of added conservatism.
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3. MPC Controller Design

Due to the stochastic prediction model, optimization problem (2.7) is com-
putationally intractable. For the remainder fo this section, we present tech-
niques for deriving an e�ciently solvable approximation. Speci�cally, we show
techniques for simple approximate propagation of the system uncertainties in
terms of mean and variance and present a framework for reformulating chance
constraints deterministically, enabling the use of standard nonlinear program-
ming solvers.

3.1. Uncertainty Propagation

Because of the stochastic process noise and the representation by a GP model,
future predicted states result in stochastic distributions. Evaluating the pos-
terior of a GP from an input distribution is generally intractable, and the re-
sulting distribution is not Gaussian [19]. While under certain assumptions on
g, some strict over-approximations of resulting con�dence sets exist [20], they
are typically conservative and computationally demanding. We focus instead
on computationally cheap and practical approximations at the cost of losing
strict guarantees.
Following a common approach, state, control input and nonlinear distur-

bance are approximated as jointly Gaussian distributed at each time step. Us-
ing a �rst-order Taylor approximation of the nominal dynamics f and posterior
mean function (2.2), similar to extended Kalman �ltering, this permits simple
update equations for the state mean and variance based on a�ne transfor-
mations of the Gaussian distributions. This provides a good tradeo� between
approximation accuracy and computational complexity, resulting in

�xi+1 = f (�xi ; �
u
i ) + Bd�d(�xi ; �

u
i ) (2.8a)

�x
i+1 = ~Ai�x

i ~AT
i + Bd(�d(�xi ; �

u
i ) + �w )BT

d (2.8b)

with ~Ai = r(f (x; �ui +Kix) + Bd�d(x; �ui +Kix))j�xi , while the input variance
is given by �u

i = Ki�x
i KT

i .
Due to the GP dynamics, the computational complexity when evaluating

these predictions scales directly with the input and output dimensions, as well
as the number of data points, and, thus, becomes expensive to evaluate in high
dimensional spaces. This presents a challenge for predictive control approaches
with GP models, which, in the past, have mainly focused on relatively small
and slow systems [2], [5]. Using a nominal model, however, it is possible to
consider GPs that depend on only a subset of states and inputs, such that the
computational burden can be signi�cantly reduced. This is due to a reduction
in the e�ective input dimension nz , and, more importantly, due to a reduction
in necessary training points M for learning in a lower dimensional space.
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P2. Cautious MPC Using GP Regression

Remark 1. With slight notational changes, the presented approximation simi-

larly applies to prior mean and kernel functions that are functions of a subset

of states and inputs.

A further signi�cant reduction in computational complexity can be achieved
by employing sparse GP approaches, as outlined in Section 2.4, for which we
present a variant tailored to predictive control in the following.

3.2. Dynamic Sparse GPs for MPC

Inducing points in sparse GP approximations are typically chosen to optimize
predictive quality globally, i.e., on the entire domain of possible test points.
Given knowledge about future test points, however, one can instead aim to en-
hance the prediction quality locally, resulting in good approximations in speci�c
regions of interest. In MPC, some knowledge of these test points is typically
available in terms of an approximate trajectory ~X, ~U in the state-action space.
This trajectory can, e.g., be given by the reference signal or a previous solution
trajectory of the MPC problem, since solution trajectories in MPC typically do
not change drastically between time steps, given a reasonably long prediction
horizon and fast sampling times. Ideally, the inducing inputs would, therefore,
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x
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d
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Figure 2.1.: Illustration of dynamic sparse approximation [21]. Contour plot of
the posterior variance of the full GP (top left) and dynamic sparse
approximation (top right) with data points as black crosses. Red
lines show trajectories planned by an MPC, while the dashed lines
show the prediction at the previous time step used in the ap-
proximation, with inducing points indicated by black circles. The
bottom plot shows the respective variances along the planned tra-
jectory.
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3. MPC Controller Design

be optimized to maximize predictive quality on the approximate trajectory ~X,
~U, which, however, is not computationally feasible in the targeted millisec-
ond sampling times. Instead, we place inducing inputs heuristically along the
approximate trajectory, resulting in a computationally cheap high-�delity local
approximation around ~X, ~U.
To illustrate the procedure, we consider a simple double integrator system

controlled by an MPC. Fig. 2.1 shows the variance �d(x) of a GP trained
on the system states. In addition, two successive trajectories from an MPC
algorithm are displayed. The red solid line is the current prediction, while the
dashed line is the prediction trajectory from the previous iteration, which we
use as ~X, ~U. The plot on the left displays the original GP, with data points
marked as crosses, whereas, on the right, we have the sparse approximation
resulting from placing inducing points along ~X, ~U, indicated by circles. The
�gure illustrates how the full GP and the sparse approximation match closely
along the predicted trajectory of the system, while approximation quality far
away from the trajectory deteriorates. Since current and previous trajectories
are similar, however, local information is su�cient for the computation of the
MPC controller.

3.3. Chance Constraint Formulation

The tractable Gaussian approximation of the state and input distribution over
the prediction horizon in (2.8) can be used to approximate the chance con-
straints in (2.7d) and (2.7e). We reformulate the constraints on state and
input with respect to their means �x and �u using constraint tightening based
on the respective errors exi = �xi � xi and eui = Ki(�xi � xi). For this purpose,
we make use of probabilistic reachable sets [10], an extension of the concept
of reachable sets to stochastic systems, which is related to probabilistic set
invariance [22], [23].

De�nition 1 (Probabilistic i-step Reachable Set). A set Ri is said to be a

probabilistic i-step reachable set (i-step PRS) of probability level p if

Pr(ei 2 Ri j e0 = 0) � p :

Given an i-step PRS Rxi of probability level px for the state error exi and
similarly Rui for the input eui , we can de�ne tightened constraints on �xi and
�ui as

�xi 2 Zi = Xi 	Rxi (2.9a)

�ui 2 Vi = Ui 	Rui (2.9b)
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P2. Cautious MPC Using GP Regression

where 	 denotes the Pontryagin set di�erence. Satisfaction of the tightened
constraints (2.9) for the mean, thereby, implies satisfaction of the original
constraints (2.7d) and (2.7e), i.e. when �xi 2 Z we have Pr(xi = �xi + exi 2
X ) � Pr(exi 2 Rx) � px .
Under the approximation of a normal distribution of xi , the uncertainty in

each time step is fully speci�ed by the variance matrices �x
i and �u

i . The
sets can then be computed as functions of these variances, i.e., Rx(�x

i ) and
Ru(�x

i ). We present two speci�c formulations for half-space and two-norm
ball constraints in the following, concentrating on state constraints, as input
constraints can be treated analogously.

Half-Space Constraints

Consider the constraint set Xi given by a single half-space constraint X hsi :=�
x
��hT
i x � bi

	
, hi 2 Rn, bi 2 R+. The marginal distribution of the error

in the direction of the half-space hT
i exi � N (0; hT

i �x
i hi) allows the use of the

quantile function of a standard Gaussian random variable ��1(px) at the needed
probability of constraint satisfaction px , such that

Rx(�x
i ) :=

�
e
����h

T
i e � �

�1(px)
q
hT
i �x

i hi
�

is an i-step PRS of probability level px . In this case, evaluating the Pontryagin
di�erence in (2.9) is straightforward, and we can directly de�ne the tightened
constraint on the state mean as

Zhsi (�x
i ) :=

�
z
����h

T
i z � bi � �

�1(px)
q
hT
i �x

i hi
�
:

Remark 2. A tightening for slab constraints X sl =
�
x
��jhT

i x j � bi
	
can be sim-

ilarly derived as

Zsli (�x
i ) :=

�
z
����jh

T
i z j � bi � �

�1
�
px+1

2

�q
hT
i �x

i hi
�
:

Two-Norm Ball Constraints

Consider the constraint set Xi given as a norm ball X bi := fx jkx � xci k2 � rig,
r 2 R+. Based on the approximate Gaussian distributions, we de�ne

Rel l(�x
i ) =

n
e
���(eT(�x

i )�1e � �2
n(px)

o
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3. MPC Controller Design

where �2
n(px) is the quantile function of the chi-squared distribution with n

degrees of freedom. In order to simplify the constraint tightening of X bi , we
de�ne an outer approximation by a ball Rb � Rel l as

Rb(�x
i ) =

�
e
����kek �

q
�max

�
�x
i

�
�2
n(px)

�

where �max(�) is the maximum eigenvalue. The necessary constraint tightening
can then directly be expressed as

Zbi (�x
i ) = Xi 	Rb(�x

i ) = fz jkz � xci k � ~ri (�x
i )g (2.10)

where ~ri
�

�XY
i
�

= ri �
q
�2
n(px)�max

�
�x
i

�
.

3.4. Tractable MPC Formulation With GP Model

Given the approximate normal distribution of state and input, many cost func-
tions as in (2.7a) can be evaluated using mean and variance information. The
most prominent example for tracking tasks is a quadratic cost on states and
inputs, further examples include a saturating cost [24], risk sensitive costs [25],
or radial basis function networks [9]. In addition, evaluating the cost function l
at the mean of state and input can be a computationally cheap approximation
of (2.7a). We refer to an (approximate) evaluation of the expected cost as

E (li(xi ; ui)) = ci(�xi ; �
u
i ;�x

i )

and formulate a resulting tractable deterministic approximation of the MPC
problem (2.7) as

min
f�ui g

cf (�xN ;�x
N) +

N�1X

i=0

ci(�xi ; �
u
i ;�x

i ) (2.11a)

s.t. �xi+1 = f (�xi ; �
u
i )+Bd�d(�xi ; �

u
i ) (2.11b)

�x
i+1 = ~Ai�x

i ~AT
i +Bd(�d(�xi ; �

u
i )+�w )BT

d (2.11c)

�xi+1 2 Z(�x
i+1) (2.11d)

�ui 2 V(�x
i ) (2.11e)

�x0 = x(k);�x
0 = 0 (2.11f)

for i = 0; : : : ; N�1. The resulting control law is obtained in a receding horizon
fashion as �(x(k)) = �u�0 , where �u�0 is the �rst element of the optimal control
sequence f�u�0 ; : : : ; �u�N g obtained from solving (2.11) at state x(k).
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P2. Cautious MPC Using GP Regression

The presented formulation of the MPC problem with a GP-based model
results in a non-convex optimization problem. Assuming twice di�erentiability
of the kernel and prior mean function, second-order derivative information of all
quantities is, however, available. Problems of this form can typically be solved
to local optima using sequential quadratic programming (SQP) or nonlinear
interior-point methods [26].
In the following, we demonstrate the proposed algorithm and its properties

using one simulation and one experimental example. The �rst is an illustrative
example of an AUV, which, around a trim point, is well described by nominal
linear dynamics but is subject to nonlinear friction e�ects at larger deviations
from the trim point. The second example is a hardware implementation demon-
strating the approach for autonomous racing of miniature race cars that are
described by a nonlinear nominal model. While model complexity and fast
sampling times require additional approximations in this second example, we
show that we can leverage key bene�ts of the proposed approach in this highly
demanding real-world application.

4. Online Learning for AUV

We consider depth control of an AUV described by a nonlinear continuous-
time model at constant surge velocity as ground truth and for simulation pur-
poses [27]. Around a trim point of purely horizontal movement, the states and
input of the system are

[x ]1: Pitch angle relative to trim point [rad],
[x ]2: Heave velocity relative to trim point [m/s],
[x ]3: Pitch velocity [rad/s],
u: Stern rudder de�ection around trim point [rad].

We assume a given approximate linear system model that is discretized with
sampling time Ts = 100ms, resulting in

x(k+1) = Ax(k) + Bu(k) + Bd (g(x(k)) + w(k))

which is in the form of (2.1). The nonlinearity results from friction e�ects
and, therefore, only a�ects the (continuous-time) velocity states, that is

Bd =

2

4
0 T 2

s
2

Ts 0
0 Ts

3

5 ; g(x(k)) = g([x(k)]2; [x(k)]3) : R2 ! R2 :

Note that the eigenvalues of A are given by f1:1; 1:03; 0:727g, i.e., the linear
system has two unstable modes.
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4. Online Learning for AUV

In the considered scenario, the goal is to track reference changes from the
original zero set point to a pitch angle of 30�, back to 0, and then to 45�.
We further consider a safety state constraint on the pitch angle of at least
10� below the reference, as well as input constraints corresponding to �20�

rudder de�ection. In this example, we treat the case of online learning, that is,
we start without any data about the nonlinearity g, collect measurement data
during operation, and enhance performance online.

4.1. GP-based Reference Tracking Controller

GP data D = fy; zg are generated by calculating the deviation of the linear
model from the measured states, as described in Section 2.3, where the input
data are reduced to the velocity states zj = [[xj ]2; [xj ]3]T. Data are continu-
ously updated during the closed-loop run. Speci�cally, we consider a new data
point every 5 time steps, and keep track of 30 data points by discarding the
oldest when adding a new point. For this conceptual example, we do not make
use of the dynamic sparse approximation in Section 3.2. The training data
are initialized with 30 data points of zero input and zero output. We employ
a squared exponential kernel (2.3) for both output dimensions with �xed hy-
perparameters L1 = L2 = diag([0:35; 0:15]T), and variances �2

f ;1 = 0:04 and
�2
f ;2 = 0:25.
We use a quadratic stage cost, with weight matrices Q = diag([1; 0; 10]T),

R = 20, and a prediction horizon N = 35 to track a pitch angle reference. The
terminal cost P is chosen according to the solution of the associated discrete-
time algebraic Riccati equation, i.e., the LQR cost. As ancillary linear controller
Ki , an in�nite horizon LQR control law based on the linear nominal model is
designed using the same weights as in the MPC and used in all prediction steps
i . This stabilizes the linear system and reduces uncertainty growth over the
prediction horizon. Constraints are introduced based on Remark 2 considering
a maximum probability of constraint violation of 2:28%, corresponding to a
2-� con�dence bound. The MPC problem is solved using FORCES Pro [28],
[29].
The resulting closed-loop trajectory, during which the system learns from

online data, is shown in the top plot of Fig. 2.2. For comparison, we run
the same simulation with a linear stochastic MPC formulation, subject to the
prior model uncertainty, i.e., considering the nominal linear system subject
to increased noise of variance �w + diag([�2

f ;1; �2
f ;2]T) instead of the learned

nonlinear GP term. We use the same cost function and chance constraint
formulation in the stochastic MPC formulation, the results of which are shown
in the bottom plot of Fig. 2.2. The simulations demonstrate the improved
performance of the GP-based MPC over the linear stochastic MPC, while si-
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Figure 2.2.: Simulation results of GP-based MPC for AUV in an online learn-
ing scenario. GP-based MPC (top) and linear stochastic MPC
(bottom). The solid gray line shows the reference value of the
pitch angle, dashed in the respective color the state and input
constraints.

multaneously improving constraint satisfaction. Under the chosen uncertainty
description, the constraint on minimum pitch angle is violated with the linear
stochastic MPC control law, which does not account for the nonlinear fric-
tion e�ects during this large reference change. When pitching back down,
improved performance under the GP-based MPC can be observed. In particu-
lar, compared to the linear stochastic MPC, the GP-based formulation keeps
less `safety distance' to the constraints, since the friction terms are accurately
identi�ed and residual model uncertainty is small. The GP-based formulation,
therefore, allows for improved control performance with reduced conservatism,
while maintaining the safety of the AUV.

5. Autonomous Racing

As a second example, we consider an autonomous racing scenario, in which the
goal is to drive a car around a track as quickly as possible, while keeping the
vehicle safe, i.e. while avoiding collision with the track boundaries. The con-
troller is based on a model predictive contouring control formulation [30], [31]
that has been applied to the problem of autonomous racing in [32]. Preliminary
simulation results were published in [21]. This hardware experiment does not
allow for direct access to state measurements and the controller and learning
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Figure 2.3.: Illustration of the constraint tightening procedure. The e�ective
track radius is adjusted based on the predicted position uncer-
tainty.

formulation is instead based on state estimates obtained from a localization
system using an infrared camera and extended Kalman �ltering. Details on the
state estimation can be found in [32].

5.1. Car Dynamics

The race cars are modeled by continuous-time nominal dynamics _x = f c(x; u)
obtained from a bicycle model with nonlinear tire forces given by a simpli�ed
Pacejka tire model. This results in states and inputs

x = [X; Y;�; vx ; vy ; !]T; u = [p; �]T

with position xXY = [X; Y ]T, orientation �, longitudinal and lateral velocities
vx and vy , and yaw rate !. The inputs to the system are the motor duty cycle
p and the steering angle �. For details on the system modeling, please refer
to [21] and [32].
For use in the MPC formulation, we discretize the system using a Runge-

Kutta method with a sampling time of Ts = 20ms. We add g(x; u) capturing
unmodeled dynamics, as well as the additive Gaussian noise w . Due to the
structure of the nominal model, we assume that the model uncertainty, as
well as the process noise w , only a�ects the velocity states vx , vy and ! of
the system, and that the unmodeled dynamics do not depend on the position
states, that is

Bd = [0 I]T; g(x; u) = g(vx ; vy ; !; p; �) : R5 ! R3 :

The system is subject to input constraints U , i.e., the steering angle is limited
to lie in ��max and the duty cycle has to lie in [�0:1; 1], where the negative
values correspond to braking.
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5.2. GP-Based Racing Controller

We consider a race track given by its centerline and a �xed track width. The
centerline is described by a piecewise cubic spline polynomial, which is pa-
rameterized by the path length �. Progress along the track is character-
ized by �i , which is introduced as an additional state and enters the con-
sidered cost function linearly, encouraging a maximization of progress along
the track. Given a �i , we can evaluate the corresponding centerline position
C(�) = [Xc(�); Yc(�)]T, such that the track constraint can be expressed as

X (�i) :=
n
xXY

���



xXY � C(�i)




 � r
o
� R2

where r is half the track width. Making use of (2.10), we arrive at tightened
constraints on the mean position �XYi 2 Z(�i ;�XY

i ). Fig. 2.3 exempli�es the
predicted evolution of the cars position and the resulting constraint tightening.
The state is extended by the previously applied inputs, and large input

changes are additionally penalized. The prediction horizon is chosen as N = 30,
and we formulate the chance constraints (2.10) with �2

2(px) = 1. We do not
make use of an ancillary controller, i.e., Ki = 0, and tighten constraints only
for the �rst 20 prediction steps, applying the constraints to the mean for the
remainder of the prediction horizon, similar to the method used in [33]. We
reduce computation times by making use of the dynamic sparse approximations
with ten inducing points, as outlined in Section 3.2, placing the inducing inputs
regularly along the previous solution trajectory. To allow for real-time com-
putation at 20ms sampling times, two additional approximations are applied.
The variance dynamics are pre-evaluated based on the previous MPC solution,
which enables the pre-computation of state constraints (2.10) and avoids op-
timization over the variances. In addition, we neglect the mean prediction of
the lateral velocity error since the state is di�cult to estimate reliably and the
error generally small, such that we observed no improvement when including it
in the control formulation.

5.3. Results

We start out racing the car using the nominal controller, i.e., the controller
without an added GP term. Since the nominal model is not well tuned, driving
behavior is somewhat erratic, and there are a number of small collisions with
the track boundaries, as can be observed in Fig. 2.4a. Using the collected
data, we train the GP error model d using 325 data points. We infer the
hyperparameters in (2.3) as well as the noise level �w using maximum likelihood
optimization.
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Figure 2.4.: Comparison of race lines with 8a) nominal and (b) GP-based con-
troller. The red cross is the starting point of the race car.

The resulting race lines of 20 laps with the GP-based controller are displayed
in Figure 2.4b, generally showing a much more consistent and safe racing be-
havior. In particular, it can be seen that almost all of the systematic and
persistent problems in the race line of the nominal controller can be alleviated.
Fig. 2.5 shows the encountered dynamics error in the yaw rate and the pre-
dicted error during the �rst lap with the sparse GP-based controller. Mean
and residual uncertainty predicted by the GP matches the encountered errors
well. It is important to note that the apparent volatility in the plot is not due
to over�tting, but is instead due to fast changes in the input and matches the
validation data, i.e. the measured errors.

To quantify the performance of the proposed controllers we compare, in
Table 2.1, the average lap time T l , minimum lap time Tl ;min as well as the
average two-norm error in the system dynamics kek, i.e., the di�erence between
the mean state after one prediction step and the realized state, e(k+1) = �x1�
x(k+1). We see that the GP-based controller is able to improve signi�cantly on
all these quantities, with an average lap time improvement of 0:71 s, or almost
7%, which constitutes a large improvement in the considered racing task. This
is in part due to the improved system model, as evident in the average dynamics
error kek, but also due to the cautious nature of the controller, which helps to
further reduce collisions and large problems in the race line. Due to the cautious
nature, the minimum lap time gains are slightly less pronounced. In fact,
the nominal controller consistently displays higher top speeds. Often times,
however, this leads to signi�cant problems at the brake point to a slow corner.
We evaluate the e�ect of the sparse dynamic approximation on the prediction
quality by computing the predicted error under a full GP on the recorded data
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Figure 2.5.: Dynamic sparse GP compensation of the yaw-rate error with ten
inducing inputs during the �rst race lap. The black dots show the
measured error on the yaw rate at each time step, while the blue
line shows the error predicted by the GP. The shaded region is the
2-� con�dence interval.

as kef k = 0:33 and �nd that the increase in error when using the proposed
sparse approximation is around 3%. Computation times are reported as average
solve times T c and the percentage of solutions in under 20ms, i.e., Tc <
20ms. Average solution times of nominal and GP-based controllers are similar.
The percentiles of solutions in under 20ms, however, di�er signi�cantly, likely
due to frequent large re-planning with the nominal controller. The results,
therefore, demonstrate that the presented GP-based controller can signi�cantly
improve performance while maintaining safety in a hardware implementation of
a complex system with fast sampling times.

6. Conclusion

The paper discussed the use of GPs to learn nonlinearities for a safe improve-
ment of performance in MPC. Combining GP dynamics with a nominal system
and the use of computational approximations rendered GP-based MPC formu-
lation computationally feasible with low sampling times. A simulation example
and a hardware implementation have shown cautious control with improved
performance. In particular, we have demonstrated in experiments that both
performance and safety in an autonomous racing setting can be signi�cantly
improved by using cautious data-driven techniques, showing the practical feasi-
bility and potential of learning approaches in high-performance control systems.
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Table 2.1.: Experimental results

Controller T l [s] Tl ;min [s] kek [-] Tc [ms] Tc < 20ms

Nominal 10.32 9.65 0.65 18.2 76:3%
GP-based 9.61 9.27 0.34 17.2 99:8%
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Abstract: This paper presents an adaptive high performance con-
trol method for autonomous miniature race cars. Racing dynamics
are notoriously hard to model from �rst principles, which is ad-
dressed by means of a cautious nonlinear model predictive control
(NMPC) approach that learns to improve its dynamics model from
data and safely increases racing performance. The approach makes
use of a Gaussian Process (GP) and takes residual model uncer-
tainty into account through a chance constrained formulation. We
present a sparse GP approximation with dynamically adjusting in-
ducing inputs, enabling a real-time implementable controller. The
formulation is demonstrated in simulations, which show signi�cant
improvement with respect to both lap time and constraint satis-
faction compared to an NMPC without model learning.

1. Introduction

Control of autonomous cars is a challenging task and has attracted considerable
attention in recent years [1]. One particular case of autonomous driving is
autonomous racing, where the goal is to drive around a track as fast as possible,
potentially to race against competitors and to avoid collisions [2]. In order
to achieve high performance at these extreme conditions, racing teams today
spend a signi�cant amount of time and e�ort on modeling, which is challenging
especially near the limits of tire adhesion [3]. Learning-based control methods
have been proposed to address this challenge and show great potential towards

1 c
2018 IEEE. Reprinted, with permission, from L. Hewing, A. Liniger, and M. N. Zeilinger,
�Cautious NMPC with Gaussian process dynamics for miniature race cars�, in European Control
Conference (ECC), 2018, pp. 1341�1348.
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improving racing performance [4]. They do, however, often su�er from poor
model accuracy and performance during transient learning phases. This can
lead to violation of critical constraints [5] related to keeping the car on track
and avoiding collisions, compromising not only performance, but the success
of the entire race. In addition, iteratively learning the racing task on a lap-
by-lap basis, as considered e.g. in [6], su�ers from poor generalization and
does typically not allow for maintaining high performance for dynamic racing
tasks, such as obstacle avoidance or overtaking. This paper addresses these
challenges by learning the dynamics model from data and considering model
uncertainty to ensure constraint satisfaction in a nonlinear model predictive
control (NMPC) approach, o�ering a �exible framework for racing control.

Recently, a number of autonomous racing control methods were presented
that rely on NMPC formulations. An NMPC racing approach for miniature
race cars was proposed in [7], which uses a contouring control formulation to
maximize track progress over a �nite horizon and enables obstacle avoidance.
It was extended to a stochastic setting in order to take model uncertainty into
account in [8] and [9]. Using model learning in an MPC framework allows
for generalizing from collected data and for improving performance in varying
racing tasks. This was, for instance, demonstrated in [10] by using the mean
estimate of a Gaussian Process (GP) as a dynamics model for an NMPC
method based on [7]. Furthermore, the MPC approach recently proposed
in [11] was applied to the problem of autonomous racing, where the model is
improved with an iterative parameter estimation technique [12].

The method presented in this paper makes use of GP regression to improve
the dynamics model from measurement data, since GPs inherently provide a
measure for residual model uncertainty, which is integrated in a cautious NMPC
controller. To this end we extend the approach presented in [7] with a learning
module and reformulate the controller in a stochastic setting. A key element
di�erentiating the approach from available results is the stochastic treatment
of a GP model in an NMPC controller to improve both performance and con-
straint satisfaction properties. We derive a tractable formulation of the problem
that exploits both the improved dynamics model and the uncertainty and show
how chance constraints on the states can be approximated in deterministic
form. The framework thereby allows for specifying a minimum probability of
satisfying critical constraints, such as track boundaries, o�ering an intuitive
and systematic way of de�ning a desired trade-o� between aggressive driving
and safety in terms of collision avoidance.

While the use of GPs in MPC o�ers many bene�ts, it poses computational
challenges for use with fast sampled and larger scale systems, such as the
race car problem, since the evaluation complexity of GPs is generally high and
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directly scales with the number of data points considered. Various approaches
to address this limitation have been presented in the literature. One class of
methods relies on an approximation by a �nite number of basis functions, such
as the sparse spectrum approximation [13], which is also used in the GP-based
NMPC in [10]. We present an approach for predictive control based on a sparse
GP approximation using inducing inputs [14], which are selected according to
an approximate trajectory in state-action space. This enables a high-�delity
local approximation currently relevant for control at a given measured state,
and facilitates real-time implementability of the presented controller.
We �nally evaluate the proposed cautious NMPC controller in simulations

of a race. The results demonstrate that it provides safe and high performance
control at sampling times of 30 ms, which is computationally on par with
NMPC schemes without model learning [7], while improving racing performance
and constraint satisfaction. We furthermore demonstrate robustness towards
process noise, indicating �tness for hardware implementation.

2. Preliminaries

In the following we specify the notation used in the paper and brie�y introduce
GP regression and sparse approximations based on inducing inputs as relevant
to the presented control approach.

2.1. Notation

For two matrices or vectors we use [A;B] := [AT BT ]T for vertical matrix/vector
concatenation. We use [y ]i to refer to the i-th element of the vector y , and
similarly [A]�;i for the i-th column of matrix A. A normal distribution with mean
� and variance � is denoted N (�;�). We use kxk for the 2-norm of vector x
and diag(x) to express a diagonal matrix with elements given by the vector x.
The gradient of a vector-valued function f : Rnz ! Rnf with respect to vector
x 2 Rnx is denoted rx f : Rnz ! Rnf �nx .

2.2. Gaussian Process Regression

Consider M input locations collected in the matrix z = [zT1 ; : : : ; zTM ] 2 RM�nz

and corresponding measurements y = [yT1 ; : : : ; yTM ] 2 RM�nd arising from an
unknown function g(z) : Rnz ! Rnd under the following statistical model

yj = g(zj) + !j ; (3.1)
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where !j is i.i.d. Gaussian noise with zero mean and diagonal variance �w =
diag([�2

1; : : : ;�2
nd ]. Assuming a GP prior on g in each output dimension a 2

f1; : : : ; ndg, the measurement data is normally distributed with

[y]�;a � N (0; Ka
zz + �2

a) ;

where Ka
zz is the Gram matrix of the data points using the kernel function

ka(�; �) on the input locations z, i.e. [Ka
zz]i j = ka(zi ; zj). The choice of kernel

functions ka and its parameterization is the determining factor for the inferred
distribution of g and is typically speci�ed using prior process knowledge and
optimization based on observed data [15]. Throughout this paper we consider
the squared exponential kernel function

k(z; ~z) = �2
f exp

�
�

1
2

(z � ~z)TL�1(z � ~z)
�
;

in which L 2 Rnz�nz is a positive diagonal length scale matrix. It is, however,
straightforward to use any other (di�erentiable) kernel function.
The joint distribution of the training data and an arbitrary test point z in

output dimension a is given by

p([y ]a; [y]�;a) � N
�

0;
�
Ka

zz Ka
zz

Ka
zz Ka

zz

��
; (3.2)

where [Ka
zz ]j = ka(zj ; z), Ka

zz = (Ka
zz)T and similarly Ka

zz = ka(z; z). The
resulting conditional distribution is Gaussian with p([y ]a j [y]�;a) � N (�da (z);
�d
a (z)) and

�da (z) = Ka
zz(K

a
zz + I�2

a)
�1

[y]�;a ; (3.3a)

�d
a (z) = Ka

zz �K
a
zz(K

a
zz + I�2

a)
�1
Ka

zz : (3.3b)

We call the resulting GP approximation of the unknown function g(z)

d(z) � N (�d(z);�d(z)) (3.4)

with �d = [�d1 ; : : : ;�dnd ] and �d = diag([�d
1 ; : : : ; �d

nd ]).
Evaluating (3.4) has cost O(ndnzM) and O(ndnzM2) for mean and variance,

respectively and thus scales with the number of data points. For many data
points or fast real-time applications this limits the use of a GP model. To
overcome these issues, various approximation techniques have been proposed,
one class of which is sparse Gaussian processes using inducing inputs [16],
brie�y outlined in the following.

92



3. Race Car Modeling

2.3. Sparse Gaussian Processes

Most sparse GP approximations can be understood using the concept of in-
ducing targets yind at inputs zind and an inducing conditional distribution q
to approximate the joint distribution (3.2) by assuming that test points and
training data are conditionally independent given yind [14]:

p([y ]a; [y]�;a) =
Z
p([y ]a; [y]�;a j yind)p(yind) d yind

�
Z
q([y ]a j yind)q([y]�;a j yind)p(yind) d yind :

There are numerous options for selecting the inducing inputs, e.g. heuristically
as a subset of the original data points, by treating them as hyperparameters and
optimizing their location [17], or letting them coincide with test points [18].
In this paper, we make use of the state-of-the-art Fully Independent Training

Conditional (FITC) approximation to approximate the GP distribution and re-
duce computational complexity [17]. Given a selection of inducing inputs zind
and using the shorthand notation Qa

�~� := Ka
�zind (Ka

zind zind )�1Ka
zind ~� the approxi-

mate posterior distribution is given by

~�da (z) = Qa
zz(Q

a
zz + �)�1[y]�;a ; (3.5a)

~�d
a (z) = Ka

zz �Q
a
zz(Q

a
zz + �)�1Qzz (3.5b)

with � = diag(Ka
zz �Qa

zz + I�2
a). Concatenating the output dimensions similar

to (3.4) we arrive at the approximation

~d(z) � N (~�d(z); ~�d(z)) :

Several of the matrices used in (3.5) can be precomputed such that the evalua-
tion complexity becomes independent of the number of original data points. Us-
ing ~M inducing points, the computational complexity for evaluating the sparse
GP at a test point is reduced to O(ndnz ~M) and O(ndnz ~M2) for the predictive
mean and variance, respectively.

3. Race Car Modeling

This section presents the race car setup and nominal modeling of the car
dynamics, which will serve as a base model for the learning-based control ap-
proach. This is largely based on material presented in [7], which provides a
more detailed exposition.
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X

Y

Fr;x(x; u)

Fr;y (x; u)

vy ! vx
�

�Ff ;y (x; u)

lr

lf

Figure 3.1.: Schematic of the car model.

3.1. Car Dynamics

We consider the following model structure to describe the dynamics of the
miniature race cars

_x = fc(x; u) + Bd(gc(x; u) + w) ; (3.6)

where fc(x; u) are the nominal system dynamics of the car modeled from �rst
principles, and gc(x; u) re�ects unmodeled dynamics. The considered nominal
dynamics are obtained from a bicycle model with nonlinear tire forces as shown
in Figure 3.1, resulting in

fc(x; u) =

2

666666666
4

vx cos(�)� vy sin(�)
vx sin(�) + vy cos(�)
!
1
m

�
Fr;x(x; u)� Ff ;y (x; u) sin � +mvy!

�

1
m

�
Fr;y (x; u) + Ff ;y (x; u) cos � �mvx!

�

1
Iz

�
Ff ;y (x; u)lf cos � � Fr;y (x; u)lr

�

3

777777777
5

; (3.7)

where x = [X; Y ; �; vx ; vy ;!] is the state of the system, with position (X; Y ),
orientation �, longitudinal and lateral velocities vx and vy , and yaw rate !.
The inputs to the system are the motor duty cycle p and the steering angle
�, i.e., u = [p; �]. Furthermore, m is the mass, Iz the moment of inertia and
lr and lf are the distance of the center of gravity from the rear and front tire,
respectively. The most di�cult components to model are the tire forces Ff ;y
and Fr;y and the drivetrain force Fr;x . The tires are modeled by a simpli�ed
Pacejka tire model [19] and the drivetrain using a DC motor model combined
with a friction model. For the exact formulations of the forces, we refer to [7].
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In order to account for model mismatch due to inaccurate parameter choices
and limited �delity of this simple model, we integrate gc(x; u) capturing un-
modeled dynamics, as well as additive Gaussian white noise w . Due to the
structure of the nominal model, i.e. since the dynamics of the �rst three states
are given purely by kinematic relationships, we assume that the model uncer-
tainty, as well as the process noise w , only a�ect the velocity states vx , vy and
! of the system, that is Bd = [0; I3].
For the use in a discrete-time MPC formulation, we �nally discretize the

system using the Euler forward scheme with a sampling time of Ts , resulting
in the following description,

x(k+1) = f (x(k); u(k))+Bd(g(x(k); u(k))+w(k)); (3.8)

where w(k) is i.i.d. normally distributed process noise with w(k) � N (0;�w )
and �w = diag[�2

vx ;�2
vy ;�2

!], which, together with the uncertain dynamics func-
tion g, will be inferred from measurement data.

3.2. Race Track and Constraints

We consider a race track given by its centerline and a �xed track width.
The centerline is described by a piecewise cubic spline polynomial, which is
parametrized by the path length �. Given a �, we can evaluate the corre-
sponding centerline position (Xc(�); Yc(�)) and orientation �c(�). By letting
~� correspond to the projection of (X; Y ) on the centerline, the constraint for
the car to stay within the track boundaries is expressed as

X ( ~�) :=
�
x
����







�
X
Y

�
�
�
Xc( ~�)
Yc( ~�)

�



 � r
�
; (3.9)

where r is half the track width.
Additionally, the system is subject to input constraints,

U =
�
u
����

�
0
��max

�
�
�
p
�

�
�
�

1
�max

��
; (3.10)

i.e. the steering angle is limited to a maximal angle �max and the duty cycle has
to lie between zero and one.

4. Learning-based Controller Design

In the following, we �rst present the model learning module that is subsequently
used in a cautious NMPC controller. We brie�y state the contouring control
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formulation [7], serving as the basis for the controller and integrate the learning-
based dynamics using a stochastic GP model. Afterwards, we introduce suitable
approximations to reduce computational complexity and render the control
approach real-time feasible.

4.1. Model Learning

We apply Gaussian process regression [15] to infer the vector-valued function g
of the discrete-time system dynamics (3.8) from previously collected measure-
ment data of states and inputs. Training data is generated as the deviation to
the nominal system model, i.e. for a speci�c data point:

yj = g(x(j); u(j)) + w(j) = Byd (x(j+1)� f (x(j); u(j))) ;
zj = [x(j); u(j)] ;

where y is the pseudoinverse. Note that this is in the form of (3.1) and we can
directly apply (3.3) to derive a GP model d(xi ; ui) from the data, resulting in
the stochastic model

xi+1 = f (xi ; ui) + Bd(d(xi ; ui) + wi) : (3.11)

The state xi obtained from this model, which will be used in a predictive
controller, is given in form of a stochastic distribution.

4.2. Contouring Control

The learning-based NMPC controller makes use of a contouring control formu-
lation, which has been introduced in [20], [21] and was shown to provide good
racing performance in [7]. The objective of the optimal contouring control
formulation is to maximize progress along the race track. An approximation
of the car position along the centerline is introduced as an optimization vari-
able by including integrator dynamics �i+1 = �i + vi , where �i is a position
along the track at time step i and vi is the incremental progress. The progress
along the centerline over the horizon is then maximized by means of the overall
incremental progress

PN
i=0 vi .

In order to connect the progress variable to the race car's position, �i is
linked to the projection of the car on the centerline. This is achieved by
minimizing the so-called lag error ê l and contouring error êc , de�ned as

ê l(xi ;�i) =� cos(�(�i))(Xi �Xc(�i))
� sin(�(�i))(Yi � Yc(�i)) ;

êc(xi ;�i) = sin(�(�i))(Xi �Xc(�i))
� cos(�(�i))(Yi � Yc(�i)) :
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For small contouring error êc , the lag error ê l approximates the distance be-
tween the projection of the car's position and (Xc(�i); Yc(�i)), such that a
small lag error ensures a good approximate projection. The stage cost function
is then formulated as

l(xi ; ui ;�i ; vi) =kêc(xi ;�i)k2
qc + kê l(xi ;�i)k2

ql

� 
vi + lreg(�ui ;�vi) : (3.12)

The term �
vi encourages the progress along the track, using the relative
weighting parameter 
. The parameters qc and ql are weights on contouring
and lag error, respectively, and lreg(�ui ;�vi) is a regularization term penalizing
large changes in the control input and incremental progress lreg(�ui ;�vi) =
kui � ui�1k2

Ru + kvi � vi�1k2
Rv , with the corresponding weights Ru and Rv .

Based on this contouring formulation, we de�ne a stochastic MPC problem
that integrates the learned GP-model (3.11) and minimizes the expected value
of the cost function (3.12) over a �nite horizon of length N:

min
U; V

E

 
N�1X

i=0

l(xi ; ui ;�i ; vi)

!

(3.13a)

s:t: xi+1 = f (xi ; ui) + Bd(d(xi ; ui) + wi); (3.13b)

�i+1 = �i + vi ; (3.13c)

P (xi+1 2 X (�i+1)) > 1� �; (3.13d)

ui 2 U ; (3.13e)

x0 = x(k); �0 = �(k) ; (3.13f)

where i = 0; : : : ; N�1 and x(k) and �(k) are the current system state and the
corresponding position on the centerline. The state constraints are formulated
w.r.t. the centerline position at �i as an approximation of the projection of
the car position, and are in the form of chance constraints which guarantee
that the track constraint (3.9) is violated with a probability less than 1� �.
Solving problem (3.13) is computationally demanding, especially since the

distribution of the state is generally not Gaussian after the �rst prediction time
step. In addition, fast sampling times � in the considered race car setting of
about 30 ms � pose a signi�cant challenge for real-time computation. In the
following subsections, we present a sequence of approximations to reduce the
computational complexity of the GP-based NMPC problem for autonomous
racing in (3.13) and eventually provide a real-time feasible approximate con-
troller that can still leverage the key bene�ts of learning.
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4.3. Approximate Uncertainty Propagation

At each time step, the GP d(xi ; ui) evaluates to a stochastic distribution ac-
cording to the residual model uncertainty, which is then propagated forward in
time, rendering the state distributions non-Gaussian. In order to solve (3.13),
we therefore approximate the distributions of the state at each prediction step
as a Gaussian, i.e. xi � N (�xi ;�x

i ) [22]�[24]. The dynamics equations for the
Gaussian distributions can be found e.g. through a sigma point transform [25]
or a �rst order Taylor expansion detailed in Appendix 6. We make use of the
Taylor approximation o�ering a computationally cheap procedure of su�cient
accuracy, resulting in the following dynamics for the mean and variance

�xi+1 = f (�xi ; ui) + Bd�d(�xi ; ui) ; (3.14a)

�x
i+1 = ~Ai

�
�x
i ?

rx�d(�xi ; ui)�x
i �d(�xi ; ui)

�
~ATi ; (3.14b)

where ~Ai =
�
rx f (�xi ; ui) Bd

�
and the star denotes the corresponding element

of the symmetric matrix.

4.4. Simpli�ed Chance Constraints

The Gaussian approximation of the state distribution allows for a simpli�ed
treatment of the chance constraints (3.13d). They can be approximated as
deterministic constraints on mean and variance of the state using the following
Lemma.

Lemma 1. Let n-dimensional random vector x � N (�;�) and the set Bxc (r) =
fx j kx � xck � rg. Then

k�� xck � r �
p
�2
n(p)�max(�)) Pr(x 2 Bxc (r)) � p;

where �2
n(p) is the quantile function of the chi-squared distribution with n

degrees of freedom and �max(�) the maximum eigenvalue of �.

Proof. Let Exp := fx j (x � �)T��1(x � �) � �2
n(p)g be the con�dence re-

gion of x at level p, such that Pr(x 2 Exp ) � p. We have Exp � E ~x
p with ~x �

N (�; �max(�) I), i.e. E ~x
p is an outer approximation of the con�dence region us-

ing the direction of largest variance. Now � 2 Bxc (r�
p
�2
n(p)�max(�)) implies

E ~x
p � Bxc (r), which means Pr(x 2 Bxc (r)) � Pr(x 2 E ~x

p ) � Pr(x 2 Exp ) = p.

Using Lemma 1, we can formulate a bound on the probability of track con-
straint violation by enforcing







�
�Xi
�Yi

�
�
�
Xc(�i)
Yc(�i)

�



 � r �
q
�2

2(p)�max(�XY
i ); (3.15)
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where �XY
i 2 R2�2 is the marginal variance of the joint distribution of Xi and

Yi . This procedure is similar to constraint tightening in robust control. Here
the amount of tightening is related to an approximate con�dence region for
the deviation from the mean system state.
Constraint (3.15) as well as the cost (3.12) require the variance dynamics.

The next section proposes a further simpli�cation to reduce computational
cost by considering an approximate evolution of the state variance.

4.5. Time-Varying Approximation of Variance Dynamics

The variance dynamics in (3.14b) require N
2 (n2 + n) additional variables in

the optimization problem and can increase computation time drastically. We
trade o� accuracy in the system description with computational complexity by
evaluating the system variance around an approximate evolution of the state
and input. This state-action trajectory can typically be chosen as a reference
to be tracked or by shifting a solution of the MPC optimization problem at an
earlier time step. Denoting a point on the approximate state-action trajectory
with (��xi ; �ui), the approximate variance dynamics are given by

��x
i+1 = �Ai

� ��x
i ?

rx�d(��xi ; �ui) ��x
i �d(��xi ; �ui)

�
�ATi

with �Ai = [rx f (��xi ; �ui) Bd ]. The variance along the trajectory thus does not
depend on any optimization variable and can be computed before the state
measurement becomes available at each sampling time. The precomputed
variance is then used to satisfy the chance constraints approximately, by re-
placing �XY with ��XY in (3.15). The resulting set is denoted �X ( ��x

i ;�i).
Figure 3.2 shows an example of a planned trajectory with active chance con-
straints according to this formulation with �2

2(p) = 1.
In the following, we use similar ideas to reduce the computational complexity

of the required GP evaluations by dynamically choosing inducing inputs in a
sparse GP approximation.

4.6. Dynamic Sparse GP

Sparse approximations as outlined in Section 2.3 can considerably speed up
evaluation of a GP, with little deterioration of prediction quality. For fast appli-
cations with high-dimensional state-input spaces, however, the computational
burden can still be prohibitive.
We therefore propose to select inducing inputs locally at each sampling time,

which relies on the idea that in MPC the area of interest at each sampling time
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Figure 3.2.: Planned trajectory with active chance constraints. Shown is the
mean trajectory of the car with 1-� con�dence level perpendicular
to the car's mean orientation.

typically lies close to a known trajectory in the state-action space. Similar to
the approximation presented in the previous subsection, inducing inputs can
then be selected along the approximate trajectory, e.g. according to a solution
computed at a previous time step.
We illustrate the procedure using a two-dimensional example in Figure 3.3

showing the dynamic approximation for a simple double integrator. Shown is
the contour plot of the posterior variance of a GP with two input dimensions x1

and x2. Additionally, two trajectories generated from an MPC are shown. The
solid red line corresponds to a current prediction trajectory, while the dashed
line shows the previous prediction, which is used for local approximation of the
GP. As the �gure illustrates, full GP and sparse approximation are in close
correspondence along the predicted trajectory of the system.
The dynamic selection of local inducing points in a receding horizon fash-

ion allows for an additional speed-up by computing successive approximations
adding or removing single inducing points by means of rank 1 updates [26].
These are applied to a reformulation of (3.5), which o�ers better numerical
properties [14] and avoids inversion of the large matrix Qa

zz + �,

~�ad(z) = Ka
zz�K

a
zind ;z�

�1[y]�;a ;
~�a
d(z) = Ka

zz �Q
a
zz +Ka

zzind �Ka
zind z ;

with � =
�
Ka

zind zind +Ka
zind z�

�1Ka
zzind

��1
. Substitution of single inducing points

corresponds to a single line and column changing in ��1. The corresponding
Cholesky factorizations can thus e�ciently be updated [27].

4.7. Resulting Control Formulation for Autonomous Racing

We integrate the approximations presented in the previous sections in the
learning-based MPC problem in (3.13) resulting in the following approximate
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Figure 3.3.: Contour plots of the posterior variance of a GP for the full GP (top
left) and dynamic sparse approximation (top right). The solid red
line is the trajectory planned by an MPC, the dashed red line the
trajectory of the previous time step used for the approximation,
with inducing points indicated by black circles. The bottom plot
shows the respective variances along the planned trajectory.

optimization problem

min
U; V

E

 
N�1X

i=0

l(�xi ; ui ;�i ; vi)

!

(3.17a)

s:t: �xi+1 = f (�xi ; ui) + Bd ~�d(�xi ; ui); (3.17b)

�i+1 = �i + vi ; (3.17c)

�xi+1 2 �X ( ��x
i+1;�i+1); (3.17d)

ui 2 U ; (3.17e)

�x0 = x(k); �0 = �(k) ; (3.17f)

where i = 0; : : : ; N� 1. By reducing the learned model to the mean GP
dynamics and considering approximate variance dynamics and simpli�ed chance
constraints, the problem is reduced to a deterministic nonlinear program of
moderate dimension.
In the presented form, the approximate optimization problem (3.17) still re-

quires an optimization over a large spline polynomial corresponding to the entire
track. Since evaluation of this polynomial and its derivative is computationally
expensive, one can apply an additional approximation step and quadratically
approximate the cost function around the shifted solution trajectory from the
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previous sampling time, for which the expected value is equivalent to the cost
at the mean. Similarly, �i can be �xed using the previous solution when eval-
uating the state constraints (3.17d), such that the spline can be evaluated
separately from the optimization procedure, as done in [7].

5. Simulation

We �nally evaluate the proposed control approach in simulations of a race.
The race car is simulated using system (3.6) with gc resulting from a random
perturbation of all parameters of the nominal dynamics fc by up to �15%
of their original value. We compare two GP-based approaches, one using
the full GP d(xi ; ui) with all available data points and one a dynamic sparse
approximation ~d(xi ; ui), against a baseline NMPC controller, which makes use
of only the nominal part of the model fc , as well as against a reference controller
using the true system model, i.e. with knowledge of gc .

5.1. Simulation Setup

We generate controllers using formulation (3.17), both for the full GP and
the dynamic sparse approximation with 10 inducing inputs along the previous
solution trajectory of the MPC problem. The inducing points are placed with
exponentially decaying density along the previous solution trajectory, putting
additional emphasis on the current and near future states of the car. The
prediction horizon is chosen as N = 30 and we formulate the chance con-
straints (3.17d) with �2

2(p) = 1. To guarantee feasibility of the optimization
problem, we implement the chance constraint using a linear quadratic soft
constraint formulation. Speci�cally, we use slack variables si � 0, which incur
additional costs ls(si) = ksik2

qs + cssi . For su�ciently large cs the soft con-
strained formulation is exact, if feasible [28]. To reduce conservatism of the
controllers, constraints are only tightened for the �rst 15 prediction steps and
are applied to the mean for the remainder of the prediction horizon, similar to
the method used in [8].
The system is simulated for one lap of a race, starting with zero initial veloc-

ity from a point on the centerline under white noise of power spectral density
Qw = 1

Ts diag([0:001; 0:001; 0:1]). The resulting measurements from one lap
with the baseline controller are used to generate 350 data-points for both GP-
based controllers. Hyperparameters and process noise level were found through
likelihood optimization, see e.g. [15].
To exemplify the learned deviations from the nominal system, Figure 3.4

shows the encountered dynamics error in the yaw-rate and the predicted error
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Figure 3.4.: Prediction of the dynamic sparse GP with 10 inducing inputs during
a race lap. Shown as black dots are the error on the yaw rate
under process noise as encountered at each time step. The blue
line shows the dynamics error predicted by the GP . The shaded
region indicates the 2-� con�dence interval, including noise.

during a lap with the sparse GP-based controller. Overall, the learned dynamics
are in good correspondence with the true model and the uncertainty predicted
by the GP matches the residual model uncertainty and process noise well. Note
that the apparent volatility in the plot does not correspond to over�tting, but
instead is due to fast changes in the input and matches the validation data.
Solvers were generated using FORCES Pro [29] with a sampling time of

Ts = 30 ms and the number of maximum solver iterations were limited to 75,
which is su�cient to guarantee a solution of required accuracy. All simulations
were carried out on a laptop computer with a 2.6 GHz i7-5600 CPU and 12GB
RAM.

5.2. Results

To quantify performance of the proposed controllers we compare the lap time
Tl and the average squared slack of the realized states s2

0 corresponding to
state-constraint violations. We furthermore state average solve times Tc of
the NMPC problem and its 99:9th percentile T 99:9

c over the simulation run. To
demonstrate the learning performance we also evaluate the average 2-norm
error in the system dynamics kek, i.e. the di�erence between the mean state
after one prediction step and the realized state, e(k+1) = �x1 � x(k+1).
For direct comparison, we �rst evaluate controller performance in simula-

tions without process noise. As evident in Figure 3.5, the baseline controller
performs visually suboptimally and is unable to guarantee constraint satisfac-
tion, even in the absence of process noise. The reference controller and sparse
GP-based controller (GP-10) perform similarly. Table 3.1(a) summarizes the
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Figure 3.5.: Resulting trajectories on the race track for simulations without
process noise with baseline, reference and sparse GP-based con-
troller.

results of the simulations without process noise. We can see that the full GP
controller (GP-Full) matches the performance of the reference controller. It
also displays only small constraint violations, while the reference controller ex-
hibits some corner cutting behavior leading to constraint violations. This is
due to unmodeled discretization error, also evident in the dynamics error of
the reference controller. The discretization error is partly learned by the GPs,
leading to lower error than even the reference controller. Overall the sparse GP
controller demonstrates a performance close to that of the full GP controller,
both in terms of lap time and constraint satisfaction and is able to signi�cantly
outperform the baseline controller.

Table 3.1(b) shows the averaged simulation for di�erent process noise re-
alizations. The values are averaged over 200 runs, except for T 99:9

c , which
is the 99:9th percentile of all solve times. Qualitatively, the observations for
the noise-free case carry over to the simulations in the presence of process
noise. Most strikingly, the baseline NMPC controller displays severe constraint
violations under noise. In eight cases this even causes the car to completely
lose track. The runs were subsequently removed as outliers in Table 3.1(b).
All other formulations tolerate the process noise well and achieve similar per-
formance as in the noise-free case. The reference controller achieves slightly
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Table 3.1.: Simulation results

(a) without process noise

Controller Tl [s] s2
0 [10�3] kek [-] Tc [ms] T 99:9

c [ms]

Reference 8.64 4.50 0.18 9.4 19.1
Baseline 9.45 4.77 1.20 10.8 20.6
GP-Full 8.67 0.95 0.09 105.2 199.23
GP-10a 8.76 1.77 0.16 12.3 26.9

(b) with process noise

Controller Tl [s] s2
0 [10�3] kek [-] Tc [ms] T 99:9

c [ms]

Reference 8.76 2.88 0.33 9.7 20.8
Baselineb 9.55 65.11 1.20 10.1 23.9
GP-Full 8.80 0.68 0.23 102.0 199.4
GP-10a 8.90 1.20 0.28 12.1 25.6

aRequires an additional � 2:5 ms for sparse approximation.
bEight outliers removed.

faster lap times than the GP-based formulations. These, however, come at the
expense of higher constraint violations. Through shaping the allowed probabil-
ity of violation in the chance constraints (3.17d), the GP-based formulations
allow for a trade-o� between aggressive racing and safety.
The simulations underline the real-time capabilities of the sparse GP-based

controller. While the full GP formulation has excessive computational require-
ments relative to the sampling time of Ts = 30 ms, the dynamic sparse formu-
lation is solved in similar time as the baseline formulation. It does, however,
require the successive update of the sparse GP formulation, which in our imple-
mentation took an additional 2:5 ms on average. Note that this computation
can be done directly after the previous MPC solution, whereas the MPC prob-
lem is solved after receiving a state measurement at each sample time step.
The computation for the sparse approximation thus does not a�ect the time
until an input is applied to the system, which is why we state both times sep-
arately. With 99:9% of solve times below 25:6 ms, a computed input can be
applied within the sampling time of Ts = 30 ms, leaving enough time for the
subsequent precomputation of the sparse approximation.
The results demonstrate that the presented GP-based controller can sig-

ni�cantly improve performance while maintaining safety, approaching the per-
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formance of the reference controller using the true model. They furthermore
demonstrate that the controller is real-time implementable and able to toler-
ate process noise much better than the initial baseline controller. Overall, this
indicates �tness for a hardware implementation.

6. Conclusion

In this paper we addressed the challenge of automatically controlling minia-
ture race cars with an MPC approach under model inaccuracies, which can
lead to dramatic failures, especially in a high performance racing environment.
The proposed GP-based control approach is able to learn from model mis-
match, adapt the dynamics model used for control and subsequently improve
controller performance. By considering the residual model uncertainty, we can
furthermore enhance constraint satisfaction and thereby safety of the vehicle.
Using a dynamic sparse approximation of the GP we demonstrated the real-
time capability of the resulting controller and �nally showed in simulations that
the GP-based approaches can signi�cantly improve lap time and safety after
learning from just one example lap.

Appendix

Let �xi and �x
i denote the mean and variance of xi , respectively. Using the law

of iterated expectation and the law of total variance we have

�xi+1 = Exi
�
Ed jxi (xi+1)

�

= Exi
�
f (xi ; ui) + Bd�d(xi ; ui)

�

�x
i+1 = Exi

�
vard jxi (xi+1)

�
+ varxi

�
Ed jxi (xi+1)

�

= Exi
�
Bd�d(xi ; ui)BTd

�

+ varxi
�
f (xi ; ui) + Bd�d(xi ; ui)

�

With a �rst order expansions of f ; �d and �d around xi = �xi these can be
approximated as [22]

�xi+1 � f (�xi ; ui) + Bd�d(�xi ; ui) ;

�x
i+1 � Bd�d(�xi ; ui)B

T
d

+rx ~f (�xi ; ui)�x
i
�
rx ~f (�xi ; ui)

�T

with ~f (�xi ; ui) = f (�xi ; ui) + Bd�d(�xi ; ui).
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Abstract: Established techniques for simulation and prediction
with Gaussian process (GP) dynamics often implicitly make use of
an independence assumption on successive function evaluations of
the dynamics model. This can result in signi�cant error and un-
derestimation of the prediction uncertainty, potentially leading to
failures in safety-critical applications. This paper discusses meth-
ods that explicitly take the correlation of successive function eval-
uations into account. We �rst describe two sampling-based tech-
niques; one approach provides samples of the true trajectory dis-
tribution, suitable for `ground truth' simulations, while the other
draws function samples from basis function approximations of the
GP. Second, we propose a linearization-based technique that di-
rectly provides approximations of the trajectory distribution, tak-
ing correlations explicitly into account. We demonstrate the pro-
cedures in simple numerical examples, contrasting the results with
established methods.

1. Introduction

Gaussian process (GP) regression has become a popular tool for learning dy-
namic systems from data, since it is �exible, requires little prior process knowl-
edge and inherently provides a measure of model uncertainty by providing a
probabilistic distribution over function values. Various use-cases have been
proposed in the literature, such as state estimation ([1], [2]), model-based
reinforcement learning ([3]�[5]) and model predictive control ([6]�[11]), see
also [12].
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All these problems require predictions of state x under input u for dynamic
systems

xk+1 = f (xk ; uk) + wk ; (4.1)

where wk are i.i.d. Gaussian disturbances and the uncertain dynamics function
is distributed according to a Gaussian process f � GP. The resulting stochas-
tic state distributions over a prediction horizon typically need to be numerically
approximated, since no closed-form solution exists. Established e�orts are
based on successive approximate and independent evaluations of f from un-
certain inputs at each time step, such that the approximate distribution of the
state trajectory can be iteratively computed ([13], [14]). Such an approach
implicitly introduces an independence assumption for successive evaluations of
the function f , and neglects the fact that GPs describe a distribution over
functions, such that successive evaluations of f are typically highly correlated.
Figure 4.1 (top) shows illustrations of function samples from di�erent GPs.
Simulation and sampling-based control with GP models avoiding this assump-
tion have recently been discussed in [15], [16], however theoretical analyses
(e.g. in [17]�[19]) or simulations (e.g. in [13]) are often carried out under the
independence assumption.

To provide an intuitive interpretation of the independence assumption, we
begin this paper with a motivating example, utilizing an analogy to parametric
dynamic systems. The assumption then corresponds to considering all uncer-
tainty as process noise, rather than constant uncertain model parameters. We
then address the correlation in successive function evaluations in (4.1) with
methods for sampling-based simulation and for direct approximation of the
predicted state trajectory distribution. We discuss two sampling-based proce-
dures: the �rst provides trajectory samples over the prediction horizon from
the true trajectory distribution, similarly proposed e.g. by [15], for which we
provide an alternative view in terms of the joint distributions of the trajectory,
highlighting the speci�c computational structure and complexity. We con-
trast ground-truth simulation against a second approach of simulation based
on approximate function samples, enabled by basis function GP approximation
methods, similarly utilized in [20] in the context of Bayesian optimization. For
direct approximation of the trajectory distribution, we then propose a modi�ca-
tion of established linearization-based uncertainty propagation methods ([13]),
which takes the correlation of successive function evaluations into account.
The procedures are demonstrated by revisiting the motivating example.

Appendix A provides relevant background material on vector-valued GP re-
gression and a more detailed de�nition of some of the notation used, which
we believe to be intuitively accessible to readers familiar with GP regression.
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Figure 4.1.: (top): GP dynamics leading to similar behavior to the simulated
proxy systems, with mean and variance information, as well as
some function samples. (bottom): mean and variance of the sim-
ulated ground truth (GT) state trajectory from proxy systems.
Dashed lines illustrate the variance under the independence as-
sumption, which considers (1a) and (2a) identical to (1b) and
(2b).

2. Motivating Example

The description of the dynamics in (4.1) as a GP makes simulation of the
system challenging in its own right, as we discuss in more detail in Section 3.1.
We therefore begin by illustrating the implications of the independence as-
sumption through simple parametric proxy systems, for which simulation is
straightforward. These systems can be understood as limit cases of certain
GP dynamics, with either increasing or vanishing kernel length scale. We illus-
trate corresponding GP dynamics in Figure 4.1 (top), which result in similar
trajectory distributions to the proxy systems, as we will show by revisiting the
example in Section 4. We consider scalar autonomous systems subject to i.i.d.
noise wk � N (0; 1) and either an uncertain element � � N (0; �2

f ) which is
constant for all time steps, or a changing �k � N (0; �2

f ) independently and
identically distributed, speci�cally

(1a) Constant o�set: xk+1 = 0:95xk + � + wk . This is a proxy for a GP prior
with mean function �(x) = 0:95 and squared exponential (SE) kernel
kSE(x; x 0) = �2

f exp(� (x�x 0)2

2‘2 ) with large length scale ‘ = 10.

(1b) Additive noise: xk+1 = 0:95xk + �k + wk . This is a proxy for a GP prior
with mean function �(x) = 0:95 and SE kernel with small length scale
‘ = 0:1.

113



P4. On Simulation and Trajectory Prediction with GP Dynamics

(2a) Uncertain gain: xk+1 = (0:95 + �)xk +wk . This is a proxy for a GP prior
with mean function �(x) = 0:95 and a linear kernel klin(x; x 0) = �2

f xx 0.

(2b) Multiplicative noise: xk+1 = (0:95 + �k)xk . This is a proxy for a GP prior
with mean function �(x) = 0:95 and multiplied linear/SE kernel with
small length scale ‘ = 0:1.

The plots in Figure 4.1 show mean and variance information from a large
number of simulated state trajectories of these proxy systems. Independent
uncertainty �k at each time step in (1b) and (2b), in contrast to random but
constant � in (1a) and (2a), leads to a signi�cantly smaller spread of system
trajectories, i.e. signi�cantly smaller `predicted' uncertainty as indicated by the
variance in Figure 4.1. Often times, methods for prediction and simulation with
GP dynamics consider successive evaluations of the dynamics f as independent.
This corresponds to drawing the persistent uncertain parameter � in (1a) and
(2a) independently at each time step, i.e. identical to �k in (1b) and (2b), which
leads to a signi�cant underestimation of the resulting uncertainty, shown with
dashed lines in Figure 4.1 (bottom).

3. Predictions with GP dynamics

The goal of this paper is to provide simulation and prediction methods for
system (4.1) which take correlations of successive GP function evaluations
into account and enable accurate predictions in examples (1a) and (2a). For
simplicity, we focus on autonomous systems

xk+1 = f (xk) + wk ; f � GP(�; k); (4.2)

subject to i.i.d. noise wk � N (0; Q). The distribution of f is speci�ed by a GP
with mean function � : Rn ! Rn, which in vector-valued regression maps to a
vector, and the kernel k : Rn � Rn ! Rn�n, which maps to a positive (semi-)
de�nite variance matrix. All methods can be applied similarly to controlled
systems, see Appendix C.
In the following, we use respective capital letters for stacked vectors, e.g.

X = [xT
1 ; : : : ; xT

N ]T and Xa:b with indices a < b to refer to [xT
a ; : : : ; xT

b ]T.
With a slight abuse of notation we overload � and k when evaluated on
stacked vectors, such that �(X)i = �(xi) and k(X;X 0)i ;j = k(xi ; x 0j ). With
this, we write evaluations of f at xa; : : : ; xb compactly as [f T

a ; : : : ; f T
b ]T �

N (�(Xa:b); k(Xa:b; X 0a:b)).

Remark 1 (Inference). Inference given data D = fX t ; Y tg is carried out by

conditioning the Gaussian distributions on the collected data points. This can
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3. Predictions with GP dynamics

be expressed as modi�ed mean and kernel function

�D(x) = �(x) + k(x; X t )(k(X t ; X t ) + I 
Q)�1Y t ;

kD(x; x 0) = k(x; x 0)� k(x; X t )(k(X t ; X t ) + I 
Q)�1k(X t ; x 0):

To simplify notation, we therefore refer simply to � and k for the remainder

of the paper, which can similarly denote a GP conditioned on data.

Under the GP assumption, all evaluations of f are jointly Gaussian distributed
according to the speci�ed mean and kernel function. Using (4.2), we can
therefore express the distribution of the predicted state trajectory over N time
steps implicitly as
2
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xN
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0

B
@
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�(x0)
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�(xN�1)
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6
4

k(x0; x0) +Q : : : k(x0; xN�1)
...

. . .
...

k(xN�1; x0) : : : k(xN�1; xN�1) +Q
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5
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C
A ; (4.3)

which, using shorthand notation, can be compactly expressed as

X1:N � N (�(X0:N�1); k(X0:N�1; X0:N�1) + I 
Q):

This implicit description of the predicted trajectory is a challenging object to
deal with, since the (shifted) state sequence appears on both the left- and
right-hand side.

Remark 2 (Independence assumption). The common independence assump-

tion can be understood as approximating (4.3) using a block diagonal covari-

ance matrix
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A :

In the following, we provide sampling-based methodologies that avoid the
independence assumption, allowing for accurate simulation of the dynamic sys-
tem, as well as a linearization-based direct approximation of the trajectory
distribution (4.3).

3.1. Sampling-based Simulation with GP dynamics

Sampling-based simulation of systems given by GP dynamics is of great inter-
est, e.g. for particle �ltering or simulation-based or -aided controller and sys-
tem design. A naive approach is to draw Ns function samples f (i) � GP(�; k),
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P4. On Simulation and Trajectory Prediction with GP Dynamics

i = 1; : : : ; Ns , as shown in Figure 4.1. These function samples can then be used
in simulation to generate state trajectory samples X(i) = [(x (i)

0 )T; : : : ; (x (i)
N )T]T.

This procedure su�ers from computational di�culties when drawing function
samples from a GP, which is typically done by evaluating f on a �ne grid
spanning the entire domain and subsequent sampling from the resulting joint
Gaussian distribution. It therefore comes with the usual limitations associated
with gridding, such as very poor scalability to systems of higher dimensions.
Here, we discuss two sampling-based approaches alleviating this drawback.

The �rst approach directly generates samples of the trajectory from the true
trajectory distribution, circumventing the need to draw a function sample. The
second approach generates approximate function samples based on basis func-
tion approximations of the GP. This avoids gridding by providing explicit rep-
resentations of the sampled functions and can have computational advantages
over the direct trajectory sampling.

Trajectory sampling

Given the initial state x0, we generate trajectory samples X(i) which are consis-
tent with the GP (4.3) by drawing samples of subsequent time steps, starting
with the �rst step

x (i)
1 = �(x0) +

p
k(x0; x0) +Q ~w (i)

0 ;

where
p
� denotes the Cholesky decomposition and ~w (i)

0 � N (0; I) is drawn
from the standard normal distribution. Samples of the following state x (i)

2
can then be drawn by conditioning the GP on the respective realization, i.e.
D(i)

1 = fx (i)
1 ; x (i)

0 g in Remark 1, see also [15]. Equivalently, one can consider the
joint distribution of x (i)

1 and x (i)
2 , avoiding the computation of the conditional

distributions and revealing the particular structure of the problem
"
x (i)

1

x (i)
2

#

=
�
�(x0)
�(x (i)

1 )

�
+

vuut
"
k(x0; x0) +Q k(x0; x (i)

1 )
k(x (i)

1 ; x0) k(x (i)
1 ; x (i)

1 ) +Q

#"
w (i)

0

w (i)
1

#

:

Given the sample x (i)
1 of the �rst time step, the Cholesky decomposition for

the joint distribution can be computed, and x (i)
2 generated using samples of

the standard normal distribution w (i)
1 � N (0; I). Iterating this procedure, a

sample up to time step k + 1 is generated by

X(i)
1:k+1 = �(X(i)

0:k) +
q
k(X(i)

0:k ; X
(i)
0:k) + I 
Q ~W (i)

0:k+1; (4.4)

where X(i) is the trajectory sample, and ~W (i) = [( ~w (i)
0 )T; : : : ; ( ~w (i)

N�1)T]T the
corresponding sample drawn from the standard normal distribution. Since there
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3. Predictions with GP dynamics

is no approximation involved, this procedure can be used for ground truth

simulations and serves as a basis for comparison against other methods in
the following. Note that it is not necessary to recalculate the entire Cholesky
decomposition at each time step, but only the added lines of each time step, cf.
the standard algorithm for Cholesky decomposition [21]. The computational
complexity is therefore related to one full Cholesky decomposition and scales
cubically with the prediction horizon.

Approximate function samples based on basis functions

The computational cost of drawing trajectory samples from the true distribu-
tion grows rapidly with the prediction horizon, while generating function sam-
ples based on gridding scales poorly with the state dimension n. This motivates
an alternative procedure of generating explicit representations of approximate

function samples to be used for simulation�resulting in computational com-
plexity that is linear in the prediction length while scaling to higher dimensional
systems. The approach is based on the fact that GPs can be written as a linear
combination of a (possibly in�nite) number of basis functions

f (x) = �(x)T�, with � � N (��;��);

where the kernel is given by k(x; x 0) = �(x)T�(x 0) and ��;�� follow from
Bayesian linear regression, see e.g. [22]. The function f can then be approx-
imated by a �nite subset of m basis functions, and an explicit approximate
function sample ~f (i) =

Pm
j=1 �j(x)�(i)

j can be constructed by sampling the
weight vector �.
In general, computing the basis functions �(x) for a particular kernel can

be challenging. A common �nite dimensional approximation of � is given by
the �rst m kernel eigenfunctions, which can be approximated by the Nyström
method if the solutions are not analytically tractable [23]. For continuous
shift-invariant kernels, [24] have shown that cosine functions with random fre-
quencies and phase shifts are particularly well-suited as basis functions, leading
to the so-called sparse spectrum GP approximation [25], the use of which
was proposed in [20] to draw approximate function samples in the context of
Bayesian optimization. Typically, the kernel approximations recover the exact
distribution of f as the number of basis functions approaches in�nity. Ap-
pendix B includes a short discussion of common basis function approximations
as used in our numerical examples in Section 4.
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P4. On Simulation and Trajectory Prediction with GP Dynamics

3.2. Linearization-based approximation

In many applications, such as predictive control, the computational cost of
sampling-based GP predictions can be prohibitive, motivating e�cient direct
approximations of the predictive trajectory distributions. In the following, we
propose a linearization-based approximation method which can be understood
as a modi�cation of established prediction techniques. The procedure is based
on approximating the distribution of the predicted state sequence by iteratively
linearizing the mean function � around the previous state mean. We follow a
similar procedure as in Section 3.1 to obtain

x1 = �(x0) +
p
k(x0; x0) +Q ~w0

in which again ~w0 � N (0; I). Similar to [13], we consider a �rst-order Taylor
expansion of � around �1 = �(x0) for the next time step, but consider the
zero-order expansion of the joint variance k. This leads to

�
x1

x2

�
�
�
�1

�(�1)

�
+
�

I 0
r�(�1) I

�s�
k(x0; x0) +Q k(x0; �1)
k(�1; x0) k(�1; �1) +Q

� �
~w0

~w1

�
:

Iterating this procedure and introducing the short-hand notation ~W = [ ~wT
0 ; : : : ;

~wT
N�1]T and M = [�T

0 ; : : : ; �T
N ]T in which �0 = x0 and �k+1 = �(�k), yields the

expression

X1:N � M1:N + A
p
k(M0:N�1;M0:N�1)+I 
Q ~W;

in which A is a lower triangular block matrix with the relevant derivatives
Ai ;j =

Qi�1
l=j r�(�l). This results in the following approximate distribution of

the state trajectory

X1:N _�N (M1:N ; A(k(M0:N�1;M0:N�1)+I 
Q)AT): (4.5)

In contrast to established prediction methods using the independence assump-
tion, we approximate the full variance matrix in (4.3) instead of assuming
a block diagonal structure, see Remark 2. The proposed technique therefore
corrects for correlation of subsequent function evaluations along the mean pre-
diction. Note that no Cholesky decomposition is necessary for (4.5) or compu-
tation of the mean trajectory M1:N . The computational complexity therefore
scales quadratically with the prediction horizon, as opposed to a linear scaling
under the independence assumption with a block diagonal structure.
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Figure 4.2.: (top): Approximate GP using 10 basis functions. (bottom): Pro-
posed prediction techniques. Mean and variance of ground truth
(GT) simulations using trajectory sampling in red. The corre-
sponding results using the developed approximate function sam-
pling (AFS) as dotted lines and linearization-based (LB) prediction
as dashed lines.

4. Example Revisited

In order to demonstrate the proposed simulation and prediction methods, we
revisit the motivating example of Section 2. We make use of these simple
examples, i.e. GPs without explicitly considering data, to clearly illustrate the
e�ects of di�erent techniques and assumptions. The techniques developed,
however, apply similarly to GPs conditioned on data (cf. Remark 1) or con-
trolled systems (see Appendix C). The trajectory sampling technique described
in Section 3.1 allows us to simulate the actual GP dynamics described in Sec-
tion 2 and shown in Figure 4.1 (top), instead of the proxy systems.
We compare ground truth simulations using trajectory sampling (GT) to sim-

ulations using approximate function samples (AFS) and the developed linear-
ization-based prediction technique (LB). Approximate function samples are
drawn using 10 random basis functions of the SE kernels for examples (1a)

and (1b), which are transformed with a linear gain for (2b). For (2a) we use
the exact basis function representation by the single linear eigenfunction. Ad-
ditional information can be found in Appendix B. The resulting basis function
approximations are shown in Figure 4.2 (top). Note that the approximation
with as little as 10 basis functions is possible due to the simple structure of
the example. For complex applications, good approximations can typically be
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P4. On Simulation and Trajectory Prediction with GP Dynamics

found using hundreds to a few thousand basis functions [25], [26].
The results with the techniques considered are shown in Figure 4.2 (bottom).

Ground truth simulations using the trajectory sampling in Section 3.1 show
very good correspondence to the proxy systems investigated in Section 2 (cf.
Figure 4.1). All the methods show a clear adjustment to the persistent uncer-
tainties in (1a) and (2a). This is in contrast to established prediction methods,
which consider (1a) and (2a) identical to (1b) and (2b), since the marginal
distributions for a single evaluation are identical, as illustrated by the shaded
regions in Figure 4.1 (top). For examples (1a) and (1b), the linearization-based
uncertainty propagation technique developed in Section 3.2 is almost perfect.
This is di�erent in (2a) and (2b), where the linearization-based technique leads
to signi�cant errors due to the local approximation around the mean. Note
here in particular, that as the predicted mean approaches the origin, the lo-
cal approximation of k approaches zero. Simulation based on basis function
approximations yields almost indistinguishable results from the ground truth
simulations. This suggests that good results can be obtained at signi�cantly
lower computational cost than ground truth simulations based on approximate
function samples, if a suitable basis function representation can be found.

5. Conclusion

We have shown that correlation between successive function evaluations in a
GP dynamics system signi�cantly in�uences the resulting state trajectory dis-
tributions. Two sampling-based methods and a proposed direct approximation
of the trajectory distributions were compared and shown to take these corre-
lations into account. The methods signi�cantly improve prediction accuracy
over established techniques based on an independence assumption, at the cost
of increased computational demand for long horizons. We showed that approx-
imate function samples obtained from basis function approximations of the GP
can alleviate this drawback, allowing computationally e�cient sampling-based
simulations.

Appendix

A. Vector-valued Gaussian Process Regression

GP regression is a nonparametric framework for nonlinear regression under the
statistical model

y = f (x) + w;
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Appendix

in which the unknown function f maps inputs x to outputs y under i.i.d. noise
w � N (0; Q). Note that this corresponds to the autonomus dynamic sys-
tem (4.2), where input and output dimensions of f are identical, i.e. f : Rn !
Rn. The GP assumption states that all function values of f are jointly Gaussian
distributed according to mean function � and kernel function k
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i.e. the distribution of function values f1; : : : ; fN is parameterized by the input
locations x1; : : : ; xN and the respective mean and kernel functions � and k of
the GP. This assumption on the function f is therefore typically expressed as

f � GP(�; k);

emphasizing that GPs describe a random distribution of the function. Note
here that in-vector valued GP regression the mean function maps to a vector
� : Rn ! Rn and the kernel to a positive (semi-)de�nite variance matrix
k : Rn � Rn ! Rn�n. The kernel function k must be chosen such that the
resulting variance is positive (semi-)de�nite. A number of choices of kernel
functions k are available, in particular in the scalar setting k s : Rn � Rn ! R,
for instance the squared exponential kernel

k sSE(x; x 0) = �2
f exp

�
�

1
2‘2 kx � x

0k2
�
;

which is parameterized by the length-scale ‘ and variance �2
f . Scalar-valued

kernels can be used to generate matrix valued kernel functions by assign-
ing distance metric d : N ! R to each dimension i = 1; : : : ; n, in or-
der to de�ne a covariance between di�erent output dimension [k(x; x 0)]i ;j =
ks([xT; d(i)]T; [x 0T; d(j)]T), see also [27]. The important case of independent
output dimensions is given by

[k(x; x 0)]i ;j =

(
k s(x; x 0); i = j
0: otherwise

This is equivalent to considering a separate GP for each output dimension
independently, which is often done in dynamics learning with GPs.

121



P4. On Simulation and Trajectory Prediction with GP Dynamics

B. Basis Function Approximation for Gaussian Processes

An alternative view of GP regression can be given as Bayesian linear regression
with a potentially in�nite number of basis functions, see e.g. [22]. Considering
a �nite number of these basis functions therefore enables approximate explicit
representations of f � GP as f = �(x)T� with basis functions � and weights
� � N (��;��). Given data, the distribution of � is obtained from Bayesian
linear regression, while we can assume the prior distribution � � N (0; I) with-
out loss of generality, such that the resulting approximation of the kernel is
k(x; x 0) � �(x)T�(x 0). In the following, we present two approaches for com-
puting possible basis functions to be used in approximate GP regression, as
discussed in Section 3.1.

Eigenfunctions Eigenfunctions g(x) with corresponding eigenvalue � satisfy
the relation

Z
k(x; x 0)g(x)p(x)dx = �g(x 0)

for a particular kernel k(x; x 0) and density p(x). Informally, Mercer's Theorem
[28] states that any kernel can be expressed in terms of its eigenbasis

k(x; x 0) =
1X

i=0

�igi(x)gi(x 0):

For non-degenerate kernels, an in�nite number of eigenfunctions with non-
zero eigenvalues exist. For a �nite approximation, the �rst m eigenfunc-
tions with largest eigenvalues are often used as basis functions, such that
�(x) = [�1(x); : : : ; �m(x)]T and �i(x) = gi(x)=

p
�i . For some kernels, such

as the squared exponential kernel and p(x) the normal distribution, the eigen-
functions can be computed analytically, while in general, eigenfunctions can
be approximated using e.g. the Nyström method. We refer to [22] for a more
detailed discussion of the eigenfunctions of kernels.

Random Fourier Features Another popular choice of basis functions to ap-
proximate a (continuous and shift-invariant) kernel is given by gi(x) = cos(!ix+
bi), where !i and bi are random variables [24]. In particular, bi � U [0; 2�] and
!i � p(!) where p(!) is proportional to the Fourier transform of the particular
kernel at hand. Bochner's theorem states that for any shift-invariant kernel,
the Fourier dual is a proper density function [29]. For the case where k(x; x 0)
is the SE kernel with �2

f = 1, p(!) thus follows the normal distribution,

p(!) / S(!) = FfkSE(r)g = (2�‘)n=2 exp
�
�2�2‘2!2� ;
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with ‘ being the kernel length scale and r = jx � x 0j. Given an approximation
with m basis functions, these are given by �i(x) = gi(x)=

p
m. We sample 10

random basis functions together with corresponding weight vectors to generate
our basis function approximation in Section 4.

C. Controlled Systems

The methods developed can be similarly applied to controlled systems (4.1),
in which case we express

f � GP(�(z); k(z; z 0));

by introducing the short hand notation z = [xT; uT]T, such that f is also a
function of the input u.

Trajectory sampling The resulting iterative sampling procedure (4.4) then
reads

X(i)
1:k+1 = �(Z(i)) +

q
k(Z(i)

0:k ; Z
(i)
0:k) + I 
Q ~W (i)

0:k+1;

in which Z(i) = [(x (i)
0 )T; (u0)T; : : : ; (x (i)

k )T; (uk)T]T. Note that this formula-
tion allows deterministic gradient-based optimization, since only samples from
the standard normal distribution are required which can be drawn before op-
timization. This way, the procedure lends itself e.g. to sampling-based model
predictive control.

Linearization-based Approximation For the linearization-based approxima-
tion, the approximate distribution (4.5) holds with modi�ed M = [�0; : : : ; �N ]
and �0 = x0 and �k+1 = �(�k ; uk), and lower triangular block matrix A with
blocks Ai ;j =

Qi�1
l=j rx�(�l ; ul), where rx is the partial gradient with respect

to the state x .

Bibliography

[1] J. Ko and D. Fox, �GP-BayesFilters: Bayesian �ltering using Gaussian
process prediction and observation models�, in IEEE/RSJ International

Conference on Intelligent Robots and Systems, 2008, pp. 3471�3476.

[2] M. P. Deisenroth, M. F. Huber, and U. D. Hanebeck, �Analytic moment-
based Gaussian process �ltering�, in 26th Annual International Confer-

ence on Machine Learning (ICML), 2009, pp. 225�232.

123



P4. On Simulation and Trajectory Prediction with GP Dynamics

[3] M. Kuss and C. E. Rasmussen, �Gaussian processes in reinforcement
learning�, in Advances in Neural Information Processing Systems 16,
2004, pp. 751�758.

[4] M. P. Deisenroth, C. E. Rasmussen, and J. Peters, �Gaussian process
dynamic programming�, Neurocomputing, vol. 72, no. 7, pp. 1508�
1524, 2009.

[5] M. P. Deisenroth, D. Fox, and C. E. Rasmussen, �Gaussian processes
for data-e�cient learning in robotics and control�, IEEE Transactions

on Pattern Analysis and Machine Intelligence, vol. 37, no. 2, pp. 408�
423, 2015.

[6] E. D. Klenske, M. N. Zeilinger, B. Schölkopf, and P. Hennig, �Non-
parametric dynamics estimation for time periodic systems�, in 51st An-

nual Allerton Conference on Communication, Control, and Computing,
2013, pp. 486�493.

[7] J. Kocijan, Modelling and control of dynamic systems using Gaussian

process models. Springer International Publishing, 2016, pp. 1�281.

[8] C. J. Ostafew, A. P. Schoellig, and T. D. Barfoot, �Robust constrained
learning-based NMPC enabling reliable mobile robot path tracking�,
International Journal of Robotics Research, vol. 35, no. 13, pp. 1547�
1563, 2016.

[9] S. Kamthe and M. P. Deisenroth, �Data-e�cient reinforcement learn-
ing with probabilistic model predictive control�, in 21st International

Conference on Arti�cial Intelligence and Statistics (AISTATS), 2018.

[10] L. Hewing, J. Kabzan, and M. N. Zeilinger, �Cautious model predic-
tive control using Gaussian process regression�, IEEE Transactions on

Control Systems Technology, 2019, (in press).

[11] J. Kabzan, L. Hewing, A. Liniger, and M. N. Zeilinger, �Learning-based
model predictive control for autonomous racing�, IEEE Robotics and

Automation Letters, vol. 4, no. 4, pp. 3363�3370, 2019.

[12] L. Hewing, K. P. Wabersich, M. Menner, and M. N. Zeilinger, �Learning-
based model predictive control: Toward safe learning in control�, An-
nual Review of Control, Robotics, and Autonomous Systems, vol. Vol.
3, 2020, (in press).

[13] A. Girard, C. E. Rasmussen, J. Quiñonero Candela, and R. Murray-
Smith, �Gaussian process priors with uncertain inputs�application to
multiple-step ahead time series forecasting�, in Advances in Neural In-

formation Processing Systems 15, 2003, pp. 545�552.

124



Bibliography

[14] Y. Pan, X. Yan, E. A. Theodorou, and B. Boots, �Prediction under
uncertainty in sparse spectrum Gaussian processes with applications
to �ltering and control�, in 34th International Conference on Machine

Learning, 2017, pp. 2760�2768.

[15] J. Umlauft, T. Beckers, and S. Hirche, �Scenario-based optimal control
for Gaussian process state space models�, in 2018 European Control

Conference (ECC), 2018, pp. 1386�1392.

[16] E. Bradford, L. Imsland, and E. A. del Rio-Chanona, �Nonlinear model
predictive control with explicit back-o�s for Gaussian process state
space models�, in Conference on decision and control (CDC), 2019.

[17] J. Vinogradska, B. Bischo�, D. Nguyen-Tuong, A. Romer, H. Schmidt,
and J. Peters, �Stability of controllers for Gaussian process forward
models�, in International Conference on Machine Learning, 2016, pp. 545�
554.

[18] T. Beckers and S. Hirche, �Equilibrium distributions and stability analy-
sis of Gaussian process state space models�, in Conference on Decision

and Control (CDC), 2016, pp. 6355�6361.

[19] K. Polymenakos, L. Laurenti, A. Patane, J.-P. Calliess, L. Cardelli, M.
Kwiatkowska, A. Abate, and S. Roberts, �Safety guarantees for plan-
ning based on iterative Gaussian processes�, arXiv:1912.00071, 2019.

[20] E. Bradford, A. M. Schweidtmann, and A. Lapkin, �E�cient multiob-
jective optimization employing Gaussian processes, spectral sampling
and a genetic algorithm�, Journal of global optimization, vol. 71, no. 2,
pp. 407�438, 2018.

[21] J. W. Demmel, Applied numerical linear algebra. SIAM, 1997.

[22] C. E. Rasmussen and C. K. I. Williams, Gaussian Processes for Machine

Learning. The MIT Press, 2006.

[23] W. H. Press, S. A. Teukolsky, W. T. Vetterling, and B. P. Flannery,
Numerical Recipes, The Art of Scienti�c Computing. Cambridge Uni-
versity Press, 2007.

[24] A. Rahimi and B. Recht, �Random features for large-scale kernel ma-
chines�, in Advances in Neural Information Processing Systems 20,
2008, pp. 1177�1184.

[25] M. Lázaro-Gredilla, J. Quiñonero-Candela, C. E. Rasmussen, and A. R.
Figueiras-Vidal, �Sparse spectrum Gaussian process regression�, Journal
of Machine Learning Research, vol. 11, pp. 1865�1881, 2010.

125



P4. On Simulation and Trajectory Prediction with GP Dynamics

[26] J. M. Hernández-Lobato, M. W. Ho�man, and Z. Ghahramani, �Predic-
tive entropy search for e�cient global optimization of black-box func-
tions�, in Advances in Neural Information Processing Systems 27, 2014,
pp. 918�926.

[27] M. A. Álvarez, L. Rosasco, and N. D. Lawrence, �Kernels for vector-
valued functions: A review�, Foundations and Trends in Machine Learn-

ing, vol. 4, no. 3, pp. 195�266, 2012.

[28] H. König, Eigenvalue distribution of compact operators. Birkhäuser,
2013.

[29] M. L. Stein, Interpolation of spatial data: some theory for kriging.
Springer Science & Business Media, 2012.

126



Part B.

Stochastic Model Predictive Control

of Linear Systems

127





P5. On a Correspondence between

Probabilistic and Robust Invariant Sets

for Linear Systems

Lukas Hewing1, Andrea Carron1, Kim P. Wabersich and Melanie N. Zeilinger
Published in 2018 European Control Conference (ECC)2

Abstract: Dynamical systems with stochastic uncertainties are
ubiquitous in the �eld of control, with linear systems under additive
Gaussian disturbances a most prominent example. The concept of
probabilistic invariance was introduced to extend the widely applied
concept of invariance to this class of problems. Computational
methods for their synthesis, however, are limited. In this paper we
present a relationship between probabilistic and robust invariant
sets for linear systems, which enables the use of well-studied ro-
bust design methods. Conditions are shown, under which a robust
invariant set, designed with a con�dence region of the disturbance,
results in a probabilistic invariant set. We furthermore show that
this condition holds for common box and ellipsoidal con�dence re-
gions, generalizing and improving existing results for probabilistic
invariant set computation. We �nally exemplify the synthesis for
an ellipsoidal probabilistic invariant set. Two numerical examples
demonstrate the approach and the advantages to be gained from
exploiting robust computations for probabilistic invariant sets.

1. Introduction

Characterizing the e�ect of unknown disturbances on a dynamical system via
invariant sets is an important problem in system analysis [1], and is a key ingre-

1Both authors contributed equally to this paper.
2 c
2018 IEEE. Reprinted, with permission, from L. Hewing, A. Carron, K. P. Wabersich, and M.
N. Zeilinger, �On a correspondence between probabilistic and robust invariant sets for linear
systems�, in European Control Conference (ECC), 2018, pp. 1642�1647.
This version corrects typos in the equations of Corrolary 1 and Lemma 3.
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P5. Probabilistic and Robust Invariant Sets for Linear Systems

dient of many modern robust control methods, including robust model predic-
tive control [2]. The concept generally used to formalize the impact of unknown
perturbations is that of robust positively invariant sets (RIS), see [1]. For ex-
ample, the minimum RIS describes the set of states that can be reached from
the origin under a bounded state disturbance. For many systems, however,
more information than a bound on the disturbance is available, e.g. in terms
of a probability distribution, which can be exploited by a stochastic concept
for perturbation analysis. Moreover, if the considered disturbance distribution
has in�nite support, e.g. the most commonly employed Gaussian distribution,
there does not exist a �nite upper bound on the disturbance, which is often
approximated by truncating the distribution.

In order to extend invariance analysis to a stochastic setting, the concept
of probabilistic invariant sets (PIS) has been introduced in [3] and recently
extended to continuous-time linear systems [4]. The main concept is that, at
all times, the state trajectory has to lie inside a set with at least a certain
probability. The notion of PIS has potentially wide-ranging applications, most
notably in probabilistic and stochastic model predictive control (MPC).

In stochastic MPC, related concepts are widely used, e.g. for the satisfaction
of chance constraints on the states. For linear systems with additive stochas-
tic disturbance the following methods have been proposed. In [5], probabilistic
tubes of �xed cross-section and variable scaling enable to tighten constraints
to guarantee a certain level of violation probability. In [6], strong feasibility of
a stochastic MPC scheme for distributions with �nite support is provided by
the use of RIS. In [7], a stochastic MPC problem is solved with a combination
of randomized and robust optimization techniques. The approach in [8] gener-
alizes some previous e�orts based on constraint-tightening in order to provide
strong recursive feasibility. For a comprehensive review of stochastic MPC we
also point the reader to the summary presented in [9].

In this paper we formalize a correspondence between robust treatment of
con�dence regions and probabilistic invariance for linear systems. The conse-
quences of this result are twofold. On the one hand it provides justi�cation for
the use of RIS for systems with disturbance distributions of in�nite support by
considering con�dence regions of truncated support, as commonly done in prac-
tical applications [10]. On the other hand, the link enables the use of various
computational methods of RIS for the construction of PIS. For example, the
minimum RIS can be calculated arbitrarily accurately for linear time-invariant
(LTI) systems [11] and linear di�erence inclusions [12] in case of polytopic
constrained disturbances, or can be approximately obtained as ellipsoids via
Lyapunov based arguments, see e.g. [13]. Maximum robust invariant sets for
constrained systems can similarly be obtained, see e.g. [1], [13], [14]. Using
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methods from minimum RIS computation, we are able to recover and general-
ize the PIS construction of [3], which, to the best of our knowledge, is the only
method for the computation of PIS proposed in the literature. Applying similar
concepts, we also present an algorithm for the synthesis of an ellipsoidal PIS
of given probability level, as well as for deriving a probability level for a given
ellipsoidal invariant set.

The paper is organized as follows: In Section 2 we introduce notation as well
as the di�erent concepts of invariant sets and con�dence regions. In Section
3 we state the main result and analyze the condition under which RIS and PIS
for a certain probability are equivalent. We then show that for box-shaped and
ellipsoidal con�dence regions this condition holds. In Section 4 we present a
method to determine a minimum probability level for which an ellipsoidal set is
a PIS, or, equivalently, how to rescale a RIS such that it is a PIS for a given
probability level. In Section 5, we use the example in [3] to illustrate the PIS
obtained from the introduced link to minimal RIS, compare it against previous
results and demonstrate the ellipsoidal algorithm presented in Section 4. We
�nish with concluding remarks in Section 6.

2. Preliminaries

In this section we review some de�nitions and results that will be used through-
out the paper.

2.1. Notation

We denote real numbers, strictly positive real numbers, real vectors of dimen-
sion n and real matrices of dimension n�m with R, R+, Rn and Rn�m, respec-
tively. Given a vector x 2 Rn, the i 'th component of x is indicated with [x ]i .
Given two sets A and B, the Minkowski sum is A�B = fx j x = x1 + x2; x1 2
A; x2 2 Bg. Given a set S, a matrix A 2 Rn�m and a vector z 2 Rn, we
de�ne an a�ne set transformation as AS + z = fx jx = As + z; s 2 Sg. Pos-
itive de�nite and semide�nite matrices are indicated with A � 0 and A � 0,
respectively. The function diag(A1; � � � ; AM) de�nes the block-diagonal matrix
composed of M blocks Ai ; i 2 f1; : : : ;Mg. We indicate with x � Q a random
variable x of distribution Q, and with N (�;�) a multivariate Gaussian distri-
bution with mean � 2 Rn and covariance � 2 Rn�n, � � 0. We use Pr(E)
for the probability of an event E. For a random variable x , E(x) and var(x)
denote expected value and variance, respectively.
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2.2. Invariant Sets

Consider the following linear time-invariant autonomous system a�ected by an
additive disturbance wk 2 Rn, together with a nominal system state zk 2 Rn

and error state ek 2 Rn

zk+1 = Azk ; (5.1a)

xk+1 = Axk + wk ; (5.1b)

ek = xk � zk ; (5.1c)

where A 2 Rn�n. In the following, we recall some standard de�nitions of
positively invariant sets.

De�nition 1 (Positively Invariant Set (IS) [1]).
A set P is said to be a positively invariant set (IS) for system (5.1a) if

z0 2 P ) zk 2 P 8k � 0:

De�nition 2 (Robust Positively Invariant Set (RIS) [1]).
A set P is said to be a robust positively invariant set (RIS) for system (5.1b)
with wk 2 W � Rn if

x0 2 P ) xk 2 P 8k � 0:

De�nition 3 (Probabilistic Positively Invariant Set (PIS) [3]). A set P is said to

be a probabilistic positively invariant set (PIS) of probability level p for system

(5.1b) with disturbances wk � Qw if

x0 2 P ) Pr(xk 2 P) � p 8k � 0:

2.3. Con�dence Region

In order to connect probabilistic invariance to robust invariance we make use
of the concept of conservative con�dence regions [15]. To this end, we �rst
provide a de�nition of a conservative con�dence region and then present two
speci�c types of regions commonly used. Since throughout this paper we are
only interested in bounding the relevant probabilities, we simply use the term
con�dence region.

De�nition 4 (Con�dence Region).
A set Ep(Qx) is called a con�dence region of level p for a random variable

x � Qx if
Pr(x 2 Ep(Qx)) � p:
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Using this de�nition, we can construct di�erent types of con�dence regions.
We �rst introduce a box-shaped con�dence region as follows:

Lemma 1 (Box-shaped Con�dence Region).
Let x � Qx be a random variable taking values in Rn, with E(x) = 0, var(x) =
� and

Ebp (Qx) :=
�

�x
����[�x ]2

i �
[�]i i

~pi
; i = f1; : : : ; ng

�
; (5.2)

where ~pi 2 R; i = f1; :::ng, are parameters that determine the violation proba-

bility for each component of the random vector. Then Ebp (Qx) is a con�dence

region of probability level p = 1�
Pn

i=1 ~pi .

Proof. Using the Chebyshev inequality for each dimension i we have

Pr
�

[x ]2
i �

[�]i i
~pi

�
� ~pi :

By taking the union bound and forming the complementary probability, the
claim follows.

Under the assumption that the disturbance distribution is Gaussian, we can
state a tighter con�dence region.

Corollary 1. For x � Qx = N (0;�), Lemma 1 holds with

Ebp (Qx) :=

(

�x

�����[�x ]2
i � [�]i i

�
��1

�
1�

~pi
2

��2

; i = f1; : : : ; ng

)

;

where p = 1�
Pn

i=1 ~pi , and ��1 is the quantile function of the standard normal

distribution.

The result follows directly using the same arguments and con�dence intervals
of the marginal Gaussian distribution in each dimension.
As a second type of con�dence region we consider commonly used ellipsoidal

sets of the following form.

Lemma 2 (Ellipsoidal Con�dence Region).
Let x � Qx be a random variable taking values in Rn, with E(x) = 0, var(x) =
� and

Eep (Qx) :=
�

�x
�����x
T��1 �x �

n
1� p

�
: (5.3)

Then Eep (Qx) is a con�dence region of probability level p.

Proof. This follows directly from the multivariate Chebyshev inequality [16].
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For a Gaussian distribution, the con�dence region in Lemma 2 can similarly
be tightened using the following well-known result:

Corollary 2. For x � Qx = N (0;�), Lemma 2 holds for

Eep (Qx) :=
n

�x
����xT��1 �x � �2

n(p)
o
;

where �2
n is the chi-squared distribution of degree n.

In the next section we will use the de�nitions of con�dence regions and
invariant sets to link the concept of PIS to that of RIS, where robustness is
with respect to a disturbance contained in a given con�dence region.

3. Probabilistic Invariant Sets from Robust Invariant Sets

We present a theorem which, under a central condition, shows a direct re-
lationship between probabilistic and robust invariant sets for linear dynamical
systems. We then show that this condition holds for the box-shaped and ellip-
soidal con�dence intervals introduced in 2.3.

Theorem 1. Let P be a RIS for system (5.1b) with wk 2 Ep(Qw ) 8k � 0,
where Ep(Qw ) is a con�dence region of probability level p. Let Qek denote the
distribution of ek in (5.1) at each time step k. If

Ep(Qek+1) � AEp(Qek)� Ep(Qw ) 8k � 0 ; (5.4)

then the set P is also a PIS of probability level p for system (5.1b) with

wk � Qw .

Proof. Let Rk be the k-step reachable set of ek in (5.1) starting at e0 = 0
under wk 2 Ep(Qw ), which is recursively de�ned through Rk+1 = ARk �
Ep(Qw ) and R0 = f0g. For x0 2 P we thus have zk + Rk 2 P 8k, since P
is a RIS. Showing Ep(Qek) � Rk for all k � 0 proves the claim, since then
zk + Ep(Qek) 2 P 8k � 0, which implies Pr(xk 2 P) � p 8k � 0. Assuming
Ep(Qek) � Rk for some k we have with condition (5.4)

Rk+1 = ARk � Ep(Qwk )
� AEp(Qek)� Ep(Qw )
� Ep(Qek+1) : (5.5)

Since Ep(Qe
0) � R0, the proof follows by induction.
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The necessary condition (5.4) of the theorem requires that at each time
step the evolution of the con�dence region of the error is contained in the
Minkowski sum of the con�dence region of the disturbance and previous error.
As we have shown in (5.5), condition (5.4) implies that the con�dence region
of the error will always be contained in the respective reachable set considering
a disturbance bounded by the con�dence region Ep(Qw ).

Remark 1. Using Theorem 1, the correspondence between a RIS and a PIS

thus comes down to verifying condition (5.4) for given system dynamics and

con�dence region of the disturbance.

Remark 2. Note that if, according to Theorem 1, set P is guaranteed to be

a PIS of probability level p, there might still exist a ~p > p at which level P
is a PIS. Theorem 1 therefore only provides a lower bound on the maximum

probability level at which a set is a PIS.

In the following, we show that condition (5.4) holds for the con�dence
regions presented in Section 2.3 and for certain classes of LTI system dynamics.

Corollary 3. Let P be a RIS for system (5.1b) with wk 2 Ebp (Qw ) 8k � 0
and A 2 Rn�n diagonal, where Ebp (Qw ) is a box-shaped con�dence region of

probability level p. Then P is also a PIS of probability level p for system (5.1b)
with wk � Qw .

Proof. Let var(ek) = �k and var(wk) = Q, then �k+1 = A�kAT + Q and we
have

Ebp (Qek+1) =
�
e
����[e]2

i �
[A�kAT +Q]i i

~pi

�

=
�
e
����[e]2

i �
[A]2

i i [�k ]i i
~pi

+
[Q]i i

~pi

�

� AEbp (Qek)� Ebp (Qw ):

The claim follows from Theorem 1.

Remark 3. Corollary 3 also holds for complex system dynamics and can be

applied to any real diagonalizable system by using an eigenvalue decomposition

[3].

Remark 4. Computation of the minimum RIS for a diagonalized system with

con�dence region Ebp recovers the PIS computations of [3], Corollary 3 there-

fore provides a di�erent interpretation and generalization of the available com-

putation method for PIS.
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Next, we show the correspondence for the case of ellipsoidal con�dence
intervals, de�ned in (5.3), for general linear systems, namely, also for systems
with non-diagonalizable dynamics matrix A.

Corollary 4. Let P be a RIS for system (5.1b) with wk 2 Eep (Qw ) 8k � 0,
where Eep (Qw ) is an ellipsoidal con�dence region of probability level p. Then

P is also a PIS of probability level p for system (5.1b) with wk � Qw .

Proof. For the sake of brevity, the proof is given for A invertible. Using a coor-
dinate transformation T , such that T�1AT = diag( �A; 0) with �A non singular,
the results can then be extended to a general dynamics matrix A.
Consider the error state ek � Qek and disturbance wk � Qw with E(ek) = 0,

var(ek) = � and E(wk) = 0, var(wk) = Q. Then �k+1 = A�kAT +Q and we
have [17], [18],

eT��1
k+1e = inf

~e+w=e
~eT (A�1)T��1

k A
�1 ~e + wTQ�1w:

We can see that for each e and arbitrary �p > 0 with eT��1
k+1e = �p there exist

~e and w , such that ~e + w = e and ~e(A�1)T��1
k A

�1 ~e � �p and wTQ�1w � �p.
By noting that

AEep (Qek) =
�
e
����e
T (A�1)T��1

k A
�1e �

n
1� p

�
;

this implies that for all e 2 Eep (Qek+1) there exist ~e+w = e, with ~e 2 AEep (Qek)
and w 2 Eep (Qw ), and therefore

Eep (Qek+1) � AEep (Qek)� Eep (Qw ):

The claim follows from Theorem 1.

Corollary 4 extends PIS computation to non-diagonalizable systems using
ellipsoidal con�dence regions.
Corollary 3 and Corollary 4 thus establish a correspondence between RIS and

PIS for two important classes of con�dence regions for the disturbance. Using
these results, the task of designing a large PIS subject to constraints can be
related to the design of a maximum RIS. They furthermore allow for using the
PIS concept and its probabilistic certi�cates in optimization-based analysis and
controller design procedures, such as those commonly used in robust control,
see e.g. [13].

Remark 5. In general, the computational complexity of the approach depends

mainly on the type of con�dence region and the methods used to calculate the

RIS. In the case of box-shaped con�dence regions and diagonalizable systems,

the PIS can be computed by Jordan-decomposition of the system matrix [3],

which is typically cheap.
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By leveraging these insights, the next section presents a synthesis and anal-
ysis method for ellipsoidal PIS.

4. Ellipsoidal PIS for LTI Systems

The following shows how to synthesize an ellipsoidal PIS based on the cor-
respondence to RIS and how to derive a lower bound on the probability level
associated with a given invariant set if the system is subject to a random
disturbance. We consider system (5.1), which is assumed to be asymptoti-
cally stable, i.e., the eigenvalues of A are strictly inside the unit circle, and
wk � Qw = N (0; Q), Q � 0. Given an invariant set for the nominal system
(5.1a) of the form

P =
n
x
���xTPx � 1

o
; (5.6)

where P 2 Rn�n, P � 0, and de�ning a scaling of the invariant set as P� =�
x
��xTPx � �

	
, we address the following problem:

Problem 1.

a) What is the smallest � 2 R+ such that the set P� is a PIS of given

probability level p?

b) What is the largest probability level p at which set P is a PIS?

Remark 6. Note that assuming A to be asymptotically stable and P an invari-

ant set for the nominal system is necessary for the existence of a RIS P�.

We make use of Theorem 1, o�ering a means to assess a lower bound on
the maximum probability level, to �nd an approximate solution to Problem 1
by de�ning ellipsoidal con�dence regions of the disturbance of probability level
p, i.e. Eep (Qw ). We use the fact that according to Corollary 4, if P� is a RIS
for wk 2 Eep (Qw ), it is also a PIS for the corresponding stochastic system.
The problem therefore reduces to the synthesis of a RIS, which has been well-
studied in the literature [1]. We brie�y summarize the procedure, which will
also form the basis for addressing Problem 1b. The robust invariance condition
can be expressed as

xTk Pxk � � ;
wT
k Q�1wk � �2

n(p)) (Axk + wk)TP (Axk + wk) � � : (5.7)

By applying the S-procedure, this implication is true if and only if the following
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LMI admits a feasible solution [19], [20]:
�
ATPA� �0P ATP

PA P � �1Q�1

�
� 0 ; (5.8a)

�� �0�� �1�2
n(p) � 0 ; (5.8b)

�0; �1 > 0 : (5.8c)

In this case equivalence follows from the fact that the S-procedure is lossless
for positive de�nite P and Q ([21] Theorem 4.2).
Since � > 0, equation (5.9b) is equivalent to

1� �0 � �1 �p � 0

with �p = �2(p)
� . In order to compute the minimum scaling factor �, we can

thus maximize the scalar �p for a given probability level p.
Given � = 1, the same formulation can be used to compute a maximum

probability p� via �p� providing the best lower bound on the probability level
according to Theorem 1. The following optimization problem thus solves both
Problem 1a and 1b

max
�p; �0; �1

�p (5.9a)

s:t: 1� �0 � �1 �p � 0; (5.9b)

(5.8a); (5.8c): (5.9c)

Problem (5.9) has the following property:

Proposition 1. Let p1; p2 2 R+ be two scalars such that p2 � p1. The following

two facts hold:

1. If there exists a feasible solution for (5.9) with �p = p2, there also exists

a feasible solution for �p = p1.

2. If there does not exist a feasible solution for (5.9) with �p = p1, there

also does not exist a feasible solution for �p = p2.

Problem (5.9) can be solved up to a prede�ned accuracy using a bisection
on �p.

5. Numerical Results

To exemplify the implications of the presented results and design methods we
use two examples: in Subsection 5.1 we generate two PIS using both box-
shaped and ellipsoidal con�dence regions making use of minimum RIS compu-
tations. In Subsection 5.2 we show an application of the algorithm presented
in Section 4 for evaluation of the probability level of an ellipsoidal invariant set.
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5.1. PIS Synthesis via RIS

We consider the example from [3] to generate PIS using box-shaped and ellip-
soidal con�dence regions as de�ned in (5.2) and (5.3). The system is of the
form (5.1) with Gaussian disturbance wk � Qw = N (0; Q) and

A =
�

0 0:6
0:3 �0:5

�
; Q =

�
0 0
0 1

�
: (5.10)

To apply Lemma 1 with Corollary 3, we diagonalize the system using an eigen-
value decomposition A = V DV �1 and generate the box-shaped con�dence
region using the coordinate transformed noise characteristic

~Q = V �1QV �� =
�

0:43 0:64
0:64 0:94

�
;

where V �� is the conjugate transpose of the inverse of V .
Using ~p1 = ~p2 = 0:005, such that p = 0:99 the box-shaped con�dence

region for the coordinate transformed disturbance ~wk = V �1wk � Q ~w is given
by

Ebp (Q ~w ) =
�
w
����

�
[w ]2

1
[w ]2

2

�
�
�

3:40
7:40

��
:

By computing the minimum RIS ~Pbp for this con�dence region following [11]
and transforming the set back to the original coordinate system, we obtain
Pbp = V ~Pbp , shown in Figure 5.1, and recover the PIS computed for the same
system in [3].
Since the synthesis based on the correspondence to RIS according to Theo-

rem 1 only provides a lower bound on the maximum probability level at which
a set is a PIS (see also Remark 2), we make use of simulations to estimate
the probability of violating the set membership. To this end, we simulate the
system for 20 time steps starting from 10000 initial conditions in Pbp , taken on
a regular grid with additional samples on the boundary of the set, and using
20000 samples of the disturbance at each time step. The probability level at
which P is a PIS is estimated by considering the ratio of states lying within
the set P at each time step to the overall number of samples and taking the
maximum ratio over all time steps and initial conditions, which results in the
probability pest = 0:995.
As an alternative synthesis method, we use an ellipsoidal con�dence region

on wk
Eep (Qw ) =

�
w
��[w ]1 = 0; [w ]2

2 � �
2
1(p)

	
;
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Figure 5.1.: PIS with p = 0:99 for system (5.10) based on a box-shaped con�-
dence region for the diagonalized system (dashed) and based on an
ellipsoidal con�dence region for the original system (solid, shaded
gray). Samples from the state distributions with initial condition
x0 (red cross) are shown at time instants i = 1; 2; 10 indicated
with red, blue and black dots, respectively.

with p = 0:99 and construct a minimum RIS according to [11] without prior
diagonalization3. This directly yields the PIS Pep of probability level p as shown
in Figure 5.1 by the solid line and shaded gray area. Using simulations as before
we empirically estimate the maximum probability at which Pep is a PIS to be
pest = 0:99, meaning that in this example the probability bound provided by
the robust treatment is tight. An initial condition leading to this maximum
violation probability is on one of the vertices of Pep and is shown in Figure 5.1.

5.2. Ellipsoidal PIS

In the second example we consider the non-diagonalizable LTI system

xk+1 =
�

0:4 0:4
0 0:4

�
xk + wk ; (5.11)

with wk � N (0; Q), and Q = I. We consider the following ellipsoidal invariant
set for the nominal system

P =
�
x
����x
T
�

0:98 0:15
0:15 0:78

�
x � 100

�
;

3Strictly speaking, condition (5.4) was only shown for non-degenerate ellipsoids, i.e. it holds for
~Q = Q+ "I and arbitrarily small " > 0.
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Figure 5.2.: Ellipsoidal PIS with p = 0:99 for system (5.11). Samples from the
state distributions with initial condition x0 (red cross) are shown
at time instants i = 1; 2; 10 indicated with red, blue and black
dots, respectively

for which we use the method presented in Section 4 to provide a lower bound on
the probability level at which P is a PIS. We start the bisection with �p�min = 0
and �p�max = �2

2(0:999), corresponding to probability levels of 0 and 0:999,
respectively. We set the termination condition of the bisection method at an
accuracy of 0:001 probability. After 18 bisection steps we �nd a probability
level at which P is guaranteed to be a PIS to be p� = 0:99. Figure 5.2 shows
the set and samples of the state evolution starting from an initial condition on
the boundary of the set.
Similarly to the previous experiments we perform simulations to estimate the

maximum probability level at which P is a PIS, which results in pest = 0:998.

6. Conclusions

In this paper we presented a correspondence between robust and probabilistic
invariant sets. Under suitable assumptions, this enables an interpretation of
robust invariance in terms of probabilistic guarantees, and allows for the con-
struction of sets with probabilistic guarantees from robust methods. In particu-
lar, we demonstrated the correspondence for LTI systems with box-shaped and
ellipsoidal con�dence regions, which allows for generalizing the current state
of the art algorithm for computing probabilistic invariant sets. Moreover, we
presented an algorithm that constructs probabilistic guarantees for ellipsoidal
invariant sets.
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P6. Stochastic Model Predictive Control for

Linear Systems using Probabilistic

Reachable Sets
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Abstract: In this paper, we propose a stochastic model predic-
tive control (MPC) algorithm for linear discrete-time systems af-
fected by possibly unbounded additive disturbances and subject to
probabilistic constraints. Constraints are treated in analogy to ro-
bust MPC using a constraint tightening based on the concept of
probabilistic reachable sets, which is shown to provide closed-loop
ful�llment of chance constraints under a unimodality assumption
on the disturbance distribution. A control scheme reverting to a
backup solution from a previous time step in case of infeasibility is
proposed, for which an asymptotic average performance bound is
derived. Two examples illustrate the approach, highlighting closed-
loop chance constraint satisfaction and the bene�ts of the proposed
controller in the presence of unmodeled disturbances.

1. Introduction

Robust model predictive control (MPC) methods are well-established for deal-
ing with bounded disturbances in a principled way [1]. For some problems,
however, more detailed information about the disturbance is available, e.g. in
terms of a probability distribution. Moreover, if the considered disturbance
distribution has in�nite support, e.g. the commonly employed Gaussian dis-
tribution, there does not exist a �nite upper bound on the disturbance real-
izations, limiting the applicability of robust approaches. These observations

1 c
2018 IEEE. Reprinted, with permission, from L. Hewing and M. N. Zeilinger, �Stochastic
model predictive control for linear systems using probabilistic reachable sets�, in IEEE Confer-
ence on Decision and Control (CDC), 2018, pp. 5182�5188.
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motivate stochastic MPC methods, which enable a potentially less conserva-
tive treatment of uncertainties by taking knowledge of the distributions into
account [2].

Stochastic MPC methods can be classi�ed into two main categories [3]:
randomized approaches rely on the generation of a su�cient number of dis-
turbance realizations or scenarios, whereas analytic approximation methods
reformulate the problem in a deterministic form. In this paper, we focus on the
latter and propose an analytic approximation method for linear time-invariant
(LTI) systems under additive disturbances. Previous work includes approaches
based on stochastic tubes [4], or using a constraint tightening [5], [6], some
of which have recently been uni�ed in [7]. These techniques rely on bounded-
ness of the disturbances in order to establish recursive feasibility, but enable
a less conservative tightening of constraints which only need to hold in prob-
ability. Disturbance distributions of in�nite support were in turn considered
e.g. in [8]�[11] and [12]. The techniques typically rely on backup solutions in
case the original MPC problem becomes infeasible. In the case of [8], [9] this
is achieved by solving an optimization problem with the objective of reducing
constraint violations. In [10], [11] the MPC problem is instead initialized at a
speci�c state guaranteeing feasibility, whereas [12] considers a soft constrained
formulation.

This paper presents a stochastic MPC approach for general disturbance dis-
tributions with possibly in�nite support using probabilistic reachable sets (PRS)
for constraint tightening, as well as a control scheme for ensuring recursive
feasibility, for which a noise-dependent bound on the closed-loop cost can be
derived. The PRS serve a similar purpose as robust invariant sets in tube-based
robust MPC and o�er a �exible framework for stochastic MPC, which allows
for the consideration of general disturbance distributions and constraint sets.
The resulting stochastic MPC method inherently guarantees a weak form of
chance constraint satisfaction, as e.g. used in previous approaches [10], [11],
which we call predictive satisfaction. Under a unimodality assumption on the
disturbance distribution and for symmetric PRS, the method is shown to also
guarantee chance constraint satisfaction in a stronger sense, termed closed-

loop satisfaction, which was not shown for previous approaches [8]-[12].

Potentially unbounded disturbances can lead to feasibility problems if the
MPC is initialized at the currently measured state x(k), which we handle by
choosing a suitable backup initialization. The concept is similar to the approach
in [10], [11], but applies the backup scheme only in case of infeasibility without
any further requirements, e.g. on a cost decrease. We derive an asymptotic
average cost bound for the resulting MPC controller, providing a notion of
convergence and stability in closed-loop, and show in simulation examples that
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this update scheme o�ers advantages over updates conditional on an additional
cost decrease.
The paper is organized as follows. Section 2 states the considered system to

be controlled and reviews notions of multivariate unimodality as relevant to the
presented approach. Section 3 introduces the concept of probabilistic reach-
able sets, which forms the basis of the stochastic MPC approach presented in
Section 4. Simulation examples are given in Section 5 and the paper ends with
concluding remarks in Section 6.

2. Preliminaries

2.1. Notation

We refer to quantities of the system realized in closed-loop at time k using
parentheses, e.g. x(k) is the state measured at time step k, while quanti-
ties used in the MPC prediction are indexed with subscript, e.g. xi is the
system state predicted i time steps ahead. In order to specify the time
at which the prediction is made, we use xi(k). The weighted 2-norm is
kxkP =

p
xTPx , and P � 0 refers to a positive de�nite matrix. The notation

A 	 B = fa 2 A ja + b 2 A 8b 2 Bg refers to the Pontryagin set di�erence.
The distribution Q of a random variable x is speci�ed as x � Q, probabilities
and conditional probabilities are denoted Pr(A), Pr(A jB) and the expected
value and variance are E(x) and var(x), respectively.

2.2. Considered System

We consider the problem of regulating an LTI system subject to additive dis-
turbances

x(k+1) = Ax(k) + Bu(k) + w(k) ; (6.1)

with state x(k) 2 Rnx , inputs u(k) 2 Rnu and disturbances w(k) 2 Rnx , which
are assumed to be i.i.d. with distribution w(k) � Qw . The system is subject
to chance constraints on both the states and inputs, i.e.

Pr(x(k) 2 X ) � px ; (6.2a)

Pr(u(k) 2 U) � pu ; (6.2b)

where X and U are convex sets containing the origin. Throughout the paper,
the initial state of the system is considered known, such that the probabilities
are conditional given the initial state, which is, however, omitted for simplicity
of notation. Note that (6.2) includes the case of hard constraints, e.g. on the
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inputs, by imposing a probability of 1. In general, however, hard constraints
can only be satis�ed if the disturbance distribution has bounded support.
For the majority of results in this paper, we require no assumptions on the

nature of the disturbance distribution Qw . In order to guarantee satisfaction
of (6.2) for the closed-loop system (Section 4.3), however, we require the
disturbance distribution to be multivariate unimodal, the main properties of
which are summarized in the following.

2.3. Multivariate Unimodality

De�nition 1 (Monotone Unimodality [13]). A distribution Q in Rnx is called

monotone unimodal if for every symmetric convex set R � Rnx and every

nonzero x 2 Rnx the probability Pr(w + kx 2 R) with w � Q is non-increasing

in k 2 [0;1].

This property similarly holds if x is a random variable.

Lemma 1. Let the random variables w and x be independent and the distri-

bution of w be monotone unimodal, then

Pr(w 2 R) � Pr(w + x 2 R) ;

for any convex symmetric set R.

Proof. See Appendix.

A related, but stronger, notion of multivariate unimodality is central convex
unimodality.

De�nition 2 (Central Convex Unimodality [13]). A distribution Q in Rnx is

called central convex unimodal if it is in the closed convex hull of the set of all

uniform distributions on symmetric compact convex bodies in Rnx .

Theorem 1 ([13]). Every central convex unimodal distribution is monotone

unimodal.

Additionally, central convex unimodal distributions are closed under linear
transformation, convolution with another central convex unimodal distribution
and marginalization [14]. A prominent family of distributions that are central
convex unimodal are log-concave distributions.

De�nition 3 (Log-concave Distribution [15]). A distribution Q in Rnx is called

log-concave, if its probability density function is given by f = exp(�), where �
is a concave function.
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Theorem 2 ([14]). Every centrally symmetric, absolutely continuous log-con-

cave distribution is central convex unimodal.

Log-concave distributions are closed under a�ne transformation, truncation
over convex sets and marginalization [15].

Remark 1. The class of log-concave distributions is fairly rich and, e.g., in-

cludes multivariate Gaussian distributions.

3. Probabilistic Reachable Sets

In order to satisfy the chance constraints (6.2), we make use of probabilistic
analogies of robust reachable sets and MPC techniques based on constraint
tightening. For de�ning the required components and their properties, consider
an autonomous LTI system under additive disturbances

x(k+1) = AKx(k) + w(k) ; (6.3)

with x(k) 2 Rnx , i.i.d. w(k) � Q and stable matrix AK , for which we de�ne
the following probabilistic notions of reachability.

3.1. De�nitions

De�nition 4 (Probabilistic n-step Reachable Set). A set Rn with n � 0 is said

to be a probabilistic n-step reachable set (n-step PRS) of probability level p
for system (6.3) if

x(0) = 0) Pr(x(n) 2 Rn) � p :

De�nition 5 (Probabilistic Reachable Set). A set R is said to be a probabilistic

reachable set (PRS) of probability level p for system (6.3) if

x(0) = 0) Pr(x(n) 2 R) � p 8n � 0:

From these de�nitions it follows that a PRS can be obtained from

R =
1[

n=1

Rn : (6.4)

For many disturbance distributions, the n-step reachable set satis�es a nested-
ness property, which simpli�es the computation according to (6.4) as outlined
below.
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3.2. Nestedness

It is well-known that for LTI systems the in�nite-time robust reachable set with
initial state at the origin coincides with the minimal robust invariant set [16]
and that the sequence of reachable sets is nested, i.e. the n�1-step reach-
able set is a subset of the n-step reachable set. In the stochastic setting,
these properties in general do not hold. Under the assumption that the distur-
bance follows a central convex unimodal distribution, however, we can recover
a similar nestedness result for probabilistic reachable sets.

Lemma 2. If Q is central convex unimodal, any convex symmetric n-step PRS

Rn is also an n�1-step PRS.

Proof. Since central convex unimodal distributions are closed under linear
transformation and convolution, we have with x(0) = 0 that

x(n) =
n�1X

i=0

An�i�1
K w(i) = An�1

K w(0) +
n�1X

i=1

An�i�1
K w(i) (6.5)

is central convex unimodal and, by Theorem 1, monotone unimodal for all
n � 1. We similarly have

x(n�1) =
n�2X

i=0

An�i�2
K w(i) =

n�1X

i=1

An�i�1
K w(i�1) :

Since x(n�1) has the same distribution as the last term in (6.5), we can use
Lemma 1 and get

Pr(x(n) 2 Rn) � Pr(x(n�1) 2 Rn) :

Remark 2. Under the assumption of central convex unimodality, R can thus

be directly obtained without taking iterations via i-step PRS in (6.4), i.e.

R = limn!1Rn, and can be approximated using Markov chain Monte Carlo

methods.

3.3. Variance-based PRS Construction

A popular way to construct a PRS is by tracking mean and variance of x(k)
in (6.3), which are given by

E(x(k+1)) = AK E(x(k)) + E(w(k)) ;

var(x(k+1)) = AK var(x(k))AT
K + var(w(k)) :
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Applying the Chebyshev bound provides that

Rnc :=
n
x
���(x � E (x(n))T var (x(n))�1(x � E(x(n)) � ~p

o
(6.6)

is an n-step PRS of probability level p = 1� nx=~p.
Assuming that the disturbance distribution has zero mean, these sets simi-

larly satisfy the nestedness property of Lemma 2.

Lemma 3 (Chebyshev Reachable Set). Let E(w(k)) = 0. The set Rnc in (6.6)
is an i-step PRS of probability level p = 1� nx=~p for all 0 � i � n.
In particular, Rc :=

�
e
��eT��1

1 e � ~p
	
, where �1 solves the Lyapunov equa-

tion AK�1AT
K ��1 = � var(w(k)) is an i-step PRS of level p = 1� nx=~p for

any i � 0.

Proof. The claim follows from straightforward application of the multivariate
Chebyshev inequality and the fact that the sets are nested, i.e. Rnc � Rn+1

c ,
see [17] for related results.

Remark 3. If w(k) is normally distributed, Rnc with ~p = �2
nx (p), is an n-step

PRS of probability level p, where �2
nx (p) is the quantile function of the chi-

squared distribution with nx degrees of freedom.

4. Stochastic MPC using Probabilistic Reachable Sets

In the following, we present a stochastic MPC approach for LTI systems making
use of the concept of probabilistic reachable sets for constraint tightening. We
split the system state x(k) into a nominal and error part

x(k) = z(k) + e(k)

with the intent to design a nominal MPC controller for z(k). Similar to robust
tube-based MPC [18], we keep the error e(k) in a neighborhood of the nominal
trajectory by using an auxiliary state feedback controller K, such that the input
to system (6.1) is given by

u(k) = v(k) +Ke(k) ; (6.7)

where v(k) is the nominal input from the MPC for z(k). The chance con-
straints on uncertain states and inputs in (6.2) are then reformulated w.r.t.
PRS on the error, implementing conditions of the form Pr(e(k) 2 R) � p 8k.
The proposed control scheme is characterized by the central idea that z(k) =

x(k) should be selected whenever possible to introduce feedback on z(k) from
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measurements and react to unmodeled disturbances. Due to the possible un-
boundedness of the disturbance w(k), this can, however, lead to infeasibility
of the optimization problem, in which case z(k) is chosen by a backup strat-
egy. Similar concepts have been proposed in [10], [11], where the choice of
z(k) = x(k) is subject to additional conditions related to a Lyapunov decrease
in order to guarantee stability, or [9], where application of the backup strategy
is based on the containment in a probabilistic invariant set based on a linear
control law. In contrast, we update the nominal system state to z(k) = x(k)
whenever feasible, increasing the e�ect of feedback on the nominal state, while
still allowing for an asymptotic cost bound.

4.1. Prediction Dynamics

The proposed stochastic MPC approach relies on predictions over a �nite time
horizon using linear dynamics. These predictions do not coincide with the
closed-loop trajectory of system (6.1) but have the same open-loop dynamics,
i.e.

xi+1 = Axi + Bui + wi

where wi is also i.i.d. with wi � Qw . By similarly decoupling the nominal state
and error, xi = zi + ei and considering ui = vi + Kei , the prediction dynamics
become

zi+1 = Azi + Bvi ; (6.8a)

ei+1 = (A+ BK)ei + wi ; (6.8b)

where the nominal predicted system state zi is deterministic, while the predicted
error ei is a random variable.

We use the predictions of the nominal system state zi to de�ne a nominal
MPC problem, while the predicted error ei is essential for constraint tightening
and analysis of chance constraint satisfaction (Section 4.3).

152



4. Stochastic MPC using Probabilistic Reachable Sets

4.2. Stochastic MPC Formulation & Conditional Update

The stochastic MPC controller can be formulated using a deterministic MPC
optimization problem for the nominal system

min
Z; V

kzNk2
Qf +

N�1X

i=0

kzik2
Q + kvik2

R (6.9a)

s:t: zi+1 = Azi + Bvi ; (6.9b)

zN 2 Zf ; (6.9c)

zi 2 Z; (6.9d)

vi 2 V; (6.9e)

z0 = z(k) (6.9f)

for all i 2 f1; : : : ; N�1g with state and input sequence Z = fz0; : : : ; zNg, V =
fv0; : : : ; vNg, a quadratic cost function with Qf ; Q;R � 0, as well as suitably
tightened constraints Z � X , V � U , which will be detailed in Section 4.3.
We consider a terminal set Zf � Z, which is subject to the usual requirements,
i.e. it is a positive invariant set under the local control law vi = Kzi , which
satis�es the input constraints Kzi 2 V 8zi 2 Zf and yields the cost decrease

kAzi + BKzik2
Qf � kzik

2
Qf � �kzik

2
Q � kvik

2
R 8zi 2 Zf : (6.10)

The nominal input applied in (6.7) is v(k) = v �0 (z(k)), i.e. the �rst element
of the optimal input sequence obtained from (6.9).

Assumption 1 (Initial Feasibility). We assume that optimization problem (6.9)
is feasible for z(0) = x(0).

Di�erent from the system state x(k), the nominal system state z(k) can
be selected, resulting in a corresponding error e(k). Due to disturbances that
might drive x(k) outside of the feasible region, the choice of z(k) = x(k)
is not generally possible. An obvious alternative is to set z(k) to the �rst
nominally predicted value from the previous time step, which we denote z1(k�1).
While this enables straightforward analysis of stability, recursive feasibility and
chance constraint satisfaction, this choice is generally not desirable, since z(k)
would not be in�uenced by the measured states x(k), hence there would no
feedback on z(k) [18]. We therefore set z(k) = x(k) whenever it is feasible
in optimization problem (6.9), which we call Mode 1 (M1). Otherwise, we
choose Mode 2 (M2), the backup strategy, which sets z(k) = z1(k�1) and is
guaranteed to be feasible. This results in the conditional update rule

z(k) :=

(
x(k) ; if feasible in (6.9) (M1)
z1(k�1) ; otherwise (M2) :

(6.11)
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Note that the resulting controller is not a state-feedback controller, since it is
not a function of only x(k), but rather a feedback controller in an extended
state u(k) = �(x(k); z1(k�1)).

Remark 4. An alternative backup strategy, avoiding the solution of (6.9)
in Mode 2, is to apply the shifted solution of (6.9) from the previous time

step v(k) = v �1 (k�1), since �V = fv �1(k � 1); : : : ; v �N�1(k � 1); Kz�N(k � 1)g
corresponds to a feasible suboptimal solution at time step k. The results

on constraint satisfaction and the average asymptotic cost in the following

sections remain unchanged. We select the receding horizon optimization of

the nominal trajectory also in Mode 2 for notational convenience and the fact

that it is expected to improve closed-loop performance.

4.3. Constraint-tightening for Chance Constraint Satisfaction

We make use of PRS for the predicted error system (6.8b) according to De�-
nition 5 in order to tighten the constraints such that chance constraints on x
and u are satis�ed via the deterministic constraints on z and v . We allow for
di�erent tightening levels of state and input constraints to acount for the case
that di�erent probability levels are selected, e.g. input constraints are often
required to be ful�lled with probability 1.
This results in two PRS Rx and Ru for the predicted error system (6.8b) of

probability level px and pu, respectively, with which the constraint tightening is
de�ned as

zi 2 Z := X 	Rx ; (6.12a)

vi 2 V := U 	KRu : (6.12b)

Remark 5. Treatment of di�erent individual constraints, as opposed to joint

constraints, can be analogously achieved by introducing a PRS for each con-

straint separately.

Note that neither constraint sets nor the PRS are required to be bounded,
it is therefore possible to use probabilistic reachable sets for tightening that
are unbounded in a direction that is unconstrained, e.g. for the tightening of
half-space constraints [19]. It is generally desirable to design the PRS for
tightening such that the Pontryagin di�erence in (6.12) remains as big as
possible. This can be achieved by considering tight PRS, e.g. in the sense
of Gaussian distributions using Lemma 3 with Remark 3, and choosing the
sets for tightening such that they are aligned with the constraint sets, e.g.
tightening of a half-space constraint by a parallel half-space PRS based on the
corresponding marginal distribution.
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Remark 6. A less conservative tightening is possible using time-varying con-

�dence bounds, i.e. probabilistic n-step reachable sets Rn, while the in�nite

time reachable set R is used only for the terminal set Zf . For simplicity we

consider the case of constant tightening by R.

The use of a conditional update scheme (6.11) complicates analysis of
chance constraint satisfaction (6.2), since the closed-loop error e(k) does not
follow (6.8b) and evolves nonlinearly. A tightening of the constraints under the
assumption of linear error propagation in the prediction therefore does not nec-
essarily guarantee satisfaction of the chance constraints (6.2) in closed-loop
when used with a conditional update scheme such as (6.11).
In the following, we make use of R to refer to properties relating to both

Rx and Ru to simplify notation.

Chance Constraint Satisfaction in Prediction

As already noted in [3], constraint tightening based on the predicted error
guarantees chance constraint satisfaction of the predicted states, given that
the optimization problem (6.9) is feasible at z(k) = x(k), i.e. whenever M1.
From the de�nition of a probabilistic reachable set R we have for the predicted
error

Pr(ei 2 R) � p 8i � 0 ;

when e0 = e(k) = 0, i.e. in M1. Under no further assumptions on the dis-
turbance distribution or set R we can therefore only state the probabilistic
guarantees:

Pr(xi 2 X jM1) � px 8i � 0 ; (6.13a)

Pr(ui 2 U jM1) � pu 8i � 0 ; (6.13b)

which are directly obtained from Pr(ei 2 Rx) � px , since zi 2 Z = X 	 Rx
and Pr(ei 2 Ru) � pu, since vi 2 V = U 	KRu

Closed-loop Chance Constraint Satisfaction

Satisfaction of the chance constraints (6.2) for the closed-loop system requires
that

Pr(e(k) 2 R) � p 8k � 0 ;

given that e(0) = 0, that is the ful�llment of the constraints for the closed-loop
error e(k), which has not been addressed in previous work [10]�[12].
Under the assumption that Qw is central convex unimodal and the PRS

convex symmetric, the following Theorem establishes that R is a PRS for
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the closed-loop error e(k) which implies chance constraint satisfaction for the
closed-loop system.

Theorem 3 (PRS for Closed-Loop Error). Let Qw be central convex unimodal

and let R be a convex symmetric set. For system (6.1) under the control

law (6.7) resulting from (6.9) with tightening (6.12), and the conditional

update rule (6.11) we have

Pr(e(k) 2 R) � Pr(ek 2 R) ;

for all k � 0, conditioned on e(0) = e0 = 0.

Proof. Let ei(k) be the error predicted i steps ahead at time k using the linear
dynamics (6.8b), with e0(k) = e(k) for all k. The error ei(k) therefore depends
on random variables w(0); : : : ; w(k�1) through the closed-loop dynamics, as
well as w0(k); : : : ; wi�1(k) through the prediction dynamics. We prove the
claim by showing that

Pr(en(k � n) 2 R) � Pr(en+1(k � n � 1) 2 R)

for n = 0; : : : ; k�1, from which Pr(e0(k) 2 R) � Pr(ek(0) 2 R) follows
immediately. We denote with M1

k and M2
k if Mode 1 or 2 was active in time

step k and use AK = A+ BK. With ~en =
Pn�1

i=0 A
n�i�1
K wi and ~e0 = 0 we have

Pr(en(k�n) 2 R) = Pr(AnKe(k�n) + ~en 2 R) :

Note that the closed-loop error e(k) is equal to 0 whenever M1
k and equal to

AKe(k�1) + w(k � 1), conditioned on the fact that it leads to infeasibility,
whenever M2

k . Splitting the probability based on the active mode therefore
gives

Pr(en(k�n) 2 R)

= Pr(AnKe(k�n) + ~en 2 R jM2
k�n) Pr(M2

k�n)

+ Pr(AnKe(k�n) + ~en 2 R jM1
k�n) Pr(M1

k�n)

= Pr(An+1
K e(k�n�1) + AnKw(k�n�1)

+ ~en 2 R jM2
k�n) Pr(M2

k�n)

+ Pr(~en 2 R jM1
k�n) Pr(M1

k�n) : (6.14)

Since ~en is independent of the other random variables and convex unimodal,
Lemma 1 allows for bounding

Pr(~en 2 R jM1
k�n)

�Pr(An+1
K e(k�n�1) + AnKw(k�n�1) + ~en 2 R jM1

k�n)
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which, substituted in (6.14), yields

(6.14) �Pr(An+1
K e(k�n�1) + AnKw(k�n�1) + ~en 2 R)

= Pr(An+1
K e(k�n�1) + ~en+1 2 R)

= Pr(en+1(k�n�1) 2 R) ;

since AnKw(k�n�1) + ~en has the same distribution as ~en+1.

Corollary 1. Theorem 3 implies satisfaction of (6.2) for the closed-loop sys-

tem.

Proof. By initial feasibility, the conditional update scheme and optimization
problem (6.9), we have that z(k) 2 Z = X 	Rx and v(k) 2 V = U 	 KRu
for all k � 0. Since by Theorem 3, Pr(e(k) 2 Rx) � px and Pr(Ke(k) 2
KRu) � pu the claim follows immediately.

4.4. Asymptotic Average Cost Bound

In the following, we establish an asymptotic average cost bound for the closed-
loop system under the proposed stochastic MPC scheme and conditional up-
date rule, providing a notion of stability and convergence. The bound is derived
by using Lipschitz-type arguments on the optimal cost of optimization prob-
lem (6.9). For this we make use of the following assumption.

Assumption 2. The set of feasible z(k) in (6.9) is bounded.

This assumption is usually valid, e.g. if the terminal and input constraint
sets are bounded. Similar arguments have been previously used e.g. in [7].
It is well-known that the optimal cost J�(z) of a nominal MPC problem

with quadratic cost is piecewise quadratic in the state z [20]. Together with
Assumption 2 this implies that there exists a constant L, such that

J�(z) + Lkek2 � J�(z + e) : (6.15)

Theorem 4 (Cost Decrease). Consider system (6.1) under the control law

(6.7) resulting from (6.9) with tightening (6.12) and the conditional update

rule (6.11). Let J�(z(k)) be the optimal cost of (6.9), C = L=
p
�min(P ), and

P a solution to the Lyapunov equation (A+ BK)TP (A+ BK)� P � ��I for
some � > 0. We have

E(J�(z(k+1))� J�(z(k))

�� kz(k)k2
Q � kv(k)k2

R � �Cke(k)kP + C E(kw(k)kP ) ;

conditioned on e(0) = 0.
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Proof. See Appendix.

Using the cost decrease in Theorem 4 we can derive an average asymptotic
cost bound of the presented SMPC approach.

Corollary 2 (Average Asymptotic Cost Bound).
Let w � Qw . Theorem 4 implies

lim
t!1

1
t

tX

k=0

E
�
kz(k)k2

Q + ku(k)k2
R + �Cke(k)kP

�

� C E (kwkP ) :

Proof. We use a typical argument in stochastic MPC [7], [9]:

0 � lim
t!1

1
t

E (J�(z(t))� J�(z(0)))

� lim
t!1

1
t

E
� tX

k=0

�kz(k)k2
Q� ku(k)k2

R � �Cke(k)kP

+C E(kw(k)kP )
�
:

With limt!1
1
t

Pt
k=0 C E(kw(k)kP ) = C E(kwkP ) the claim follows.

5. Numerical Examples

We demonstrate our approach and highlight some of its features on a simple
double integrator system

x(k+1) =
�

1 1
0 1

�
x(k) +

�
0:5
1

�
u(k) + w(k) ;

where w(k) � N (0;�) is distributed following a normal distribution with vari-
ance � = diag([0:01; 1]T). We furthermore consider chance constraints on
the absolute value of the second state, i.e. the velocity, denoted with [x(k)]2
and input constraints:

Pr(j[x(k)]2j � 1:2) � 0:6 ; (6.16a)

Pr(ju(k)j � 6) � 0:9 : (6.16b)
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5.1. MPC Setup

We choose state and input stage costs with Q = diag([0:1; 1]T), R = 0:1
and design the feedback controller K as an LQR controller based on the same
weights. The prediction horizon is set to N = 30 and for simplicity the terminal
set is chosen as Zf = f[0; 0]Tg.

5.2. Reachable Set Computation

Since the distribution of w(k) is Gaussian, we can compute PRS Rx , Ru of
level px and pu based on the marginal distribution of [~ei ]2 and Kei as proposed
in Lemma 3 with Remark 3.
The resulting sets for tightening are

Rx = fe jj[e]2j � 0:95g ; (6.17a)

KRu = fKe jjKej � 3:2g : (6.17b)

5.3. Results

We compare our approach, which we call SMPC-prs, to previous results pre-
sented in [10], [11] using the same �xed controller gain K. The approach is
conceptually similar to the one presented in this paper and will be referred to
as SMPC-c. The main di�erences as relevant to the comparison are that in
SMPC-c

� the selection of Mode 1 and Mode 2 is based on feasibility and the
requirement of achieving a lower cost w.r.t. a Lyapunov function.

� the constraint tightening is speci�ed for individual half-space violations.

� the constraint tightening changes over the horizon based on the predicted
variances of the error.

Constraint satisfaction in SMPC-c is provided for the predicted errors [3], [10],
[11].
Since in SMPC-c chance constraints are de�ned on individual half-spaces,

we consider an individual tightening of the box constraints based on px=2, such
that using the union bound we enforce (6.16a).

Closed-loop Constraint Satisfaction

We �rst illustrate the importance of Theorem 3 by showing that closed-loop
constraint satisfaction (6.2) can di�er signi�cantly from constraint satisfaction
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in prediction (6.13). For this purpose, we investigate the probability of violating
one individual half-space constraint, for which SMPC-c guarantees a minimum
satisfaction probability in prediction of

Pr([xi ]2 � �1:2 jM1) � 80%:

Simulating the system 500 times from initial state x(0) = [6; 0]T with di�erent
disturbance realizations and counting the number of violations of this constraint
results in an empirical satisfaction rate during the �rst 10 time steps of 76:62%,
which indicates that the individual state constraint is not satis�ed with the
speci�ed probability in closed-loop.
The reason can be related to the fact that the individual tightening can

be interpreted as a tightening with individual PRS for each constraint (along
Remark 5) in the form of half-spaces. These sets are clearly non-symmetric,
such that the assumptions of Theorem 3 do not hold. SMPC-c furthermore
tightens the constraints based on a predicted error variance, which is reset to 0
whenever M1, and can thereby only provide constraint satisfaction guarantees
in prediction. Evaluating the same simulation runs w.r.t. the joint chance
constraints, corresponding to symmetric reachable sets, empirically shows that
SMPC-c ful�lls the joint constraints (6.16a) in closed-loop with a satisfaction
rate of 71:52%, which is signi�cantly larger than the speci�ed px = 60%. This
can, however, not be systematically established, as SMPC-c does not provide
closed-loop guarantees.
In contrast, SMPC-prs with the symmetric PRS (6.17) satis�es the assump-

tions of Theorem 3 and therefore guarantees satisfaction of (6.16a) a-priori. In
fact, the empirical constraint satisfaction rate is 74:9%, which is slightly higher
than in SMPC-c, indicating that the strong guarantees provided by Theorem 3
may come at a cost of higher conservatism.

Unmodeled Disturbances

A second bene�t of the proposed approach is the state feedback introduced by
the conditional update rule (6.11), which can improve performance and con-
straint satisfaction e.g. in the case of unmodeled disturbances. To demonstrate
this e�ect, we consider a system subject to a stronger, unmodeled disturbance
of variance � = diag([10; 1]) at every 10th time step. Again we compare
our approach to SMPC-c, in which the nominal state is set to the currently
measured x(k) only if it achieves a lower cost w.r.t. a Lyapunov function.
The results of the simulation are displayed in Figure 6.1. It is evident that

SMPC-prs with its feasibility-based update rule handles unmodeled disturbances
gracefully, provided that the perturbed state leads to a feasible optimization
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� 10 � 5 0 5 10

� 5

0

5

x1

x
2

SMPC-c
SMPC-prs

Figure 6.1.: Comparison of the SMPC control approaches under unmodeled
disturbances in every 10th time step. In red our approach (SMPC-
prs) with update rule based on feasibility. In blue SMPC-c with
update rule based on cost decrease.

problem. In the case of large disturbances, update schemes based on a Lya-
punov decrease, on the other hand, tend to apply the backup solution even
if there exists a feasible MPC solution. As apparent in Figure 6.1 this can
lead to signi�cant constraint violations. In fact, in the immediate time steps
after an unmodeled disturbance, SMPC-c satis�es the state constraint in only
32:0% of all cases, while SMPC-prs does so in 72:0%, satisfying the prescribed
probability of px = 60%.

6. Conclusions

We presented a stochastic MPC approach for LTI systems with general addi-
tive stochastic disturbances, which uses the concept of probabilistic reachable
sets. This enables a formulation of the MPC problem in terms of a nominal
system state with suitably tightened constraints. Under a conditional update
of the nominal system state we provided an asymptotic average performance
bound based on a cost decrease in expectation. Results for closed-loop con-
straint satisfaction were presented under the assumption that the uncertainty
distribution is unimodal and the probabilistic reachable set symmetric. The
simulation example highlights the bene�ts of increased feedback provided by
the proposed conditional update rule, as well as the provided improved chance
constraint satisfaction.
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Appendix

Proof of Lemma 1: Let fe and fx be the probability density functions of e and
x , respectively and fe � fx their convolution.

Pr(e + x 2 R) =
Z

R
(fe � fx)(�e)d�e

=
Z

R

Z
fe(�e � �x)fx(�x)d�xd�e

=
Z
fx(�x)

Z

R
fe(�e � �x)d�ed�x

=
Z
fx(�x) Pr(e + �x 2 R)d�x

�
Z
fx(�x) Pr(e 2 R)d�x = Pr(e 2 R) ;

where the inequality follows from monotone unimodality.

Proof of Theorem 4: Let J(z; V ) denote the cost of optimization problem
(6.9). We split the expected optimal cost in cases where M1 or M2 apply:

E(J�(z(k+1))

= E(J�(z(k+1))jM2) Pr(M2)

+ E(J�(z(k+1))jM1) Pr(M1) ; (6.18)

and �nd for the �rst term

E
�
J�(z(k+1))

��M2� = J�(z1(k))
� J(z1(k); �V ) ; (6.19)

where �V = fv �1(k); : : : ; v �N�1(k); Kz�N(k)g denotes the shifted (feasible, but
suboptimal) solution of the previous time step. For the second term we have

E
�
J�(z(k+1))

��M1� = E
�
J�(x(k+1))

��M1�

� J�(z1(k)) + E
�
Lkx(k+1)� z1(k)k2

��M1�

� J(z1(k); �V )

+ L=
p
�min(P )

| {z }
C

E
�
kx(k+1)� z1(k)kP

��M1� ;

where the �rst inequality follows from (6.15), the second using the shifted
suboptimal solution, while the last uses the fact that �min(P )kxk2

2 � kxk2
P .
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Adding C E(kx(k+1)� z1(k)kP jM2) to (6.19) and substituting the expres-
sions for both modes in (6.18) we �nd

E(J�(z(k+1))
�J(z1(k); �V ) + C E (kx(k+1)� z1(k)kP ) :

We can evaluate the expected value as

E (kx(k+1)� z1(k)kP ) = E (k(A+ BK)e(k) + w(k)kP )
�k(A+ BK)e(k)kP + E (kw(k)kP )
�(1� �)ke(k)kP + E (kw(k)kP ) ;

where k(A + BK)e(k)kP � ke(k)kP � ��ke(k)kP from the choice of P as
the solution of the Lyapunov equation. Combining this with the usual cost
decrease due to the terminal cost and constraint in the nominal MPC (6.10),
we get

E(J�(z(k+1))� J�(z(k))

� �kz(k)k2
Q � kv(k)k2

R � �Cke(k)kP + C E(kw(k)kP ) :
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Abstract: We present a stochastic model predictive control (MPC)
method for linear discrete-time systems subject to possibly un-
bounded and correlated additive stochastic disturbance sequences.
Chance constraints are treated in analogy to robust MPC using
the concept of probabilistic reachable sets for constraint tighten-
ing. We introduce an initialization of each MPC iteration which is
always recursively feasible and guarantees chance constraint sat-
isfaction for the closed-loop system, which is typically challenging
for systems under unbounded disturbances. Under an i.i.d. zero-
mean assumption, we provide an average asymptotic performance
bound. A building control example illustrates the approach in an
application with time-varying, correlated disturbances.

1. Introduction

Most real-world control applications are subject to uncertainty and external
disturbances, which can severely deteriorate both performance and safety of
the system. In model predictive control (MPC) this problem can be addressed
by explicitly assessing worst-case disturbances, leading to robust MPC ap-
proaches [1]. Using additional information about the disturbances in form of
distributions, stochastic MPC o�ers advantages through a less conservative
treatment of constraints, for instance if some constraint violation is permis-
sible, as well as by improving average performance e.g. by optimizing the ex-
pected cost [2]. Stochastic MPC approaches can typically be divided into two

1 c
2020 Elsevier. Reprinted, with permission, from L. Hewing, K. P. Wabersich, and M. N.
Zeilinger, �Recursively feasible stochastic model predictive control using indirect feedback�,
Automatica, vol. 119, 2020.
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classes. While randomized methods rely on the generation of suitable distur-
bance realizations or scenarios, analytic approximation methods reformulate
the problem into a deterministic one [3]. In this paper, we consider an analytic
approximation for linear discrete-time systems subject to additive disturbances,
which are potentially correlated in time and have unbounded support.

Introducing feedback from state measurements into the MPC in a stochastic
setting leads to the question of recursive feasibility of the underlying optimiza-
tion problem. Typically, this issue is addressed in one of two ways [4]. Either
it is ensured using a robust constraint tightening, which is generally restricted
to the case of bounded support disturbance distributions, see e.g. [5]�[7], or
the original MPC problem is allowed to become infeasible and a suitable re-
covery mechanism is employed, e.g. in [8]�[10]. These recovery mechanisms
usually come with a loss of strict guarantees on closed-loop chance constraint
satisfaction [4]. In [11], strict guarantees were recovered under a unimodality
assumption on the additive disturbance distribution. A recent approach guar-
antees recursive feasibility also with unbounded disturbances for the case of
suitably discounted violation probabilities [12].

The approach presented in this paper o�ers strong guarantees w.r.t. closed-
loop chance constraint satisfaction and guarantees recursive feasibility, even
for unbounded disturbance distributions, while incorporating feedback from
the measured state in the MPC problem. To the best of our knowledge,
these properties have not been established in previous approaches for distur-
bances of unbounded support. Feedback of the currently measured state x(k)
is introduced through the cost function only, while tightened constraints are
satis�ed w.r.t. a nominal system state z(k), ensuring recursive feasibility. This
results in the fact that the system error e(k) = x(k) � z(k) evolves linearly
in closed-loop, facilitating straightforward analysis of performance and chance
constraint satisfaction. Related concepts and their implications for stochastic
MPC have recently been discussed in [13]. For constraint tightening, we em-
ploy techniques related to tube-based MPC [14], making use of the concept of
probabilistic reachable sets (PRS) [11], [15], [16]. These PRS take a similar
role as robust invariant sets in robust MPC, but are de�ned to contain the
error dynamics e(k) with a speci�ed probability. In this paper, we extend this
concept to non-zero mean disturbance sequences correlated in time, enabling
the treatment of a broad class of problems. We �nally demonstrate the �ex-
ibility resulting from these properties in a building control task, for which the
disturbance sequence is non-i.i.d., non-zero mean, and strongly correlated in
time.
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2. Preliminaries

2.1. Notation

We refer to quantities of the system realized in closed-loop at time k using
parentheses, e.g. x(k) is the state measured at time step k, while quantities
used in the MPC prediction are indexed with subscript, e.g. xi is the system
state predicted i time steps ahead. In order to specify the time at which the
prediction is made, we use xi(k). The weighted 2-norm is kxkP =

p
xTPx ,

and P � 0 (P � 0) refers to a positive (semi-)de�nite matrix. The notation
A 	 B = fa 2 A ja + b 2 A 8b 2 Bg refers to the Pontryagin set di�erence.
The distributionQ of a random variable x is speci�ed as x � Q. The probability
density of x is denoted p(x), conditioned on another random variable y it is
p(x jy). Similarly, probabilities and conditional probabilities are denoted Pr(A),
Pr(A jB) and the expected value and variance of x w.r.t. a random variable w
are Ew (x) and varw (x), respectively. Two random variables x , y that share the

same distribution are equal in distribution, denoted x d= y .

2.2. Problem Formulation

We consider a linear time-invariant system under additive disturbances

x(k+1) = Ax(k) + Bu(k) + w(k) (7.1)

with state x(k) 2 Rnx , inputs u(k) 2 Rnu and randomly distributed disturbance
realizations w(k) taking values in Rnx . The system is subject to chance con-
straints on states and inputs X , U , which can be composed of a collection of
individual sets2, for which we enforce

Pr
�
x(k) 2 X j j x(0)

�
� pjx ; j 2 f1; : : : ; mxg ; (7.2a)

Pr
�
u(k) 2 U j j x(0)

�
� pju; j 2 f1; : : : ; mug ; (7.2b)

where X =
Tmx
j=1 X

j � Rnx , U =
Tmu
j=1 U

j � Rnu and pjx , pju are the required
satisfaction probabilities of each constraint. The probabilities are to be un-
derstood w.r.t. knowledge at time step 0, i.e. conditioned on the given initial
state. Hard constraints, e.g. on the inputs, can be included in the formulation
by imposing a probability of 1. In general, however, these can only be satis�ed
for disturbance distributions of bounded support.

2E.g. X is a polytope and X j the constituting half-spaces.
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We consider control problems of arbitrarily large, but �nite3, horizon �N and
a disturbance sequence W = [w(0)T; : : : ; w( �N�1)T]T distributed according to
W � QW , of which at least mean and variance are known. Note that the
individual disturbances w(k) are therefore not necessarily i.i.d. or zero mean.
Using a cost function lk(x(k); u(k)) the resulting stochastic (�nite-horizon)
optimal control problem can be stated as

min
f�kg

EW

0

@
�NX

k=0

lk(x(k); u(k))

1

A (7.3a)

s:t: x(k+1) = Ax(k) + Bu(k) + w(k); (7.3b)

u(k) = �k(x(0); : : : ; x(k)); (7.3c)

W = [w(0)T; : : : ; w( �N�1)T]T�QW ; (7.3d)

Pr(x(k) 2 X j j x(0)) � pjx ; (7.3e)

Pr(u(k) 2 U j j x(0)) � pju ; (7.3f)

for all k = 0; : : : ; �N, in which f�kg is a sequence of control laws using infor-
mation up to time step k.

Remark 1. Conceptually, chance constraints that need to hold jointly for all

time steps k = 0; : : : ; �N can similarly be considered in (7.2). The computation

of suitable sets in Section 3 can, however, be computationally more involved

and the problem is in general not well de�ned as �N !1 for disturbances with

unbounded support.

This paper presents an approximate solution to control problem (7.3) based
on receding horizon or model predictive control over a shortened horizon N �
�N. We will show that the receding horizon controller derived in the follow-
ing sections satis�es all constraints of optimization problem (7.3), in partic-
ular, it satis�es chance constraints (7.2) in closed-loop. In order to derive
a computationally e�cient MPC problem, we make use of techniques from
robust tube MPC and introduce the nominal state z(k) and error e(k) with
x(k) = z(k) + e(k), as well as the nominal input v(k) and tube controller
Ke(k)

z(k+1) = Az(k) + Bv(k); (7.4a)

e(k+1) = (A+ BK)e(k) + w(k); (7.4b)

u(k) = Ke(k) + v(k); (7.4c)

3Often, properties easily carry over to an in�nite-horizon control problem, e.g. by considering
the limit of N !1 [17].
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3. Probabilistic Reachable Sets

initialized at z(0) = x(0). The prede�ned tube controller Ke(k) is used to
reduce the growth of the error in the prediction, such that the MPC optimiza-
tion is carried out w.r.t. the nominal input v(k). We formulate the MPC such
that (7.4b) remains valid also in closed-loop (see Section 4), which is di�erent
to other tube MPC formulations [5], [7]�[9], [11], [12], [14]. This allows us to
guarantee constraints (7.2) using a time-varying constraint tightening

Zk =
mx\

j=1

�
X j 	Rx;jk

�
; (7.5a)

Vk =
mu\

j=1

�
U j 	Ru;jk

�
(7.5b)

where Rx;jk , Ru;jk are k-step probabilistic reachable sets of respective probability
levels pjx and pju for the error system (7.4b), which we de�ne in the following.

3. Probabilistic Reachable Sets

The concept of PRS for stochastic MPC was used in [11] and is related to
probabilistic set invariance [15], [18], [19]. In the following, we recall de�nitions
of PRS for the error system (7.4b) and provide computation techniques for non-
i.i.d., time-varying and correlated disturbance sequences. Note that there exists
a rich literature on related problems, in particular for stochastic reachability of
hybrid systems [16] and stochastic reach-avoid problems [20], [21].

3.1. De�nitions

De�nition 1 (Probabilistic k-step reachable set ). A set Rk with 0 � k � �N
is a k-step probabilistic reachable set (k-step PRS) of probability level p for

process (7.4b) initialized at e(0) if

Pr(e(k) 2 Rk j e(0)) � p :

De�nition 2 (Probabilistic reachable set). A set R is a probabilistic reachable

set (PRS) of probability level p for process (7.4b) initialized at e(0) if

Pr(e(k) 2 R j e(0)) � p 8 0 � k � �N:
Note that this probability bound needs to hold at all time steps individually,

as opposed to all time steps jointly, which would de�ne much more restrictive
sets. It is implicit in the de�nition of PRS that a PRS is a k-step PRS for all
0 � k � �N. PRS can therefore be used to derive a potentially conservative
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P7. Recursively Feasible SMPC using Indirect Feedback

time-invariant tightening in (7.5). Conversely, it follows that a set R is a PRS
of level p if it satis�es

R �
�N[

k=0

Rk : (7.6)

When using PRS for constraint tightening, it is desirable to �nd sets that result
in a small tightening in (7.5). In the following, we present two set computations
based on mean and variance information of the disturbance. The �rst option
is an ellipsoidal PRS, useful for general constraint tightening, in particular if
guarantees are to hold jointly for the entire X , U . The second option is a
half-space PRS, which is useful for tightening half-space constraints, since the
resulting tightening in (7.5) is then particularly small and resulting guarantees
are non-conservative, as illustrated in the numerical example in Section 5.

3.2. Variance-based PRS Computation

Mean and variance information of the entire error sequence E = [e(1)T; : : : ;
e( �N)T]T under the correlated disturbances W can be readily computed by sim-
ple matrix multiplication due to the linear dynamics (7.4b). The marginal ex-
pectation and variance at each time step E(e(k)), var(e(k)) are then directly
available as the relevant sub-blocks. Based on this information, we present two
distinctive choices to construct k-step PRS according to De�nition 1.
Ellipsoidal PRS: Using the multivariate Chebyshev inequality, we �nd that

Rell
k :=

n
e
���(e � E(e(k)))T var (e(k))�1(e � E(e(k))) < ~p

o
(7.7)

is a k-step PRS of probability level p. Here ~p = nx
1�p if only mean and variance

information of W is available, and ~p = �2
nx (p) for a Gaussian distribution,

where �2
nx (p) is the quantile function of the chi-squared distribution with nx

degrees of freedom.
A way to construct an ellipsoidal PRS Rell, satisfying (7.6) is to �nd a

minimum size ellipsoid which contains all ellipses Rell
k . This can be formulated

as a semide�nite program, see e.g. [22].
Half-space PRS: To mitigate conservatism in the resulting MPC, it is often

desirable to treat chance constraints as a collection of individual half-spaces
X j =

�
x
��hTx � 1

	
[7]. Individually, these can be handled non-conservatively

by considering half-space PRS

Rhs
k :=

n
e
���hT(e � E(e(k))) <

p
~phT var (e(k))h

o
; (7.8)

which is a PRS of probability level p, with ~p = p
1�p , or ~p = �2

1(2p � 1) for a
Gaussian distribution, respectively.
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4. Stochastic MPC using Probabilistic Reachable Sets

Computing PRS along equation (7.6) is straightforward for half-space PRS.

Remark 2 (Zero mean i.i.d. disturbances). When W is a zero mean i.i.d.

disturbance sequence with var(w) = �w , the variance in each time step can

be bounded by �1 = (A+BK)�1(A+BK)T + �w , allowing the construction

of PRS without making use of (7.6).

Remark 3 (Conservatism). Using constraint tightening typically involves some

conservatism, i.e. if the tightened constraint on z(k) is active, the probability

of the real state x(k) satisfying the original constraint is larger than that of the
error e(k) lying in the PRS, with respect to which the guarantees are given.

In the important case of half-space constraints, tightening can be carried out

without conservatism using half-space PRS.

3.3. PRS for Input

For the satisfaction of input chance constraints (7.2b) we need to similarly
bound the auxiliary input eu(k) = Ke(k) introduced in (7.4). A possibility of
computing (k-step) PRS for eu is to transform a PRS on e, i.e.

Pr(e(k) 2 Rk je(0)) � p
)Pr(eu(k) 2 KRk jKe(0)) � p ;

where KRk = fKe je 2 Rkg. This, however, can lead to signi�cant conser-
vatism, especially if K maps to a lower dimensional space, i.e. when nu < nx ,
as is often the case. A less conservative approach is to �rst construct the
distribution (or mean and variance information) of eu and to �nd a PRS based
on this information directly. The PRS can then be similarly constructed by
considering E(eu(k)) = Ke(k) and var(eu(k)) = K var(e(k))KT.

4. Stochastic MPC using Probabilistic Reachable Sets

The goal is to �nd an approximate solution to the optimal control problem
in (7.3) by solving it over a shortened horizon N in a receding horizon fashion,
i.e. as an MPC controller. To highlight the di�erence between predicted quan-
tities and the closed-loop quantities in (7.1) we make use of the subscript i ,
resulting in predictive dynamics

xi+1 = Axi + Bui + wi ; (7.9a)

zi+1 = Azi + Bvi ; (7.9b)

ei+1 = (A+ BK)ei + wi : (7.9c)
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P7. Recursively Feasible SMPC using Indirect Feedback

We couple the prediction to the closed-loop system with

x0(k) = x(k); z0(k) = z(k); (7.10a)

introducing feedback from the measured x(k), where we initialize the nominal
state at time 0 to z(0) = x(0). The predicted disturbance sequence Wk =
[wT

0 ; : : : ; wT
N�1]T includes information about W collected up to time step k.

Assuming access to past disturbance realizations, it is therefore distributed
according to QWk de�ned by the conditional distribution

p(Wk) = p
�

[w(k)T; : : : ; w(k+N� 1)T]T
�� [w(0)T; : : : ; w(k�1)T]

T�
:

The resulting predicted state sequence Xk = [x0; : : : ; xN ] is therefore similarly
a random variable.
Based on these components, we formulate a tractable receding horizon op-

timal control problem as

min
V

EWk

 

lf (xN) +
N�1X

i=0

lk+i(xi ; ui)

!

(7.11a)

s:t: xi+1 = zi+1 + ei+1; (7.11b)

zi+1 = Azi + Bvi ; (7.11c)

ei+1 = (A+ BK)ei + wi ; (7.11d)

Wk = [wT
0 ; : : : ; w

T
N�1]T � QWk ; (7.11e)

zi 2 Zk+i ; (7.11f)

vi 2 Vk+i ; (7.11g)

zN 2 Zf ; (7.11h)

x0 = x(k); z0 = z(k) ; e0 = x0 � z0 ; (7.11i)

for all i = 0; : : : ; N�1. Since we assume a �xed gain K, the optimization is
carried out over V = fv0; : : : ; vN�1g and the resulting nominal input is

v(k) = v �0 ; (7.12)

where v �0 (k) is the �rst element of the optimal nominal control sequence
in (7.11) at time step k. Note that in general e(k) 6= 0, such that the in-
put applied to the closed-loop system u(k) = Ke(k) + v(k) along (7.4c) is
di�erent from v(k), and that the closed-loop dynamics (7.4) are valid under
the proposed MPC control law. Note also that z(k+1) = z1, i.e. the nominal
state is always equal to the �rst prediction step, which facilitates the recursive
feasibility analysis and enables closed-loop chance constraint satisfaction guar-
antees. Di�erent to other robust and stochastic MPC approaches, in which

174



4. Stochastic MPC using Probabilistic Reachable Sets

the nominal state is typically updated to the measured state [5], [7]�[9], [11],
[12] there is therefore no direct feedback from the measured state x(k) on the
updated nominal state z0. Feedback on the nominal trajectory z(k) is never-
theless introduced via the cost in optimization problem (7.11), which we refer
to as indirect feedback.
Constraints on the nominal system state and input are derived by a tightening

along (7.5) making use of the concept of PRS as introduced in Section 3. Note
here that e.g. zi in optimization problem (7.11) corresponds to time step k+i
in closed-loop, such that the respective tightening is w.r.t. Rx;jk+i . In order
to guarantee recursive feasibility of the optimization problem, we furthermore
introduce a terminal set Zf contained within the tightened constraints for all
time steps.

Assumption 1 (Terminal invariance). The terminal set Zf � Z1 is positively

invariant for system (7.9b) under a terminal control law �f (z) 2 V1, i.e. for
all z 2 Zf we have Az+B�f (z) 2 Zf , where Z1 =

T �N
k Zk and V1 =

T �N
k Vk .

In the following sections, we present a theoretical analysis of the proposed
control scheme. In particular, we show recursive feasibility and closed-loop
chance constraint satisfaction in Section 4.1, and an asymptotic average per-
formance bound under i.i.d. disturbances in Section 4.2.

4.1. Recursive Feasibility and Chance Constraint Satisfaction

Since the stochastic variables in optimization problem (7.11) only a�ect the
cost, due to the speci�c formulation employing indirect feedback, recursive
feasibility can be established in terms of the nominal state zi and input vi using
standard arguments in predictive control.

Theorem 1 (Recursive feasibility). Consider system (7.1) under the control

law (7.4c), (7.12) resulting from (7.11). If optimization problem (7.11) is

feasible for x(0) = z(0), then it is recursively feasible, i.e. it is feasible for all

times 0 � k � �N�N.

Proof. Let V � = fv �0 (k); : : : ; v �N�1(k)g be the optimal solution of optimiza-
tion problem (7.11) at time step k with Z� = fz�0 (k); : : : ; z�N(k)g the re-
sulting nominal state trajectory, satisfying the terminal constraint (7.11h) as
well as constraints (7.11f) and (7.11g). The goal is to �nd a candidate so-
lution �V = f�v0(k+1); : : : ; �vN�1(k+1)g which similarly satis�es the terminal
constraint (7.11h) and constraints (7.11f), (7.11g) for the next time step
k + 1, i.e. with Zk+1+i and Vk+1+i . We choose this candidate solution by
shifting V � and applying the terminal controller �f in the �nal time step,
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P7. Recursively Feasible SMPC using Indirect Feedback

i.e. �V = fv �1 (k); : : : ; v �N�1(k); �f (z�N(k))g. The �rst N � 1 entries evidently
ful�ll input constraints (7.11g) again, since �vi(k + 1) = v �i+1(k) 2 Vk+1+i .
Due to Assumption 1 we furthermore have that the �nal entry �vN�1(k+1) =
�f (z�N(k)) 2 Vk+1+N�1. The resulting candidate trajectory for the nominal
state is �Z = fz�1 (k); : : : ; z�N(k); Az�N(k) + B�f (z�N(k))g. Due to an analogue
argument this satis�es constraints (7.11f), and Az�N(k) + B�f (z�N(k)) 2 Zf
due to Assumption 1.

Due to the speci�c choice of constraint tightening by PRS in (7.5), this
directly implies satisfaction of closed-loop chance constraints (7.2).

Theorem 2 (Chance constraint satisfaction). Consider system (7.1) under the
control law (7.4c), (7.12) resulting from (7.11). The resulting states x(k) and
inputs u(k) satisfy the closed-loop chance constraints (7.2).

Proof. Due to the linear evolution of the closed-loop error (7.4b) and by def-
inition of k-step PRS Rx:jk we have that Pr(e(k) 2 Rx:jk j x(0)) � pjx for all
0 � k � �N. Due to feasibility of (7.11) and de�nition of Zi in (7.5), we
furthermore have z(k) = z0(k) 2 X 	Rx:jk . With x(k) = z(k) + e(k) it there-
fore holds Pr(x(k) 2 X j j x(0)) � pjx . The same argument holds for the input
constraints.

We have therefore shown that an MPC controller based on formulation (7.11)
satis�es closed-loop chance constraints and is therefore a feasible solution to
the stochastic optimal control problem (7.3).

Remark 4. In (7.11), feedback on the nominal system is introduced through

the cost only, while constraints are satis�ed w.r.t. a nominal state. A straight-

forward extension is to consider a soft-constraint term in the cost and thereby

introduce feedback from measurements also w.r.t. the constraints, which can

be bene�cial e.g. in case of model mismatch while maintaining theoretical guar-

antees.

The presented MPC optimization problem requires the evaluation of an ex-
pected cost (7.11a). Depending on the speci�c form, evaluation of the ex-
pected value can be computationally expensive. For some cost functions, e.g.
linear or quadratic costs, however, this can be done e�ciently based on the mo-
ments of the predicted state xi , which will be outlined in the following section,
together with a resulting average asymptotic performance bound.
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4. Stochastic MPC using Probabilistic Reachable Sets

4.2. Quadratic Costs and Asymptotic Average Bound

Consider the special case of regularization with zero mean i.i.d. disturbances,
that is

w(k) i.i.d.; E(w(k)) = 0 ; var(w(k)) = �w ; (7.13)

for all 0 � k � �N and a quadratic cost function

lk(x; u) = kxk2
Q + kuk2

R 8 k = 0; : : : ; �N ; (7.14a)

lf (x) = kxk2
P ; (7.14b)

with Q � 0, R � 0. For the terminal cost we assume the following to hold.

Assumption 2 (Terminal cost weight). The terminal weight P is chosen as the

solution to the Lyapunov equation (A+BK)TP (A+BK)�P = �(Q+KRKT).
If K is stabilizing, this solution always exists.

For the quadratic cost function, evaluation of the expected value can be
carried out in terms of mean and variance of xi , ui , denoted �xi , �ui and �x

i ,
�u
i , respectively, as

EWk

 

kxNk2
P +

N�1X

i=0

kxik2
Q + kuik2

R

!

=k�xNk
2
P + tr(P�x

N)

+
N�1X

i=0

k�xi k
2
Q + tr(Q�x

i ) + k�ui k
2
R + tr(R�u

i ) :

Note that variances �x
i and �u

i are not a�ected by v and can therefore be
neglected in an implementation of problem (7.11) with cost function (7.14).
After computation of the constraint tightening, the problem is therefore of
similar complexity as nominal MPC. For cost function (7.14) under zero mean
i.i.d. disturbances, we can establish an asymptotic average performance bound,
based on a cost decrease in expectation.

Theorem 3 (Cost decrease). Consider system (7.1) subject to i.i.d. distur-

bances (7.13) under the control law (7.4c), (7.12) resulting from (7.11) with
cost function (7.14). Let J�(x; z) be the optimal cost of (7.11), then

E (J�(x(k+1); z(k+1))� J�(x(k); z(k)) j x(k); z(k))

� �kx(k)k2
Q � ku(k)k2

R + tr(P�w ) :

Proof. See Appendix.
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Using the cost decrease in Theorem 3, a standard argument leads to the
following asymptotic cost bound.

Corollary 1 (Average asymptotic cost bound).
Consider system (7.1) subject to i.i.d. disturbances (7.13) under the control

law (7.4c), (7.12) resulting from (7.11) with cost functions (7.14). We have

lim
�N!1

1
�N

�NX

k=0

E
�
kx(k)k2

Q + ku(k)k2
R
�
� tr(P�w ):

Proof. The proof is obtained following similar arguments as in [7], [11], [23].

Remark 5. Note that the SMPC formulation is therefore guaranteed to provide

better or equal asymptotic average cost as under linear feedback gain K.

5. Simulation Example

To illustrate the developed control method we consider a building temperature
control example, consisting of four rooms with individual temperatures (states)
x(k) = [T 1(k); T 2(k); T 3(k); T 4(k)]>, combined heating/cooling units for
each room (inputs) u(k) = [u1(k); u2(k); u3(k); u4(k)]>, and uncertain out-
side temperature (disturbances), represented by w(k). The system dynamics
are modeled using a resistance network (see e.g. [24]), in which each room is
characterized by a thermal capacity, while the interactions are governed by the
thermal conductance, corresponding to the resistances. The resulting system
is given by

x(k+1) = Ax(k) + Bu(k) + Bd �T o + w(k) ;

in which A captures the thermal conductances between the rooms, B represents
the thermal inertia with respect to heating/cooling, Bd �T o represents the e�ect
of the average outside temperature, which is included into the nominal system
for an intuitive presentation of the results4, and w(k) = Bd(T o(k)� �T o) is the
uncertain deviation from the outside temperature, see Appendix for parame-
ters and matrices. We consider a normally distributed disturbance sequence
W = [w(0); : : : ; w(�N�1)] � (�W ;�W ) which is highly correlated in time, i.e.
the current outside temperature signi�cantly in�uences the temperature in the
following hours. For illustration, Figure 7.1 (top) displays samples from the
conditional distributions Wk used in prediction.

4Note that �T o can be similarly included in the disturbance sequence W , yielding equivalent
results.
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Figure 7.1.: Illustration of building control example. Top: Measured outside
temperature T0 until k = 30 hours and its prediction, conditioned
on the past observations. Middle/Bottom: Solid lines represent
the closed-loop simulation until k = 30 hours, while dashed lines
are state and input constraints (black) as well as tightened nominal
state and input constraints (blue). After k = 30, the current solu-
tion of the MPC problem (7.11) is illustrated by the nominal state
and input sequence in blue, as well as the resulting distribution of
the predicted state and input sequence.
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We consider regulation with respect to T ir = 21 �C in each room, and a
quadratic cost on the temperature deviation and a cost on the absolute value
of each input, corresponding to an economic cost for heating or cooling, i.e.
l(x; u) = kx � Trk2

Q + kuk1 with Q = 50I. We choose the tube controller
feedback K using an LQR design with weight matrices QLQR = 105I; RLQR =
0:03I and consider for simplicity the desired set point as terminal set for each
state, i.e. Zf = f21�1g, where 1 denotes the one vector. Comfort constraints
on the room temperature and physical input constraints on the heating/cooling
power are given by

Pr(T j(k) � 20�C) � 90% ;

Pr(T j(k) � 22�C)) � 90% ;

Pr(uj(k) � �4:5 kW) � 99% ;

Pr(uj(k) � 4:5 kW) � 99% ;

for rooms j = 1; 2; 3; 4. Constraints are tightened using corresponding half-
space PRS, allowing for non-conservative chance constraint guarantees. We
simulate the system with initial condition x(0) = [20:25; 20:5; 20:35; 20:4]T for
50000 di�erent disturbance realizations, one of which is illustrated for room 1
in Figure 7.1. Due to the indirect feedback formulation, feasibility of the MPC
is maintained without the use of soft-constraints for all (potentially unbounded)
disturbance realizations. Because of the economic cost on the heating power,
the applied input u1(k) is zero for large parts of the day. During night, heating
is supplied in order to ensure satisfaction of the minimal temperature chance
constraint, which for the displayed disturbance sample is slightly violated. We
�nd that minimum empirical satisfaction of this constraint in all simulations
is 90:01%, satisfying the speci�ed probability level non-conservatively. Note
furthermore that constraints in prediction are enforced on the nominal state,
not the predictive state distribution, which is allowed to violate constraints,
if necessary. This is a result of the indirect feedback formulation, which con-
strains the closed-loop distributions and ensures constraint satisfaction under
the receding horizon controller. The time-varying constraint tightening on the
nominal system state z results from the time-varying correlated disturbance se-
quence and tightening by PRS. This helps to signi�cantly reduce conservatism
of the MPC controller compared to time-invariant disturbance bounds. The ex-
ample therefore illustrates the potential applicability of the presented approach
to a number of interesting engineering applications, while providing theoretical
guarantees on chance constraint satisfaction.
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6. Conclusion

6. Conclusion

We presented a stochastic model predictive control approach for additive corre-
lated disturbance sequences. Using the concept of probabilistic reachable sets
for constraint tightening, as well as a novel initialization scheme of the MPC,
we were able to show chance constraint satisfaction for the closed-loop system.
Finally, we demonstrated the presented framework for a building control task,
highlighting the applicability of the approach to a broad class of interesting
engineering applications.
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Appendix

A. Proof of Theorem 3

Proof. For notational convenience we will omit the conditioning on x(k), z(k).
Let J(x; z; V ) be the cost of optimization problem (7.11) under input sequence
V . We have

E(J�(x(k+1); z(k+1))) � E(J(x(k+1); z(k+1); �V ))

where �V = f�v0; : : : ; �vN�1g = fv1; : : : ; vN�1; KzNg is a candidate solution
with resulting nominal state trajectory �Z = f�z0; : : : ; �zNg = fz1; : : : ; zN ; (A +
BK)zNg, see also proof of Theorem 1. Note that since w(k) has the same dis-
tribution as w0, we have for the resulting initial error state �e0 = (A+BK)e(k)+
w(k) d= e1, such that

�E = f�e0; : : : ; �eNg
d= fe1; : : : ; eN ; (A+ BK)eN + wNg ;

�X = f�x0 : : : ; �xNg
d= fx1 : : : ; xN ; (A+BK)xN + wNg ;

�U = f�u0 : : : ; �uN�1g
d= fu1; : : : ; uN�1; KxNg ;
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where the last element of �U follows from �uN�1 = K�eN�1��vN�1
d= KeN+KzN =

KxN . Therefore

E (J�(x(k+1); z(k+1))� J�(x(k); z(k)))
� E

�
J(x(k+1); z(k+1); �V )� J�(x(k); z(k))

�

= E
�
k�xNk2

P +
N�1X

i=0

k�xik2
Q + k�uik2

R

�
�
kxNk2

P +
N�1X

i=0

kxik2
Q + kuik2

R

��

= E
�
k(A+BK)xN + wNk2

P � kxNk
2
P

+ kxNk2
Q + kKxNk2

R � kx0k2
Q � ku0k2

R
�

= E
�
k(A+BK)xNk2

P + kwNk2
P � kxNk

2
P

+ kxNk2
Q + kuNk2

R � kx0k2
Q � ku0k2

R
�
;

where the last equation follows from the fact that xN and wN are independent
and wN is zero mean. Due to Assumption 2 this further simpli�es to

E
�
k(A+BK)xNk2

P + kwNk2
P � kxNk

2
P

+ kxNk2
Q + kuNk2

R � kx0k2
Q � ku0k2

R
�

= E
�
kxNk2

(A+BK)TP (A+BK)�P+Q+KRKT

+ kwNk2
P � kx0k2

Q � ku0k2
R
�

= E
�
kwNk2

P � kx0k2
Q � ku0k2

R
�

= tr(P�w )� kx(k)k2
Q � ku(k)k2

R :

B. Building control example

The dynamics are discretized using Euler forward with step size �t = 3600 [s]
which yields

A = I + �tC�1(H �D); B = C�1; Bd = C�1h (7.15)

with C;D;H 2 Rn�n, where

Di j =

(
(H1)i ; i = j
0; else

; Ci j =

(
Ci i ; i = j
0; else

;
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and Hi j [W=K], h 2 Rn [W=K] are given by

H = 1000 �
�

0:0 2:1 2:0 0:0
2:1 0:0 0:0 1:9
2:0 0:0 0:0 1:0
0:0 1:9 1:0 0:0

�
; h = 1000 �

�
0:3
0:5
0:4
0:6

�

and diag(C) = 106 � [50; 110; 80; 90] [J=K].
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Abstract: This letter presents a stochastic model predictive con-
trol approach (MPC) for linear discrete-time systems subject to
unbounded and correlated additive disturbance sequences, which
makes use of the scenario approach for o�ine computation of prob-
abilistic reachable sets. These sets are used in a tube-based MPC
formulation, resulting in low computational requirements. Using
a recently proposed MPC initialization scheme and nonlinear tube
controllers, we provide recursive feasibility and closed-loop chance
constraint satisfaction, as well as hard input constraint guarantees,
which are typically challenging in tube-based formulations with un-
bounded noise. The approach is demonstrated in simulation for
the control of an overhead crane system.

1. Introduction

Stochastic MPC techniques can be broadly classi�ed into analytic approxima-

tion, and randomized formulations [1]. Analytic approximation formulations
rely on distributional information, e.g., disturbance mean and variance, to
formulate a (conservative) approximation of the chance constrained optimal
control problem. Many closed-loop properties such as convergence, recursive
feasibility and closed-loop chance constraint satisfaction can be established
with these approaches for linear systems, both for bounded (e.g. [2]�[4]) and
unbounded additive disturbances (e.g. [5]�[7]). They typically rely on spe-
ci�c disturbance distributions, in particular the Gaussian distribution, or are

1 c
2020 IEEE. Reprinted, with permission, from L. Hewing and M. N. Zeilinger, �Scenario-based
probabilistic reachable sets for recursively feasible stochastic model predictive control�, IEEE
Control Systems Letters, vol. 4, no. 2, pp. 450�455, 2020.
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subject to considerable conservatism, e.g., by making use of Chebyshev-type
bounds. The treatment of hard input constraints presents a challenge under
unbounded noise, since the methods usually rely on linear tube controllers to
reduce uncertainty in the prediction. Randomized approaches, on the other
hand, rely on disturbance samples or scenarios and make use of guarantees
from scenario optimization [8], [9]. This o�ers great �exibility and applicability
to a wide class of problems, with the additional bene�t that no disturbance
distribution has to be known, provided that samples can be obtained. The
approaches are, however, typically computationally intensive and closed-loop
properties are not well-established. In particular, recursive feasibility guaran-
tees are often not provided [10]�[12], or established for soft constraints [13],
compromising closed-loop chance constraint satisfaction guarantees.

This letter presents a stochastic MPC scheme that combines properties of
both analytic approximation and randomized approaches, by using scenarios for
o�ine computation of probabilistic reachable sets (PRS). These take a similar
role to error tubes in tube-based MPC, keeping the online computational com-
plexity of the approach comparable to nominal MPC. For the case of bounded
independent and identically distributed (i.i.d.) multiplicative uncertainty, a re-
lated approach was presented in [14], which similarly samples scenarios o�ine
and guarantees feasibility through a �rst step constraint and computation of a
control invariant set. In contrast, we guarantee recursive feasibility and closed-
loop chance constraint satisfaction based on an MPC initialization introduced
in [7], enabling the treatment of unbounded non-i.i.d. additive disturbances.
Compared to analytic approximation methods, the proposed approach facili-
tates handling a wide variety of disturbance classes by requiring only access
to samples of the disturbance sequence. In addition, the scenario-based tube
computation allows for the use of nonlinear tube controllers, in particular con-
trollers with limited control authority, enabling the treatment of hard input
constraints also under unbounded disturbances.

The letter is organized as follows: In Section 2 we present the problem
formulation and state de�nitions for PRS, as well as results from scenario
optimization. Using the PRS de�nitions, we present the resulting recursively
feasible stochastic MPC approach in Section 3. The speci�c scenario-based
computation of PRS is shown in Section 4, enabling the treatment of hard
input constraints. We demonstrate the approach in simulation on an overhead
crane in Section 5 and conclude in Section 6.
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2. Preliminaries

2.1. Problem Formulation

We consider a linear time-invariant system

x(k+1) = Ax(k) + Bu(k) + �w(k) + w(k) (8.1)

with state x(k) 2 Rn and input u(k) 2 Rnu . The system is subject to additive
disturbances taking values in Rn, which we split into a known part in a com-
pact set �w(k) 2 �W (e.g., a known mean) and a stochastic component w(k).
Introducing this distinction facilitates the design of tube controllers, which can
be carried out with respect to w(k).
The goal is to control this system for large, but �nite, run times �N, where

we assume the stochastic disturbance sequence to be distributed according to
W = [w(0)T; : : : ; w( �N)T]T � Q. We consider general non-i.i.d. disturbance
sequences with potentially unbounded support, such that at each time step
w(k) can take values in all of Rn. While the distribution does not need to be
known, we assume access to samples of the (conditional) disturbance sequence.
The system is subject to a collection of nc chance constraints on the states
and hard constraints on the inputs

Pr(x(k) 2 X j j x(0)) � pj ; j 2 f1; : : : ncg; (8.2a)

u(k) 2 U ; (8.2b)

where X j � Rn and U � Rnu and the probabilities are with respect to a known
initial state x(0). We consider the objective of minimizing the expected value
of a general time-varying cost function lk(x(k); u(k)) resulting in a �nite-time
stochastic optimal control problem.

Remark 1. The assumption of �nite �N is particularly relevant for open-loop

unstable systems in the context of constraint (8.2a), which cannot be satis�ed
under unbounded disturbances with any bounded control law as �N !1 [15].

In practice, U is often large w.r.t. likely disturbance realizations, and the prob-

lem is well de�ned with �nite �N also for unstable systems.

In this letter, we present an MPC approach to approximate the solution of
the optimal control problem by repeatedly solving a simpli�ed problem over a
smaller horizon N � �N in such a way that the closed-loop system satis�es
constraints (8.2). To this end, we split the system dynamics (8.1) into a nom-
inal part z(k) and error e(k) such that x(k) = z(k) + e(k). Correspondingly,
the input is divided into a nominal input v(k) and a tube controller �tube with
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u(k) = v(k) + �tube(e(k)), resulting in the decoupled dynamics

z(k+1) = Az(k) + Bv(k) + �w(k); (8.3a)

e(k+1) = Ae(k) + B�tube(e(k)) + w(k) (8.3b)

with initial condition z(0) = x(0), e(0) = 0. Di�erently to many other tube-
based methods, we formulate the MPC problem such that (8.3) remains valid
also in closed-loop under the MPC control law, as detailed in Section 3. For
constraint tightening, we therefore make use of the concept of probabilistic
reachable sets (PRS) for the error system (8.3b), as outlined in the following.

2.2. Probabilistic Reachable Sets

We recall the de�nitions of PRS as given in [7].

De�nition 1 (k-step PRS). A set Rk with 0 � k � �N is a k-step probabilistic

reachable set (k-step PRS) of probability level p for system (8.3b) initialized
at e(0) if

Pr(e(k) 2 Rk j e(0)) � p:

De�nition 2 (PRS). A set R is a probabilistic reachable set (PRS) of proba-

bility level p for system (8.3b) initialized at e(0) if

Pr(e(k) 2 R j e(0)) � p 8 0 � k � �N:

Note that the probability bound in the de�nition of a PRS holds at all time
steps individually, i.e. it guarantees e(k) to lie in R with probability p at each
time step k, but makes no statement about the probability of being contained
in R for all time steps jointly, which would require much more restrictive sets.
Assuming knowledge of the distribution of the disturbance sequence W , or at
least the �rst two moments, techniques for analytically computing PRS for
(8.3b) have been presented in [6], [7]. In this letter, we instead compute PRS
relying on samples of W and simulation of the error system (see Section 4),
by making use of results from scenario optimization, which are outlined in the
following section.

2.3. Scenario Optimization

Scenario optimization [8], [9] considers chance constrained optimization prob-
lems of the form

min
x2X�Rd

cTx (8.4a)

s.t. Pr(x 2 X�) � p; (8.4b)
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where X� are convex and closed sets for each realization of a random variable
�, and d is the dimension of the decision variable x . Problem (4) is approxi-
mated by considering Ns samples of the random variable �, and enforcing the
constraint for a selection of these samples i 2 Is . The sampled optimization
problem results in

min
x2X�Rd

cTx (8.5a)

s.t. x 2 X�(i) ; i 2 Is ; (8.5b)

in which �(i) denotes a sample of �, and the considered subset of samples has
cardinality jIs j = Ns � Nk , which is found by discarding Nk samples from the
original set.

Assumption 1 ([9]). Constraints are discarded such that the optimal solution

x� of (8.5) violates all the discarded constraints X�(j) with j 2 f1; : : : ; NsgnIs .

This technical assumption is required to make use of established results
from scenario optimization and can in general be satis�ed, e.g., by successive
optimization while greedily removing samples [9]. By discarding samples it is
therefore possible to improve the objective function in (8.5), while maintaining
probabilistic guarantees of the solution with regard to the chance constraint
optimization problem (8.4), which is formalized in the following theorem.

Theorem 1 ([9]). Let Ns and Nk satisfy
�
Nk + d � 1

Nk

� Nk+d�1X

i=0

�
Ns
i

�
(1� p)ipNs�i � �: (8.6)

The optimal solution x� of (8.5) is a feasible solution for optimization prob-

lem (8.4) with probability 1� �.

The bound in Theorem 1 is often unwieldy for practical computations and
can be approximated. For instance, a su�cient condition for (8.6) is given by

Nk � (1�p)Ns � d + 1�

s

2(1�p)Ns ln
�

((1�p)Ns)d�1

�

�
(8.7)

and provides a practical way of assessing how many samples Nk to discard
while providing guarantees with respect to p and � given a number of sampled
scenarios Ns (see [9]. Without removing constraint samples, i.e., for Nk = 0,
one can obtain

Ns �
2

1� p
((d � 1) ln(2)� ln(�)) ; (8.8)

to estimate the required number of samples to guarantee probability level p
with probability 1� � (see [8]).
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3. Stochastic MPC using Probabilistic Reachable Sets

In the following, we recount a recursively feasible stochastic MPC approach
recently proposed in [7] and show how it can be modi�ed to be wholly reliant
on samples, before discussing the scenario-based computation of PRS in Sec-
tion 4. In order to di�erentiate quantities in prediction from the closed-loop
system (8.1), we make use of the index i for an i-step ahead prediction. The
predictive dynamics are

xi+1 = Axi + Bui + �wi + wi ; (8.9a)

zi+1 = Azi + Bvi + �wi ; (8.9b)

ei+1 = Aei + B�tube(ei) + wi ; (8.9c)

which are initialized at every time step at the currently measured state x0 =
x(k), z0 = z(k), e0 = e(k), and the known disturbance part is �wi = �w(k+i).
The predictive disturbance sequence Wk , i.e, wi and resulting predictive error
ei are exclusively used to optimize the MPC cost, making use of all information
about the disturbance sequence available at that time. The sequence Wk =
[wT

0 ; : : : ; wT
N ]T is therefore obtained by conditioningW on all past disturbances,

such that p(Wk)=p
�

[w(k)T; : : : ; w(k+N)T]T
���[w(0)T; : : : ; w(k�1)T]T

�
; where

we assume for notational convenience that the distributions allow a density, as
well as access to samples of Wk . Closed-loop constraint satisfaction, on the
other hand, is established with regard to the closed-loop error e(k) and distur-
bance sequence W .

3.1. Constraint Tightening

In order to guarantee satisfaction of constraints (8.2) on state x and input u
we consider tightened constraints on the nominal state z and input v . Hard
input constraints are realized by imposing a limited control authority on �tube.

Assumption 2. The tube controller �tube is such that

�tube(e) 2 Eu � U ;8e 2 Rn:

This can be ensured by designing �tube e.g., as an input constrained (explicit)
MPC, or a saturated linear controller [16]. Each chance constraint j in (8.2a)
is treated based on the idea of keeping the error e(k) within a respective
time-varying PRS Rjk , the scenario-based computation of which we discuss in
Section 4. This results in the following tightened constraints on the nominal
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system (8.9b)

zi 2 Zi =
nc\

j=1

�
X j 	Rjk+i

�
; (8.10a)

vi 2 V = U 	 Eu: (8.10b)

Assumption 3. The tightening set Rjk+i in (8.10a) is chosen as a k+ i-step
PRS of probability pj for system (8.3b) initialized at e(0) = 0.

3.2. Stochastic MPC With Indirect Feedback

In the MPC problem, we introduce a terminal constraint Zf and terminal cost
lf to approximate the remainder of the horizon, resulting in the cost function

EWk

 

lf (xN) +
N�1X

i=0

lk+i(xi ; ui)

!

:

We follow a sampling-based approach to approximate this cost based on NMPC
s

samples of the predicted disturbance sequence Wk and formulate the MPC
problem as

min
fvi g

NMPC
sX

l=1

 

lf (x (l)
N ) +

N�1X

i=0

lk+i(x (l)
i ; u

(l)
i )

!

(8.11a)

s.t. x (l)
i+1 = zi+1 + e(l)

i+1 (8.11b)

u(l)
i = vi + �tube(e(l)

i ) (8.11c)

e(l)
i+1 = Ae(l)

i + B�tube(e(l)
i ) + w (l)

i (8.11d)

zi+1 = Azi + Bvi + �wi (8.11e)

vi 2 V; zi 2 Zi ; zN 2 Zf (8.11f)

z0 = z(k); x (l)
0 = x(k); e(l)

0 = e(k); (8.11g)

for all i 2 f0; : : : ; N�1g. Note that e(l)
i , �tube(e(l)

i ) are not a�ected by the
decision variables fvig and can therefore be precomputed. The resulting control
input applied to system (8.1) is obtained by setting v(k) = v �0 , where v �0 is the
�rst element of the minimizer in (8.11), i.e.

u(k) = v �0 + �tube(e(k)): (8.12)

Remark 2. Since z0 = z(k) at each time-step, the closed-loop error e(k)
evolves autonomously according to (8.3b). Feedback from x(k) on the nom-

inal trajectory z(k) is nevertheless introduced through the cost in (8.11), see
also [7].
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3.3. Recursive Feasibility and Constraint Satisfaction

In order to ensure recursive feasibility, we require an invariance assumption on
the terminal set Zf , taking into account the known disturbance �w 2 �W.

Assumption 4. The terminal set Zf is robust invariant with respect to �w 2 �W
under the local controller �f (z) 2 V 8z 2 Zf , i.e.,

z 2 Zf ) Az + B�f (z) + �w 2 Zf

and Zf � Z1, where Z1 =
T �N
k=1 Zk .

Remark 3. For the choice of �W = f0g and time-invariant Rk = R; for
0 � k � �N, Assumption 4 requires a nominal invariant set within the tightened

constraints, which is a standard assumption in robust tube MPC. Here we allow

more �exibility to deal with correlated time-varying disturbances, requiring that

in the terminal set a control input exists which keeps the nominal state within

every tightened constraint set Zk from k = 0; : : : ; �N.

Theorem 2. Consider system (8.1) under control law (8.12) resulting from

(8.11) satisfying Assumptions 2 & 4. If optimization problem (8.11) is feasible
for x(0) = z(0), then it is feasible for all times 0 � k � �N � N, i.e. it is

recursively feasible.

Proof. The proof follows from standard arguments in MPC by showing fea-
sibility of a candidate solution. Let V � = fv �0 ; : : : v �N�1g be the minimizer
of (8.11) at time step k with resulting Z� = fz�0 ; : : : ; z�Ng. Applying con-
trol input (8.12) results in state x(k + 1) and z(k + 1) = z�1 , for which
we consider the candidate solution �V = fv �1 ; : : : ; v �N�1; �f (z�N)g resulting in
�Z = fz�1 ; : : : ; z�N ; Az�N+B�f (z�N)+ �w(k+N+1)g. Since v �i 2 V for all 1 � i � N
and �f (z�N) 2 V we have that �V satis�es input constraints (8.11f). Similarly,
we have that z�i 2 Zi(k) = Zi�1(k+1) de�ned in (8.10a) for all 1 � i � N,
where we use notation Zi(k) to indicate the state constraint at i-th predic-
tion step for optimization problem (8.11) at time step k. We �nally have
Az�N + B�f (z�N) + �w(k+N+1) 2 Zf due to Assumption 4.

Recursive feasibility and De�nition 1 of the PRS used in constraint tighten-
ing (8.10a) can directly be used to establish satisfaction of hard constraints on
the inputs (8.2b) and chance constraints on the state (8.2a) for the closed-loop
system.

Theorem 3. Consider system (8.1) under control law (8.12) resulting from

(8.11) satisfying Assumptions 2, 3 & 4. The resulting state x(k) and input

u(k) satisfy constraints (8.2a) and (8.2b), respectively.
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Proof. From recursive feasibility, control law (8.12) and de�nition of the input
constraint tightening (8.10b) we immediately have u(k) 2 U , since �tube(e) 2
Eu for all e 2 Rn from Assumption 2. From Assumption 3 we furthermore
have that Pr(e(k) 2 Rjk) � pj . Given that z(k) 2 Z0(k) due to recursive
feasibility and Z0(k) =

Tnc
j=1

�
X j 	Rjk

�
according to (8.10a), we therefore

have Pr(x(k) 2 X j) � pj for all j = 1; : : : ; nc .

4. Probabilistic Reachable Sets using Scenario Optimization

In the following, we describe a sampling-based design procedure for k-step PRS
computation. The inputs to this procedure are a number of disturbance scenar-
ios over the run-time sampled from W , i.e. W (i) = [(w (i)

0 )T; : : : ; (w (i)
�N�1)T]T �

W, i 2 f1; : : : ; Nsg, resulting in trajectories of the error system (8.3b) E(i) =
[(e(i)

0 )T; : : : ; (e(i)
�N )T]T, initialized at e(i)

0 = e(0) = 0.
The general idea is to generate sets that cover given error state realizations,

i.e., e(i)
k 2 Rk ; i 2 Is and apply the result of Theorem 1 to establish that Rk

is a k-step PRS with high probability. For this, we formulate chance constraint
optimization problems similar to (8.4) to �nd setsRk , which are used to tighten
constraints (8.10a). In general, it is desirable to generate sets Rk which result
in the smallest possible tightening, for instance by aligning the PRS with the
considered constraint X j , e.g., for half-spaces or simple polytopic constraints.
For general constraint sets, a useful heuristic is to minimize the size of Rk ,
e.g., by �nding the minimum volume ellipsoid covering the required number of
samples. We discuss selected options in the following sections.

Remark 4. Scenario-based guarantees along Theorem 1 are given with con�-

dence 1��. For the MPC, this implies that Assumption 3 and the resulting

closed-loop constraint satisfaction property (Theorem 3) hold with probability

1� � when using a scenario-based construction of the PRS.

4.1. Scaling of Convex Set

We �rst consider the scaling of an arbitrary closed convex set ~R containing
the origin such that R = � ~R is a k-step PRS for random variable e(k) with
given probability p. This can be stated as the following chance constrained
optimization problem:

min
�>0

�

s.t. Pr(e(k) 2 � ~R) � p:
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The relation to (8.4) is obtained by noting that � corresponds to x and X� :=
f� j e(k) 2 � ~Rg. This set is convex in � and closed for each realization of
e(k) since ~R is convex and closed. The sampled version is

min
�>0

� (8.13a)

s.t. e(i)
k 2 � ~R ; i 2 Is ; (8.13b)

where e(i)
k stem from the Ns sampled realizations of the random disturbance

sequence W . From this set of samples, Nk scenarios are discarded resulting in
the index set Is . Note that in this case the index set Is satisfying Assump-
tion (1) can be obtained by repeatedly solving (8.13) starting with all samples
and successively removing samples corresponding to active constraints. The
PRS property of the resulting set is directly obtained from Theorem 1.

Corollary 1. Let �� be the solution to optimization problem (8.13) and let Ns ,
Nk satisfy (8.6) with d = 1. With probability 1�� the set �� ~R is a k-step
PRS of probability p for process (8.3b) initialized at e(0) = 0.

Remark 5 (Half-Space PRS). An important special case is given by a half-

space ~R =
�
e
��hTe � 1

	
. We can discard the k samples of e(i)

k with highest

value hTe(i)
k and then �nd �� = maxi2Is hTe(i)

k .

4.2. Polytopic PRS

Next we address the case of polytopic PRS containing the origin, with a pre-
de�ned shape ~R = fe jHe � 1g in which H 2 Rnhs�n and 1 2 Rnhs is the
one-vector. The goal is to optimize the level of each half-space constraint,
which is formulated as the scenario problem

min
b>0

kbk1 (8.14a)

s.t. He(i)
k � b; i 2 Is : (8.14b)

Similar to half-space constraints (Remark 5) constraint removal can easily be
carried out greedily by successively removing Nk samples of e(i)

k with the largest
violation kHe(i)

k k1. Note that through the choice of matrix H an importance
weighting can be carried out for each individual half space de�ning the polytope.

Corollary 2. Let b� be the solution to optimization problem (8.14) and let Ns ,
Nk satisfy (8.6) with d = nhs . With probability 1�� the set fe jHe � b�g is a
k-step PRS of probability p for process (8.3b) initialized at e(0) = 0.
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4.3. Ellipsoidal PRS

As a third possibility consider the minimum volume ellipsoidal set covering the
error e(k) with speci�ed probability p. The sampled version can be expressed
as

min
P>0;ec

� log detP (8.15a)

s.t. (e(i)
k � ec)TP (e(i)

k � ec) � 1 ; i 2 Is ; (8.15b)

where d = n2+n
2 + n is given by the number of unique entries in the symmetric

shape matrix P and vector ec . Ensuring Assumption 1 in the construction of Is
is again possible by sequential removal of active constraint samples. Additional
information on suitable constraint removal strategies can be found in [9].

Corollary 3. Let P �, e�c be the solution to optimization problem (8.15) and

let Ns , Nk satisfy (8.6) with d = n2+n
2 + n. With probability 1�� the set�

e
��(e � e�c )TP ��1(e � e�c ) � 1

	
is a k-step PRS of probability p for process

(8.3b) initialized at e(0) = 0.

Remark 6. When �xing the ellipsoid center, e.g., ec = 0, Corollary 3 holds

with d = n2+n
2 .

Remark 7. It is possible to speed up constraint removal by initializing Idis

heuristically, e.g., by discarding samples based on the empirical variance of the

sample set.

5. Simulation Example: Overhead Crane

As an illustrative example we consider an overhead crane maneuvering a load
in windy conditions. The system is depicted in Figure (8.1) with states x =
[p; v ; �; r ]T, where p, v are the position and velocity of the slider, and �, r the
load angle and angular velocity, respectively. The system equations are given in
the Appendix. The input to the system is a force applied to the slider u and the
run-time is �N = 200. The load is subject to a disturbance force w , representing
heavy winds, distributed according to W � N (0;�w ), which is zero mean and
strongly correlated in time. The system is subject to a number of physical
and safety constraints. First, the input is restricted to juj � umax = 4 and we
consider the sliders position and velocity to be subject to physical limitations

[jpj; jv j]T � [pmax; vmax]T = [1; 0:4]T; (8.16)
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p

u

�

wp0 p1

Figure 8.1.: Illustration of the overhead crane system.

which we want to enforce with highest possible probability. We additionally
consider chance constraints on the load angle for safety reasons

Pr(�(k) � �0:08) � 90%; (8.17a)

Pr(�(k) � 0:08) � 90%: (8.17b)

Starting from x(0) = 0, the goal is to track the reference

x refk =

(
[1; 0; 0; 0]T; k � 100
[�1; 0; 0; 0]T; k > 100

as closely as possible, given the constraints.

5.1. Simulation Setup

Using the cost function (xi � x refk+i)TQ(xi � x refk+i) + uTRu with Q = I, R =
10�4, we compute the expected cost (8.11a) based on NMPC

s = 10 samples
and consider a prediction horizon of N = 30. We design the tube controller
�tube as an LQR controller with the same weights, which we saturate at �0:4
to enable hard input constraints. We compute suitable half-space and box
constraints aligned with the respective state constraints in order to obtain
a constraint tightening with little conservatism. Using Ns = 10000 scenario
samples, we compute PRSRjpj;jv jk as minimum-size boxes containing all sampled
error positions and velocities in each time step according to Corollary 2. To
enforce the constraint with maximum probability, we remove no constraint
samples, and �nd according to (8.8) that the probability of satisfying (8.16)
in each time step is at least p1 = 99:6% with probability 1�� � 1�10�7.
For chance constraints (8.17) we use Corollary 1 with Remark 5 and �nd
using (8.7) that we can remove k = 820 samples to determine R�max

k and R�min
k

satisfying the probability level p2 = 90% with � = 10�7. This results in nc = 3
time-varying PRS used for tightening in (8.10a). All o�ine computations,
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Figure 8.2.: Crane system with reference pref = 1 for k � 100 and pref =�1
for k >100. The plot depicts 10000 simulations, highlighting one
realization. Dashed lines show chance and hard input constraints.

consisting of sampling, simulations and PRS computations were carried out
within a few seconds on standard hardware. Note that the use of half-space
and box PRS are computationally cheap, whereas the use of e.g. ellipsoidal
constraints (Section 4.3) can require increased o�ine computation. The MPC
optimization problem (8.11) results in a quadratic program, which is reliably
solved in around 20ms in each time step.

5.2. Results

We carried out 10000 simulations of the system with di�erent noise realiza-
tions, the results of which are shown in Figure 8.2 and Table 8.1. It can be
seen that the system approaches the reference position, keeping a safety dis-
tance to enable satisfaction of constraint (8.16) which is achieved for almost
all of the 10000 realizations. The minimum empirical constraint satisfaction
rate over all time steps of 91:2% is close to the one speci�ed in the case of the
maximum load angle, and somewhat conservative with 94:33% for the mini-
mum load angle. This conservatism is likely due to the fact that in the latter
case constraints on z are not simultaneously active for all simulated noise re-
alizations in the same time-step. Finally, it can be observed in Figure 8.2 that
the applied input satis�es the given hard input constraints while dealing with
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Table 8.1.: Closed-loop Chance Constraint Evaluation

Constraint Guaranteed Probability Empirical Probability
�
jpj
jv j

�
�
�
pmax

vmax

�
99:6% 99:98%

� � �max 90% 91:2%
� � ��max 90% 94:33%

Gaussian, and therefore possibly unbounded disturbance sequences.

6. Conclusion

This letter presented a stochastic model predictive control approach for ad-
ditive correlated disturbance sequences making use of the scenario approach
for o�ine computation of probabilistic reachable sets for constraint tightening.
This enabled us to show recursive feasibility and closed-loop chance satisfaction
for systems under unbounded noise and hard input constraints. The e�ective-
ness of the approach was demonstrated in a simulation example of an overhead
crane.
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Appendix

We consider a damped cart-pole system given by
�

cos � l
m +M Ml cos �

� �
�p
��

�
=
�

�g sin � � dM
_�
M + w

M cos �
u � dp _p � dM( _p + l _� cos �) +Ml _�2 sin � + w

�

with slider mass m = 1 and damping dm = 10, payload mass M = 1 and
damping dM = 1 and l = 1, g = 9:81. Linearization around the origin
and discretization with sampling time Ts = 0:1 yields the employed linear
system with eigenvalues � = [1; 0:3672; 0:8617 � 0:2788i ]T. The distribu-
tion of the disturbance is zero mean Gaussian W � N (0; K) with Ki ;j =
0:022 + 0:22 exp(� 1

2 (i � j)2=102), i ; j 2 f1; : : : ; �Ng.

200



Bibliography

Bibliography

[1] M. Farina, L. Giulioni, and R. Scattolini, �Stochastic Linear Model Pre-
dictive Control with Chance Constraints - A Review�, J. Process Con-
trol, vol. 44, pp. 53�67, 2016.

[2] M. Cannon, B. Kouvaritakis, and X. Wu, �Model Predictive Control for
Systems with Stochastic Multiplicative Uncertainty and Probabilistic
Constraints�, Automatica, vol. 45, no. 1, pp. 167�172, 2009.

[3] M. Cannon, B. Kouvaritakis, and D. Ng, �Probabilistic Tubes in Lin-
ear Stochastic Model Predictive Control�, Syst. Control Lett., vol. 58,
no. 10-11, pp. 747�753, 2009.

[4] M. Lorenzen, F. Dabbene, R. Tempo, and F. Allgöwer, �Constraint-
Tightening and Stability in Stochastic Model Predictive Control�, IEEE
Trans. Autom. Control, vol. 62, no. 7, pp. 3165�3177, 2017.

[5] M. Farina, L. Giulioni, L. Magni, and R. Scattolini, �A Probabilistic
Approach to Model Predictive Control�, Proc. Conf. Decis. Control,
pp. 7734�7739, 2013.

[6] L. Hewing and M. N. Zeilinger, �Stochastic Model Predictive Control
for Linear Systems using Probabilistic Reachable Sets�, Proc. Conf.
Decis. Control, 2018.

[7] L. Hewing, K. P. Wabersich, and M. N. Zeilinger, �Recursively Feasible
Stochastic Model Predictive Control using Indirect Feedback�, arXiv
preprint arXiv:1812.06860, 2018.

[8] G. Cala�ore and M. C. Campi, �Uncertain Convex Programs: Random-
ized Solutions and Con�dence Levels�,Math. Program., vol. 102, no. 1,
pp. 25�46, Jan. 2005.

[9] M. C. Campi and S. Garatti, �A Sampling-and-discarding Approach to
Chance-constrained Optimization: Feasibility and Optimality�, Journal
of Optimization Theory and Applications, vol. 148, no. 2, pp. 257�280,
Feb. 2011.

[10] M. Prandini, S. Garatti, and J. Lygeros, �A randomized approach to
Stochastic Model Predictive Control�, in Proc. Conf. Decis. Control,
Dec. 2012, pp. 7315�7320.

[11] X. Zhang, K. Margellos, P. Goulart, and J. Lygeros, �Stochastic Model
Predictive Control Using a Combination of Randomized and Robust
Optimization�, in Proc. Conf. Decis. Control, Dec. 2013, pp. 7740�
7745.

201



P8. Scenario-Based PRS for Recursively Feasible SMPC

[12] G. Schildbach, L. Fagiano, C. Frei, and M. Morari, �The Scenario Ap-
proach for Stochastic Model Predictive Control with Bounds on Closed-
loop Constraint Violations�, Automatica, vol. 50, no. 12, pp. 3009�
3018, 2014.

[13] G. C. Cala�ore and L. Fagiano, �Stochastic model predictive control
of LPV systems via scenario optimization�, Automatica, vol. 49, no. 6,
pp. 1861�1866, 2013.

[14] M. Lorenzen, F. Dabbene, R. Tempo, and F. Allgöwer, �Stochastic
MPC with o�ine uncertainty sampling�, Automatica, vol. 81, pp. 176�
183, 2017.

[15] A. Stoorvogel, S. Weiland, and A. Saberi, �On stabilization of linear
systems with stochastic disturbances and input saturation�, in Proc.

Conf. Decis. Control, vol. 3, 2004, 3007�3012 Vol.3.

[16] T. Hu, Z. Lin, and B. M. Chen, �Analysis and Design for Discrete-time
Linear Systems Subject to Actuator Saturation�, Syst. Control Lett.,
vol. 45, no. 2, pp. 97�112, 2002.

202







Curriculum Vitae

Lukas Hewing

born 11 July 1989, Citizen of Germany

Education

2016�2020 ETH Zurich, Switzerland

Ph.D. student at the Institute for Dynamic Systems and Control
Advisor: Prof. Melanie Zeilinger.

2013�2015 RWTH Aachen, Germany

M.Sc. RWTH in Automation Engineering.
2015 Tsinghua University, Beijing, China

Research & teaching stay.
2014 Istanbul Technical University, Turkey

Exchange semester.
2009�2013 RWTH Aachen, Germany

B.Sc. RWTH in Mechanical Engineering.



List of Publications

Journal Publications

[1] L. Hewing, K. P. Wabersich, M. Menner, and M. N. Zeilinger, �Learning-
based model predictive control: Toward safe learning in control�, Annual
Review of Control, Robotics, and Autonomous Systems, vol. 3, no. 1,
pp. 269�296, 2020.

[2] L. Hewing and M. N. Zeilinger, �Scenario-based probabilistic reachable
sets for recursively feasible stochastic model predictive control�, IEEE
Control Systems Letters, vol. 4, no. 2, pp. 450�455, 2020.

[3] L. Hewing, J. Kabzan, and M. N. Zeilinger, �Cautious model predic-
tive control using Gaussian process regression�, IEEE Transactions on

Control Systems Technology, 2019, (in press).

[4] L. Hewing, K. P. Wabersich, and M. N. Zeilinger, �Recursively feasible
stochastic model predictive control using indirect feedback�, Automat-

ica, vol. 119, 2020.

[5] J. Kabzan, L. Hewing, A. Liniger, and M. N. Zeilinger, �Learning-based
model predictive control for autonomous racing�, IEEE Robotics and

Automation Letters, vol. 4, no. 4, pp. 3363�3370, 2019.

[6] A. Carron, E. Arcari, M. Wermelinger, L. Hewing, M. Hutter, and M. N.
Zeilinger, �Data-driven model predictive control for trajectory tracking
with a robotic arm�, IEEE Robotics and Automation Letters, vol. 4,
no. 4, pp. 3758�3765, 2019.

[7] B. J. E. Misgeld, L. Hewing, L. Liu, and S. Leonhardt, �Closed-loop
positive real optimal control of variable sti�ness actuators�, Control
Engineering Practice, vol. 82, pp. 142�150, 2019.

[8] K. P. Wabersich, L. Hewing, A. Carron, and M. N. Zeilinger, �Proba-
bilistic model predictive safety certi�cation for learning-based control�,
IEEE Transactions on Automatic Control, 2019, (submitted).

[9] L. Hewing, S. Leonhardt, P. Apkarian, and B. J. E. Misgeld, �H1 opti-
mal controller design with closed-loop positive real constraints�, Journal
of Dynamic Systems, Measurement, and Control, vol. 139, no. 9, 2017.



Conference Publications (peer reviewed)

[10] L. Hewing and M. N. Zelinger, �Performance analysis of stochastic
model predictive control with direct and indirect feedback�, in Confer-

ence on Decision and Control (CDC), 2020, (submitted).

[11] S. Muntwiler, K. P. Waberisch, L. Hewing, and M. N. Zeilinger, �Data-
driven distributed stochastic model predictive control with closed-loop
chance constraint satisfaction�, in Conference on Decision and Control

(CDC), 2020, (submitted).

[12] L. Hewing, E. Arcari, L. P. Fröhlich, and M. N. Zeilinger, �On sim-
ulation and trajectory prediction with Gaussian process dynamics�, in
Conference on Learning for Dynamics and Control (L4DC), 2020.

[13] E. Arcari, L. Hewing, and M. N. Zeilinger, �An approximate dynamic
programming approach for dual stochastic model predictive control�, in
21st IFAC World Congress, 2020.

[14] E. Arcari, L. Hewing, M. Schlichting, and M. N. Zeilinger, �Dual stochas-
tic MPC for systems with parametric and structural uncertainty�, in
Conference on Learning for Dynamics and Control (L4DC), 2020.

[15] L. Hewing, A. Liniger, and M. N. Zeilinger, �Cautious NMPC with
Gaussian process dynamics for miniature race cars�, in European Control
Conference (ECC), 2018, pp. 1341�1348.

[16] L. Hewing, A. Carron, K. P. Wabersich, and M. N. Zeilinger, �On a
correspondence between probabilistic and robust invariant sets for linear
systems�, in European Control Conference (ECC), 2018, pp. 1642�
1647.

[17] L. Hewing and M. N. Zeilinger, �Stochastic model predictive control
for linear systems using probabilistic reachable sets�, in Conference on

Decision and Control (CDC), 2018, pp. 5182�5188.

[18] B. J. Misgeld, L. Hewing, L. Liu, and S. Leonhardt, �Robust gain-
scheduled control of variable sti�ness actuators�, in 20th IFAC World

Congress, 2017, pp. 8804�8809.

[19] B. J. E. Misgeld, L. Liu, L. Hewing, and S. Leonhardt, �Positive real
dynamic output feedback controller synthesis�, in 24th Mediterranean

Conference on Control and Automation (MED), 2016, pp. 88�93.


	Introduction
	Contributions
	Future Work
	Bibliography
	Learning-based Model Predictive Control
	Learning-based Model Predictive Control: Toward Safe Learning in Control

	Stochastic Model Predictive Control of Linear Systems
	On a Correspondence between Probabilistic and Robust Invariant Sets for Linear Systems
	Introduction

	Stochastic Model Predictive Control for Linear Systems using Probabilistic Reachable Sets
	Recursively Feasible Stochastic Model Predictive Control using Indirect Feedback
	Scenario-Based Probabilistic Reachable Sets for Recursively Feasible Stochastic Model Predictive Control
	Introduction



