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ABSTRACT Bulk material handling involves the ef�cient and precise moving of large quantities of
materials, a core operation in many industries, including cargo ship unloading, waste sorting, construction,
and demolition. These repetitive, labor-intensive, and safety-critical operations are typically performed
using large hydraulic material handlers equipped with underactuated grippers. In this work, we present a
comprehensive framework for the autonomous execution of large-scale material handling tasks. The system
integrates specialized modules for environment perception, pile attack point selection, path planning, and
motion control. The main contributions of this work are two reinforcement learning-based modules: an
attack point planner that selects optimal grasping locations on the material pile to maximize removal
ef�ciency and minimize the number of scoops, and a robust trajectory following controller that addresses the
precision and safety challenges associated with underactuated grippers in movement, while utilizing their
free-swinging nature to release material through dynamic throwing. We validate our framework through
real-world experiments on a 40 t material handler in a representative worksite, focusing on two key tasks:
high-throughput bulk pile management and high-precision truck loading. Comparative evaluations against
human operators demonstrate the system’s effectiveness in terms of precision, repeatability, and operational
safety. To the best of our knowledge, this is the �rst complete automation of material handling tasks on
a full scale.

INDEX TERMS Autonomous construction, Hydraulic actuators, Intelligent manipulators, Motion planning,
Reinforcement learning, Robot learning.

I. Introduction
Robotic manipulation has been widely adopted in various
industries, such as manufacturing and logistics [1], [2], to
automate repetitive and labor-intensive tasks. While large-
scale hydraulic manipulators pose signi�cant challenges due
to their highly nonlinear dynamics [3], [4], they have already
been successfully automated for real-world applications such
as stone wall building [5], free-form trenching [6], tree
harvesting [7], and long-horizon excavation [8]. These works
have shown the potential of robotic manipulation to improve
ef�ciency, safety, and sustainability across various industries.

However, the automation of bulk material handling tasks
using hydraulic manipulators remains underexplored in re-
search. These tasks are critical in mining, recycling, and
construction industries, where materials such as ores, gravel,
or sand are handled in large volumes. Typically stored in
piles, these materials must be routinely transferred, sorted,

and relocated. To perform these operations, hydraulically
actuated heavy manipulators known as material handlers are
commonly used. While similar to hydraulic excavators, mate-
rial handlers differ in arm geometry, cylinder placement, and
attachments to enhance lifting capacity and material trans-
fer ef�ciency. In particular, the end-effector tools, usually
clamshell grippers, are attached to unactuated joints, which
reduces manufacturing costs, facilitates grasping, and en-
ables agile behaviors such as dynamic throwing of loads [9].
Automating these machines presents three key challenges:
i) the complex, granular behavior of bulk materials, ii) the
nonlinear and delayed dynamics of large hydraulic systems
combined with an underactuated gripper, and iii) the need
for safe and robust operation in unstructured environments.

First, bulk materials are inherently dif�cult to model and
manipulate due to their granular and dynamic nature. Their
behavior differs signi�cantly from that of rigid objects [10],
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FIGURE 1. The proposed framework performing the dump truck loading routine. The framework consists of key modules such as the RL attack point
planner, the obstacle-avoiding path planner, the RL waypoint-following controller, and the RL throwing controller. This �gure demonstrates the
orchestration of these modules in a single grasp-and-dump cycle. First, the RL attack point planner proposes the optimal attack point based on LiDAR
observation of the pile geometry, shown as light blue dots (Sub�gures A and B). Then, the sampling-based path planner proposes a collision-free path,
shown as a green dotted line. A sequence of waypoints sampled from the path, represented by red spheres, is tracked by the RL throwing policy
(Sub�gures C and D). Finally, the RL throwing controller dumps the load at the user-de�ned location in the the truck bed (Sub�gures E, F). In addition to
proprioceptive data, the framework uses the LiDAR pointclouds for exteroceptive observations: the cropped pointcloud of the pile is directly used to
grasp planning (Sub�gure B), while voxels converted from the pointclouds are used to represent obstacles in the environment (Sub�gure D, F).

requiring specialized approaches in perception, planning, and
interaction. For example, high-throughput material transfer
requires a planner capable of perceiving the geometry of the
source pile and selecting optimal attack points to maximize
the volume collected per grasp, thus minimizing the total
number of transfer cycles.

Second, like other large hydraulic machines, material
handlers exhibit complex dynamics and inherent delays that
complicate precise control [3]. Reliable control automation
typically requires data-driven approaches that capture the full
range of system behaviors and uncertainties [4]. This chal-
lenge is compounded by the underactuated kinematics of the

free-hanging tool, which passively swings during movement.
For human operators, ef�cient use of these grippers demands
coordinated machine motions that work in tandem with the
passive swing, a skill developed through experience. Failure
to manage this coordination can lead to reduced operational
ef�ciency, decreased accuracy, potential equipment damage,
and increased safety risks.

Lastly, material handlers are often deployed in unstruc-
tured environments such as construction sites and harbors,
where unexpected obstacles pose additional operational risks.
Safe operation requires the autonomous system to perceive
its surroundings and plan movements accordingly, taking
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into account the passive motion of the gripper to avoid
collisions. Beyond collision-free path planning, automation
systems must implement control policies that can precisely
track trajectories, stabilize the swinging gripper, and remain
robust to the nonlinear dynamics of hydraulic actuators.

In this work, we present a framework that addresses the
three aforementioned challenges of bulk material handling
by breaking down tasks into grasp-and-dump cycles, which
the system autonomously executes. In each cycle, the system
selects an optimal attack point on the pile, plans a collision-
free trajectory to the target, tracks it with bounded error,
and accurately releases the material at the target location.
The sequence of these steps is orchestrated by a state
machine. Our autonomous system is capable of executing
two representative tasks: (1) transferring bulk material from
a source pile to a target location with high throughput, and
(2) loading bulk material from a pile onto a dump truck [11]
with high accuracy, as illustrated in Fig. 1. Both tasks
are performed while avoiding collisions with environmental
obstacles. These scenarios re�ect typical applications of
material handlers and represent some of the most demanding
use cases in terms of ef�ciency, precision, and safety. We
evaluate performance based on the average time per grasp-
and-dump cycle, the precision of material throwing, the
safety margins during motion in unstructured environments,
and the overall effectiveness of the system in hydraulic
machine control and bulk material manipulation.

A. Related Work
1) Large-Scale Field Robotic Manipulation Systems
In recent years, there has been a growing effort to automate
large-scale industrial machines for autonomous manipulation
operations, with a signi�cant amount of research focused
on construction machinery. Advanced soil manipulation has
been demonstrated using robotic excavators, such as the au-
tonomous embankment pipeline of [12], capable of shaping
the terrain into complex shapes. The method encompasses
mapping (performed with the help of a drone), planning,
and control to build a robotic landscaping system that
exchanges information in real-time during construction. This
work mostly relies on proprioception and Task Hierarchical
Optimization (THO)-based control to operate on realistic soil
conditions. To improve manipulation capabilities, especially
with granular material, a vision-driven adaptation has been
proposed [13]: by incorporating RGB-D image patches di-
rectly into a deep Gaussian process prediction model, the
robot can visually assess local terrain properties without
prior terrain knowledge, and adjust the scooping strategy
accordingly. A further step towards large-scale material ma-
nipulation is performed by Zhang et al. [14]. They developed
an excavator automation system for material handling tasks
in unstructured environments, integrating advanced percep-
tion, planning, and control methods. The system features
hierarchical task and motion planning, blending learning-
based techniques with optimization-based methods, ensuring

seamless integration between perception and control. Tested
on various scenarios such as dump truck loading, waste
handling, rock capturing, pile removal, and trenching, it
achieves performance comparable to experienced human
operators, enhancing ef�ciency and robustness in real-world
applications.

Equipping the end-effector with an actuated gripper en-
ables the integration of active manipulation capabilities,
thereby allowing the system to tackle more complex tasks.
For instance, dry stone walls were constructed in [5], [15]
using only in-situ materials. The authors proposed a com-
prehensive framework encompassing rock shape scanning
via onboard sensors, placement planning to ensure structural
stability, and precise positioning of each rock at its desig-
nated location. Similar abilities extend naturally to forestry
applications. Jelavic et al. [16] developed a precision tree
harvesting pipeline in which a robot autonomously scans the
forest, segments individual trees, and grasps those selected
by an operator. Likewise, La Hera et al. [17] introduced an
autonomous forwarder capable of navigating clear-cut forest
trails, detecting and localizing logs using stereo vision, and
transporting them to a collection point via fully automated
crane manipulation and vehicle control. These contributions
collectively underscore the viability of fully autonomous
operations in forestry environments.

While the aforementioned perception and planning strate-
gies are broadly applicable to �eld robotic applications, the
control techniques previously discussed cannot be directly
applied to our problem domain. State-of-the-art material-
loading controllers typically assume a fully actuated end-
effector and often overlook the complex interaction between
the shovel and the soil. Conversely, although the forest for-
warder shares the underactuated kinematic structure common
to most material handlers, autonomous pipelines are primar-
ily designed to grasp single, rigid objects and have been
tested exclusively in unstructured yet open environments.

2) Control of Hydraulic Machinery
In the automation of large-scale heavy machinery, one of
the primary challenges is achieving precise control of the
hydraulic actuators. Some early works in this direction
used model-based control [18]�[20], relying heavily on the
availability of an accurate model to address delays and
nonlinearities in the system. In practice, obtaining such a
model analytically can be challenging, which limits the
applicability of these control methods. While retro�tting
of high-performance hydraulic valves reduces the modeling
effort [21], their practical use is limited by high costs
and restricted oil �ow, which typically permits only slow
arm motions. In response, recent studies have increasingly
used data-driven techniques in the modeling and control
algorithms. Nurmi et al. [22] proposed a deep learning-based
method to identify nonlinear velocity Feed Forward (FF)
curves for pressure-compensated hydraulic valves. Park et
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al. [23] introduced an online learning framework for the
position control of hydraulic excavators using echo-state
networks, where a model is trained online from input-output
time series data to generate control commands for new
trajectory references.

Recently, Reinforcement Learning (RL) has emerged as
an alternative to control hydraulic excavation machines.
Egli and Hutter [4], [24] proposed a data-driven approach
for modeling hydraulic cylinders on excavators. A trained
Neural Network (NN) model predicts excavator behaviors
under arbitrary valve commands, and is used as a simulation
environment for an RL agent to learn end-effector position or
velocity tracking in free space and with weak ground contact.
Dhakate et al. [25] considered the control of a small forest
forwarder with a free-swinging gripper, leveraging similar
ideas. Their work captures the mapping between cylinders’
displacements and joint variables through a NN model. They
then train an RL position controller, which commands joint
setpoints, simply treating the unactuated tool joint as a
disturbance. Spinelli et al. [26] followed on this approach to
train an end-effector tracking controller for material handling
machines, demonstrating a successful sim-to-real transfer.
They subdivide the modeling into two parts: i) a data-driven
method is used for modeling the dynamics of the cabin turn
(slew) joint, with pressure and inertia as additional features,
and ii) �rst-principles modeling is adopted for the rest of the
machine. While this work develops a control strategy that
accounts for passive tool oscillation minimization, it does
not address the complexity of real construction sites, as it
operates only in free space and neglects potential collisions
with obstacles.

Following the accuracy achieved by these novel methods,
Lee et al. [27] propose a model inversion control approach
where a graybox model structure is used to reduce the
number of parameters to be learned from data. By de-
composing the model into physics-inspired components and
arbitrary nonlinearities, model and controller learning could
be performed at much higher ef�ciency. Nan and Hutter [3]
further improved the learning ef�ciency by proposing an
of�ine pre-training with online adaptation work�ow. An
adaptive controller is trained solely with simulated data and
can be ef�ciently tailored to different hardware platforms at
runtime.

3) Control in the Presence of Passive Joints
Prior research in the construction domain has seldom ad-
dressed the complexities of free-swinging end-effectors, and
how to use them for manipulation tasks. However, insights
can be drawn from other similar tasks. For example, the
control of slung-load systems with aerial vehicles has re-
ceived considerable attention, with both quadrotors [28] and
helicopters [29] considered. Proposed solutions involve using
either trajectory optimization [30] or RL [31] to control both
vehicle and load states at the same time. In the robotic

manipulation domain, Zimmermann et al. [32] developed a
computational framework for animating robotic string pup-
pets. These are coupled pendulum systems, sharing similar
dynamics with a freely swinging gripper. The proposed
predictive control, relying on an accurate kinematic and
dynamic model, it is however not well suited for construction
robots. Some promising results have been achieved in the
safe control of tower cranes [33], [34], more closely related
to material handling, although their operational routines
usually don’t involve any aggressive motions. Among the
others, Zhang et al. [35] have applied RL to tower crane
control under varying payload conditions and achieved better
performance than linear controllers.

Few works have started to address the active control of
underactuated kinematic in construction machines. In the
research of Andersson et al. [36], a forestry forwarder, pre-
senting a free-swinging end-effector, was trained with RL to
grasp wood logs on the ground. Although the approach was
not validated on real hardware, the RL method demonstrated
the ability to exploit the passive swing of the gripper to
complete the grasp more ef�ciently. On material handlers,
while [26] focused on shaping the motion to minimize
oscillations, [9] proposed using RL to throw objects and thus
achieve an enlarged workspace compared to static pick-and-
place operations. However, the algorithm was only tested
with single objects, rather than granular materials, and its
deployment is limited to structured environments.

4) Attack Point Planning for Bulk Material Transfer
Carefully planned end-effector attack points are crucial for
ef�cient material handling: optimized attack points maximize
the volume grasped each time, reducing the total number
of cycles required to transfer the bulk material and thereby
improving overall ef�ciency. In most existing autonomous
solutions for excavation and material handling, heuristic-
based approaches are employed to select attack points.
In [37], the trajectory that contains the highest point in the
excavation zone is chosen. In [38], a simple optimization on
the highest points and slope of the soil is used to �nd the
attack point. In [8], the excavation attack points that result
in the most scooped soil volume within the excavation zone
are found by Bayesian optimization in real-time. All of the
above methods are designed around heuristics, which restrict
the general applicability of the planner. Furthermore, these
methods rely on robust state estimators to convert LiDAR
measurements into soil elevations, which requires laborious
and time-consuming �ne-tuning.

B. Contribution

This work presents a comprehensive manipulation frame-
work for automating bulk material handling, consisting of
dedicated modules for each component of the task. To the
best of our knowledge, this is the �rst full-scale demonstra-
tion of such an autonomous system. While several compo-
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nents are built on established techniques, the key novelties
of this work are summarized as follows:

� A perceptive RL planner that proposes the optimal
attack points on the pile ensuring ef�cient material
removal with a minimum number of scoops.

� A two-step arm motion planning and control pipeline
that combines a sampling-based planner with an RL
trajectory tracking controller.

� An RL tracking policy that follows a provided trajectory
while maintaining bounded tracking error and reducing
oscillations of the free-swinging gripper, enabling safe
deployment in unstructured environments.

� An RL throwing policy that tracks a provided trajectory,
and dynamically dumps bulk material at the given target
by shaping the gripper swinging motion. It is trained
accounting for the granular material nature.

� Experimental validation of the proposed framework at
a representative worksite, focusing on high-throughput
material transfer and high-precision truck loading, in-
cluding benchmarks with human operators.

II. Machine Setup & Low-Level Control
A. Machine Overview

We conduct our experiments on a custom research platform
shown in Fig. 2. The arm features three hydraulically ac-
tuated joints, one Degree of Freedom (DoF) each: the slew
turn joint is actuated with a rotary motor, while the boom
and stick joints are actuated with linear pistons. The end-
effector tool, a two-jaw clamshell gripper, is attached to the
machine’s arm via two unactuated joints, allowing it to swing
freely. The gripper tool provides two additional DoFs: shell
opening/closing, and yaw rotation around its vertical axis.
Since yaw rotation is typically not used by human operators
for the tasks of interest, we �x the yaw joint at its default
position, as shown in Fig. 2. As a result, the system operates
with a total of six DoFs, with the two tool DoFs unactuated.

B. Sensors & Perception

The following sensors are installed:
� Position encoders on slew, boom, and stick joints,

providing position and velocity measurements.
� An Inertial Measurement Unit (IMU) on the gripper,

providing 3D angular velocities, 3D linear accelera-
tions, and 2D angular orientation.

� Pressure sensors on slew, boom, stick, and gripper
cylinders, measuring �uid pressure on the piston side
and rod side of each cylinder.

� Two LiDARs, one mounted on the cabin, the other one
on the stick.

These sensors enable observation of the machine’s slew,
stick, and boom states, as well as the pitch and roll of the
tool, with 50 Hz update rate. Exteroceptive observations of
terrain elevation and obstacles in the workspace are obtained
by fusing and �ltering the two LiDAR point clouds into a
single uni�ed representation.

FIGURE 2. The material handler used in this work has an operational
range of about 20 m and weighs around 40 t . It is equipped with a 1:5 t
grabshell gripper designed for bulk material, with a maximum load
capacity of 1:5 m3 . When fully open, it covers an area of approximately
2:0 � 1:5m2 .

Limitations of this sensor setup include the following.
First, slew, boom, and stick joint velocities are derived from
position data, which introduces noise and delays. Second,
the clamshell gripper’s absolute position is not observable
without additional sensors; thus, only the binary open/closed
state can be inferred from pressure measurements. Third,
the gripper’s yaw cannot be observed due to the limitation
of IMU and the lack of a joint encoder. Since it is not
required, we �x it at the default con�guration and do not
control it in this work. Finally, the fused point cloud may
contain noise caused by material dropping from the gripper,
especially when lifting the full gripper above the material
pile after grasping, which necessitates special handling.

C. Low-Level Joint Velocity Controller

A low-level control module is introduced to convert the arm
control outputs into machine joystick commands. Speci�-
cally, the joint-level controllers convert 10 Hz velocity ref-
erences _q ref or open/close gripper binary actions to nor-
malized joystick commands J at 50 Hz, which are sent to
the machine’s CAN bus to actuate the joints. Due to the
differing dynamic characteristics of each joint and limitations
in the sensor setup, distinct control strategies are required for
individual joints, as summarized in Eq. (1).

J =

8
>>>>>><

>>>>>>:

Jboom = FFboom + PI boom( _q ref
boom � _qboom)

Jstick = FFstick + PI stick( _q ref
stick � _qstick)

Jslew = ZOH (uslew)

Jgrab =

(
Jgrab,open if ugripper = open
Jgrab,close if ugripper = close

(1)

For the boom and stick joints, we adopt a model-based
control approach to track the reference joint velocities, _q ref

boom
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FIGURE 3. The LUTs are constructed from 37 datapoints each, obtained
by measuring the steady-state velocity response of each joint under step
excitations. Each value is computed by averaging the �nal 2s of recorded
velocities for a given input signal, in line with the steady-state
assumption. While the boom behavior is relatively symmetric, the stick
dynamics exhibit a pronounced asymmetry in the input-velocity
relationship.

and _q ref
stick. Following previous works [9], [21], [39], we

implement a PI feedback controller augmented with a FF
term derived from a Look-Up Table (LUT) for each joint.
The LUT maps joystick inputs to the steady-state joint
velocities, based on empirical step-response experiments.
As shown by the LUTs in Fig. 3, both boom and stick
velocity responses follow a regular pattern, close to ideal
piece-wise linear functions as described in [22]. The inverse
mapping allows the FF term to directly generate a joystick
command that produces the desired steady-state velocity. The
PI controller then compensates for transient dynamics and
unmodeled disturbances to ensure accurate velocity tracking.
An additional safety layer is then implemented, ensuring
compliance with user-de�ned joint limits enforcing self-
collision avoidance.

The slew joint, in contrast, does not have an easily identi-
�able mapping from joystick input to joint velocity, since the
velocity response is in�uenced by additional factors such as
con�guration-dependent inertia around the rotation axis [26].
To address this, we employ a learning-based dynamics model
for the slew joint, which is integrated into our RL training
environment as described in Section III-D.1. Consequently,
the RL policy directly outputs joystick commands uslew for
the slew joint. These commands are passed through a Zero-
Order Hold (ZOH), upsampled and then sent to the CAN bus,
without the need of low-level velocity tracking controller.

For the gripper joint, lacking an encoder, only a binary
open/closed state can be inferred from pressure measure-
ments. Consequently, we operate the gripper in a binary
mode, controlled by the binary gripper command ugripper.
A constant joystick input, Jgrab,open or Jgrab,close, is sent to
the machine to open or close the gripper at a �xed, suitable
velocity, depending on ugripper.

III. Method
Our material manipulation framework, building on the hard-
ware, sensors, and low-level control described in Section II,

consists of distinct modules that can be categorized as
follows:

Planners
� RL attack point planner (Section III-B)
� Obstacle-avoiding arm path planner (Section III-C)

Controllers
� RL waypoint-following controller (Section III-D.2)
� RL throwing controller (Section III-D.3)
� Grasping controller (Section III-E)

Controller Coordination
� High-level state machine (Section III-F)

In particular, the RL attack point planner and the RL
controllers constitute the primary contributions of this work.
Due to the unobservability of the gripper shell state, two
different control policies are de�ned: the waypoint-following
one moves the empty open gripper to the planned grasping
location, the throwing one, assuming a loaded gripper, learns
to release the material into a pile. In Section III-A, an
overview of the entire pipeline and the orchestration of these
modules is presented, followed by detailed descriptions of
each module in the subsequent sections.

A. Material Handling Pipeline

A graphical overview of the pipeline and the interactions
between its modules is shown in Fig. 4. The user speci�es a
bounding box around the source pile and de�nes a target
location for material release. Based on these inputs, the
framework autonomously executes material handling through
repeated grasp-and-dump cycles. The detailed step-by-step
procedure for a single cycle is as follows:

1) Approaching source pile with empty gripper
a) The RL attack point planner proposes an optimal

grasping location on the source pile based on the
current LiDAR observations, and the sampling-based
arm path planner proposes a collision-free trajectory
to approach the pile, using the OctoMap represen-
tation of the environment built from the LiDAR
point cloud. The grasping location is appended to the
trajectory.

b) The full trajectory is subsampled into discrete way-
points, which are tracked by the RL waypoint-
following controller.

2) Grasping Material
The grasping controller lowers the arm until the gripper
makes full contact with the material pile, closes the
gripper, and lifts up the arm in preparation for dumping.

3) Approaching the target and dump material
a) The arm path planner plans a collision-free trajectory

to the user-supplied dumping location.
b) If operating in open space, the RL throwing con-

troller can be trained without waypoint-following
constraints, thus approaching the target location with
the fastest path but without safety guarantees. Other-
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FIGURE 4. Component diagram of our framework. Given a speci�ed grasping region and dumping target, the pipeline autonomously controls the
machine in closed loop. The planning module takes into account the user input and LiDAR point cloud data to generate collision-free paths toward
either the optimal grasp point or the designated dumping target. These paths are followed by high-level control policies that guide the end-effector
through subsampled waypoints. A state machine manages the active controller, selecting between waypoint following, grasping, and throwing,
ensuring that only one controller sends commands to the low-level control module at any time.

wise, the collision-free trajectory is subsampled into
waypoints, which are tracked by the constrained RL
throwing policy.

c) Upon reaching the target location, the RL throwing
policy commands the gripper to open and releases
the material.

The transition between stages and selection of the active
controller within each cycle is managed by the state machine.
Despite the grasping and dumping piles locations are �xed
for the entire task execution, the path planning process is run
on the updated map after any transition, in order to account
for sudden large modi�cations of the scenario.

B. RL Attack-Point Planner

For an ef�cient material-handling work�ow, an optimal
sequence of gripper attack points must be selected, with the
goal of maximizing the volume of transferred material per
scoop and thereby minimizing the total number of required
grasp-and-dump cycles. In each cycle, the planner provides
the optimal 3D end-effector location for grasping the bulk
material. Additionally, the planner has to be robust to noisy
measurements from the LiDAR observations. Therefore, we
propose an RL attack point planner, explicitly designed to

ef�ciently and robustly guide the removal of bulk material.
Our planner operates directly on LiDAR point clouds. A
simple interpolation, such as nearest-neighbor or cubic in-
terpolation on a �ltered point cloud is suf�cient to process
the sensor measurements into policy inputs. This is made
possible by training the policy under observation noise,
making the planner robust to various disturbances during
real-world deployment.

1) Simulation Environment
The 2.5D soil height map is represented by a 2D tensor hsoil ,
as visualized in Fig. 5. Each element hsoil (i; j ) represents
the height at position (x; y) = (i ��x ; j ��y ) on a grid, where
�x , �y is a user-de�ned resolution suitable for the task
scale. The total size of the grid is also user-de�ned, which
must contain the bulk material to be removed, either in a pile
or in an open container. To update hsoil after each scoop, we
simulate the footprint left by the scooping operation using
the shape of the closed clamshell bucket (Fig. 6).

To guarantee a realistic soil height after updating each
scoop, we apply a simpli�ed slumping simulation based
on cellular automation [40], [41]. The slump update en-
sures that the soil gradient r hsoil does not exceed a user-
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FIGURE 5. Simulated soil for the RL attack point planner. Our �exible
simulation allows for an easy adaptation to various geometries, such as
an unconstrained pile on the ground (top) and bulk material in a container
(bottom). The pro�les shown are sampled at the beginning of each
episode based on 2D Gaussian distributions.

supplied critical slope scrit , by iteratively calculating r hsoil

and moving small volumes in the �r hsoil direction if
jr hsoil (i; j )j > s crit . This operation is performed until
all gradients are below the threshold or until a maximum
number of iterations. The total soil volume is conserved
during the update. The effect of the slump update simulation
is visualized in Fig. 7.

The simulation is lightweight and fast. It does not require
a physics solver, as all updates are based on kinematics
and geometry, and assumes the bucket �lling is independent
of the soil force acting on the machine. Our hardware
experiments validate this assumption. All update operations
are parallelized through tensor operations, enabling the si-
multaneous simulation of multiple environments.

2) RL Attack-Point Planner
a: Task Description

The goal of the attack point planner is to output 3D attack
points p = [px ; py ; pz ]> that enable material removal to a
speci�ed volume threshold using the fewest possible scoops.
It is subject to observation noise and random initial soil
pro�les.

b: Actions and Observations

The policy is represented by an Multilayer Perceptron (MLP)
of the form p = � att (hsoil ). The policy takes the �attened
hsoil tensor as input and outputs a normalized attack point
p as action, which is clamped to be within the grid of
hsoil . When using a large workspace and/or a �ne grid
resolution leads to a large hsoil dimension, we apply bi-

FIGURE 6. Updating the soil pro�le after scooping in simulation by using
the geometry of the closed clamshell bucket.

FIGURE 7. Without simulating soil slumping (i.e., the natural collapse of
soil under steep slopes), the simulation can become unrealistic, resulting
in in�nitely steep slopes (left, shown by arrows). A more realistic
simulation is achieved by adding the slump update (right) and thus,
reducing the sim-to-real gap.

cubic interpolation on hsoil to get coarser observations as
policy input. We add noise to the observations to account
for three noise sources for sim-to-real robustness: i) zero-
mean Gaussian noise with a standard deviation of 0:1 m,
representing sensor noise; ii) drop-out (zeroing) with 10%
probability, representing missing points in the LiDAR scans;
iii) large vertical spikes with 0:5% probability, with distri-
bution U(1 m; 3 m), representing un�ltered self-occlusions
from the machine itself or material dropped from the gripper
and detected by the LiDAR during free-fall in the air.

c: Episode Initialization and Domain Randomization

Various initialization strategies for hsoil can be applied,
depending on the task-speci�c bulk geometry. When training
for the piled material scenario, we sample 2D skew-normal
distributions with mean location and shape parameters, re-
sulting in asymmetric piles with a unique peak. For materials
in open containers, we sample from Gaussian processes
with squared exponential kernels. A sampled hsoil for each
environment is visualized in Fig. 5.

d: Termination Conditions

An episode is terminated successfully when the remaining
material volume is reduced below a given threshold; we
select 0:15 m3 of soil volume per m2 of grid area. If
the policy exceeds the maximum number of steps without
terminating successfully, the episode times out. We set the
maximum timestep to 150, which is suf�cient to complete
material removal from the workspace, and provides the
policy with an adequate timesteps amount to explore until
positive termination.
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e: Reward

At each timestep k, given the action pk = [px
k ; py

k ; pz
k ]> , the

reward is de�ned as:

Rk = r ssv
k + r neg z

k + r living
k + r pos term

k + r neg term
k : (2)

Speci�cally, the three main rewards are de�ned as:

r ssv
k / exp (ssvk );

r neg z
k /

(
�jj zfeasible � pz

k jj2 if pz
k < z feasible

0 otherwise
;

r living
k / � k

where ssvk denotes the scooped soil volume at step k. To
prevent the policy from proposing infeasibly deep attack
points, zfeasible is the maximum depth that the gripper can
physically reach at the location (px

k ; py
k ) on the pile. The

living cost r living
k increases with episode length, encouraging

the policy to complete the task as ef�ciently as possible. The
terms r pos term

k and r neg term
k are associated with the previously

de�ned positive and negative termination conditions.
If more tailored strategies are needed, such as starting

scooping from a designated location and sequentially clear-
ing material in columns along the y-axis before progressing
in the positive x-direction, the following rewards can be
included:

r init
0 / �jj (px

0 ; py
0) � (x init; yinit)jj2;

r x back
k /

(
�jj px

k � 1 � px
k jj if px

k < p x
k � 1

0 otherwise
;

where r init
0 encourages the �rst attack point to be (x init; yinit),

and r x back
k discourages going back in x-direction, thus

resulting in a policy that plans grasping in y-column order.
This tailored behavior is essential when removing material
in containers such as cargo ships, since the material must
be removed along the length of the cargo ship as it moves
relative to the material handler. This use case has not been
used in this work’s experiments.

f: Training Details

We train the policy with Proximal Policy Optimization
(PPO) [42], with Nupd = 10;000 and Nenv = 4096. The
MLP has hidden dimensions [256; 256; 128; 64] with ReLU
activation. For the pile setting, we use a 6 � 6 m grid with
a resolution of 0:15 m. For the container environment, we
use a container of size 4 � 1:5 � 1:2 m with a resolution
of 0:05 m. Different resolutions are chosen based on the
clamshell gripper sizes as well as the different required
precision.

C. Arm Path Planner

We implement a standalone, sampling-based arm path plan-
ner to generate collision-free reference trajectories, which are
subsequently tracked by the RL policy, instead of embedding
perception and path planning directly into the RL policy
training in an end-to-end fashion. This modular approach

facilitates RL training by reducing the problem complexity,
enhances interpretability of the pipeline for safer execution,
and enables greater �exibility in adjusting policy behavior at
deployment.

To enable environmental perception for the planner, we
construct OctoMaps [43], an octree-based data structure for
representing 3D occupancy grids (Fig. 8), using �ltered
LiDAR point cloud data. The map resolution is set to 0:5 m
to balance computational ef�ciency with suf�cient spatial
detail compared to the machine scale. Using this full 3D
representation instead of a 2.5D heightmap is critical for
material handling tasks, especially in constrained indoor
environments such as recycling facilities, where collisions
could take place with overhead structures and ceilings.

To generate the collision-free path, we use the asymp-
totically optimal Rapidly-exploring Random Trees - STAR
(RRT*) [44] algorithm implemented in the OMPL li-
brary [45]. The planning state space consists of the slew,
boom, and stick joints represented in SO(2). We exclude
the unactuated joints between the gripper and the arm
from the planning model; instead, we in�ate the gripper’s
collision geometry to account for tool oscillations, which
the RL controller training aims to minimize. The planning
objective minimizes the joint-space path length, which leads
to trajectories that naturally follow cylindrical sections. All
sampled paths are constrained to satisfy joint limits and avoid
self-collisions. In simulation, with an optimization time of
1 s RRT* consistently achieves a success rate exceeding
99% and converges to near-optimal path lengths. During
deployment, the allocated optimization time is increased to
2 s.

The resulting path is then smoothed with a B-spline,
with continuous collision checking performed to ensure
safety with respect to workspace obstacles. This smoothed
trajectory is subsequently subsampled into discrete way-
points, which are tracked by the downstream RL controllers.
The waypoint sampling resolution is a tunable parameter
that depends on the trajectory’s curvature. Because the RL
policy interpolates between waypoints during execution, a
suf�ciently high waypoint density is required to ensure the
interpolated trajectory remains close to the original collision-
free B-spline. Figure 8 illustrates representative grasping and
throwing trajectories executed on the physical system, with
a virtual obstacle added to the workspace to demonstrate the
system’s collision avoidance capabilities.

D. RL Waypoint-Following & Throwing Controllers

Autonomous control of material handlers involves several
challenges, such as delays and nonlinear dynamics of the
hydraulic actuators, the coordination required to dampen os-
cillations of the free-hanging gripper, and the need to main-
tain safety in unstructured environments. To address these
challenges, we use RL to train two policies: a waypoint-
following controller for approaching the pile attack point
with an empty gripper (Fig. 10), and a throwing controller
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FIGURE 8. Grasping and dumping trajectories generated using the RRT*-based planner. The smoothed B-spline paths are shown in green, and the
subsampled tracking waypoints are shown in red. The environment is represented as an OctoMap constructed from the �ltered point cloud. To prevent
unnecessary collision detection, speci�c OctoMap blocks are masked: (1) the material pile (left) is removed to allow the trajectory to approach the
grasping point, and (2) regions around the machine’s upper carriage are excluded, as self-collisions are already handled through joint-space
constraints during planning. Virtual obstacles, such as the virtual wall above, can be added by inserting OctoMap blocks, enabling easy testing of the
pipeline or to limit the pipeline’s access to restricted zones in the workspace.

for dumping material at a target location (Fig. 13). By
training separate controllers instead of a uni�ed one for
the whole grasp-and-dump cycle, we reduce the overall
training complexity and avoid the need to simulate the
intricate interactions between the machine and the material
pile, which are instead handled by the grasping controller
introduced in Section III-E.

The main training objective of the waypoint-following
controller is to track the input waypoints, while minimizing
the gripper oscillations; the throwing controller has the
additional goal of accurately releasing material at the target
location. When operating in waypoint-following mode, both
policies are subject to tube constraints, which encourage the
gripper to stay within cylindrical regions, or tubes, connect-
ing consecutive waypoints. These constraints help minimize
deviation and provide safety guarantees during operation.
Notably, the throwing controller can also be trained without
waypoint inputs, allowing the policy to approach the release
point without restrictions when operating in free space.

We �rst describe the simulation environment used to train
both policies in Section III-D.1. The training methodologies
for the two controllers are then presented in Section III-D.2
and Section III-D.3.

1) Simulation Environment
Unlike the boom and stick joints, the rotational dynamics of
the slew joint is dif�cult to model analytically. To address
this, we adopt a hybrid simulation approach introduced
in [26], where the slew joint is modeled using data-driven,
learning-based techniques, while the rest of the system relies
on �rst-principles modeling.

To model the dynamics of the slew joint, we train two
MLPs using real machine data. The �rst MLP Fp predicts

the pressures in the left and right chambers P = [Pl ; Pr ]>
given past inputs and system states:

P k = Fp

�
u[k � 9:k ]; P [k � 10:k � 1] ; ! [k � 10:k � 1] ; I z;k � 1

�
;

(3)
where u is the control input, ! is the angular velocity of the
cabin, and I z is the con�guration-dependent inertia around
the rotation axis; it is computed from the arm position and
the nominal link weights, assuming the tool as a point mass.
The notation �[i :j ] denotes the discrete time series of the given
quantity from step i to step j , inclusive. The second MLP,
F ! , using the pressure predictions as an input, predicts the
joint velocity:

! k = F !

�
u[k � 9:k ]; P [k � 9:k ]; ! [k � 10:k � 1] ; I z;k � 1

�
: (4)

As observed in [26], this two-stage architecture, which sepa-
rates pressure prediction from velocity prediction, effectively
decouples the hydraulic and mechanical dynamics of the
actuator, resulting in better modeling accuracy.

For the other joints, simple analytical models that require
minimal machine-speci�c data are used to simulate their
dynamics. For the boom and stick joints, we use a �rst-
order system with delay to approximate the velocity-tracking
behavior of the low-level arm controller.:

_qk = _qk � 1 + K
�

_q ref
k � d � _qk � 1

�
; (5)

where _q is the joint velocity, _q ref is the velocity reference, d
represents the delay, and K is a time constant identi�ed from
the rising time of the low-level joint controller (Section II-C).

The gripper oscillation dynamics is modeled as a double
pendulum with decoupled x and y rotations. We account
for the Euler and centrifugal forces generated by the mov-
ing reference frame, but neglect the Coriolis component.
Additionally, we include a dissipative term via Rayleigh’s
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FIGURE 9. The tool is modeled as a double pendulum with linearly
oscillating support. The relevant forces are shown in the left �gure, and
the approximations for each DoF are shown on the right.

dissipation function [46]. The motion is mathematically
formulated as:

_� y;k +1 =

 �
vx;k +1 � vx;k

�t
cos � y;k � g sin � y;k| {z }

Fg

� r y
_� 2
slew;k| {z }

F slew

�
=ly � bfy

_� y;k| {z }
dissipation

!

�t + _� y;k ;

(6)

_� x;k +1 =

 �
�

vy;k +1 � vy;k

�t
cos � x;k �

�
gcos � y;k| {z }

Fg

+ ly _� 2
y;k| {z }

F roty

�
sin � x;k

�
=lx � bfx

_� x;k| {z }
dissipation

!

�t + _� x;k :

(7)

Here, � x and � y denote the angles between the two unactu-
ated joints and the principal frame axes, vx and vy are the
linear velocities of the tool attachment points, lx and ly are
the corresponding tool lengths, r y is the distance between the
tool and the slew rotation axis, g is the gravity constant, and
bfx and bfy are the dissipative coef�cients. An illustration
of the model is shown in Fig. 9.

Among the various interactions between the gripper and
the bulk material, the throwing action is the only one
needed for training the throwing policy, as grasping from
the material pile is not part of the RL policies. We model
the granular behavior of the bulk material during release
using three discrete loads, L 1, L 2, and L 3. While discrete
element simulations [47], [48] could provide greater real-
ism, their signi�cantly higher computational cost outweighs
the bene�ts they would bring to the contact-free throwing
simulation. Since this work focuses on material release in
air, we instead prioritize computational ef�ciency. When the
gripper receives an open command, the �rst load is released
after a delay of approximately 0:3 s, based on measurements

FIGURE 10. During training, the next three waypoints out of the full
sequence of �ve are provided as observations to the controller. They are
visualized in green, blue, and red, respectively. A tube linearly
interpolates between each pair of waypoints, and the distance to the
closest tube boundary is provided as an observation.

from the real robot. Subsequent loads are spawned at inter-
vals of 0:5 s to simulate the dynamics of material falling
continuously during the release phase. Each load follows
a parabolic trajectory, initialized with the gripper’s velocity
at the time of its release. The robustness of this analytical
approach is increased through domain randomization [49].
A visualization of the model is shown in Fig. 13. Modeling
of the bulk material is not used when training the waypoint-
following policy.

2) RL Waypoint-Following Controller
a: Task Description

The waypoint-following controller is trained for two concur-
rent objectives: i) controlling the joints so that the gripper
tracks a sequence of waypoints, and ii) minimizing gripper
oscillations both during motion and upon reaching the �nal
waypoint. The second objective is essential for safe machine
operation and to ensure a smooth transition to the subsequent
grasping phase.

Each training episode lasts 15 s and involves navigating
through �ve randomly sampled waypoints, provided to the
policy in a receding horizon fashion with a horizon length of
three. The policy is trained to satisfy a tube-shaped position
constraint, as illustrated in Fig. 10. By constraining the
gripper’s motion within these cylinders, the policy is trained
to follow the shortest paths between waypoints maintaining
a de�ned margin of error, thereby enhancing safety during
operation. By adjusting the radius of the tubes, policies can
be trained to exhibit varying trade-offs between speed and
safety. Upon reaching the �nal waypoint, the controller must
minimize overshoot and residual motion, and stabilize the
gripper with minimal end-effector position error.
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b: Actions and Observations

The waypoint-following policy is an MLP of the form:

uk =
h
uslew;k ; _q ref

boom;k ; _q ref
stick;k

i >

= � wp

�
u [k � H :k � 1] ; _q[k � H :k � 1] ; qk � 1; I z;k � 1; w [m :m +2] ;

1f m = M g; � tube;k � 1

�
;

(8)
where

_q =
�

_qslew; _qboom; _qstick; _qtool;x ; _qtool;y
� >

;

q =
�
qboom; qstick; qtool;x ; qtool;y

� >
;

w = [r wp ; � wp ; zwp ]> :

By integrating the slew NN model into the simulation, the
policy is trained to output direct a slew joystick command
uslew. It is constrained to [� 85; 85]% of the actuation range
to align with the data distribution from real operators used
in training, and thus to generate accurate dynamics in simu-
lation. For the arm joints, the velocity references _q ref

boom and
_q ref

stick are clipped to [� 0:2; 0:2] rad s� 1.
The observation vector de�nition leverages previous

work [3], [4], [26]. A history of actions u and velocities _q
of length H is provided for each joint, with different lengths
based on the joint simulation principle: �ve for slew, three
for boom and stick, and three for unactuated tool joints. The
longer history for the slew joint leverages its more accurate
dynamic model, enabling the agent to estimate the state
evolution without being affected by a large sim-to-real gap,
which increases with history length. For the boom, stick,
and tool joints, a single position measurement q is included.
No explicit position is provided for the slew joint, as its
state is implicitly represented through the target waypoint
de�nition. The con�guration inertia I z is the same as in
Eq. (4). The waypoint targets are expressed in cylindrical
coordinates w = [r; �; z ]> . Assuming rotational symmetry
and position invariance, the angle � is de�ned as the angular
error between the current slew position and the waypoint.
The index of the next waypoint is denoted by the subscript
�m , and M = 5 denotes the total number of waypoints
as well as the index of the last waypoint in one episode.
The policy observes the next three waypoints, which are
updated in a receding-horizon manner. Each waypoint is
considered reached when the gripper reduces the error from
it below the radius of the tube constraint r tube . Choosing
a horizon of three waypoints balances the tradeoff between
providing the policy with farther lookahead and limiting the
complexity of the RL training. To emphasize the robot’s
approach to the �nal waypoint, a boolean �ag 1f m = M g
is introduced. Observing waypoints through this moving
window, the policy is able to handle arbitrarily long se-
quences during deployment; thus, the �ag is required to
plan for a smooth stop to minimize gripper oscillations at
the last target. The observation � tube represents the signed
distance between the gripper and the closest edge of the tube
constraint. We consider a tube of radius r tube connecting the

previous waypoint p1 and the next waypoint p2, and extend
it by r tube beyond both waypoints for numerical stability (see
Fig. 10). Let E denote the position of the gripper. Then, the
distance � tube of the tool from the tube boundary is given by

� tube = max

0

@�
r tube

2
; r tube �

�
�
�
��!
p1E � ��!p1p2

�
�
�

j��!p1p2j

1

A ; (9)

thus � tube has range [� r tube=2; r tube]. This value allows the
agent to correlate the state with the tube constraint reward
during training and serves as feedback on the current adher-
ence to the constraint during deployment.

The observations are perturbed with uniform noise pro-
portional to their normalization factors, following literature
approaches shown to improve robustness in real-world de-
ployment [4], [50]. This perturbation is not applied to the
waypoints, the tube distance, or the boolean last-target �ag.

c: Episode Initialization and Domain Randomization

At the beginning of each training episode, the environment is
initialized by sampling initial joint positions from collision-
free con�gurations and setting the gripper load randomly
within the range [0; 3]t. Additionally, the arm controller’s
time constant K , delay d, tool lengths lx ; ly , and friction
parameters bfx ; bfy are all sampled from uniform distribu-
tions. The target trajectory consists of M = 5 waypoints,
generated according to the following rules:

1) In 2=3 of the episodes, the same slew rotation direction
is used for all waypoints. In the remaining 1=3, the
rotation direction is resampled for each new waypoint.
This setup enables the policy to explore fast-paced mo-
tions with consistent slew rotation, while also improving
robustness to abrupt directional changes.

2) Each new waypoint is sampled such that its cylindrical-
coordinate Manhattan distance from the previous one is
bounded. This constraint mimics the continuous paths
that will be provided during deployment.

3) In 1=2 of the episodes, the �nal waypoint is placed
below the second-to-last one, with a height z 2 [1; 3] m.
This encourages improved tracking behavior when ap-
proaching the bulk material pile.

d: Termination Conditions

The episode is terminated with a negative reward if the grip-
per comes too close to the ground or the cabin. This design
promotes safer behavior but does not guarantee collision-free
motion, as the policy lacks perception of external obstacles.

e: Reward

The reward at each timestep consists of eight components:

Rk = r target coarse
k + r target �ne

k + r progress
k + r action

k

+ r overshoot
k + r oscillation

k + r tube
k + r �nal

k :
(10)

To de�ne the reward terms, we require the following
quantities. At timestep k with the next waypoint index m, the
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FIGURE 11. Reward components evolution during a 15s policy rollout.
Upon reaching each waypoint, r target coarse

k (blue) decreases with the
updated distance. To encourage progress, we introduce r progress

k (green),
which increases along the sequnce. At the end of the trajectory, where
r target �ne

k (orange) is maximized, r �nal
k (grey) forces the policy to limit any

additional actions. Consequently, the agent understands the machine
dynamics to command motions leading to high reward states and low
oscillations without further corrections.

gripper position is E = [xk ; yk ; zk ]> . The next waypoint po-
sition is wm = [xwp

m ; ywp
m ; zwp

m ]> = [r wp
m ; � wp

m;k ; zwp
m ]> where

� wp
m;k is time dependent since it represents the angular offset

between the current slew angle and the next waypoint target.
The total number as well as the last index of waypoints is
denoted M = 5. The detailed reward de�nition is as follows:

r target coarse
k /

�
exp

�
� k ~"m;k k1

�
� 1

�
;

r target �ne
k / exp

�
� k ~"m;k k2

2

�
;

r progress
k / m=M;

r action
k / �k �uk =� u k2

2;

r overshoot
k /

�
exp

�
� j � ovs

m;k j
�

� 1
�

;

r oscillation
k / �k ~' k k1;

r tube
k / 1f � tube;k � 0 ^

��!
p1E � ��!p1p2 � 0 ^

��!
p2E � ��!p1p2 � 0g;

r �nal
k / �k uk =� u k2

2 � 1fk ~"M;k k2 < r tubeg

where
~"m;k =

�
xwp

m � xk ; ywp
m � yk ; zwp

m � zk
�
;

� ovs
m;k =

(
max

�
0; � m;k

�
if � m; 0 < 0

min
�
0; � m;k

�
if � m; 0 > 0

;

~' =
�

_qtool;x ; _qtool;y
�
:

The �rst three are the main rewards for waypoint tracking.
r target coarse

k and r target �ne
k encourage approaching the next

waypoint by shaping a dense attraction �eld in 3D Euclidean
space. As illustrated in Fig. 11, r target coarse

k is prominent when
the waypoint error ~"m;k is large, guiding the agent toward
the general vicinity of the target. In contrast, r target �ne

k comes
into play when ~"m;k is small, providing �ner rewards for

FIGURE 12. Distribution of normalized distance to tube boundary, � tube,
during simulation policy rollouts for the 1 m -tube (blue) and the 2 m -tube
(green) policies. The controller traverses 100 randomly sampled
waypoints, ensuring constraint satisfaction (� > 0) for approximately
94 % and 98 % of the control steps for the two policies.

precise positioning near the waypoint, particularly at the
�nal one. Two separate rewards facilitate reward shaping and
curriculum implementation. r progess

k encourages progressing
along the waypoints sequence. Without it, the decrease in
r target coarse

k at each reached target may mislead the agent to
a stall without reaching the following waypoints, hence never
exploring the �nal target state.

The remaining reward terms are designed to address mate-
rial handling requirements and ensure safe deployment. The
term r action

k , with � u the action scaling constant, promotes
smooth actions to support safe operation on real hardware. To
discourage overshooting the target due to incorrect braking
of the slew joint, r overshoot

k penalizes rotational overshoot.
Together with r tube

k , which encourages motion within the tube
connecting consecutive waypoints, and r oscillation

k , which pe-
nalizes excessive tool joint velocities, these terms constrain
the tool’s trajectory to the intended path, enhancing safety.
Finally, r �nal

k facilitates the next transition by minimizing
tool oscillations and unnecessary movements at the �nal
waypoint (attack point), prioritizing a behavior which applies
minimal corrections before transitioning to the grasping
phase.

We tune the reward to maximize the frequency with which
r tube

k > 0 is satis�ed, validated by simulation results shown
in Fig. 12. The learned policy tends to behave conservatively
by maintaining � tube � r tube, effectively staying near the
center of the tube. However, some slack is permitted to ac-
commodate sharper trajectory segments or to better regulate
tool velocities. This behavior can lead to reduced constraint
satisfaction, particularly when r tube = 1 m.

f: Training Details

We train the agent using PPO [42] for 5000 updates (Nupd).
The policy and value functions are parameterized by neural
networks with layer dimensions [256; 128; 128], employing
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tanh activations and a linear output layer. To encourage
exploration, we initialize the action distribution with a
covariance of 1.5 and apply entropy regularization with a
coef�cient � = 0:01. Inspired by curriculum learning in
RL [51], [52], we gradually introduce the r �nal

k reward term
using an arctangent scaling pro�le centered at Nupd=2. This
scheduling delays the full effect of the terminal penalty
until the policy has learned the basic motion, reducing the
probability of divergence during early training.

Simulation is implemented using RaiSim [53], running
512 environments in parallel. Each environment operates at
a simulation frequency of 50 Hz and a control frequency of
10 Hz. Episodes last 15 s, after which environments are reset.

3) RL Throwing Controller
The RL throwing controller extends the RL waypoint follow-
ing training in Section III-D.2 by incorporating the gripper
actuation as an additional action. Consequently, we focus
only on the new elements needed to train the new skill.

a: Task Description

Starting with a loaded gripper, the agent follows a randomly
generated waypoint trajectory and throws all material at a
designated target location on the ground. The trajectory is
subject to the same waypoint-following constraints described
in Section III-D.2. To account for the granular nature of
the material, the agent must shape the gripper’s velocity
pro�le appropriately throughout the release phase. Following
material release, the policy reduces oscillations and control
effort, resulting in a stable con�guration suitable for initiat-
ing subsequent motions.

b: Actions and Observations

The controller is represented by an MLP � th as follows:

uk =
h
uslew;k ; _q ref

boom;k ; _q ref
stick;k ; ugripper;k

i >

= � th

�
u [k � H :k � 1] ; _q[k � H :k � 1] ; qk � 1; I z;k � 1; w [m :m +2] ;

1f m = M g; � tube;k � 1; � k � 1

�
:

(11)
The agent actuates all four active joints: slew, boom, stick,

and gripper opening. The command ugripper 2 [� 1; 1] is
compared against an opening threshold of 0:5. If ugripper;k >
0:5, then a joystick signal for opening the gripper shells is
provided until the episode ends. In this state, any additional
ugripper has no effect.

The policy uses all observations from the RL waypoint-
following controller and introduces two additional observa-
tions speci�c to the throwing task. First, a boolean �ag �
indicates whether the material has already been released.
This �ag is set to true once the �rst simulated discrete load
L 1, introduced in Section III-D.1, is released. Second, �ve
past gripper actions ugripper are included as part of the action
history u [k � H :k � 1] . These additions enable estimating the

FIGURE 13. To simulate granular material in the training environment, we
include three rigid bodies (red) spawned sequentially with initial velocity
and position of the gripper CoM. The target is visualized in blue and is
always positioned on the ground.

delay between gripper actuation and actual material free fall.
No observations of the released material are provided, as
such information would not be available during real-world
deployment. The agent is expected to infer the parabolic
trajectory based on the actuation delay, the estimated gripper
velocity, and the reward signal collected throughout training.

c: Episode Initialization and Domain Randomization

At the beginning of each episode, we randomize the delay
between the gripper opening command and the release of
the �rst discrete load L 1, sampling it from a uniform dis-
tribution over [0:24; 0:36] s, as identi�ed through real-world
experiments. The second and third loads, L 2 and L 3, are sub-
sequently released at �xed intervals after L 1, maintaining a
constant total time to empty the bucket (Fig. 13). To support
learning of both path-following and throwing behaviors, we
introduce a curriculum on the generated trajectory length.
Speci�cally, the total number of waypoints M is sampled
from the range

h
2; min

�
2 + 6 n upd

N upd
; 5

�i
, where nupd is the

current training iteration and Nupd is the total number of
updates. This approach enables the agent to acquire the
throwing skill early in training and to continue exploring rel-
evant states while gradually increasing trajectory complexity.
Regardless of the sampled path length, the �nal waypoint is
always placed on the ground to represent the target piling
location.

d: Termination Conditions

Unlike [9], which terminates the episode with a positive re-
ward immediately after the throw, our approach accumulates
rewards and penalties over the full episode duration without
early termination. This enables simultaneous optimization
of material dumping accuracy and minimization of tool
oscillations following release.

14



e: Reward

The proposed reward at timestep k and next waypoint wm =
[xwp

m ; ywp
m ; zwp

m ]> in an episode with a total of M waypoints
consists of nine components:

Rk = r target coarse
k + r target �ne

k + r throw
k + r progress

k + r action
k

+ r overshoot
k + r oscillation

k + r tube
k + r �nal

k :
(12)

These four are different from the de�nition in Eq. (10):

r target coarse
k /

�
exp

�
� k ~"m;k k1

�
� 1

�
;

r target �ne
k /

8
<

:

exp
�

� k ~"m;k k2
2

�
if m 6= M

exp
�

� k ~L k k2
2

�
� � k if m = M

;

r throw
k /

(
r target �ne

k if m = M;

0 otherwise
;

r �nal
k / �k uk =� u k2

2 � 1
�

k~"M;k k2 < r tube _ 1f m = M g � � k
	

;

with quantities:

~"m;k =
�
xwp

m � xk ; ywp
m � yk ; zwp

m � zk + h � 1f m = M g]
�
;

~L k =
1
3

X

l 2f L 1 ;L 2 ;L 3 g

�
�xwp

M � lx;k ; ywp
M � ly;k ; zwp

M � lz;k
�
� :

Since the �nal waypoint now corresponds to the throwing
target on the ground, we modify the waypoint-tracking error
~"m;k in r target coarse

k to include a vertical offset of h = 5 m
when approaching the last waypoint. This adjustment causes
the gripper to hover above the target location after releasing
the material. The reward term r target �ne

k is modi�ed such
that, when approaching the throwing target, the error is no
longer based on the end-effector tracking error ~"m;k , but
instead on the mean absolute position error of the discrete
loads relative to the target, denoted ~L k , and conditioned on a
successful release via the indicator � k . The throwing reward
r throw

k is made proportional to r target �ne
k when operating on

the �nal waypoint, further encouraging accurate material
release. To accommodate the new terminal condition, the
criteria for triggering r �nal

k are slightly adjusted; the reward
now activates either when the end-effector nears the target
or when a throwing action has occurred.

To validate the reward design and tuning, Fig. 14 presents
the results of 200 policy rollouts in simulation. A 2D
Gaussian �tted to the throwing error yields a mean of

� yx =
�
� 0:014 0:031

�
m;

with covariance

�yx =
�

0:225 � 0:026
� 0:026 0:216

�
:

The policy error is therefore unbiased, and the precision
exceeds the limit achievable on the real robot, which is
equipped with a gripper of dimensions 2:0m � 1:5m.

Despite the increased action space dimensionality re-
quired by the throwing skill, the augmentation preserves the
waypoint-following safety constraints. Notably, the throwing

FIGURE 14. Distribution of each load throwing error for 200 policy
rollouts, with randomly sampled approaching waypoints along a �xed
rotation direction. Each load landing position is represented by a square
to simulate the granular material spread. For reference, the black circle of
radius 0:5 m corresponds to the ideal reward area.

controller successfully follows randomly sampled trajecto-
ries while satisfying the 2 m tube constraint in approximately
98 % of cases, indicating minimal performance degradation.

f: Training Details

We train the policy using PPO with Nupd = 10;000. The
combination of trajectory length curriculum, progressive
activation of r �nal

k , and entropy regularization with coef�cient
� = 0:01 ensures smooth and stable learning. Simulation is
performed with 512 parallel environments, each running at
a simulation frequency of 50 Hz and a control frequency of
10 Hz. Each episode lasts 15 s and is reset thereafter.

E. Grasping Controller

Since the interaction between the gripper and the source
pile is not modeled in the simulation, we design a simple
grasping controller to perform the grasping routine. After the
waypoint-following policy has stabilized the gripper at the
intended attack point, the controller executes three sequential
phases: (1) the gripper descends until full contact with the
pile is made, (2) the gripper shells close, and (3) the boom
retracts upward, establishing a favorable initial con�guration
for the throwing policy.

This design choice simpli�es simulation by avoiding
the need for a computationally intensive and dif�cult-to-
generalize particle-based environment. It also reduces the
complexity of the RL training process. However, the result-
ing grasping routine is not optimized for performance and
therefore leads to longer grasping times than theoretically
achievable.
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(a) RL planner (b) Heuristic planner

FIGURE 15. Visualization of attack points proposed by our RL planner
and the baseline heuristic planner, over the initial pile pro�le. The
heuristic planner directly outputs the highest point in the point cloud
observation, making it more susceptible to noise.

F. State Machine

Transitions between the waypoint-following, grasping, and
throwing controllers are managed by a high-level State
Machine (SM). It sets the current state (WAYPOINT, GRASP,
THROW) and communicates it to a control selector; this
forwards only the corresponding control commands to the
low-level joint controller operating on the machine. Transi-
tions are triggered based on feedback signals (SUCCESS,
FAILED) returned from each state. To ensure seamless
switching, the buffers of all RL policies are continuously
updated, regardless of whether the policy is currently active.
The SM follows a �xed execution sequence for each de�ned
task and is therefore not adaptive to unexpected conditions. If
a FAILED signal is received, it transitions to the STOPPED
state, halting all control commands to the low-level interface
until a manual reset is issued.

IV. Experimental Results
Our work is validated with a thorough set of experiments
on the 40 t research autonomous material handler shown
in Fig. 2. First, we analyze the performance of each pro-
posed module: the ef�ciency of the attack-point planner,
the adherence to safety requirements of the path planner
and waypoint-following controller, and the precision of
the throwing policy. Then, we demonstrate the integrated
pipeline of Fig. 4, implemented using ROS 2, for two
representative tasks: bulk material pile management and
dump truck loading. We quantitatively evaluate the overall
performance and compare it with that of human operators.

A. Attack Point Planning

First, we analyze the RL attack point planner. We compare
its impact on material moving ef�ciency against that of a
heuristics-based planner, which selects the highest point in
the pointcloud observation as the next attack point. Both
planners are tested under the same conditions, with their
proposed attack points executed by the full pipeline in the
bulk pile management setting. We record all grasps per-
formed with each method, extracting the number of grasps

TABLE 1. The grasping ef�cacy using the attack points planned by the RL

policy compared with the heuristic-based approach in terms of grasping

success and volume of material moved per cycle.

Policy Success [%] Avg. Vol. [m3 ] Avg. Success Vol. [m3 ]

RL Planner 100 1.010 1.010
Heuristics 76 0.718 0.944

that successfully picked up some material and computing
the average volume of material moved per cycle. The
experimental results in Table 1 demonstrate that the RL
attack point planner outperforms heuristics on all metrics.
This experiment highlights the major advantage of the RL
method, which is its robustness to observation noise. As the
pointcloud input used by both planners is affected by noisy
observations above the pile generated from material drop-
ping, the heuristic planner is often misled to propose attack
points in the air, leading to unsuccessful grasps (Fig. 15).
The RL planner, on the other hand, is robust to such noise
and provides consistent attack points. Hence, our method
is able to grasp 41 % more volume of material on average.
When considering only successful grasps, our method still
improves over the baseline, as it accounts for the shape of the
gripper and the pro�le of the pile, and selects attack points
that result in a more optimal �lling.

B. Waypoint Following and Obstacle Avoidance

We evaluate the proposed arm path planner and RL
waypoint-following controller in a material pile management
setting, where a virtual wall is manually added as voxels in
the OctoMap (Fig. 16 (A)). The framework must perform
grasp-and-dump cycles while avoiding the virtual wall ob-
stacle. First, the grasping task is performed three times from
the same starting point with different settings: (1) free space
between the starting point and the goal, executed by the 2 m
tube policy, (2) shortest path blocked by a virtual wall ob-
stacle, executed by the 2 m tube policy, and (3) shortest path
blocked by a virtual wall, executed by the 1 m tube policy.
The resulting trajectories are plotted in Fig. 16 (B), showing
the tracking behavior of the controllers across the waypoints
and the in�uence of the tube radius chosen at training time.
These experiments indicate that the framework can handle
realistic obstacles, smoothly adapting the trajectory to move
over the wall.

The statistics of tube constraint satisfaction of the path-
following controller are summarized in Table 2. Moreover,
Fig. 16 (C) and (D) visualize the grasping and dumping
trajectories in cylindrical coordinates with superimposed
1 m-tube. Since the sampling-based path planner is queried
every time before any phase change, to react to changes in
the workspace, different waypoints for the two trajectories
are provided. The 1 m tube policy satis�es the constraint in
95 % of free-space samples and 91 % when a 6 m wall is
present, incurring a single worst violation of 0:54 m. These

16



A B

C

D

FIGURE 16. Experimental results of the proposed framework with a virtual wall obstacle, evaluated with different tube settings. (A) shows a
visualization of the OctoMap used by the path planner, including the grasping pile and the virtual obstacle. (B) shows from the cabin view the grasping
trajectories of a controller operating in free space (red) and when in the presence of a 6 m virtual wall. Distinct behaviors emerge for policies trained
with 2 m (blue) and 1 m (green) tube constraints. (C) and (D) deeply analyze the behavior of the 1 m tube policy, from cabin view and top-down view
respectively. They illustrate the commanded waypoints and tube boundaries in light colors. Grasping and dumping trajectories are shown separately,
along with an approximate point cloud of the pile for reference.

TABLE 2. Evaluation of the waypoint-following policy for multiple consec-

utive cycles. We report the tube constraint satisfaction percentage, the

average normalized safety margin, and the maximum constraint violation

for two different policies trained with r tube of 1m and 2m respectively.

Simulated, obstacle-free, and cluttered scenarios are tested.

Policy Scenario � tube > 0 [%] Norm. � tube Violation [m]

Simulation 94 0.52 0.50
1m Tube Free Space 95 0.51 0.49

Obstacle 91 0.41 0.54

Simulation 98 0.62 0.86
2m Tube Free Space 99 0.64 0.11

Obstacle 97 0.65 0.61

values are aligned with the ones obtained in simulation,
certifying successful sim-to-real transfer. The trajectories
in Fig. 16 (C) con�rm that most the the time the gripper

remains inside the rendered safety tube for both dumping and
grasping segments. This guarantees safety upon deployment
in cluttered environments. Increasing the tube radius for
the 2 m tube policy raises the constraints satisfaction rate
to 99 %-97 % and trims the maximum violation to 0:11 m
in free space. The controller, however, tends to shortcut
corners more often: for � arc 2 [� 10; � 5] m the end-effector
departs by up to 0:61 m from the interpolated waypoints,
shown by the blue trace in Fig. 16 (A). This occasional
divergence, identi�ed as an optimal solution during training
and already visible in the simulation results, speeds up the
grasp approach yet reduces obstacle clearance. Overall, these
two radii span a spectrum of control strategies between fast
path-tracking and maximal safety margin. When addressing
complete tasks (Section IV-D, Section IV-E), the appropriate
policy has to be selected according to the speci�c require-
ments.

Our results con�rm the framework’s ability to safely
handle environments with obstacles, hence enabling RL poli-
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cies to perform large-scale manipulation tasks in complex
worksites.

C. Granular Material Throwing

To evaluate the performance of the throwing controller, we
perform a series of experiments in which the robot is required
to move a pile of soil to a designated location, making use
of the throwing skill. The same experiment is repeated with
different policies:

1) The Single policy, where the throwing skill is trained
based on the �rst discrete load L 1 only, without
waypoint-tracking capabilities, similarly as done in [9].
This serves as a baseline.

2) The Multi policy, where the throwing skill is trained
to optimize the throwing accuracy of the distribution
of all discrete particles L 1:3 , without waypoint-tracking
capabilities.

3) The 2 m and 1 m-Tube policies, where the controller is
trained to follow a path with a tube constraint leading
to the throwing target, as proposed in Section III-D.3.

We scan the resulting pile formed after all material has
been thrown at the target location and visualize the distri-
butions in Fig. 17. Each pile is �tted with a 2D Gaussian,
and the corresponding statistics are summarized in Table 3.
The inclusion of multiple discrete particles during training
of the Multi policy helps improving precision compared
to the Single policy, as con�rmed by both the pile dis-
persion metrics in Table 3 and the qualitative distributions
in Fig. 17. This indicates that our simulation environment,
tuned for granular material behavior, effectively enhances
policy performance in terms of pile compactness compared
to previously proposed solutions [9]. When combined with
waypoint-following policies, the throwing skill demonstrates
improved accuracy and precision in the resulting dump pile.
Without intermediate waypoints, the throwing policy tends
to operate faster, resulting in fast and dynamic throwing
motions. In contrast, incorporating waypoint-following leads
to more conservative and stable behavior, producing a less
dynamic but better-aligned throwing phase. These different
motions are exempli�ed by the Fast Throw policy and
the 1m Tube policy in Table 4, and are analyzed later.

Nevertheless, the mean error observed in real-world trials
remains two orders of magnitude higher than in simulation,
highlighting a large sim-to-real gap. The accuracy trends in
Table 3 are in�uenced by control performance and therefore
do not follow a consistent pattern. In particular, all policies
exhibit overshoot in the rotational direction, a phenomenon
previously reported in [26]. This behavior, likely caused by
the sim-to-real mismatch in the dynamics of the slew joint,
prevents the controller from accurately timing the release
when operating at high speed. Consistent with this claim,
the slowest controller (1m Tube) achieves the lowest �nal
error.

TABLE 3. Resulting pile distribution for each policy, after the robot has

moved approximately 24 m 3 of granular material (about 20 scoops) be-

tween the same two locations. The �nal pile is �tted with a 2D Gaussian

distribution from which the mean and determinant of the covariance � are

computed.

Policy Mean Error [m] Det(� ) [m4 ]

Simulation 0.034 0.048

Single 1.415 2.613
Multi 2.298 2.449

2 m Tube 2.061 2.132
1 m Tube 1.151 1.878

D. Bulk Material Pile Transfer

As the �rst full-scale experiment, we consider the bulk
material pile transfer task, where the material handler op-
erates primarily in free space, with user-supplied source pile
location and the desired dumping point. We deploy the full
pipeline described in Section III-A: the attack point and path
planners optimize the reference trajectory; the RL control
policies control the robot during the grasping and dumping
motions; a state machine manages the transitions between
phases. This setup enables fully autonomous execution of
the material transfer task, as illustrated in Fig. 18.

To evaluate our framework, we perform the same task
using different policy combinations: a Fast Throw option
combining a 2 m-tube waypoint-following policy with the
Multi throwing policy from Table 3 (which does not
use waypoint-following to guide the motion approaching
the throwing target), and two complete setups employing
1m Tube policy and 2m Tube policy for both waypoint-
following and throwing. We compare their performances
against three human drivers: an Expert operator with over
10 years of experience, a Practiced user trained for
material handling machines with 2�3 years of experience,
and a Novice newly introduced to material handler oper-
ations, with limited experience operating other construction
machinery. Given the task’s competing objectives of speed
versus precision, human drivers were instructed to prioritize
either rapid execution or precise throwing. This setup aims to
reveal the natural trade-offs operators make when balancing
these metrics.

Results presented in Table 4 are evaluated along three
key dimensions: control authority, material manipulation
capability, and operational ef�ciency. To quantify these, we
report the average slew rotational speed during transitions,
the �nal end-effector position error, the mean oscillation
amplitude of the tool, the determinant of the pile spread
covariance matrix � at the end of the experiment, the average
volume of material grasped per cycle, and the average
cycle time for approximately 20 execution cycles. A visual
summary of all experiments is shown in Fig. 19, highlighting
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(a) RL single throwing policy (b) RL multi throwing policy (c) 1 m Tube throwing policy

FIGURE 17. Final pile heights resulting from different throwing policies. The single and multi throwing policies are trained with one and three simulated
discrete material bodies, respectively. The 1 m tube policy is also trained with three bodies, but under an additional 1 m tube constraint. While all
policies exhibit some degree of overshoot relative to the target (machine rotation direction from left to right), incorporating multi-body dynamics and
the tube constraint leads to improved precision and more uniform pile distribution. For reference, the red box in the top left corner indicates the
dimensions of the open gripper (2m � 1:5m ).

A

C

B

D

FIGURE 18. Our test scenario involves a bulk of granular material piled at a given location (to the left of the robot) and a �xed dumping point (to the
right). Using our framework, the material handler autonomously transfers the material from the original pile to the target location, demonstrating
consistent performance over more than 20 consecutive cycles. The task is executed in three phases, with transitions managed internally by a state
machine. (A) The framework moves to the planned grasping position using the waypoint-following policy. (B) It executes the grasping routine. (C) The
framework applies the RL throwing policy to rapidly reach the dumping location and (D) release the material, leveraging passive tool oscillations to
complete the throw more ef�ciently.

the correlation between cycle time, throw precision, and
oscillation minimization.

To analyze the agent’s control performance, we focus
on two key metrics: the slew rotation speed, which can
be increased by accurately learning the hydraulic motor
dynamics (modeled by our NN in Section III-D.1), and
the tool oscillations, which should be minimized for safety.
While higher slew speed improves operational ef�ciency,
they also generate increased oscillations which contribute to
a more dispersed and uncontrolled pile distribution. These
two aspects are therefore inversely related, as illustrated

in Fig. 19. To ensure safe deployment under varying condi-
tions, the RL training setup addresses this trade-off by prior-
itizing oscillation minimization, resulting in generally slower
performance compared to human operators. Supporting this
observation, we �nd that more relaxed tube constraints lead
to increased rotation speed.

Unlike the RL controllers, human operators do not explic-
itly follow waypoints, making it dif�cult to quantify their
tracking accuracy. However, experiments from [26], which
used visually marked end-effector targets, report tracking
errors in the range of [0:5; 1:0]m, depending on the operator’s
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TABLE 4. Our framework has been tested for 20 consecutive transitions on the bulk pile transfer task in free space. We used different RL policies focusing

on either speed or precision. As a benchmark, three drivers with different levels of expertise have performed the same task under similar conditions. The

results are compared in terms of average slew speed during the transitions, average end-effector error at the �nal trajectory targets, average tool angular

velocity, spread of the material pile, average volume of material moved each cycle, average cycle time, and average cycle time without accounting for

the grasping phase. The best and worst values for each category are highlighted. As a comparison for human driver control error, we include results

from [26]. In that work, however, the performed task had a higher focus on precision than speed and ef�ciency.

Agent Speed [� s� 1 ] Pos Error [m] Oscillations [� s� 1 ] Det(� ) [m4 ] Volume [m3 ] Cycle Time [s] Time w/o Grasp [s]

Fast Throw 14.57 0.59 23.39 2.52 1.01 32.55 20.56
2m Tube 12.68 0.64 20.40 2.13 1.00 33.53 25.35
1m Tube 10.83 0.48 16.82 1.88 1.02 41.29 31.62

Expert Fast 22.51 - 38.43 3.92 1.00 17.44 13.76
Practiced Fast 17.12 - 29.31 2.56 1.10 24.19 18.89
Novice Fast 21.37 - 33.29 5.24 0.98 21.86 16.96

Expert Slow 19.65 - 31.71 2.02 1.14 21.62 17.29
Novice Slow 15.23 - 22.73 2.37 0.87 34.09 26.38

Expert [26] 11.12 0.59 20.23 - - - -
Practiced [26] 11.46 1.15 21.83 - - - -

level of experience. All of our policies achieve errors in the
lower half of this range while maintaining comparable slew
speeds to the ones recorded for the end-effector tracking task.
This demonstrates that the RL controllers attain accuracy
on par with expert human operators, while signi�cantly
outperforming the previously proposed solution that lacks
position constraints [26].

Granular material manipulation is evaluated based on
grasping ef�ciency and throwing precision. As shown in Ta-
ble 1 and Table 3, our proposed solution outperforms
the identi�ed baselines in both aspects. Furthermore, data
from Table 4 indicate that all policy combinations achieve
precision levels comparable to those of the Expert Slow ,
who de�nes the Pareto front in Fig. 19. The RL planner
achieves grasping performance on par with expert users in
terms of average material volume per cycle. In addition, by
learning and predicting the free-fall dynamics of granular
material, the RL throwing controller consistently delivers
accurate throws across a wide range of real-world conditions.

Finally, we evaluate the overall task ef�ciency. To enable
a focused comparison of the learning-based approach with
human drivers, we use the Time w/o Grasp metric, which
measures the average cycle time excluding the grasping rou-
tine. This allows isolating the impact of the RL components
from the unoptimized grasping procedure. For completeness,
the full cycle time is also reported in Table 4. By tuning the
strictness of the end-effector motion constraints to the spe-
ci�c task requirements, our method achieves higher through-
put than novice users (Novice Slow ) and performs on
par with intermediately experienced operators (Practiced
Fast ) while reducing the target pile dispersion. The ef�-
ciency of expert users remains the upper bound, owing to
their ability to �uidly transition between task phases. When

FIGURE 19. Pareto optimal analysis showing the trade-off between the
spread covariance determinant det(�) of the �nal pile and the cycle time
excluding the grasping phase (Time w/o Grasp ). We rank the eight
experiments reported in Table 4. The RL policies operate close to the
Pareto-optimal front and outperform novice human drivers across all
metrics. Reduced oscillations, indicated by the color coding, can be
prioritized in safety-critical scenarios, albeit at the cost of longer cycle
times.

instead optimizing for the material spread, our autonomous
pipeline closely approaches even the most experienced users,
as shown in Fig. 19.

E. Dump Truck Loading

Our second full-pipeline experiment is high-precision dump
truck loading, as shown in Fig. 1. Such a task presents
higher complexity than material handling in free space due to
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TABLE 5. The 1 m tube policy is compared with two drivers for the

challenging dump truck loading task. Relevant metrics for this task in

constrained space are rotation speed, tool oscillations and cycle time,

allowing us identify ef�cient yet safe operations.

Agent Speed [� s� 1 ] Oscillations [� s� 1 ] Time w/o Grasp [s]

1m Tube 8.18 16.20 26.88

Expert 11.52 18.98 21.55
Novice 10.42 16.08 30.06

collision risk with the vehicle, and high precision required
to dump the material in the truck bed. For reference, the
truck-bed has an approximate dimension of 5:5m � 2:5m
while the open gripper 2m � 1:5m. The pile approach and
grasping phase of our framework remain unchanged. By
manually specifying the dump location inside the truck bed,
collisions between the two machines are inherently handled
as the path planner observes the dump truck as an obstacle.
To ensure all the material gets correctly dumped into the
truck, we adapt the throwing policy at deployment-time
to reduce the tool oscillations before opening the gripper.
This is achieved by i) policy input modulation by sampling
waypoints more densely towards the end of the throwing
trajectory (as shown in Fig. 20), which results in slower
and safer tracking facilitating oscillation damping, and ii)
action gating by suppressing the gripper open action until the
tool oscillations fall below 0:1 rad s� 1. These adaptations are
applied to the safest and most accurate 1 m tube throwing
policy without retraining.

The performance metrics of the proposed pipeline are
compared with those of two different human drivers in
Table 5. In such a constrained task, human operators are
extremely careful: the expert driver reduces the slew rotation
speed by 41 % compared to free-space operations, the novice
by 32 %. Our policy, on the other hand, only reduces the
speed by 24 % as the RL controllers are trained with tracking
precision and oscillation damping rewards regardless of the
tasks. The slowdown of the slew rotation speed is purely due
to the adaptations for operating on a less smooth trajectory.
Under these conditions, the ef�ciency of our autonomous
pipeline is closer to human operators, with performance
falling between that of an expert and a novice.

V. Discussion
This section discusses the performance and limitations of
our framework across four key aspects: granular material
manipulation, robust and safe control, low-level actuation,
and ef�ciency relative to human operators.

A. Granular Material Manipulation

Our �rst contribution is the RL-based attack point planner,
which outperforms a commonly used heuristic by 41 % when
operating with raw point cloud observations, as shown in

Table 1. While the performance of the simple highest-point
heuristic can be signi�cantly improved with a high-precision
state estimator [16], [54], setting up such systems, especially
those requiring multi-sensor fusion, can be time-consuming.
In contrast, our planner achieves human-level performance,
integrates seamlessly with LiDAR-based observations, and
can be retrained for different task geometries in under an
hour. An area for improvement is incorporating the kine-
matics of the unactuated gripper joints into the simulation
environment used to train the RL attack point planner. While
current performance matches that of a human operator,
this enhancement could be crucial for more complex task
geometries, such as removing bulk material from containers
or barges.

Another key contribution of this work is a new RL-
based throwing policy. By incorporating simulated granular
material dynamics during training, our policy achieves up to
a 39 % improvement in throwing precision over previous RL
controllers, as shown in Table 3. As illustrated in Fig. 17,
the resulting material spread is signi�cantly more compact,
enabling more demanding tasks such as precise loading into
dump trucks. This level of precision aligns with that of expert
human operators (Fig. 19). However, our real-world results
remain less accurate than those observed in simulation.
Despite the higher mean error shown in Fig. 17 compared to
Fig. 14, the resulting piles exhibit spread aligned to human
baselines (Table 4), suggesting a systematic bias leading to
a consistent offset. We attribute this to the sim-to-real gap,
particularly in modeling the material release dynamics and/or
the robot’s joint dynamics. The initial conditions of the
material at release, affected by friction and its heterogeneous
distribution, are inherently hard to predict. While our simu-
lation approximates the material as discrete load particles
and captures the correlation between tool oscillation and
release timing, it falls short of modeling the complex �ow
dynamics of freely falling granular material from an open
gripper. Furthermore, discrepancies in slew joint dynamics
and tracking errors of other joints in the low-level controller
may also contribute to the observed inaccuracies in the real
system.

B. Safe Control of Hydraulic Machines

Compared to prior work [26], we propose a pipeline with
stronger safety guarantees, crucial for handling free-hanging,
underactuated grippers. Our RL policies track a safe ref-
erence trajectory within bounded deviation, allowing reli-
able operation when paired with an obstacle-aware planner.
However, the introduced tube constraint relies on restrictive
assumptions that may limit �exibility. In particular, we
observe the following issues:

1) The agent’s planning horizon is limited to the next
three waypoints. With this design, the spacing of these
waypoints directly in�uence the agent’s speed and can
be used as a tuning parameter to address different tasks
(Fig. 20). For instance, when the three visible waypoints
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FIGURE 20. Visualization of two consecutive grasping and dumping trajectories in the bulk material pile transfer task (green, 2 m tube policy) and the
dump truck loading task (red, 1 m tube policy). In the pile transfer task, a sparser waypoint sampling allows for faster, less constrained motions. The
policy is also able to shortcut sharp path segments, for instance, during grasping at � arc 2 [� 10; 0]m . In contrast, the dump truck loading task requires
a denser path and a more restrictive tube constraint to ensure safe motion around obstacles. To improve dumping precision, three closely spaced
target points are sampled at the end of each dumping trajectory.

are closely spaced, the controller tends to move more
conservatively to avoid violating tube constraints be-
yond its limited view, and to overshoot the terminal
waypoint. This cautious behavior arises because the
agent cannot anticipate upcoming turns or required
maneuvers, and is not aware of the �nal target position.
In contrast, providing a longer or full sequence of
waypoints would allow the policy to better anticipate the
global path and plan more optimally. However, this ap-
proach introduces challenges: the expanded observation
space complicates training, and requiring a �xed-length
waypoint sequence reduces the deployment �exibility
achieved by the receding-horizon approach.

2) The tube radius, which constrains the allowed devia-
tion from the planned path, is �xed across the entire
trajectory and chosen conservatively based on the most
constrained segment (e.g., near obstacles). This limits
the policy’s ability to adapt its behavior to the varying
dif�culty of the path. In tight areas, a small tube helps
ensure safety, but the same constraint also applies in
open space, where more freedom could allow faster,
more ef�cient movements. As a result, the agent often
reduces joint velocities to stay within bounds and min-
imize oscillations, leading to overly cautious behavior
even when more aggressive motion would still be safe.

Therefore, given these two limitations, our tube-
constrained RL policies still lag behind human operators
in terms of global planning and adaptive decision-making.
Having a complete knowledge of the task speci�cs, they can

commit to more informed long term decisions. Furthermore,
aware of the differently dangerous portions of the envi-
ronment, human drivers can command considerably faster
motions and neglect tool stabilization when not essential for
safety.

C. Low Level Joint Control

The low-level control approach for tracking boom and stick
velocity references builds on prior works [12], [39], which
primarily target slow and steady joint motions.

Unlike the NNs that capture the full dynamics of the
slew joint, the LUT-based controller relies solely on a
feedback PI component to manage transients and unmodeled
dynamics. This method achieves high accuracy primarily for
simple hydraulic cylinders moving along slow trajectories
with minimal inertial effects. In material handling tasks, such
conditions typically apply to the arm joints, allowing for a
hybrid control strategy rather than training a NN modeling
the entire machine as in [4], which demands more extensive,
joint-speci�c data collection.

Nevertheless, the low-level joint velocity controllers
demonstrate unreliable performance. As shown in Fig. 21,
they induce oscillations that negatively impact the RL pol-
icy’s closed-loop stability in subsequent steps. We attribute
this instability mainly to the feedforward control’s inability
to account for transient dynamics, particularly during high-
load operations on the boom joint. Importantly, the RL
policies, trained with domain randomization and observation
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FIGURE 21. Low-level velocity controller tracking performance for boom
and stick joint, in the dump truck loading task. During the �rst half of the
trajectory (dumping phase, until � 60 s), both joints move up (negative
velocity) to avoid collision with the truck, and in the second half (grasping
phase, until � 70 s), the gripper is lowered to approach the pile. From 70s
to 80s, the grasping routine is triggered, providing step velocity
references for the boom joint only.

noise, can compensate for these limitations to some extent
and still provide effective end-effector control.

D. Comparison with Human Operators

As discussed in Section V-B, one key limitation of the RL
controller is its use of a �xed tube constraint size. This
restricts its ability to move quickly, even in scenarios where
damping gripper oscillations is not strictly necessary. For
instance, in the open-space pile transfer task, where interme-
diate waypoints are not required for safety, the policy still
adheres to the tube constraint, thus compromising ef�ciency.
It is 83 % slower than Expert Slow when optimizing
for accuracy (1m Tube), and 49 % slower than Expert
Fast when prioritizing speed (Fast Throw ), as shown
by Fig. 19. This disparity stems from the human operators’
strategic choice to allow more gripper oscillation, tolerating
oscillations 64 % to 89 % larger than the RL agent, in order
to maximize throughput. While this results in less precise
dumping, as indicated by the pile metrics in Table 4, high
precision is typically not critical for general pile management
tasks.

In contrast, the dump truck loading experiment presents
a scenario where our framework excels. When collision
avoidance and dumping accuracy become primary require-
ments, the proposed design proves essential for successful
execution. As shown in Fig. 20, the planned safe trajectory is
less smooth and must be followed closely to avoid collisions
with the truck, which stands approximately 3:5 m tall. In this
context, minimizing oscillations is crucial both for safety
and for meeting accuracy demands. The autonomous system
performs only 25 % slower than an expert operator, and
notably, 12 % faster than a novice operator. This validates

the effectiveness of our control strategy in safety-critical
applications.

Overall, our framework enables large-scale material han-
dling systems to operate autonomously with a level of
performance comparable to that of intermediate-skilled hu-
man operators, delivering safe, precise, and reliable robotic
execution in complex real-world scenarios.

VI. Conclusion
In this work, we presented a novel framework for au-
tonomous material handling that leverages reinforcement
learning to tackle the complex dynamics of hydraulic sys-
tems and the mechanical �ow of granular materials. Our
approach integrates a perceptive RL attack point planner,
a sampling-based path planner, and a set of RL controllers
to achieve safe and ef�cient manipulation, successfully ad-
dressing challenges posed by underactuated kinematics and
uncertainties in hydraulic actuation.

The autonomous material handler demonstrates robust
performance in selecting optimal attack points, perform-
ing collision-free trajectories in unstructured environments,
and executing precise material dumping operations, closely
matching and in some cases surpassing the capabilities of
human operators. Moreover, the framework’s modular design
enables seamless integration of environmental perception
and control, allowing reliable adaptation to diverse and
unstructured application scenarios. Extensive experimental
validation on a 40 t research machine con�rms the effective-
ness of our approach under real-world conditions, marking
a signi�cant step forward in safe and ef�cient construction
automation.

Despite these results, several limitations highlight oppor-
tunities to further improve the framework’s robustness and
ef�ciency. First, the low-level controller struggles to track the
RL policy’s references during fast motions due to limited
modeling of hydraulic dynamics; this can be improved by
using a controller that estimate and adapts to the full cylinder
dynamics online, as proposed by Nan and Hutter [3]. Second,
the �xed tube constraint in the waypoint-following policy is
unnecessarily restrictive in open-space scenarios; combining
perception, planning, and control in one policy [55], [56]
would enable a perceptive RL policy to trade off gripper
damping and motion speed based on semantic understand-
ing of the workspace. Third, we do not model the full
granular material dynamics during grasping and instead use
an unoptimized grasping controller; integrating a particle-
based simulation, such as [57], would enable replacing
the scripted routine with an ef�cient RL-based controller.
Finally, the framework currently relies on a manually tuned
state machine to coordinate the three separate controllers;
imitation learning [58], [59] could be used to distill them
into a uni�ed agent capable of inferring transitions and
sequencing tasks autonomously.

Overall, this study highlights the potential of reinforce-
ment learning to transform conventional material handling
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systems, paving the way toward more autonomous, resilient,
and high-performance heavy machinery for industrial appli-
cations.
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