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Abstract

In recent years, the transformer has established itself as a workhorse in many applica-
tions ranging from natural language processing and computer vision to reinforcement
learning. Similarly, Bayesian deep learning has become the gold-standard for uncer-
tainty estimation in safety-critical applications, where robustness and calibration are
crucial. Surprisingly, no successful attempts to improve transformer models in terms
of predictive uncertainty using Bayesian inference exist. In this work, we study this
curiously underpopulated area of Bayesian transformers. We Þnd that weight-space
inference in transformers does not work well, regardless of the approximate posterior.
We also Þnd that the prior is at least partially at fault, but that it is very hard to Þnd
well-speciÞed weight priors for these models. We hypothesize that these problems
stem from the complexity of obtaining a meaningful mapping from weight-space
to function-space distributions in the transformer. Therefore, moving closer to
function-space, we propose two novel methods based on the Dirichlet distribution,
to apply variational inference directly to the attention weights. We Þnd that this
proposed method performs competitively with our baselines.
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1 Introduction

The transformer [94] is a deep learning architecture commonly used to process
sequences of data, such as text. Thanks to multi-head self-attention, the transformer
builds contextual embeddings by capturing the relationships between the sequence
elements. While being most famous for their state-of-the-art performance in natural
language processing [6, 16], transformers are also used in computer vision [8, 17, 44,
86, 98], reinforcement learning [7, 56], as well as audio [33, 42, 81] and video [101]
processing, yielding impressive results.

The Bayesian learning paradigm provides a theoretical framework to obtain predic-
tive uncertainty, select the optimal model, and improve its calibration. Furthermore,
by designing an informative prior for the parameters, Bayesian models o! er a princi-
pled way to incorporate assumptions about the inferred distribution, thus providing
regularization. Finally, recent work [55, 75] has shown that Bayesian neural networks
(BNN) are often better calibrated than standard neural networks.

If transformers and Bayesian deep learning are both so popular, why have we
not seen any successful Bayesian transformer models? The following master thesis
focuses on the application of Bayesian inference to the transformer model. We
implement and benchmark multiple weight-space inference methods on di! erent
datasets and Þnd that they do not provide any improvements over a model trained by
maximum likelihood. In order to understand the reasons of this failure, we conduct
an empirical weight distribution analysis hoping to Þnd better priors. Selecting such
priors yields better results suggesting that priors are at least partially at fault for
this. Finally, we propose to perform inference on the attention weights rather than
on the parameters, and present two novel variational method using the Dirichlet
distribution.

In the following chapter, we introduce concepts regarding neural networks, trans-
formers and Bayesian Deep Learning. Moreover, we review the literature in the Þeld
of transformers and Bayesian Deep Learning.

1



1 Introduction

1.1 Neural Networks

1.1.1 Description

ArtiÞcial neural networks (ANN) are inspired by biological neural networks. They
are directed acyclic graphs where each node is a neuron and each edge is a synapse.
A weight is associated to each edge. ANNs are arranged in layers: an input layer,
one or multiple hidden layers and an output layer. ANNs with fully connected layers
means that each neuron from a given layer is connected to all neurons of the next
layer (see Figure 1.1).

Figure 1.1: Example of a three-layer fully connected artiÞcial neural network

Each neuron is a computational unit modeled as a linear combination of the
neurons from the previous layer composed with a typically non-linear activation
function. More formally, the i -th unit of the ( l + 1)-th layer is:

xl+1
i = f (

N l!

j =1

wl+1
ij xl

j + bl+1
i ) " i ! { 1, ...Nl+1 } (1.1)

wheref : R # R is the activation function, l is the current layer,Nl and Nl+1 are
the number of units in layerl and layer l + 1, and bl+1

i is the bias. The inputs to the
input layer are the data pointsxi for i = 1, ..., N .

Thanks to their expressivity, ANNs are said to be universal function approximators.
ANNs are typically trained by backpropagation, which modiÞes the weight parameters
of the network to reduce a loss function by a gradient-based optimization procedure.

1.1.2 Activation functions

There exist several commonly applied activation functions in ANNs. These activation
functions have di! erent properties and thus are used in di! erent situations.

2



1.1 Neural Networks

1.1.2.1 Softmax

The softmax activation function is deÞned as

Sof tmax (x)i =
exi

" n
j =1 exj

" i ! 1, . . . n (1.2)

with n the dimension of the input vectorx ! Rn.

The softmax activation function can be seen as a generalization of the sigmoid
function to multiple dimensions as it normalizes the input into the probability
simplex { x ! Rn :

" n
i =1 xi = 1, xi $ 0, " i ! [1, n]} . However, it is subject to the

vanishing gradient problem where large absolute activations get very small gradients.
When applied in the output layer, the softmax is often used to model Categorical
distributions.

1.1.2.2 ReLU

The rectiÞed linear unit (ReLU) activation function is deÞned as

ReLU(x) =

#
x if x > 0,

0 otherwise.
(1.3)

The ReLU has a value range of [0, %), which improves the convergence speed
signiÞcantly. It is also inexpensive to compute and yields sparse activations. It
however su! ers from the dying ReLU problem where negative activations get zero
gradient.

1.1.2.3 GELU

The Gaussian error linear unit (GELU) [38] activation function is deÞned as

GELU (x) = x! (x) & 0.5x(1 + tanh[
$

2/ ! (x + 0.044715x3)]) (1.4)

with ! (á) the commutative density function (CDF) of the standard Normal distri-
bution. Intuitively, this activation scales the input as a function of its magnitude
rather than of its sign. Empirically, the GELU has shown improvements over ReLU
in computer vision and natural language processing.

1.1.2.4 Softplus

The softplus activation function is deÞned as

Sof tplus(x) = log(1 + exp(x)) (1.5)

3



1 Introduction

The softplus has a value range of (0, %) which makes it useful to model strictly
positive variables. It can be seen as a smoothed version of the ReLU. The derivative
of the softplus is the sigmoid function.

1.2 Transformers

1.2.1 Description

The transformer [94] is a deep learning model architecture used to process sequences
of data. Thanks to multi-head self-attention, the transformer builds contextual
embeddings by capturing the relationships between each sequence element. They
can be used in encoder-decoder conÞguration for sequence-to-sequence tasks, or
simply as an sequence encoder or decoder.

The encoders and decoders are composed of identical layers stacked together.
Encoder layers contain a multi-head attention module and a feed-forward network.
Decoder layers are identical to encoder layers with an additional multi-head attention
module. Residual connections [37] and layer normalization [3] are used around each
multi-head attention and feed-forward modules.

Given a sequence of data, the transformer produces a sequence of embeddings,
which is then forwarded through numerous multi-head self-attention and fully
connected feed-forward blocks to obtain a sequence of contextual output embeddings.

1.2.2 Architecture

We now present the transformer architecture and each of its layers in greater detail.
An illustration can be found in Figure 1.2.

1.2.2.1 Embedding layer & positional encoding

Given a sequence of data, the embedding layer produces a vector representation of
dimensiondmodel of each sequence element called an input embedding. The sequence
of input embeddings is then iteratively reÞned in the following layers where context
is incorporated.

As the transformer is insensitive to the ordering of the input sequence, it is required
to inject a form of Ópositional encodingÓ to the input embeddings. As the positional
encoding has the same dimension as the input embedding, it can directly be added
to it. The transformer considers two forms of encoding:

4



1.2 Transformers

Figure 1.2: The transformer encoder-decoder architecture

1. Sinusoidal positional encoding as deÞned below:

PE(pos,2i ) = sin(pos/100002i/d model )

PE(pos,2i +1) = cos(pos/100002i/d model )

wherepos is the position andi the dimension.

2. Positional encoding learned during training.

1.2.2.2 Attention

Attention is a mechanism which allows to learn the importance of a certain set of
data by enhancing the contributions of parts of the data considered important, while
reducing the contribution of parts which are not.

Self-attention is attention applied to the the di! erent positions of the input in
order to capture the context of each of its elements. For instance in a text generation
task, not all inputs are relevant to predict the next words. In this setting, attention
allows to ÓfocusÓ on the most important context of words to predict the next one.

5



1 Introduction

1.2.2.3 Scaled dot-product self-attention

The transformer uses a speciÞc form of attention called scaled dot-product self-
attention.

Given a set of queries and keys of dimensiondk and values of dimensiondv, scaled
dot-product attention computes the inner product of each query with all keys, divide
the results by

'
dk, applies a softmax function and multiplies the results by the values.

Query and key pairs which are similar, in the sense of the cosine similarity, will have
a high softmax score, allowing the corresponding value to contribute signiÞcantly to
the output. Conversely, dissimilar pairs will have very low softmax score and wonÕt
contribute to the output.

In practice, queries, key and values are combined in matricesQ, K ! Rmax length ! dk

and V ! Rmax length ! dmodel . The scaled dot-product attention is then deÞned as

Attention (Q, K, V ) = Sof tmax
%

QK T

'
dk

&
V (1.6)

An illustration is given in Figure 1.3.

(a) Scaled dot-product attention (b) Multi-head attention

Figure 1.3: Multi-head scaled dot-product self-attention

Furthermore, the attention logits QK T /
'

dk can be masked in order to avoid
certain positions to attend to others. For example, this is desirable in auto-regressive
tasks where the model should not ÓseeÓ future values which the model has not
predicted yet.

6



1.2 Transformers

1.2.2.4 Multi-head attention

In the transformer, the keys, values and queries are further linearly projected h times
with di ! erent learned linear projections todk, dk and dv dimensions respectively.
Scaled self-attention is then applied to each of the projected version independently
in parallel, results are concatenated and then linearly projected once more. More
formally, multi-head dot-product self-attention is deÞned as

MultiHead (Q, K, V ) = Concat(head1, . . . , headh)W 0 (1.7)

whereheadi = Attention (QWQ
i , KW K

i , V WV
i ) (1.8)

with projection matrices W Q
i ! Rdmodel ! dk , W K

i ! Rdmodel ! dk , W V
i ! Rdmodel ! dv and

W O ! Rdv ! dmodel . A schematic representation is given in Figure 1.3.

1.2.2.5 Position-wise Feed-Forward Networks

In addition to multi-head attention, the transformer applies a fully connected feed-
forward network to each embedding in the sequence independently. Formally, it is
deÞned as

FFN (x) = max(0, xW1 + b1)W2 + b2 (1.9)

whereW1 ! Rdmodel ! dintermediate , W2 ! Rdintermediate ! dmodel , b1 ! Rdintermediate and b2 !
Rdmodel are learned weights.

1.2.3 Advantages & disadvantages

The transformer is a very powerful model which has shown impressive results in
many natural language processing [6, 16] and computer vision [17, 98] benchmarks.

Transformers have many advantages over Recurrent Neural Networks (RNN)
[39], the previous state of the art models for sequence processing. Thanks to their
attention mechanism, transformers capture long range dependencies within the
whole input sequence. Also, their speciÞc architecture is parallelizable, which makes
training and inference faster than RNNs. Furthermore, when no positional encoding
is employed, transformers can be used to process sets of data which have no temporal
dependencies. Finally, the transformer is a very general model which can be used on
many types of data, sequential or not.

However, transformers su! er some computational and memory limitations. Given
an input sequence withn tokens, self-attention has aO(n2) memory and computation
complexity, as we are computing the dot product between each key and query.
This makes transformers very expensive for many tasks such as video and speech
processing.

7



1 Introduction

1.2.4 Applications

Most famous for their State-of-the-Art performance in many natural language
processing tasks [6, 16], transformers are used in many applications and for many
data types. For instance, recent research has shown that transformers perform well
in computer vision tasks such as image classiÞcation [17, 98], generation [8, 44] and
segmentation [86]. They have also been applied to audio data, for instance to music
synthesis [42, 81] and audio classiÞcation [33] with impressive results. They can
likewise be applied to video data for video synthesis [101]. In an orthogonal line of
research, transformers have also been used in reinforcement learning [7, 56] again
with impressive results.

1.2.5 Related work

A lot of e! orts have been devoted to decrease the quadratic computation and memory
footprint of the transformer via sparse matrix factorization [10], local sensitivity
hashing [54], recurrence [14], low rank attention [95] and kernalized attention [11, 46].
Orthogonal work has proposed learning the attention weights directly, instead of
computing them by pairwise dot products [91].

Furthermore, some work has focused on increasing the attention span of the
transformer [12, 69], making it adaptive [87, 88] and local [80]. Transformer have
also been adapted to have certain inductive biases such as translational equivariance
[41] and permutation invariance [59].

1.3 Bayesian Deep learning

In this section, after a refresher on commonly used probability distributions, we
introduce Bayesian learning and its applications to deep neural networks.

1.3.1 Notation & assumptions

In the following, D = { (x i , y i )} N
i =1 is a collection of N data points given as training

data wherex i ! Rd is the input feature andyi ! RC the corresponding target. We
usey1:N as shorthand for{ y i } N

i =1 and x 1:N for { x i } N
i =1 . The vectorized collection

of parameters of a model is noted as" ! RP . We usebold symbols to designate
vectors. When used within probability density functions" and yi are random
variables. x i is always given and is not random variables.

The following machine learning assumptions are applied implicitly:

8



1.3 Bayesian Deep learning

¥ Sample independence :P(y1:N | x 1:N ) =
' N

i =1 P(yi | x i ).

¥ Weights are independent of input:P(" | x 1:N ) = P(" ).

1.3.2 Distributions

1.3.2.1 Distributions over reals

Gaussian distribution The Gaussian distribution with meanµ and standard devi-
ation " > 0, denotedN (µ, " 2), is

P(x|µ, " ) =
1

'
2!" 2

exp
%

(
(x ( µ)2

2" 2

&
x ! ((% , + %) (1.10)

Gaussian distributions are commonly used in statistics to represent real-valued
random variables with unknown distribution. Under some conditions, the mean of
many samples of a random variable with Þnite mean and variance, converges to a
normal distribution as the number of samples increases. The Gaussian has very light
tails as the log-probability density decreases quadratically. It is reparameterizable
by

f (Y; µ, " ) = µ + " Y ) N (µ, " 2) with Y ) N (0, 1) (1.11)

A plot of its density is shown in Figure 1.4.

Generalized StudentÕs T-distribution The Generalized StudentÕs T-distribution
with location öµ, scale ö" > 0 and # > 0 degrees of freedom, denotedT(#, öµ, ö" ), is

P(x | #, öµ, ö" ) =
" ( ! +1

2 )
" ( !

2 )
'

!# ö"

(

1 +
1
#

%
x ( öµ

ö"

&2
) " ! +1

2

(1.12)

This distribution results from compounding a Gaussian distribution with meanµ
and unknown variance, with an inverse gamma distribution placed over the variance
with parameters a = #/ 2 and b = #ö" 2/ 2. In Bayesian inference, it is commonly used
as the distribution of a Gaussian random variable with unknown standard deviation.

The degree of freedom parameter# controls the thickness of the tails. If# > 1 the
mean exists and if# > 2 the distribution also has Þnite variance. As# # % , the
distribution becomes Gaussian. The T-distribution is explicitly reparameterizable in
its öµ and ö" parameters but not for the the degree of freedom parameter. A plot of
its density is shown in Figure 1.4.
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1 Introduction

Cauchy distribution The Cauchy distribution with location x0 and scale$ > 0,
denoted Cauchy(x0, $) is

P(x | öµ, ö" ) =
1

!$

*
$2

(x ( x0)2 + $2

+
(1.13)

Both its mean and variance are undeÞned. It is a special case of the T-distribution
with # = 1. The Cauchy is reparameterizable via its quantile function (inverse-CDF)
as

Q(p; x0, $) = x0 + $ tan[! (p ( 0.5)] with p ) Uniform (0, 1) (1.14)

A plot of its density is shown in Figure 1.4.

Laplace distribution The Laplace distribution with location µ and scaleb > 0,
denoted Laplace(µ, b) is

P(x | µ, b) =
1
2b

exp
%

(
|x ( µ|

b

&
(1.15)

Its tails are between the Student and Gaussian distribution in heaviness as the
log-probability density decays linearly. It has both Þnite mean and variance. It is
reparameterizable via its quantile function (inverse-CDF) as

Q(p; µ, b) = µ ( b sign(p ( 0.5) ln(1 ( 2|p ( 0.5|) with p ) Uniform (0, 1) (1.16)

A plot of its density is shown in Figure 1.4.

Logistic distribution The logistic distribution with location µ and scales > 0 is

P(x | µ, b) =
e" (x" µ)/s

s(1 + e" (x" µ)/s )2
(1.17)

It resembles the normal distribution in shape but has heavier tails. It is reparame-
terizable via its quantile function (inverse-CDF) as

Q(p; µ, s) = µ + s ln
%

p
1 ( p

&
with p ) Uniform (0, 1) (1.18)

A plot of its density is shown in Figure 1.4.

1.3.2.2 Distributions over positive real numbers

Gamma distribution The Gamma distribution with shape%> 0 and rate& > 0 is

P(x | %, &) =
&" x" " 1e" #x

" (%)
for x > 0 %, & > 0 (1.19)

The Gamma appears in many problems in which a positive quantity is inferred from
data. This distribution is not reparameterizable explicitly. A plot of its density is
shown in Figure 1.4.
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(a) Normal (b) Student-T

(c) Laplace (d) Logistic

(e) Cauchy (f) Gamma

Figure 1.4: Probability distributions densities

1.3.2.3 Distributions over probabilities

Dirichlet distribution The Dirichlet distribution with concentration parameters
# = ( %1, . . . %K ) is

P (x ; %1, . . . ,%K ) =
1

B(# )

K,

i =1

x" i " 1
i (1.20)

where x ! { x ! RK :
" K

i =1 xi = 1 and xi $ 0" i ! { 1, . . . , K }} and B(# ) is the
multivariate beta function.

The concentration parameters decomposes as# = am , wherem is the mean of
the distribution and a > 0 measures the sharpness of the distribution. For largea,
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the probability distribution will sharply concentrate around the mean while smalla
will allow for more variance.

1.3.3 Bayesian Learning

1.3.3.1 Motivation

Machine learning models have shown to be very useful in a wide variety of applications
such as recommendation systems [1], search engines [70] and personal assistants [66].
However, non-probabilistic models, such standard neural networks, are unable to
provide a measure of conÞdent about their predictions. This could have terrible
consequences when applied to safety critical applications such as self-driving cars,
medical diagnosis and robotics. Therefore, it is highly desirable to quantify the
uncertainty of a model with respect to its predictions in order to identify failure
modes and take action in consequence.

Another common problem encountered with machine learning models is their
tendency to over-Þt the training samples and to not generalize to new unseen data.
In order to mitigate this central problem, it would be beneÞcial to have a principled
way of regularizing the model during training.

Finally, many instances of miscalibration in deep neural networks have been
reported [36, 73]. Calibration refers to the accuracy with which the scores provided
by the model reßect its predictive uncertainty. Clearly, improving model calibration
would be useful.

The Bayesian learning paradigm provides a framework to reason about these
problems.

1.3.3.2 Principles

The Bayesian framework is based on two principles.

The Þrst is that probability is a measure of belief of the occurrence of events. This
contrasts with the frequentist interpretation, where probability is the frequency of
occurrence of events in repeated experiments.

The second principle is that prior belief inßuences posterior belief. This idea is
summarized in BayesÕ theorem to invert conditional probabilities as follows:

P(A | D) =
P(D | A)P(A)

P(D)
(1.21)
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1.3 Bayesian Deep learning

where A and D are random variable. BayesÕ theorem therefore updates the belief
of A given D based on a likelihoodP(D | A), a prior belief P(A) and an evidence
P(D). The process of computing the posterior is called Bayesian inference.

Both these principles o! er an intuitive perspective on learning. Indeed, using BayesÕ
theorem, learning can be understood as computing the posteriorP(" | x 1:N , y1:N )
from a model likelihoodP(y1:N | " , x 1:N ), a prior weight distribution P(" ) and
the data evidenceP(y1:N | x 1:N ). In other words, based on the data observations,
BayesÕ theorem updates the prior weight distribution taking into account the data
explicitly.

Given a posterior, the predictive distribution of targety ! given an input x ! can
be computed by taking the expectation of the likelihood with respect to the posterior
as

P(y ! | x ! , x 1:N , y1:N ) = E! # P (! |x 1: N ,y 1: N ) [P(y ! | x ! , " )] (1.22)

This Bayesian perspective contrasts with standard models which Þnd a single
estimate of the weights minimizing the objective instead of its distribution. These
models can be seen as approximating the posterior distribution by placing all
probability mass on a single set of weights.

1.3.3.3 Results

Uncertainty quantiÞcation Bayesian methods provide a principled approach to
quantify uncertainty. Indeed, they allow to distinguish between epistemic uncertainty,
the uncertainty due to a lack of data measured by the posteriorP(" | x 1:N , y1:N ),
and aleatoric uncertainty, the uncertainty due to the stochastic nature of the data
measured by the likelihoodP(y1:N |" , x 1:N ) [47].

Regularization By placing a prior on the weight distribution, Bayesian models o! er
a principled method to incorporate assumptions about the inferred distribution, thus
providing regularization and preventing over-Þtting. Many regularization techniques
can be shown to be equivalent to setting a prior in the Bayesian framework.

Better calibration Research [55, 75] has shown that Bayesian neural networks are
often better calibrated than standard neural networks which use a single weight
estimate.
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1.3.3.4 Bayesian neural networks

Neural networks are very powerful non-linear models which work well with many
types of data. It would be highly desirable to combine this ßexible model class
with Bayesian learning to obtain predictive uncertainty, better generalization and
calibration. Many applications such as Active learning [31, 53] and Reinforcement
learning [29] would strongly beneÞt from these properties.

Bayesian neural networks (BNN) are neural neural networks on which we perform
Bayesian inference. To design a BNN, one must Þrst choose a likelihood function
P(y1:N | " , x 1:N ) parameterized by a neural network. In the case of regression,
one could use a Gaussian likelihood and learn both mean and scale parameters
while for classiÞcation, a natural choice would be a Categorical likelihood. A prior
distribution P(" ) on the weights is then speciÞed. Finally, the model is then trained
by computing the posterior, which is in turn used to obtain the predictive distribution.
The di! erence between neural networks and Bayesian neural networks are shown in
Figure 1.5.

Unfortunately, in the case of neural networks, computing the posterior and the
predictive distribution is intractable. Indeed, the posterior distribution requires
computing the evidenceP(y1:N | x 1:N ) =

-
P(y1:N | " , x 1:N ) d" which is unfeasible

due to the very high dimension of the weights. Likewise the predictive distribution
P(y ! | x ! , x 1:N , y1:N ) requires taking the expectation of the likelihood with respect
to the posterior which is intractable for the same reasons. It can however be
approximated by Monte Carlo sampling as

P(y ! | x ! , x 1:N , y1:N ) &
1
m

m!

i =1

P(y ! | x ! , " (i ) ) " (i ) ) P(" | x 1:N , y1:N ) (1.23)

Computing the posterior remains intractable and approximate inference methods
are therefore needed. These are presented in the next section.

Figure 1.5: Left: a neural network with a single weight estimate. Right: a Bayesian
neural network with weight distribution. Figure from Blundell et al. [5].
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1.3 Bayesian Deep learning

1.3.4 Inference for Bayesian deep learning

We now present inference methods used for Bayesian deep learning.

1.3.4.1 Monte Carlo Markov Chain

Principle

Markov Chain Monte Carlo (MCMC) methods build a Markov chain, a sequence
of random variables which depend only on the previous state, such that the sequence
elements converge to samples of the desired distribution.

More speciÞcally, the Metropolis-Hastings [71] family of MCMC methods is the
most relevant for Bayesian neural networks. Indeed, this class only requires access
to an unnormalized function proportional to the desired distribution. This is the
case of a Bayesian posterior, where only the evidence term is intractable.

The Metropolis-Hasting algorithm starts by randomly sampling an initial guess
x0, and then draws a new candidate in the vicinity of the previous one. The
candidate is accepted if it is more likely than the previous samples according to
the target distribution. Otherwise, it is accepted with a certain probability or else
rejected. This procedure is run many iterations until the Markov chain approaches
its stationary distribution, period referred as mixing-time. The samples drawn before
the mixing-time are discarded and are called burn-in. Pseudo-code is provided in
Algorithm 1.

Algorithm 1 The Metropolis Hastings algorithm
Require: Q(x) * P(x) the function proportional to the desired distribution.
Require: R(x$ | x) the proposal distribution.

1: Sample initial guessx
2: for n = 0 . . . N do
3: SupposeX n = x
4: Sample a proposalx$ ) R(x$ | x)

5: Compute %= min
.

1, Q(x! )R(x|x ! )
Q(xn )R(x! |x)

/

6: With probability %, accept and setX n+1 = x$

7: With probability 1 ( %, reject and setX n+1 = x
8: end for

The performance of the algorithm strongly depends on the proposal distribution
R(á |X t ). For instance, a too large spread of the proposal distribution will yield
an excessively high rejection rate. Conversely, if it is too small, samples will be
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more auto-correlated and mixing will be slow. No general methods to select these
parameters exist.

Application to Bayesian deep learning

Applied to BNNs and given the functionQ(" | x 1:N , y1:N ) * P(y1:N | " , x 1:N )P(" ),
the Metropolis-Hastings algorithm constructs a Markov Chain with stationary distri-
bution equal to the posteriorP(" | x 1:N , y1:N ). By running the Markov chain and
recording samples" (1) , . . . " (T ) , we can approximate the predictive distribution as

P(y ! | x ! , x 1:N , y1:N ) &
1

T ( t0

T!

i = t0+1

P(y ! | x ! , " (i ) ) (1.24)

taking into account the mixing time t0.

Advantages & disadvantages

Given su# cient mixing time, convergence to the exact posterior is guaranteed for
log-concave densities.

However, MCMC methods su! ers some important drawbacks. Firstly, the Markov
chain may mix slowly and monitoring convergence to the posterior is challenging.
Practically, this means that determining the number of burn-in samples is di# cult.
Furthermore, samples collected while running the same Markov chain may be
correlated with one another. This is know as sample auto-correlation. It is usually
hard to select uncorrelated samples. Finally, the set of samples has to be recorded
in order to compute the predictive distribution after inference. For modern neural
networks recording multiple parameters sets is prohibitively expensive.

Related work

One of Metropolis-Hastings weaknesses is that it typically uses proposal distribu-
tions which does not take the posterior density into account. This yields proposals
in uninformed directions.

To mitigate this issue, Grenander and Miller[35] propose to use gradient infor-
mation to prefer regions of high posterior density. The resulting sampler called
Metropolis adjusted Langevin Algorithm (MALA) uses the following proposal distri-
bution

R(x$ | x) = N (x$ | x ( ' + f (x), 2' I ) (1.25)
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1.3 Bayesian Deep learning

where P(x) = 1
Z exp(( f (x)) is the target density. For log-concave distributions,

MALA e# ciently converges to the stationary distribution.

However, MALA requires access to the full functionf (x) which might be very
expensive for large datasets. In consequence, Welling and Teh[96]proposes Stochastic
Gradient Langevin Dynamics (SGLD) which uses stochastic gradient estimates.
SGLD furthermore uses decaying step sizes and removes the accept/reject step in
Metropolis-Hastings. Convergence is guaranteed under some assumptions when the
step size is in$ (t" 1/ 3). SGLD can be seen as adding Gaussian noise to stochastic
gradient descent (SGD) [49].

Often, the performance of gradient descent (GD) can be improved using momentum
[50]. An analogue to GD with momentum for sampling is Hamiltonian Monte Carlo
[78]. In turn, this algorithm can be adapted to use stochastic gradient estimates as
done in Chen et al. [9].

As explained in Section 1.3.4.1, a major drawback of MCMC methods is that
they require to save the posterior samples in memory, which is prohibitive for
modern neural networks. To mitigate this issue, Maddox et al.[65] propose SWAG.
Starting from a pre-trained model, SWAG runs SGD with a modiÞed learning rate
schedule and maintains a diagonal-plus-low-rank covariance Gaussian approximation
computed using the weight samples it traverses. The predictive distribution is then
computed by Monte Carlo sampling of the Gaussian approximation to the posterior.

In the same line of research, Franchi et al.[26] propose TRADI, a method for
estimating the distribution of the weights by tracking their trajectory during training.
From a pre-trained model, the authors use Kalman Þlters to track the mean and a
low-rank covariance estimate of the weight distribution.

1.3.4.2 Variational inference

Principle

Instead of sampling from the exact posterior as done with MCMC methods,
variational inference (VI) aims to Þnd a tractable distributionQ, called the variational
distribution, within a variational family Q, which approximates the posterior well.
The measure of closeness is the Kullback-Leibler (KL) divergence deÞned as

KL (Q, P) =
0

Q(" )log
%

Q(" )
P(" )

&
d" = E! # Q

*
log

%
Q(" )
P(" )

&+
(1.26)

Thus the VI objective can be formalized as follows

Q%! argmin Q&Q KL (Q, P) (1.27)
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whereQ(" ) is the variational distribution and P(" | x 1:N , y1:N ) the posterior. VI
is illustrated in Figure 1.6.

Space of all probability distributions P

Variational Family !

"  *

#

Figure 1.6: Illustration of the goal of VI : Þnd Q ! Q which minimizes the KL-
divergence between the variational distribution and the posterior.

In practice, we parameterize the variational distributionQ" (" ) with a set of
parameters! that are learned by solving

Q%! argmin " KL (Q" (á), P(á |x 1:N , y1:N )) (1.28)

This last expression can be rewritten using BayesÕ theorem as

argmin " KL (Q" (á), P(á |x 1:N , y1:N )) =

argmax" E! # Q! [logP(y1:N | " , x 1:N )] ( KL (Q" (á), P(á)) (1.29)

where P(á) is a prior on the weights. The expression on the right is called the
evidence lower bound (ELBO). As its name suggests, it can be shown to lower bound
the data log evidencelogP(y1:N | x 1:N ). This formulation has a nice interpretation.
Intuitively, we are looking for a approximate posterior distribution which maximizes
the expected data likelihood while still remaining ÓcloseÓ to the prior.

Applications to Bayesian Deep Learning

In order to adapt VI to neural networks which uses gradient based optimization
methods for training, we must compute gradients of the ELBO with respect to the
variational parameters! as

+ " ELBO (! ) = + " E! # Q! [logP(y1:N | " , x 1:N )] ( + " KL (Q" (á), P(á)) (1.30)

This is problematic as we want the gradient with respect to! , when ! is the
parameter of the distribution we are computing the expectation with respect to.
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1.3 Bayesian Deep learning

Thankfully, using the reparameterization trick [51] we can rewrite this expectation
in a way that allows Monte Carlo approximation and therefore to compute gradients.

Suppose we have a random variable( ) ! and an invertible reparametrization
function " = g((; ! ), then Q" (" ) = ! (()|+ $g((; ! )|" 1 and

E! # Q! [f (" )] = E$# " ($) [f (g(((; ! )))] (1.31)

The expectation is now with respect to( and is independent of the parameters of
the variational distribution ! . This allows to compute stochastic gradients via

+ " E! # Q! [f (" )] = E$# " ($) [+ " f (g(((; ! )))] (1.32)

Applying the reparametrization trick to the ELBO yields

+ " ELBO (! ) = E$# " [+ " logP(y1:N | g((; ! ), x 1:N )] ( E$# " + "

*
log

Q(g((; ! ))
P(g((; ! ))

+

(1.33)

Thanks to the reparametrization trick, we can compute unbiased ELBO gradient
estimates which are then used by a gradient based optimization procedure to update
the variational parameters! . When the optimization algorithm is stochastic gradient
descent (SGD), this method is called Stochastic Variational Inference [40]. Pseudo
code is provided in Algorithm 2.

Algorithm 2 Bayesian neural network with variational inference
Require: Q" a variational posterior distribution.
Require: K the number of samples to compute the ELBO.

1: Initialize " 0 ) Q" .
2: for n = 0 . . . N do
3: for k = 1 . . . K do
4: Sample(k ) %(()
5: Reparameterize" k = g((k; ! )
6: end for
7: f (! ) = 1

K

" K
i =1 [logP(y1:N | " k , x 1:N ] ( logQ(" k) ( logP(" k)]

8: Compute + " f (! )
9: Update ! using + " f (! )

10: end for

Computing the predictive distribution is done by using the variational distribution
in place of the posterior as

P(y ! | x ! , y1:N , x 1:N ) &
1
K

K!

i =1

P(y ! | " (i ) , x ! ) " (i ) ) Q" (1.34)

The choice of the variational family is critical for the quality of the approximation.
In Bayesian deep learning, it is common to use a fully factorize Gaussian distribution
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Q(" ) =
'

i N (" i ; µi , " 2
i ) [5, 34] as variational posterior. This is referred to as mean-

Þeld variational inference. This distribution assumes that all weights are independent
of each other and learns a mean and standard deviation for each one. It has the
advantage of only having twice the memory requirement of standard neural networks
but comes at the cost of ignoring correlation among weights. Many other posterior
distributions can be used as long as they are reparameterizable. Depending on the
chosen variational posterior and prior, the KL Divergence may have a closed form.

Advantages & Disadvantages

Variational inference is an e! ective method to approximate the posterior using
a variational distribution. Thanks to the reparameterization trick, VI is easily
adaptable to the stochastic updates used to train neural networks and thus scales
to very large datasets. Compared to MCMC methods, VI is much faster and
does not require storing the posterior samples in memory. Finally, fully-factorize
approximate posterior distributions allow to perform inference at minor memory
and computational cost.

However, the stochastic gradients of the ELBO can have high variance making
convergence slow [52]. Furthermore, complex and expressive variational distributions
are often intractable for modern neural networks. Less expensive distributions make
crude independence assumptions which are most likely incorrect [25]. Also, not
all distributions are reparametrizable restricting the application of VI to neural
networks.

Related work

One of the main issues with using VI for neural networks is the variance of the
stochastic estimator which slows convergence. Methods have been proposed to
mitigate this issue and improve training stability [52, 97]. An e! ective and simple
approach by Kingma et al.[52] is to take advantage of the factorized Gaussian
posterior structure to characterize the resulting distribution on the activations.

Furthermore, a lot of work has been devoted to design variational posteriors. Some
research tries to make the posterior distribution more expressive while remaining
tractable for deep learning. For instance, Dusenberry et al.[18], Mishkin et al.
[74] propose to use rank-1 covariance posteriors and Tomczak et al.[92] low-rank
plus diagonal covariance posterior. Louizos and Welling[62] use a matrix variate
Gaussian posterior distribution where model the covariance among the input and
output dimensions of each layer. Orthogonal work propose using normalizing ßows
to enhance the expressiveness of the posterior [63]. Conversely, other methods focus
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on Þnding a less expensive posterior distributions which remain expressive. For
instance, Swiatkowski et al.[90] investigate using a low-rank structures within the
already diagonal covariance of a Gaussian fully-factorized variational distribution.

Another limiting factor of VI for neural networks is the restriction that the
variational posterior must be reparameterizable. To mitigate this issue Figurnov
et al. [20] propose a new approach to compute reparameterization gradients based
on implicit di ! erentiation. This allows to extend VI to the Student, Gamma,
Dirichlet, and von Mises distributions, which cannot be used with the standard
reparameterization trick. In the case of non-factorized distributions, this comes at
much higher computational cost.

Some work has also been conducted to show the limits of commonly used variational
posteriors. For instance, Foong et al.[21, 22] show that mean-Þeld variational
inference limits the expressiveness of the predictive uncertainty estimate between
separated regions of observations, leading to overconÞdent predictions when testing
on out-of-distribution data.

Finally, research has put into light the relationship between variational inference
and commonly used optimization algorithms and regularization methods. For
instance, Zhang et al.[102]show that natural gradient ascent with adaptive weight
noise implicitly Þts a variational posterior to maximize the ELBO. Likewise Khan
et al. [48] propose a method to implement Gaussian mean-Þeld VI using the Adam
optimizer [50] and noise perturbed weights during gradient evaluations. In the same
line of research, Gal and Ghahramani[28] show that neural networks with dropout
applied before every weight layer can be cast into approximate variational inference.
Gal et al. [30] extends this idea by providing a way to learn the dropout rates using
VI.

1.3.4.3 Laplace

Principle

The idea of the Laplace method [64] is to use a Gaussian approximation to the
posterior distribution obtained by a second-order Taylor expansion around the
log posterior mode. More formally, givenf (" ) = logP(" | x 1:N , y1:N ) and ö" the
posteriorÕs mode, we obtain

f (" ) & f (ö" ) + + %f (ö" )T (" ( ö" ) +
1
2

(" ( ö" )T + 2
!! f (ö" )(" ( ö" ) (1.35)

As ö" is the posteriorÕs mode, then+ %f (ö" ) = 0 and the expression is rewritten as

f (" ) & f (ö" ) (
1
2

(" ( ö" )T ((+ 2
!! f (ö" ))( " ( ö" ) (1.36)

21



1 Introduction

Therefore, the approximate posterior considered by the Laplace method is Gaussian
with parameters Q(" ) = N (" ; ö" , &" 1) where ö" = argmax! P(" | x 1:N , y1:N ) and
& = + 2

!! logP(ö" | x 1:N , y1:N ).

Applications to Bayesian deep learning

Following the terminology in Immer et al. [43], we introduce featuresf (x , " )
parameterized by a neural network and use a likelihood functionP(y1:N | " , x 1:N )
to map the features to the outputsy1:N using an inverse link functiong" 1, such as
the softmax. Using BayesÕ theorem, the log posterior is

logP(" | x 1:N , y1:N ) =
N!

i =1

logP(yi | f (x i , " )) + logP(" ) ( logP(y1:N | x 1:N )

(1.37)
To obtain the posterior covariance matrix, we compute the log Hessian posterior

+ 2
!! logP(" | x 1:N , y1:N ) =

N!

i =1

+ 2
!! logP(yi | f (x i , " )) + + 2

!! logP(" ) (1.38)

The Jacobian and Hessian of the log likelihood are

+ ! logP(y | f (x , " )) = + ! f (x , " )+ f logP(y | f ) (1.39)

+ 2
!! logP(y | f (x , " )) = + 2

!! f (x , " )+ f logP(y | f )

( + ! f (x , " )T ((+ 2
f f logP(y | f ))+ ! f (x , " ) (1.40)

However, in practice because of itÕs very large size, it is infeasible to compute the
Hessian+ 2

!! f (x , " ) ! RC! P ! P for modern neural networks. A common approach is
therefore to use the generalized Gauss-Newton (GGN) approximation, which drops
this term [67, 85] and approximates

+ 2
!! logP(y | f (x i , " )) & (+ ! f (x , " )T ((+ 2

f f logP(y | f ))+ ! f (x , " ) (1.41)

Conveniently, the GGN approximation to the Hessian is also guaranteed to be
positive semi-deÞnite.

The GGN approximation can further be approximated to a diagonal [55] and
Kronecker-factored (kfac) [84] approximations. Kfac approximations are block-
diagonal to enable e# cient storage and computation of inverses and decompositions
while maintaining expressivity compared to a diagonal approximation.
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To summarize, we Þrst obtain a Maximum a Posteriori (MAP) estimate of the
weights by solving

" MAP = argmin !

N!

i =1

logP(yi | f (x i , " )) + logP(" ) (1.42)

We then compute the precision matrix using the GGN approximation and the
covariance matrix by inverting the precision. The predictive distribution is then
obtained by

P(y ! | x ! , x 1:N , y1:N ) &
1

M

M!

i =1

P(y ! | " (i ) , x ! ) " (i ) ) Q (1.43)

Advantages & Disadvantages

The Laplace method is very simple method to approximate the posterior.

However, the full GGN Laplace approximation is intractable for many neural
networks. Thankfully, di! erent additional approximation exist allowing to scale to
larger models at the cost of more assumptions. Furthermore, because the Laplace
approximation Þrst greedily seeks the mode, and then matches the curvature, it can
lead to poor approximations, especially with skewed or heavy tailed distributions.
Also, after inference, one must save the MAP estimate of the parameters and the
posterior covariance matrix in memory. Depending on the chosen approximation
and the model size, this may be very large.

Related work

As presented in 1.3.4.3, applying the Laplace method to neural networks requires
to use the GGN approximation, replacing a second order derivative with a product
of Þrst order derivatives. Immer et al.[43] argue that the GGN approximation
should be understood as a local linearization of the underlying BNN which turns
it into a generalized linear model (GLM). Using a modiÞed predictive distribution,
the authors show that it e! ectively resolves common under-Þtting problems of the
Laplace approximation.

Further research [21], Þnds that the linearised Laplace approximation can handle
Ôin-betweenÕ uncertainty, separated regions of observations, much better for small
network architectures than mean-Þeld variational inference.

Furthermore, to scale the Laplace method to larger networks, Daxberger et al.[13],
Kristiadi et al. [55] show that using the full GGN linearlized Laplace approximation
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to a subset of parameters keeping other weights as point estimates, results in good
uncertainty estimates. While Kristiadi et al. [55] uses the last layer, Daxberger et al.
[13] propose a sub-network selection strategy that aims to maximally preserve the
modelÕs predictive uncertainty.

1.3.4.4 Ensembling

Principle

In machine learning, ensembling combines multiple models to obtain better predic-
tive performance than with a single model. There are many ways to join the models
and use the data to obtain more diversity. There are two main classes of ensembles:
randomization-based approaches such as bagging [60], where the ensemble members
can be trained in parallel without any interactions, and boosting-based approaches
where the ensemble members are Þtted sequentially [27].

This idea also applies to deep learning in what is called Deep Ensembling [23].
Indeed, it has been observed that aggregating the predictions of a large set of
independent neural networks can lead to much better predictions than of one model
[23, 26, 57]. Furthermore, it has been shown that ensembling improves calibration
[57].

In deep learning, ensembling can be seen as a performing approximate Bayesian
inference. Indeed, training multiple models parameterized by a particular likelihood
function using a Maximum a Posteriori objective, can be seen as sampling from the
posterior distribution. The predictions are then averaged to compute the predictive
distribution as done in other VI, Laplace and MCMC methods.

Advantages & Disadvantages

Deep ensembling performs well on many tasks, provides good predictive uncertainty
estimates and is better calibrated than single neural networks. However, these
advantages come at a very high computation and memory cost. Indeed, ensembles
require training multiple neural networks and storing their parameters.

Related work

The Þrst work to use Deep Ensembles for predictive uncertainty estimation and
to compare their performance with approximate Bayesian methods, was conducted
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1.3 Bayesian Deep learning

by Lakshminarayanan et al.[57]. The authors Þnd that random initialization of
the neural network parameters, along with random shu' ing of the data points, is
su# cient to obtain good accuracy and high quality predictive uncertainty estimates.
Furthermore, they observe that bagging deteriorates performance. Their method
can be combined with adversarial training.

Some work has then been devoted to study the relationship between ensembling
and Bayesian inference to propose modiÞcations which cast ensembling as Bayesian
inference [82, 83]. In Pearce et al.[83], the authors show that regularizing neural
networks about their initialization values instead of about zero su# ces to consider
ensembling as inference.

1.3.4.5 Bayesian attention

Bayesian attention treats self-attention weights as random variables and aims to
characterize their distribution using Bayesian inference.

To this purpose, some research has proposed using Variational Inference. For
instance, Bahuleyan et al.[4] use the normal distribution to generate the attention
weights, which are possibly negative and do not sum to one. Further work, Fan
et al. [19] propose to parameterize the self-attention using Weibull and log-Normal
distributions which are then normalized to satisfy the simplex constraint. A natural
choice to parameterize the attention weights is the Dirichlet distribution which models
distributions on probabilities. However, as this distribution is not reparameterizable,
Deng et al. [15] propose to use a REINFORCE gradient estimator [89] to train the
model.

Another approach is to use sampling as done in An et al.[2]. The authors propose
an algorithm to explicitly encourage diversity in multi-head attention using particle-
optimization sampling techniques such as Stein Variational Gradient Descent [61]
and Stochastic Particle-Optimization Sampling [103].

1.3.4.6 Bayesian transformer

Previous attempts to make the transformer Bayesian have used VI to perform
inference on a subset of layers [93, 100]. More speciÞcally, Tran et al.[93] applies VI
to an existent transformer. While the authors claim to have reached state-of-the-art
perplexities in NLP experiments, no description of the experiments nor results
are given. Likewise, Xue et al.[100]propose using VI on a subset of transformer
layers (feed-forward, MHA, embedding...) and not on the full model. However,
their approach is not fully Bayesian as they use Gaussian priors having a mean
parameter equal to the maximum likelihood estimate of the weights obtained by
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SGD. An alternative approach is to parameterize the attention weights [19]. The
authors parameterize the attention logits of a transformer by a Gaussian distribution
and Þnetunes the deterministic self-attention of language models pretrained on
large corpora. They however only consider Þnetuning and not full training using
variational attention.

Other work focuses on sampling as done in Martin et al.[68] where attention keys,
queries, values and weights are modeled as unobserved stochastic states which are
sampled using sequential Monte Carlo methods.
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In this chapter, we Þrst provide more details on the inference methods that we
consider for the transformer and give implementation details. We then introduce
the empirical weight distribution study. Finally, the datasets and the experiments
that we conduct are presented.

2.1 Mean-Field Variational Inference

Mean-Þeld Variational Inference (MFVI) considers a fully factorized distribution
where each component is independent of the others. More formally, the variational
family has the following form

P(" ) =
P,

i =0

P() i ) (2.1)

We use multiple di! erent MFVI families which are presented in the following section.

2.1.1 Variational posteriors

2.1.1.1 Gaussian

Variational distribution speciÞcation As commonly done in Bayesian deep learn-
ing [5, 100], we consider a fully-factorized Gaussian distribution. More formally, the
variational posterior is deÞned as

P(" ) =
P,

i =0

N () i | µi , " 2
i ) (2.2)

Intuitively, we model each parameter as being independent of the others and learn
both mean and variance. As we learn both locµi and scale" i of each weight,
Gaussian MFVI doubles the number of parameters in a model.
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Reparameterization function Introduced by Kingma et al. [52], the local reparam-
eterization trick proposes to directly sample activations rather than parameters when
performing VI in neural networks. More formally, given a weight matrixW ! Rn! m

parameterized by a fully factorized GaussianQ&(Wi,j ) = N (µi,j , " 2
i,j ), the activation

of linear layer B = AW will have distribution Q&(Bi,j | A ) = N ($i,j , *i,j ) where
$i,j =

" n
k=1 ai,k µk,j and *i,j =

" n
k=1 a2

i,k " 2
k,j . Samples from the activations can thus

be obtained byBi,j = $i,j +
$

*i,j ( i,j where(i,j ) N (0, 1). This method reduces the
variance of the stochastic gradient estimator and improves convergence speed. We
employ this method to reduce the variance of Variational Inference.

Distribution parameterization The mean of the variational distribution is param-
eterized by a standard weight matrix initialized like any parameter in the neural
network. In our case, we use Glorot Uniform initialization [32]. The scale parameter
however must remain strictly positive. In order to satisfy this constraint, we activate
the scale matrix using a softplus function. Furthermore, we Þnd that initializing
the scale matrix to a very low value greatly improves stability and convergence. In
our case, we initialize the scale matrix by sampling from a Normal distribution with
mean( 7 (softplus value 0.0009) and standard deviation 10" 2.

KL divergence The KL divergence between the variational posteriorQ&() ) =
N ((µ1, . . . µP ), diag[" 2

1, . . . " 2
P ]) and prior P() ) = N (0, s2I ) has a closed form solution

given as

KL (Q&, P) =
1
2

P!

i =1

[(" 2
i + µ2)/s 2 + ln( s2) ( ln(" 2

i ) ( 1] (2.3)

When using a non-Gaussian prior, we compute the KL divergence by Monte Carlo as

KL (Q&, P) &
1

M

M!

i =1

ln(Q&() (i ) )) ( ln(P() (i ) )) ) (i ) ) Q&() ) (2.4)

2.1.1.2 Cauchy

Variational distribution speciÞcation We further consider a fully factorized Cauchy
variational posterior deÞned as

P(" ) =
P,

i =0

Cauchy() i | xi , $2
i ) (2.5)

As we learn both locationxi and scale$i of each weight, Cauchy MFVI doubles the
number of parameters in a model.
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2.1 Mean-Field Variational Inference

Reparameterization function Using the properties of the Cauchy distribution, we
employ the local reparameterization trick by directly sampling from the activations
B = AW with weight matrix W ! R n! m . More speciÞcally, as

¥ W1 ) Cauchy(x1, $1) & W2 ) Cauchy(x2, $2)
=- W1 + W2 ) Cauchy(x1 + x2, $1 + $2)

¥ W ) Cauchy(x0, $0) =- kW + l ) Cauchy(kx0 + l, $0|k|)

then if Q&(Wi,j ) = Cauchy(xi,j , $i,j ), we haveQ&(Bi,j | A ) = Cauchy(x, $) where
x =

" n
k=1 ai,k xk,j and $ =

" n
k=1 |ai,k |$k,j .

We use the quantile functionQ(p; x0, $) = x0 + $ tan[! (p ( 0.5)] with p )
Uniform (0, 1) as reparameterization function.

Distribution parameterization The location and scale parameters of the Cauchy
variational distribution are parameterized just like the mean and scale of the Gaussian
posterior as done in Section 2.1.1.1.

KL divergence We compute the KL divergence between the variational posterior
Q& and prior P by Monte Carlo as done in Section 2.1.1.1.

2.1.1.3 Laplace

Variational distribution speciÞcation We further consider a fully factorized Laplace
variational posterior deÞned as

P(" ) =
P,

i =0

Laplace() i | µi , bi ) (2.6)

As we learn both locationµi and scalebi of each weight, Laplace MFVI doubles the
number of parameters in a model.

Reparameterization function As a reparameterization function, we use the Quan-
tile function Q(p; µ, b) = µ( b sign(p( 0.5) ln(1( 2|p( 0.5|) with p ) Uniform (0, 1).

Distribution parameterization The location and scale parameters of the Laplace
variational distribution are parameterized just like the mean and scale of the Gaussian
posterior in Section 2.1.1.1.
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KL divergence We compute the KL divergence between the variational posterior
Q& and prior P by Monte Carlo as done in Section 2.1.1.1.

2.1.1.4 Logistic

Variational distribution speciÞcation We also consider a fully factorized Logistic
variational posterior deÞned as

P(" ) =
P,

i =0

Logistic () i | µi , si ) (2.7)

As we learn both locationµi and scalesi of each weight, Logistic MFVI doubles the
number of parameters in a model.

Reparameterization function As a reparameterization function, we use the Quan-
tile function Q(p; µ, s) = µ + s ln

.
p

1" p

/
with p ) Uniform (0, 1).

Distribution parameterization The location and scale parameters of the Logistic
variational distribution are parameterized just like the mean and scale of the Gaussian
posterior in Section 2.1.1.1.

KL divergence We compute the KL divergence between the variational posterior
Q& and prior P by Monte Carlo as done in Section 2.1.1.1.

2.1.1.5 StudentÕs T

Variational distribution speciÞcation We also consider a fully factorized UnStan-
dardized StudentÕs T variational posterior deÞned as

P(" ) =
P,

i =0

UnStdT() i | #i , µi , " i ) (2.8)

As we learn locationµi , scale" i and degree of freedom#i of each weight, Student
MFVI triples the number of parameters in a model.

Reparameterization function The Unstandardized StudentÕs T distribution is
reparameterizable in its location and scale, usingf (s; µ, " ) = µ + " s where s )
Student(#), but not in its degree of freedom parameter. Therefore to obtain gradients
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2.1 Mean-Field Variational Inference

of the VI objective with respect to#, we use the implicit reparameterization gradients
from Figurnov et al. [20]. This methods allows to obtain gradients of random variables
z ) q& with a CDF F (z | +) strictly monotonic and continuously di! erentiable w.r.t
z and + using

+ &z = (
+ &F (z | +)

q&(z)
(2.9)

Applied to our variational posterior, one can obtain samples from a T distri-
bution from samples of a Gamma asz = "( ) T(#) where ( ) N (0, 1) and
" ) Gamma(#/ 2, #/ 2). We can therefore compute the gradient+ ! z of a Student
random variable with respect to its parameter# using

+ ! z = (
+ ! F (z | #)

q! (z)
. ( (2.10)

whereF (z | #) is the CDF of the Gamma(#/ 2, #/ 2) distribution, q! (z) its density
function and ( ) N (0, 1).

Distribution parameterization The location and scale parameters of the Student
variational distribution are parameterized just like the mean and scale of the Gaussian
posterior in Section 2.1.1.1. The degrees of freedom parameter must also remain
strictly positive and hence is activated with a softplus function. To ensure that
the resulting distribution is not too thickly tailed we further add 2 to the degree of
freedom parameter.

KL divergence We compute the KL divergence between the variational posterior
Q& and prior P by Monte Carlo as done in Section 2.1.1.1.

2.1.2 Priors

We consider the following types of priors for our experiments with VI.

Gaussian As often done with variational inference for neural network [5, 34, 100],
we use isotropic zero-centered Gaussian distributionsP() ) =

' P
i =1 N () i ; 0, " ) as

prior. This prior expresses that we expect the weight distribution to have light tails.

Thicker tailed priors We further consider prior distributions which have thicker
tails than the Gaussian. We especially investigate, zero-centered isotropic Cauchy,
Laplace, Logistic and Student-T priors.

Full prior speciÞcations for all datasets is given in Appendix A.1.1.
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2.1.3 Implementation details

We use the Adam optimizer [50] with the triangular learning rate from [94]. Unlike
Blundell et al. [5], we do not re-weight the KL divergence term of the ELBO.

2.2 Concrete dropout

2.2.1 Method details

Previous work by Gal and Ghahramani[28] show that neural network with dropout
applied before every weight layer can be cast into approximate variational inference
with the approximate posterior Q&() ) =

'
l M l ádiag[Bernouilli (1 ( pl )K l ] where

{ Ml , pl } L
l=1 is a set of mean weight matrices and dropout probabilities.

Concrete Dropout [30] extends this idea by providing a way to learn the dropout
rates using the Concrete distribution, a continuous relaxation of the Bernoulli.
Instead of sampling the random variable from the discrete Bernoulli distribution
(generating zeros and ones), this method proposes to drawn from the Concrete
distribution with temperature t, resulting in values in the interval [0, 1]. This
distribution concentrates strongly on the boundaries of the interval 0 and 1. The
reparameterization function of the relaxation÷z of the Bernoulli random variablez is

÷z = sigmoid
%

1
t

á(log p ( log(1( p) + log u ( log(1( u)
&

(2.11)

with u ) Unif (0, 1). As this reparameterization function is di! erentiable with
respect to p, the Concrete relaxation allows to apply variational inference to this
posterior family.

Furthermore, the methods uses the discrete quantized Gaussian priorP(W) which
yields the analytical formulation

KL (Q&, P) =
L!

l=1

KL (QM l () l ), P() l )) (2.12)

KL (QM , P) *
l2(1 ( p)

2
, M , 2 ( K H(p) (2.13)

whereH(p) = ( p log p( (1 ( p) log(1 ( p) is the entropy of the Bernouilli random
variable.

Concrete dropout has the major advantage to cause an only very light parameter
overhead. Indeed, it only addsnumber of dropout layer parameters to a model
and is therefore very scalable.
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2.2.2 Implementation details

We follow the implementation provided by Gal et al.[30]using a Concrete distribution
with temperature 0.1. Furthermore, we initialize the dropout probabilities to be
sampled uniformly at random in the interval [0.1, 0.5] as suggested in Gal et al.[30].
For training, we use the Adam optimizer [50] with the triangular learning rate from
Vaswani et al. [94].

2.3 Linearized Laplace

In this section, we provide more details on the Linearized Laplace method introduced
in Section 1.3.4.3.

2.3.1 Method details

Introduced by Immer et al. [43], the Linearized Laplace method interprets the GGN
approximation, commonly used to make the Laplace tractable for neural networks,
as a local linearization of the features in the likelihood. More formally, we set the
hessian of the model with respect to its parameters+ 2

%%logP(y | f (x , " )) to zero for
all x , which is true for linear networks.

Based on this observation, the authors propose to use a local linearization of the
network function f (x , " ) as

f ! "

lin (x , " ) = f (x , " %) + + ! f (x , " %)(" ( " %) (2.14)

The predictive distribution becomes then

P(y ! | x ! , y1:N , x 1:N ) = E ! # Q [P(y ! | f ! "

lin (x , " )] (2.15)

We only consider Gaussian priors as commonly done [13, 21, 22, 43, 55].

2.3.2 Sub-network Linearized Laplace

For modern neural network computing the full GGN approximation is prohibitively
expensive. In order to apply this method to transformers, we propose two strategies:

1. Use the diagonal terms of the GGN approximation. This reduces the memory
requirements toO(P) but at the cost of losing information about weights
covariance.
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2. Apply the full GGN approximation to individual layers of the transformer. This
reduces the memory footstep toO(P2

l ) where Pl is the number of parameters
within the considered layer.

2.3.3 Implementation details

We follow the implementation provided by Immer et al.[43]. For training, we use
the Adam optimizer [50] with the triangular learning rate from Vaswani et al. [94].

2.4 Variational attention

In this section, we present Variational attention methods in greater details.

2.4.1 Gaussian attention logits

2.4.1.1 Method

In this method we parameterize the attentionlogits by a fully-factorized Gaussian
distribution, where the mean is the true scaled dot product logitsA = QK T /

'
dk

and the scales are learned by variational inference. More formally, the variational
posterior distribution is Q(A ) =

'
i,j Q(Ai,j ) where Q(Ai,j ) = N (qi kT

j /
'

dk, " 2
i,j ).

We propose two conÞgurations:

¥ Gaussian attention logits: The posterior scales are learned parameters as
one would in VI. This conÞguration can only model input independent (i.e.
homoscedastic) uncertainty in the attention logits.

¥ Gaussian attention Data Dependent (DD) logits: The posterior scales for
attention logits Ai,j are a function of the ith masked attention logits row.
We choose this function to be a single hidden layer neural network with
ReLU activation. The variational variances of the Gaussian distribution are
thus amortized in order to support input-dependent (i.e.,heteroscedastic)
uncertainties.

Furthermore, we place a contextual Gaussian prior centered at the true scaled dot
product logits A and with Þxed variance" 2

p.
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2.4 Variational attention

Sampling During the forward pass, we sample attention logits from the Gaussian
posterior, mask them if required, and normalize using a softmax function yielding
attention weights. The attention weights are then processed as usual in transformers.

Reparameterization As the variational posterior is a fully factorized Gaussian
distribution, it is reparametrizable usingf (z; A , ( ) = A + ( 1/ 2z whereA is the
attention logits matrix, ( the matrix such that ( i,j = " 2

i,j and z ) N (0, sI ).

KL divergence As both the prior and variational posterior are Gaussians, the KL
divergence has a closed form as given in Section 2.1.1.1.

2.4.1.2 Implementation details

The scale parameter of the variational distribution must remain strictly positive.
In order to satisfy this constraint, we activate the scale matrix using a softplus
function. Furthermore, we found that initializing the scales to a very low value
greatly improved convergence. In our case, we initialize the scale matrix by sampling
from a Normal distribution with mean ( 7 and standard deviation 10" 2.

Furthermore, we use the Adam optimizer [50] with the triangular learning rate
from Vaswani et al. [94]. Unlike Blundell et al. [5], we do not re-weight the KL
divergence term of the ELBO.

2.4.2 Approximate Dirichlet attention

2.4.2.1 Method

In this method, we parameterize the attentionweights by a Dirichlet distribution
with parameters # = ( %1, . . . %k) with k the maximum sequence length. The
Dirichlet parameters decompose as%= am with a the sharpness parameter and
m = ( m1, . . . mk) the mean of the distribution. The sharpness parametera measures
how di! erent we expect typical samples from the distribution to be from the mean
m . We learn a each self-attention distribution.

We propose two conÞgurations:

¥ Approximate Dirichlet attention : The posterior sharpness parametera is
learned as a parameter.
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¥ Approximate Dirichlet attention (DD) : The posterior sharpness parameterai is
a function of the ith masked attention matrix row. We choose this function to be
a single hidden layer neural network with ReLU activation as in Section 2.4.1.

Furthermore, we place a Dirichlet prior on each self-attention distributions as
done in Joo et al. [45].

Sampling If K independent random variables follow the Gamma distributionX k )
Gamma(%k, &) or X ) MultiGamma (%, &1K ), then we haveY = X /

" K
k=1 X i )

Dirichlet (%). Therefore, we sampleX k ) Gamma(%k, &) for k = 1, . . . , K and
obtain Y ) Dirichlet (%) by computing Yk = X k/

"
i X i .

Reparametrization In order to reparamterize the Gamma distribution, we use
the asymptotic approximation of the Gamma quantile funcitonF " 1(u; %, &) &
&" 1(u%" (%))1/ " used in Joo et al.[45]. As noted by Nalisnick and Smyth[77], this
approximation becomes poor as%increases and shouldnÕt be used for%> 1.

KL divergence The KL divergence between two MultiGamma distributionsP =
MultiGamma (%, &1K ) and Q = MultiGamma (ö%, &1K ) is:

KL (Q||P) =
!

log" (%k) (
!

log" (ö%k) +
!

(ö%k ( %k)%(ö%k) (2.16)

with % the digamma function.

2.4.3 Implementation details

The sharpness parametera of the variational distribution must remain strictly
positive. In order to satisfy this constraint, we activatea using a softplus function.
Furthermore, we found that initializing the sharpness parameters to a very low value
greatly improved convergence. In our case, we initialize them by sampling from a
Normal distribution with mean ( 7 and standard deviation 10" 2.

Furthermore, we use the Adam optimizer [50] with the triangular learning rate
from Vaswani et al. [94]. Unlike Blundell et al. [5], we do not re-weight the KL
divergence term of the ELBO.
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2.4 Variational attention

2.4.4 Dirichlet attention

2.4.4.1 Method

In this method, we parameterize the attentionweights by a Dirichlet distribution
just like in Section 2.4.2. However, in this method we use the implicit gradient
reparameterization from Figurnov et al.[20] to obtain gradients of samples from a
Gamma rather than an approximate reparameterization function.

Sampling Samples from the DirichletY ) Dirichlet (%) are obtained just like in
Section 2.4.2 by sampling fromK independentGamma(%k, &) distributions and
normalizing the samples asX /

" K
k=1 X i .

Reparametrization To obtain gradients of a Gamma random variable with respect
to %, we use the implicit gradient reparametrization as

+ " z = (
+ " F (z|%)

q" (z)
(2.17)

whereq" (z) is the Gamma density function andF (z|%) its CDF.

KL divergence We use the same analytical formulation of the KL divergence
between two multi-Gamma distributions than in Section 2.4.2

2.4.5 Implementation details

As the sharpness parametera of the variational distribution must remain strictly
positive, we activate it using a softplus function. Furthermore, we Þnd that initializing
a to a very low value greatly improved convergence. In our case, we initialize by
sampling from a Normal distribution with mean( 7 and standard deviation 10" 2.

Furthermore, we use the Adam optimizer with the triangular learning rate from
Vaswani et al. [94]. The KL divergence term of the ELBO is not re-weighted.
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2.5 Weight distribution analysis

In this section, we present the empirical weight distribution analysis.

2.5.1 Method

Following the work by Fortuin et al. [24], we study the empirical weight distribution
of transformers trained with Stochastic Gradient Descent. We collect weights from
900 training runs using a likelihood maximization objective. Each run has a unique
weight initialization and data ordering. By studying the distribution of model
weights, we hope to choose more informative prior distributions which could improve
the performance of the model. In our analysis we especially study the marginal
distribution of the weights and the correlation between them. We Þrst present the
properties of the marginal distributions that we examine.

2.5.2 Marginal weight distribution

Tailedness We quantify the thickness of the tails by Þtting the degrees of freedom
parameter# from a StudentÕs T-distribution. Indeed, small values of# indicate a
heavy tailed distribution while large values show light tailed behavior. For# # % ,
the T-distribution becomes a Gaussian. We analyze the level of tailedness of each
layer and study its variation in the model.

The level of tailedness is also assessed by visual inspection of Q-Q plots of the
empirical distribution with Þtted Gaussian and Laplace distributions.

Modality We visually study the modalities of the distribution by plotting his-
tograms of the weight samples. We further use Gaussian Kernel density estimates
to get a smoother estimation of the distribution shape.

Best Þtting distribution In order to more precisely quantify the characteristics of
the empirical weight distribution, we study the Þt of common probability densities
on these samples. More precisely, we Þt Gaussian, Student, Logistic, Cauchy and
Laplace distributions to the data samples, and retain the distribution which minimize
the sum of square error. This allows to obtain a more precise estimate of the priors
we should choose.

38



2.6 Datasets

2.5.3 Weight correlation

Covariance heatmap We study the structure of the correlation between weights
by plotting heatmaps of the empirical covariance. We compare them to the heatmaps
of empirical covariance of samples drawn from an isotropic Gaussian distribution.
This allows to identify systematic correlations from noise due to the limited number
of samples. It also enables to assess the quality of the Þt to the commonly used
isotropic Gaussian prior.

O! -diagonal covariance values In order to get a better estimate of the correlation,
we study the distribution of o! -diagonal covariance elements by inspecting histograms.
This allows to estimate the magnitude of covariance between layer weights. Again
these Þgures are compared against o! -diagonal covariance element of samples from
an isotropic Gaussian.

2.6 Datasets

We now present the datasets that we consider in our experiments. We provide details
regarding the model conÞguration, evaluation metrics and experiments.

2.6.1 Toy data

2.6.1.1 Description

We Þrst consider a time series regression task, where we predict the probability of a
sequence of tokens given a previous context. To this e! ect, we generate synthetic
data from known generative processes, allowing to easily evaluate how well our model
captures the true distribution. Inspired by Martin et al. [68], we draw samples from
the following models:

¥ Model 1 : X t+1 = %X t + "( t+1 with X 0 ) N (0, 1) and ((t )T
t=1 i.i.d standard

Gaussian random variables. The dataset is sampled with%= 0.8 and " 2 = 0.5.
This model is uni-modal given the past observation.

¥ Model 2 : X t+1 = %Ut+1 X t + &(1( Ut+1 )X t + "( t+1 with X 0 ) N (0, 1), ((t )T
t=1

i.i.d standard Gaussian random variables and (Ut )T
t=1 are i.i.d Bernoulli random

variables with parameterp independent ofX 0 and of variance ((t )T
t=1 . The

dataset is sampled with%= 0.9, & = 0.6%, p = 0.7 and " 2 = 0.3. This model
is multi-modal given the past observation.
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¥ Model 3 : X t+1 =
" N " 1

i =0 %i cos(, i X t + bi ) + "( t+1 with X 0 ) N (0, 1), ((t )T
t=1

i.i.d standard Gaussian random variables,, n = 2' n
N , an = 1

N and bn = 1
n+1 .

The dataset is sampled fromN = 5 and " 2 = 0.5. This model is non-linear
given the previous observationX t

¥ Model 4 : X t+1 =
" K " 1

i =0 %i X t" i + "( t+1 + %0X 0 with { X i } K " 1
i =0 ) N (0, 1),

((t )T
t=1 i.i.d standard Gaussian random variables,%0 = 1/K and an = 0.8/K .

The dataset is sampled fromK = 5 and " 2 = 0.5. This model is linear given a
window of previous observations as well as the Þrst one.

¥ Model 5 : X t+1 =
" K " 1

i =0

" N " 1
j =0 %j cos(, j X t" i ) + "( t+1 with X i

K " 1
i =0 ) N (0, 1),

((t )T
t=1 i.i.d standard Gaussian random variables,, n = 4' n

N and alphaj = 0.5.
This model is non-linear given a window of previous observations.

We use 800 training, 80 validation and 80 testing sequences of length 24.

2.6.1.2 Model conÞguration

For experiments with Toy Data, we use the transformer from Vaswani et al.[94]with
GeLU activation [38], a unique attention block, one attention head and a hidden
size of 64.

Additionally, we parameterize the model with a Gaussian likelihood and we output
mean and standard-deviation values for each time step. Given aX 0:t , our model
produces a distributionN (Yt+1 |µt+1 , " 2

t+1 ).

We train until convergence for 100 epochs. We draw 30 posterior samples to
compute the predictive distribution and KL divergence.

2.6.1.3 Evaluation metrics

We now introduce the metrics that we will consider to evaluate our methods.

Log-likelihood We compute the average log-likelihood per sample of our model on
the test set to measure how well it Þts the data.

Mean Square Variance Error As the underlying generative process is known, we
compute the mean square error of the predictive distribution variance of our model
with the variance of the true modelX t+1 . If the calibration is perfect, this score
should be 0. This metric is computed asEX t [(var(Yt+1 |X t ) ( var(X t+1 |X t ))2].
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2.6 Datasets

Mean Square Errors As the underlying generative process is known, we compute
the expected mean square error (MSE) of samplesYt+1 from our model with the
true model X t+1 given X t . If the calibration is perfect, this score should be 0. This
metric can be computed asEX t [EYt +1 [(Yt+1 ( X t+1 )2|X t ]].

2.6.2 POS tagging

2.6.2.1 Description

Part-of-speech (POS) tagging is the process of marking up a set of words in a text
as corresponding to a particular part of speech (noun, verb, adjective...) based on
their deÞnition and context.

POS tagging may sometimes be ambiguous. For instance it is hard to say if ÓÞreÓ
is an adjective or a noun inthe big green fire truck . Predictive uncertainty
would allow to identify where the model is unconÞdent about its labeling and indicate
the need for post-processing or expert veriÞcation.

We use the English split of the Part of Speech tagging dataset from the Universal
Dependencies v1.2 corpus [79]. This dataset contains 204Õ586 train, 25Õ148 validation
and 25Õ096 test tokens. We use a maximum length of 40 tokens, pad the shorter
sequences and split the sentences which exceed the text length. As a pre-processing
step, we remove punctuation and digits before lemmatizing the text. We also map
each word that occurs less then 5 times to tokens representing their number of
occurrences.

We use a max length of 40 tokens, pad the shorter tokens using aPADtoken
mapping to the X label and split the sentences which exceed the text length.

The class distribution is given in Figure 2.1.

2.6.2.2 Model conÞguration

For experiments with this dataset, we use a transformer from [94] with GeLU
activation, a unique attention block, one attention head and a hidden size of 32.

Additionally, we use a categorical likelihood distribution and we output a vector
of probabilities for each class at each time step. Given a sequence of text of length
T X 1:T , our model produces a sequence of distributionCat(Yt |X 1:T ) for t = 1 . . . T.

We train until convergence for 100 epochs. We draw 10 posterior samples to
compute the predictive distribution and KL divergence.
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2 Methods

Figure 2.1: POS tagging dataset class distribution

2.6.2.3 Evaluation metrics

Log-likelihood We compute the average log-likelihood per sample of our model on
the test set to measure how well it Þts the data.

Accuracy We evaluate our modelÕs per token accuracy, essentially considering each
sequence of tokens as a set of independent tokens.

F1 score The F1-score is the harmonic mean of the precision and recall deÞned as

F 1 = 2
precision . recall
precision + recall

(2.18)

where the precision is the number of true positives divided by the number of all
positive results, and the recall is the number of true positives divided by the number
of all positives. The highest F1 score is 1 if both precision and recall are perfect and
the worst is 0 if either precision or recall is 0. We evaluate our modelÕs per token
F1-score, essentially considering each sequence of tokens as a set of independent
tokens.

ECE We estimate the calibration of our model using the expected calibration error
(ECE). ECE discretizes the probability interval into a Þxed number of bins and
computes the di! erence between the fraction of predictions in the bin that are correct
(accuracy) and the mean of the probabilities in the bin (conÞdence). More formally,
the accuracy estimatesP(Y = y | öp = p), wherey is the class label andöp the output
of the model, and the average conÞdence is p. Thus the ECE computes a weighted
average of this error across bins:

ECE =
M!

m=1

|Bm|
N

|acc(Bm) ( conf (Bm)| (2.19)
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It is to be noted that ECE is biased negatively because of binning and positively
because the of the variance of the accuracy estimator per bin [72].

2.6.2.4 Experiments

We further conduct the following experiments on the POS Tagging dataset.

Ambiguity prediction In order to assess the quality of the uncertainty of our
model, we present it with a hand-crafted corpus of sentences have ambiguous and
non ambiguous part of speech tagging (Table A.8 in appendix). We then evaluate
to what extent the output distribution entropy is predictive of the ambiguity label
using a single splitting condition. This done with a depth-1 tree classiÞer. The
quality of the separation is assessed using the area under the receiver operating
characteristic curve (AUROC) as done in Mukhoti et al. [76].

Highest/lowest predictive entropy sample We output the highest and lowest
predictive entropy samples in the test data in order to manually assess their ambiguity.

2.6.3 MNIST

2.6.3.1 Description

We also evaluate our model with the MNIST hand written digit image dataset [58].
We split the original dataset into 48Õ000 training, 12Õ000 validation and 9Õ984 testing
samples.

2.6.3.2 Model conÞguration

For experiments with this dataset, we use a Vision transformer from [17] with GeLU
activation, two attention block, one attention head, a hidden size of 32 and a patch
size of 4. We train until convergence for 150 epochs. We draw 10 posterior samples
to compute the predictive distribution and KL divergence.

2.6.3.3 Evaluation metrics

We evaluate our model on MNIST with the same metrics as in Section 2.6.2.
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2.6.3.4 Experiments

Out of distribution detection In order to evaluate the quality of the predictive
uncertainty of our model, we evaluate it on out-of-distribution detection. We follow
the experimental setup of Mukhoti et al. [76].

We use MNIST as in-distribution dataset of unambiguous samples, Ambiguous-
MNIST [76] as an in-distribution dataset of ambiguous samples and Fashion-MNIST
[99] as an out-of-distribution dataset. We then evaluate to what extent the model
output distribution entropy is predictive of the dataset using a single splitting
condition. This done with a depth-1 tree classiÞer. The quality of the separation is
assessed using the area under the receiver operating characteristic curve (AUROC).

We expect that a model with well calibrated uncertainty will produce high pre-
dictive entropy for samples from Ambiguous-MNIST and even higher entropy for
samples from Fashion-MNIST, yielding a clear separation with samples from MNIST.

Highest/lowest output entropy samples Like in the method presented Sec-
tion 2.6.2, we visually inspect the highest and lowest predictive uncertainty samples
to assess their degree of ambiguity.
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3 Results

In this chapter, we present the results of our weight-space inference, empirical weight
distribution study and variational attention experiments.

3.1 Weight space inference

3.1.1 Full network inference

In the following section, we present the results of our experiments while performing
full-network inference.

3.1.1.1 Scores

We Þnd that VI systematically under-performs our MLE and Ensemble baselines,
regardless of the metric and the dataset (see Table 3.1). In most cases, changing the
posterior distribution does not signiÞcantly inßuence the performance considering
the large gap between the scores of the VI methods and baselines. Furthermore, no
variational posterior systematically outperforms the others. Laplace shows much
better results than VI on all datasets considering all metrics. However, it generally
does not provide any improvements over our baselines. Further, improvements over
standard Laplace can be obtained by performing Laplace inference on the last layer
of the model, however still underperforming the baselines. Finally, concrete dropout
improves over VI and Laplace inference, even outperforming our baselines in certain
conÞgurations.

3.1.1.2 Experiments

We now present additional experimental results speciÞc to each dataset.
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3 Results

Table 3.1: Weight space inference in the transformer vs baselines
Dataset Metric MLE Ensemble Gaussian VI Laplace VI Logistic VI Cauchy VI Student VI Concrete Dropout Laplace Final Laplace

M1
Log-like. -26.0895± 0.0000 -25.9893± 0.0072 -27.9105± 0.0227 -30.1164± 0.1038 -29.3654± 0.1150 -28.8193± 0.0387 -37.2179± 0.0485 -25.9428 ± 0.0062 -26.0867± 0.0137 -26.0078± 0.0175
Var. MSE 0.0046 ± 0.0000 0.0180± 0.0005 0.1716± 0.0086 0.5965± 0.1306 0.3528± 0.0663 0.2009± 0.0109 7.7333± 0.6599 0.0145± 0.0010 0.0329± 0.0003 0.0292± 0.0072
MSE 1.0039 ± 0.0000 1.0228± 0.0003 1.1186± 0.0024 1.3296± 0.0175 1.2512± 0.0131 1.1708± 0.0016 2.4193± 0.0224 1.0184± 0.0002 1.0389± 0.0003 1.0380± 0.0035

M2
Log-like. -20.1753 ± 0.0000 -20.714± 0.009 -29.979± 0.009 -32.77± 0.06 -32.53± 0.05 -32.75± 0.02 -32.65± 0.07 -20.655± 0.008 -21.241± 0.065 -20.90± 0.01
Var. MSE 0.0659± 0.0000 0.105± 0.001 6.83± 0.12 5.41± 0.22 5.11± 0.17 5.93± 0.03 5.49± 0.24 0.042 ± 0.001 0.142± 0.009 0.080± 0.007
MSE 0.6511± 0.0000 0.6686± 0.0001 1.604± 0.003 1.657± 0.009 1.641± 0.007 1.679± 0.002 1.660± 0.010 0.6360 ± 0.0004 0.678± 0.005 0.674± 0.003

M3
Log-like. -26.2075± 0.0000 -26.011± 0.007 -27.23± 0.01 -28.01± 0.16 -28.08± 0.11 -27.61± 0.02 -27.68± 0.10 -25.767 ± 0.008 -26.282± 0.014 -26.219± 0.003
Var. MSE 0.0137± 0.0000 0.0081± 0.0002 0.082± 0.004 0.24± 0.05 0.226± 0.066 0.225± 0.009 0.161± 0.046 0.0066 ± 0.0000 0.021± 0.002 0.020± 0.003
MSE 0.9963 ± 0.0000 1.0143± 0.0002 1.078± 0.001 1.174± 0.016 1.181± 0.014 1.133± 0.001 1.128± 0.015 1.0175± 0.0001 1.0432± 0.0009 1.043± 0.002

M4
Log-like. -26.9656 ± 0.0000 -27.42± 0.01 -35.29± 0.01 -35.59± 0.29 -35.57± 0.27 -35.29± 0.02 -35.44± 0.03 -28.02± 0.03 -29.20± 0.03 -29.07± 0.02
Var. MSE 1.0282± 0.0000 1.04± 0.01 5.56± 0.12 6.92± 0.94 6.96± 0.86 5.23± 0.07 7.08± 1.05 0.98± 0.01 1.047± 0.009 1.01 ± 0.02
MSE 1.4947± 0.0000 1.410 ± 0.001 2.858± 0.005 2.934± 0.018 2.94± 0.02 2.837± 0.005 2.93± 0.04 1.602± 0.003 1.697± 0.001 1.686± 0.002

M5
Log-like. -26.5670 ± 0.0000 -28.592± 0.009 -35.427± 0.034 -35.86± 0.11 -35.72± 0.08 -37.15± 0.03 -35.43± 0.61 -27.11± 0.04 -32.92± 0.05 -32.469± 0.01
Var. MSE 16.9430 ± 0.0000 23.45± 0.09 110.57± 3.25 125.08± 14.73 121.90± 16.25 130.11± 1.89 82.47± 15.27 21.85± 0.08 47.56± 0.06 47.07± 0.04
MSE 1.1700 ± 0.0000 1.3552± 0.0003 2.95± 0.02 3.10± 0.07 3.03± 0.09 3.45± 0.01 2.82± 0.09 1.192± 0.001 1.9943± 0.0008 1.972± 0.002

POS
Log-like. -3.7066 ± 0.0000 -4.240± 0.006 -17.86± 0.03 -17.69± 0.01 -18.02± 0.04 -17.07± 0.10 -22.91± 0.05 -8.2004± 0.0001 -4.5388± 0.0000 -4.5391± 0.0000
Acc. 0.9706± 0.0000 0.9708 ± 0.0001 0.871± 0.002 0.8694± 0.0003 0.8689± 0.0004 0.878± 0.002 0.824± 0.001 0.9636± 0.0000 0.9585± 0.0000 0.9584± 0.0000
F1 0.9707 ± 0.0000 0.9706± 0.0000 0.8524± 0.0000 0.8531± 0.0000 0.8535± 0.0000 0.8594± 0.0000 0.7980± 0.0000 0.9637± 0.0000 0.9585± 0.0000 0.9585± 0.0000
ECE 0.0302± 0.0000 0.0261 ± 0.0001 0.052± 0.001 0.0477± 0.0007 0.0498± 0.0007 0.0543± 0.0007 0.050± 0.001 0.0314± 0.0000 0.0481± 0.0000 0.0481± 0.0000

MNIST
Log-like. -0.0739± 0.0000 -0.1133± 0.0008 -3.179± 0.038 -3.490± 0.125 -3.385± 0.126 -2.636± 0.016 -3.183± 0.009 -0.0642 ± 0.0000 -0.0879± 0.0000 -0.0903± 0.0000
Acc. 0.9786± 0.0000 0.9825 ± 0.0003 0.101± 0.002 0.099± 0.003 0.099± 0.003 0.1024± 0.0002 0.099± 0.002 0.9807± 0.0000 0.9720± 0.0000 0.9720± 0.0000
F1 0.9786± 0.0000 0.9820 ± 0.0000 0.0923± 0.0000 0.0173± 0.0000 0.0173± 0.0000 0.0961± 0.0000 0.0173± 0.0000 0.9807± 0.0000 0.9719± 0.0000 0.9720± 0.0000
ECE 0.0218± 0.0000 0.0326± 0.0004 0.097± 0.009 0.108± 0.010 0.117± 0.012 0.064± 0.001 0.110± 0.034 0.0200 ± 0.0000 0.0354± 0.0000 0.0377± 0.0000

Toy Data We present samples from the M3 toy data test split (Figure 3.1). We
see that VI methods do not capture the mean of the generative process well, when
Concrete Dropout does.

(a) Cauchy VI - MSE 6.94 (b) Concrete Dropout - MSE 0.70

(c) Laplace-VI - MSE 7.68 (d) Logistic-VI - MSE 9.58

(e) Normal-VI - MSE 4.95 (f) Student-VI - MSE 6.85

Figure 3.1: Test data sample from the M3 toy dataset. MLE MSE : 0.66
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POS Tagging We Þnd that VI and Laplace inference performs better than our
baseline to identify ambiguous from non-ambiguous samples using the model entropy
(see Table 3.2). Especially, we Þnd that Gaussian VI produces meaningful entropies
that allows to distinguish the ambiguity of a sentence, outperforming all other
methods. Finally, albeit performing well in terms of our metrics (Table 3.1) Concrete
Dropout fails to improve ambiguity detection performance over our baselines.

Table 3.2: POS Tagging - sample ambiguity prediction from model entropy
Metric MLE Ensemble Gauss. VI Lapl. VI Logis. VI Cauchy VI T VI Concrete DP Lapl. Final Lapl.
AUROC 0.622 0.621 0.816 0.725 0.737 0.711 0.789 0.591 0.718 0.718
Accuracy 0.667 0.690 0.700 0.767 0.667 0.633 0.733 0.700 0.724 0.724

We also present the highest and lowest entropy samples from the POS test dataset.
We Þnd that high mean predictive entropy sample have highly ambiguous POS
taggings, sometimes even impossible to determine (see Table 3.3). On the contrary,
samples with low entropy samples have much more straightforward POS taggings
(see table 3.4).

Ranking Sample
1st UKN2 UKN2 UKN1 PAD ...
2nd UKN2 UKN1 UKN2 UKN1 PAD ...
3rd UKN1 UKN1 UKN2 UKN1 UKN1 PAD ...
4th UKN1 UKN1 UKN3 PAD ...

Table 3.3: Laplace - Highest entropy samples

Ranking Sample
1st thanks a lot PAD ...
2nd and they deliver PAD ...
3rd I would highly recommend she service PAD ...
4th great service thanks Don PAD ...

Table 3.4: Laplace - Lowest entropy samples

MNIST We Þnd that no methods outperform our baselines at ambiguous in-
distribution and out-of-distribution detection (Table 3.5). Indeed, VI methods
perform very poorly and are no better than random classiÞers. However, Laplace,
Final Laplace and Concrete Dropout perform better but are outperformed by our
baselines.
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Table 3.5: MNIST - ambiguous in-distribution and out-of-distribution detection
Dataset Metric MLE Ensemble Gauss. VI Lapl. VI Logis. VI Cauchy VI T VI Concrete DP Lapl. Final Lapl.

Amb. MNIST AUROC 0.823 0.848 0.504 0.529 0.506 0.500 0.553 0.832 0.797 0.798
Fash. MNIST AUROC 0.898 0.923 0.505 0.519 0.518 0.510 0.527 0.835 0.834 0.829

Here we present samples from the MNIST test set which have high (respectively
low) predictive distribution entropy. By visual inspection, we Þnd that high predictive
entropy samples have an ambiguous labeling while low entropy predictive sample
labels are much easier to identify.

1st 2nd 3rd 4th

(e) Highest entropy

1st 2nd 3rd 4th

(j) Lowest entropy

Figure 3.2: Concrete Dropout : highest/lowest entropy MNIST test samples

3.1.2 Sub-network inference

In the following section, we present the results of our experiments while performing
sub-network inference.

3.1.2.1 Scores

We Þnd that improvements over full weight inference can be obtained by applying
inference to a subset of weights (see Table 3.6). This method yields strictly better
results compared to full network inference. In particular, sub-network VI scores are
much competitive with respect to the baselines and sometimes provides improvements
over them. Interestingly, the performance of VI methods is very stable across di! erent
variational posterior distributions. Furthermore, their is not such a clear cut between
the performance of VI and the Laplace method as their is in full-network inference.
Finally, just like in full network inference, concrete dropout works well, generally
better than VI and Laplace. It sometimes outperforms our baselines.
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Table 3.6: Weight space inference in the transformer attention layer vs baselines
Dataset Metric MLE Ensemble Gaussian VI Laplace VI Logistic VI Cauchy VI Student VI Concrete Dropout Laplace

M1
Log-like. -26.0895± 0.0000 -25.989± 0.007 -26.0034± 0.0006 -26.007± 0.002 -26.006± 0.001 -26.051± 0.004 -25.997± 0.004 -25.878 ± 0.003 -25.974± 0.009
Var. MSE 0.0046 ± 0.0000 0.0180± 0.0005 0.0072± 0.0000 0.0069± 0.0001 0.0069± 0.0001 0.0056± 0.0001 0.0092± 0.0000 0.0143± 0.0001 0.0243± 0.0001
MSE 1.0039± 0.0000 1.0228± 0.0003 0.9929± 0.0000 0.9930± 0.0002 0.9930± 0.0002 0.9969± 0.0001 0.9924 ± 0.0002 1.0180± 0.0001 1.0361± 0.0008

M2
Log-like. -20.1753± 0.0000 -20.714± 0.009 -20.105± 0.002 -20.1056± 0.0005 -20.1054± 0.0008 -20.172± 0.007 -20.103 ± 0.004 -20.598± 0.002 -20.92± 0.04
Var. MSE 0.0659± 0.0000 0.105± 0.001 0.0525± 0.0001 0.0533± 0.0008 0.0534± 0.0008 0.0518± 0.0002 0.0624± 0.0004 0.0315 ± 0.0001 0.062± 0.003
MSE 0.6511± 0.0000 0.6686± 0.0001 0.6482± 0.0000 0.6486± 0.0003 0.6486± 0.0003 0.6462± 0.0002 0.6542± 0.0003 0.6305 ± 0.0001 0.667± 0.002

M3
Log-like. -26.2075± 0.0000 -26.011± 0.007 -26.173± 0.001 -26.1723± 0.0002 -26.1724± 0.0001 -26.180± 0.006 -26.1844± 0.0007 -25.735 ± 0.007 -26.243± 0.003
Var. MSE 0.0137± 0.0000 0.0081± 0.0002 0.0083± 0.0000 0.0081± 0.0003 0.0082± 0.0003 0.0067± 0.0000 0.0081± 0.0001 0.0057 ± 0.0000 0.022± 0.001
MSE 0.9963 ± 0.0000 1.0143± 0.0002 1.0006± 0.0000 1.0006± 0.0007 1.0006± 0.0006 1.0026± 0.0001 1.0017± 0.0003 1.0163± 0.0000 1.0449± 0.0009

M4
Log-like. -26.9656 ± 0.0000 -27.42± 0.01 -30.457± 0.001 -30.459± 0.001 -30.459± 0.001 -30.480± 0.002 -30.397± 0.004 -27.97± 0.01 -29.15± 0.013
Var. MSE 1.0282± 0.0000 1.04± 0.01 1.6715± 0.0009 1.67± 0.01 1.675± 0.009 1.689± 0.002 1.904± 0.018 1.214± 0.007 1.023 ± 0.006
MSE 1.4947± 0.0000 1.410 ± 0.001 2.0382± 0.0001 2.0394± 0.0007 2.0394± 0.0007 2.0428± 0.0002 2.046± 0.003 1.617± 0.001 1.692± 0.004

M5
Log-like. -26.5670 ± 0.0000 -28.592± 0.009 -30.504± 0.004 -30.525± 0.006 -30.526± 0.007 -30.705± 0.008 -30.609± 0.006 -26.95± 0.01 -32.73± 0.03
Var. MSE 16.9430 ± 0.0000 23.45± 0.09 61.21± 0.11 61.48± 0.59 61.47± 0.59 61.32± 0.19 58.33± 0.27 20.97± 0.03 47.49± 0.05
MSE 1.1700 ± 0.0000 1.3552± 0.0003 1.8599± 0.0005 1.864± 0.005 1.864± 0.005 1.899± 0.001 1.8695± 0.0005 1.1720± 0.0008 1.985± 0.001

POS
Log-like. -3.7066 ± 0.0000 -4.2401± 0.0059 -4.3838± 0.0003 -4.3836± 0.0017 -4.3835± 0.0016 -4.3857± 0.0002 -4.4075± 0.0013 -4.2027± 0.0001 -4.5391± 0.0000
Acc 0.9706± 0.0000 0.9708 ± 0.0001 0.9589± 0.0000 0.9589± 0.0000 0.9589± 0.0000 0.9588± 0.0001 0.9581± 0.0000 0.9688± 0.0000 0.9584± 0.0000
F1 0.9707 ± 0.0000 0.9706± 0.0000 0.9588± 0.0000 0.9589± 0.0000 0.9589± 0.0000 0.9588± 0.0000 0.9579± 0.0000 0.9688± 0.0000 0.9585± 0.0000
ECE 0.0302± 0.0000 0.0261± 0.0001 0.0336± 0.0000 0.0335± 0.0001 0.0335± 0.0001 0.0415± 0.0000 0.0333± 0.0000 0.0242 ± 0.0000 0.0481± 0.0000

MNIST
Log-like. -0.0739± 0.0000 -0.1133± 0.0008 -0.1352± 0.0001 -0.1298± 0.0001 -0.1333± 0.0003 -0.1313± 0.0002 -0.1370± 0.0004 -0.0719 ± 0.0000 -0.0862± 0.0000
Acc 0.9786± 0.0000 0.9825 ± 0.0003 0.9592± 0.0001 0.9615± 0.0002 0.9614± 0.0001 0.9594± 0.0002 0.9583± 0.0000 0.9820± 0.0000 0.9721± 0.0000
F1 0.9786± 0.0000 0.9820 ± 0.0000 0.9595± 0.0000 0.9616± 0.0000 0.9615± 0.0000 0.9592± 0.0000 0.9584± 0.0000 0.9820 ± 0.0000 0.9721± 0.0000
ECE 0.0218± 0.0000 0.0326± 0.0004 0.0411± 0.0003 0.0395± 0.0002 0.0404± 0.0001 0.0276± 0.0003 0.0424± 0.0001 0.0193 ± 0.0000 0.0360± 0.0000

3.1.2.2 Experiments

In the following section, we present the results of further experiments speciÞc to
each dataset while performing sub-network inference.

POS Tagging Interestingly, while sub-network inference improves our scores over
full network inference, it does not improve the ability of the entropy to detect
ambiguity (see Table 3.7). Indeed, only Laplace inference and VI with a Student
posterior improves over our baselines. Unlike other inference methods, applying
Concrete Dropout to the attention layer improves the modelÕs ability to separate
ambiguous from non-ambiguous samples.

Table 3.7: POS Tagging - sample ambiguity prediction from model entropy
Metric MLE Ensemble Gaussian VI Laplace VI Logistic VI Cauchy VI Student VI Concrete Dropout Laplace
AUROC 0.622 0.621 0.591 0.591 0.591 0.591 0.687 0.610 0.718
Accuracy 0.667 0.690 0.700 0.700 0.700 0.700 0.700 0.700 0.724

MNIST We observe the same behavior than with POS tagging. Indeed, no inference
method provide improvements over our baselines for ambiguous in-distribution and
out-of-distribution detection (see Table 3.8). We note that Laplace, Concrete
Dropout and VI with Student posterior perform best among inference methods.

Table 3.8: MNIST - ambiguous in-distribution and out-of-distribution detection
Dataset Metric MLE Ensemble Gaussian VI Laplace VI Logistic VI Cauchy VI Student VI Concrete Dropout Laplace

Amb. MNIST AUROC 0.823 0.848 0.758 0.780 0.779 0.785 0.766 0.810 0.811
Fash. MNIST AUROC 0.898 0.923 0.825 0.780 0.815 0.803 0.826 0.801 0.828
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3.2 Empirical weight distribution analysis

In our attempt to understand the poor performance of VI in transformer, we perform
an empirical weight distribution study.

3.2.1 Weight marginal distribution

3.2.1.1 Modality

We Þrst investigate the modality of the empirical weight distributions and Þnd that
most of the layer weight distributions are uni-modal (see Figure 3.5). However, some
projection layers exhibit multi-modal distributions. For example, the projection layer
weight distribution of models trained on the toy data are essentially uni-modal with
two less signiÞcant modes on each sides. Similarly, the projection layer of models
trained on POS tagging have two symmetrical modes across the origin. However,
with models trained on MNIST, the distribution of embedding and projection are
uni-modal (see Figure 3.3).

(a) M1 (b) M2

(c) M3 (d) M4

(e) M5 (f) POS

(g) MNIST

Figure 3.3: Marginal weight distribution of the projection layer of the transformer.
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3.2.1.2 Tailedness

We further study the tailedness of the weight distributions and Þnd that the weight
distributions vary in tailedness across the layers (see Figure 3.4). Furthermore, no
pattern in tailedness appear across all the considered datasets, except perhaps a
decrease (increasing degree of freedom) at the last layer. Among the toy datasets,
we observe a slight pattern in tailedness across the considered datasets : light tails
at 1st and last layer and thicker tails in intermediate layer. The tailedness of the
weight distributions seem to depend strongly on the considered dataset.

(a) Toy Data (b) POS

(c) MNIST

Figure 3.4: Tailedness of layer weight distributions

3.2.1.3 Best Þtting distribution

In addition to a dependence of the tailedness to the dataset (Figure 3.4), we Þnd
that the shape of a weight distribution depends strongly on the data. For example,
the attention query matrix is best Þtted by a light tailed Gaussian in POS and
MNIST conÞgurations while a heavier tailed Laplace works better for the Toy data
conÞguration (see Figure 3.5). In general, weight distributions of the MNIST and
POS conÞgurations are best Þt by a light tailed Gaussian, while the Toy data
conÞgurations are best Þtted by heavier tailed distributions. This suggests that no
universal distribution Þts the weights across all datasets.
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(a) M1 (b) M2

(c) M3 (d) M4

(e) M5 (f) POS

(g) MNIST

Figure 3.5: Marginal weight distribution of the query projection matrix in the at-
tention layer of the transformer. The shape of the distribution seems to
depend on the considered dataset.

3.2.2 Weight correlation

While investigating correlation among layer weights, we Þnd little covariance among
them, sometimes only slightly larger than of the empirical correlation of samples
from an isotropic Gaussian (see Figure 3.8, Figure 3.7, Figure 3.9). More speciÞcally,
weight correlation in the the Toy data and POS tagging conÞgurations has small
magnitude, similar to the one of samples drawn from an isotropic Gaussian. Stronger
weight covariance magnitudes are found in models trained on MNIST, having higher
values and slightly more structure than samples drawn from a Gaussian. Visual
inspection of covariance matrices support this statement (see Figure 3.6). Unlike
other weights, attention projection matrices exhibit slightly structured correlation
with ÓnearbyÓ weights.
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(a) M1 (b) M2

(c) M3 (d) M4

(e) M5

Figure 3.6: Toy Data - Covariance heatmaps of the projection layer of a transformer
compared samples of an isotropic Gaussian. We notice that their are
not more systematic correlation in this layer than with independent
Gaussians.

(a) Feedforward (b) Queries (c) Linear2

Figure 3.7: POS tagging - o! -diagonal covariance elements histograms in a trans-
former. We Þnd little correlation among them.
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(a) M1 (b) M2 (c) M3

(d) M4 (e) M5

Figure 3.8: Toy Data - O! -diagonal covariance elements histograms from query
matrix in a transformer. Covariance values have low magnitude.

(a) Feedforward (b) Queries (c) Linear2

Figure 3.9: MNIST - o! -diagonal covariance elements histograms in a transformer.
Covariance values have larger values than with models trained on toy
data or POS tagging, often slightly larger than samples from an isotropic
Gaussian.
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3.2 Empirical weight distribution analysis

3.2.3 Improved priors scores

Using the observations from this weight distribution study, we choose more appro-
priate (ÓimprovedÓ) priors. Table 3.9 shows systematic likelihood improvements
over Gaussian priors. However, it is not clear if this translates into improvements in
ambiguity and out-of-distribution detection (Table 3.10). Moreover, we Þnd that
the performance of VI critically depends on the prior parameters (see Figure 3.10).

Table 3.9: Improved prior scores relative to Gaussian priors
Dataset Gauss. VI Laplace VI Logistic VI Cauchy VI Student VI

M1 -2.66% 4.69% 2.18% -0.12% 24.08%
M2 -9.06% 0.23% -0.52% 0.05% 0.09%
M3 1.40% 3.80% 4.12% 1.85% 2.79%
M4 9.78% 10.35% 1.90% 0.38% 1.53%
M5 2.85% 3.06% 2.76% 4.36% 2.70%

POS 0.12% 2.05% 2.16% 0.87% -0.32%
MNIST 26.95% 33.31% 31.36% 5.66% 26.94%

Table 3.10: Improved prior experiment scores relative to Gaussian priors
Dataset Gauss. VI Laplace VI Logistic VI Cauchy VI Student VI
POS -3.26% 2.62% 3.53% 3.66% -13.94%
MNIST vs Amb. MNIST -0.40% 2.46% 9.29% 0.80% -1.63%
MNIST vs Fash. MNIST -0.59% -0.19% -2.32% -0.98% 3.42%

(a) M3 (b) M5

Figure 3.10: Toy Data - Log-likelihood sensitivity to the choice of prior scale
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3.3 Variational attention

3.3.1 Scores

Unlike weight-space inference, we Þnd that inference on the attention weights works
competitively compared to our baselines (see Table 3.11). Furthermore, we Þnd that
approximate Dirichlet attention works well on all datasets but MNIST, working on
par or outperforming our baselines. The Dirichlet attention strongly outperforms our
baselines in terms of likelihood on the synthetic data and lies between both baselines
on the POS tagging and MNIST (Table 3.11). Additionally, approximate Dirichlet
attention in every conÞguration but on the M1 and M4 toy datasets. However,
the data dependent conÞguration does not systematically outperform its standard
counterpart (see Table 3.11). Moreover, Dirichlet attention outperforms Gaussian
attention in terms of log-likelihood in every conÞguration, but on MNIST and M4
toy data.

Table 3.11: Variational attention methods vs baselines
Dataset Metric MLE Ensemble Gauss. Att. Gauss. DD Att. Approx. Dir. Att. Approx. Dir. DD Att. Dir. Att. Dir. DD Att.

M1
Log-like. -26.0895± 0.0000 -25.989± 0.007 -26.1913± 0.0002 -26.1778± 0.0001 -25.02± 0.04 -24.49 ± 0.04 -26.1975± 0.0007 -24.720± 0.005
Var. MSE 0.0046 ± 0.0000 0.0180± 0.0005 0.0122± 0.0000 0.0091± 0.0000 0.0384± 0.0005 0.077± 0.001 0.0054± 0.0000 0.1444± 0.0006
MSE 1.0039 ± 0.0000 1.0228± 0.0003 1.0181± 0.0000 1.0083± 0.0000 1.0305± 0.0007 1.033± 0.001 1.0200± 0.0000 1.0374± 0.0001

M2
Log-like. -20.1753± 0.0000 -20.714± 0.009 -20.1736± 0.0001 -20.0793± 0.0000 -19.860± 0.005 -18.29± 0.02 -15.928 ± 0.009 -18.703± 0.008
Var. MSE 0.0659± 0.0000 0.105± 0.001 0.0556 ± 0.0000 0.0624± 0.0000 0.0719± 0.0003 0.105± 0.001 0.1538± 0.0004 0.0894± 0.0003
MSE 0.6511± 0.0000 0.6686± 0.0001 0.6503± 0.0000 0.6484 ± 0.0000 0.6539± 0.0002 0.6767± 0.0007 0.6680± 0.0001 0.6709± 0.0001

M3
Log-like. -26.208± 0.000 -26.011± 0.007 -26.1623± 0.0006 -26.1799± 0.0001 -26.060± 0.003 -26.127± 0.002 -22.04 ± 0.01 -25.242± 0.006
Var. MSE 0.014± 0.000 0.0081 ± 0.0002 0.029± 0.000 0.045± 0.000 0.0212± 0.0000 0.0262± 0.0000 0.430± 0.002 0.1012± 0.0004
MSE 0.996 ± 0.000 1.0143± 0.0002 1.007± 0.000 1.007± 0.000 1.0058± 0.0000 1.0012± 0.0000 1.0263± 0.0002 1.0417± 0.0003

M4
Log-like. -26.9656 ± 0.0000 -27.42± 0.01 -26.984± 0.003 -27.021± 0.003 -28.12± 0.02 -28.02± 0.02 -28.861± 0.006 -28.8481± 0.0008
Var. MSE 1.0282± 0.0000 1.03± 0.01 1.0206± 0.0006 1.0050 ± 0.0001 1.390± 0.004 1.263± 0.001 1.3960± 0.0003 1.3407± 0.0002
MSE 1.4947± 0.0000 1.410 ± 0.001 1.455± 0.001 1.4620± 0.0003 1.783± 0.001 1.742± 0.001 1.7144± 0.0004 1.5175± 0.0000

M5
Log-like. -26.567± 0.000 -28.592± 0.009 -26.374± 0.002 -25.3282± 0.0003 -26.41± 0.01 -25.423± 0.007 -24.841 ± 0.007 -26.263± 0.004
Var. MSE 16.943 ± 0.000 23.45± 0.09 20.9010± 0.0007 18.528± 0.002 21.08± 0.13 19.04± 0.07 17.93± 0.03 20.17± 0.02
MSE 1.17± 0.00 1.3552± 0.0003 1.2015± 0.0002 1.089 ± 0.000 1.2147± 0.0007 1.118± 0.001 1.1928± 0.0006 1.3018± 0.0001

POS
Log-like. -3.707 ± 0.000 -4.240± 0.006 -3.9692± 0.0008 -4.0934± 0.0005 -4.242± 0.003 -4.033± 0.004 -3.9682± 0.0003 -3.859± 0.002
Acc. 0.9706± 0.0000 0.9708 ± 0.0001 0.969± 0.000 0.969± 0.000 0.9640± 0.0001 0.9678± 0.0000 0.968± 0.000 0.969± 0.000
F1 0.9707 ± 0.0000 0.9706± 0.0000 0.969± 0.000 0.969± 0.000 0.9639± 0.0000 0.9680± 0.0000 0.968± 0.000 0.969± 0.000
ECE 0.0302± 0.0000 0.0261 ± 0.0001 0.0271± 0.0000 0.0270± 0.0000 0.0312± 0.0001 0.0292± 0.0001 0.0287± 0.0000 0.0278± 0.0001

MNIST

Log-like. -0.0739± 0.0000 -0.1133± 0.0008 -0.0720 ± 0.0001 -0.0838± 0.0001 -0.445± 0.001 -0.2961± 0.002 -0.1045± 0.0005 -0.0955± 0.0009
Acc. 0.9786± 0.0000 0.9825 ± 0.0003 0.9790± 0.0002 0.9769± 0.0001 0.8823± 0.0005 0.9314± 0.0005 0.9738± 0.0003 0.9766± 0.0002
F1 0.9786± 0.0000 0.9820 ± 0.0000 0.9786± 0.0000 0.9769± 0.0000 0.8817± 0.0000 0.9302± 0.0000 0.9736± 0.0000 0.9764± 0.0000
ECE 0.0218 ± 0.0000 0.0326± 0.0004 0.0227± 0.0002 0.0252± 0.0001 0.104± 0.003 0.0809± 0.0004 0.0305± 0.0003 0.0281± 0.0000

3.3.2 Experiments

In the following section, we present the results of further experiments speciÞc to
each dataset while using variational attention.

3.3.2.1 Toy Data

We present samples from the M3 toy data test split (Figure 3.11).

56



3.3 Variational attention

(a) Gauss. Att. - MSE 0.614 (b) Gauss. DD Att. - MSE 0.507

(c) Approx. Dir. Att. - MSE 0.410 (d) Approx. DD Dir. Att. - MSE 0.408

(e) Dir. Att. - MSE 3.67 (f) Dir. DD. Att. - MSE 8.31

Figure 3.11: Test data sample from the M3 toy dataset. MLE MSE : 0.66

3.3.2.2 POS Tagging

Scores We Þnd that variational attention methods systematically distinguish
the ambiguity of the sample based on its entropy better than our baselines (see
Table 3.12). However, it is only by a slight margin. Furthermore, we note that
Dirichlet attention performs best among variational attention methods. Finally, data
depend conÞgurations do not perform better than their standard counterparts.

Table 3.12: POS Tagging - sample ambiguity prediction from model entropy
Metric MLE Ensemble Gauss. Att. Gauss. DD Att. Approx. Dir. Att. Approx. Dir. DD Att. Dir. Att. Dir. DD Att.
AUROC 0.622 0.621 0.690 0.647 0.650 0.650 0.718 0.647
Accuracy 0.667 0.690 0.716 0.724 0.759 0.759 0.724 0.724
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Predictive entropy analysis We present the highest and lowest entropy samples
from the POS test dataset. We Þnd that high mean predictive entropy sample have
highly ambiguous POS taggings, even impossible to determine (see Table 3.13). On
the contrary, samples with low entropy samples have much more straightforward POS
taggings (see table 3.14). This gives evidence that variational attention e! ectively
capture the uncertainty in the data.

Ranking Sample
1st UKN1 UKN1 UKN1 ... PAD ...
2nd UKN4 UKN3 UKN2 PAD ...
3rd UKN1 UKN1 UKN3 PAD ...
4th UKN1 UKN1 UKN2 UKN3 PAD ...

Table 3.13: Dirichlet Attention - Highest entropy samples

Ranking Sample
1st wow wow wow PAD ...
2nd I would highly recommend she service PAD ...
3rd thanks and regards PAD ...
4th please let I know PAD ...

Table 3.14: Dirichlet Attention - Lowest entropy samples

3.3.2.3 MNIST

Scores We Þnd that no methods outperform our baselines at ambiguous in dis-
tribution and out of distribution detection (see Table 3.15). Dirichlet Attention
with data dependent sharpness parameter performs best on ambiguous in distribu-
tion detection. Gaussian attention with data dependent scale parameter performs
best on out of distribution detection. Interestingly, data dependent parameters
systematically perform best than their standard counterparts.

Table 3.15: MNIST - Variational attention predicting dataset from sample entropy
AUROC

Dataset MLE Ensemble Gauss. Att. Gauss. DD Att. Approx. Dir. Att. Approx. Dir. DD Att. Dir. Att. Dir. DD Att.
Amb. MNIST 0.823 0.848 0.804 0.804 0.685 0.760 0.796 0.811
Fash. MNIST 0.898 0.923 0.862 0.890 0.777 0.805 0.875 0.888

Predictive entropy analysis Here we present samples from the MNIST test set
which have high (respectively low) predictive distribution entropy. By visual inspec-
tion, we Þnd that high predictive entropy samples have an ambiguous labeling while
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3.3 Variational attention

low entropy predictive sample labels are much easier to identify. This gives evidence
that Bayesian methods capture uncertainty well.

1st 2nd 3rd 4th

(e) Highest entropy

1st 2nd 3rd 4th

(j) Lowest entropy

Figure 3.12: Dirichlet DD Attention : highest/lowest entropy MNIST test samples

1st 2nd 3rd 4th

(e) Highest entropy

1st 2nd 3rd 4th

(j) Lowest entropy

Figure 3.13: Dirichlet Attention : highest/lowest entropy MNIST test samples

Variational attention leads to more consistent prior entropies While investigat-
ing the entropy of the predictive distribution when sampling weights from the priors,
we Þnd that non-improved priors yield highly variable entropy distributions, ranging
from low values around 1 to higher values around 2.3 bits. However, when sam-
pling from improved priors selected by our weight distribution analysis, the entropy
distribution concentrates very strongly around a high value of 2.3 bits. This same
behavior is observed when sampling from the Gaussian and our proposed Dirichlet
attention. This is desirable as the prior predictive should show high uncertainty in
function space.

59



3 Results

(a) Gaussian (b) Laplace (c) Logistic (d) Cauchy

(e) Student (f) Improved (g) Gauss. att. (h) Approx. Dir.
att.

(i) Dir. att.

Figure 3.14: Prior predictive entropy distributions on MNIST train data. Improving
the weight-space priors and using variational attention both lead to
more consistently high entropies.
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4 Conclusion

In this master thesis we investigated the application of Bayesian inference to the
transformer model. We benchmarked multiple weight-space inference methods on
di! erent datasets and performed numerous experiments measuring their ability to
capture uncertainty.

We found that weight space inference in Bayesian transformers systematically
under-performs our baselines, regardless of the choice of posterior. In some cases
the predictive entropy of models on which we performed inference was more useful
to estimate ambiguity than our baselines. This suggests that these methods capture
uncertainty better than standard models however not systematically.

We also showed that strict improvements over full-network inference models could
be obtained by performing inference on a subset of parameters. However, in some
cases this degraded the quality of the uncertainty estimates for ambiguity and
out-of-distribution detection.

In order to understand the reasons of this failure, we conducted an empirical
weight distribution analysis. We found that the shape and level of correlation of the
distributions strongly depends on the considered data and varies from one layer to
another. We also found that choosing priors according to this analysis improved the
performance, suggesting that priors are at least partially at fault. However, we have
not found the right priors to make the method competitive.

Moreover, we found evidence that na¬õve weight-space priors lead to low prior
predictive entropy, and therefore do not reßect our true beliefs about the output
distribution.

To explain this failure, we hypothesized that these problems stem from the
complexity of obtaining a meaningful mapping from weight-space to function-space
distributions in the transformer.

In order to move closer to the function-space distribution, we suggested to perform
inference on the attention weights rather than on parameters. We presented two
novel methods based on the Dirichlet distribution using an approximation to the
Gamma Quantile function and implicit reparameterization gradients respectively.
These methods show competitive results with our baselines in terms of our scoring
metrics. Furthermore, the entropy of the models was shown to be more useful for

61



4 Conclusion

ambiguity detection and out-of-distribution detection than weight space inference
methods. Finally, these methods only require a small number of additional parameters
compared to standard transformers.
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A Appendix

A.1 Implementation details

A.1.1 Full prior speciÞcation

In this section, we provide details about the priors that we used for our di! erent
models.

A.1.1.1 Toy Data

Model 1 We here present the improved priors found by empirical weight study for
synthetic dataset model 1.

Layer Prior
Embedding T(13, 0, 0.03)
Transformer block attention T(5, 0, 0.0001)
Transformer block MLP T(6, 0, 0.0001)
Projection Cauchy(0, 0.6)

Table A.1: Model 1 - Improved priors

Model 2 We here present the improved priors found by empirical weight study for
model 2.

Layer Prior
Embedding Laplace(0, 0.035)
Transformer block attention T(4, 0, 0.0001)
Transformer block MLP T(5, 0, 0.00015)
Projection Laplace(0, 0.01)

Table A.2: Model 2 - Improved priors
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Model 3 We here present the improved priors found by empirical weight study for
model 3.

Layer Prior
Embedding N(0, 0.6)
Transformer block attention Logistic(0, 0.001)
Transformer block MLP T(5, 0, 0.002)
Projection Laplace(0, 0.1)

Table A.3: Model 3 - Improved priors

Model 4 We here present the improved priors found by empirical weight study for
model 4.

Layer Prior
Embedding Laplace(0, 0.3)
Transformer block attention T(3, 0, 0.0001)
Transformer block MLP T(5, 0, 0.00015)
Projection Laplace(0, 0.01)

Table A.4: Model 4 - Improved priors

Model 5 We here present the improved priors found by empirical weight study for
model 5.

Layer Prior
Embedding Laplace(0, 0.1)
Transformer block attention T(6, 0, 0.0001)
Transformer block MLP T(4, 0, 0.0001)
Projection T(10Õ000, 0, 0.2)

Table A.5: Model 5 - Improved priors

A.1.1.2 POS tagging

We here present the improved priors found by empirical weight study for POS
tagging.
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Layer Prior
Embedding N(0, 0.3)
Transformer block attention T(12, 0, 0.0001)
Transformer block MLP T(10Õ000, 0, 0.00025)
Projection N(0, 0.3)

Table A.6: POS tagging - Improved priors

A.1.1.3 MNIST

We here present the improved priors found by empirical weight study for MNIST.

Layer Prior
Embedding N(0, 0.02)
Transformer block 1 attention N(0, 0.02)
Transformer block 1 MLP T(80, 0, 0.01)
Transformer block 2 attention T(26, 0, 0.0002)
Transformer block 2 MLP T(13, 0, 0.0002)
Projection Logistic(0, 0.1)

Table A.7: MNIST - Improved priors

A.1.2 POS tagging ambiguity experiment corpus
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Sentence Ambiguity
Fed raisesinterest rates percent ambiguous

Flies like a ßower ambiguous
The can you left is rusted ambiguous

Time ßies like a Þsh ambiguous
The robber did Þre his gun and just left ambiguous

Did she Þsh a Þsh ambiguous
Fish attracts many ßies ambiguous

As opposed to the Humanrace ßies prefer to be dirty ambiguous
The boy took a left after the car ambiguous

Has the professorleft yet ambiguous
Did he Þre the gun ambiguous
The Þre truck is red ambiguous

Do you like Þsh ambiguous
Please mind the gap while exiting thetrain ambiguous

He will race the car ambiguous
When does therace start ambiguous
I really enjoyed theplay ambiguous

Do you project to live in that city ambiguous
I am in a band and I play the guitar ambiguous

He had co! ee that morning not ambiguous
That is Bob from Chicago not ambiguous

He got up early to go to the forest not ambiguous
She likes to read magazines not ambiguous

The car was big green and nice not ambiguous
The weather was nice so he decided to go out not ambiguous

What do you prefer rice or pasta not ambiguous
He preferred to go to the cinema rather than the theater not ambiguous

She really wanted to learn German not ambiguous
The summer was very warm and humid not ambiguous

Do you prefer summer or winter not ambiguous

Table A.8: Corpus of samples used for ambiguity detection. Words with ambiguous
POS tags arebold
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