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ABSTRACT

Parametric models for 3D human bodies play a crucial role in the synthe-
sis and analysis of humans in visual computing. While current models
effectively capture body pose and shape variations, a significant aspect has
been overlooked — clothing. Existing 3D human models mostly produce
a minimally-clothed body geometry, limiting their ability to represent the
complexity of dressed people in real-world data sources.

The challenge lies in the unique characteristics of garments, which make
modeling clothed humans particularly difficult. Clothing exhibits diverse
topologies, and as the body moves, it introduces wrinkles at various spatial
scales. Moreover, pose-dependent clothing deformations are non-rigid and
non-linear, exceeding the capabilities of classical body models constructed
with fixed-topology surface meshes and linear approximations of pose-
aware shape deformations.

This thesis addresses these challenges by innovating in two key areas:
the 3D shape representation and deformation modeling techniques. We
demonstrate that, the seemingly old-fashioned shape representation, point
clouds — when equipped with deep learning and neural fields — can be a
powerful tool for modeling clothed characters.

Specifically, the thesis begins by introducing a large-scale dataset of dy-
namic 3D humans in various clothing, which serves as a foundation for
training the models presented in this work. The first model we present is
CAPE: a neural generative model for 3D clothed human meshes. Here, a
clothed body is straightforwardly obtained by applying per-vetex offsets to
a pre-defined, unclothed body template mesh. Sampling from the CAPE
model generates plausibly-looking digital humans wearing common gar-
ments, but the fixed-topology mesh representation limits its applicability to
more complex garment types.

To address this limitation, we present a series of point-based clothed
human models: SCALE, PoP and SkiRT. The SCALE model represents a
clothed human using a collection of points organized into local patches.
The patches can freely move and deform to represent garments of diverse
topologies, unlocking the generalization to more challenging outfits such
as dresses and jackets. Unlike traditional approaches based on physics
simulations, SCALE learns pose-dependent cloth deformations from data
with minimal manual intervention.



To further improve the geometric quality, the PoP model eliminates the
concept of patches and instead learns a continuous neural deformation
field from the body surface. Densely querying this field results in a high-
resolution point cloud of a dressed human, showcasing intricate clothing
wrinkles. PoP can generalize across multiple subjects and outfits, and can
even bring a single, static scan into animation.

Finally, we tackle a long-standing challenge in learning-based digital
human modeling: loose garments, in particular skirts and dresses. Building
upon PoP, the SkiRT pipeline further learns a shape “template” and neural
field of linear-blend-skinning weights for clothed bodies, improving the
models’ robustness for loose garments of varied topology.

Our point-based human models are “interplicit”: the output point clouds
capture surfaces explicitly at discrete points but implicitly in between. The
explicit points are fast, topologically flexible, and are compatible with exist-
ing graphics tools, while the implicit neural deformation field contributes to
high-quality geometry. This thesis primarily demonstrates these advantages
in the context of clothed human shape modeling; future work can apply
our representation and techniques to general 3D deformable shapes and
neural rendering.
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ZUSAMMENFASSUNG

Parametrische Modelle fiir 3D-Menschenkorper spielen eine entscheidende
Rolle in der Synthese und Analyse von Menschen in der visuellen Informa-
tik. Wéahrend aktuelle Modelle Korperhaltung und Formvariationen effektiv
erfassen, wurde ein wesentlicher Aspekt iibersehen - Kleidung. Vorhandene
3D-Menschenmodelle erzeugen grofitenteils eine sparlich bekleidete Kor-
pergeometrie, was ihre Fahigkeit einschrédnkt, die Komplexitédt bekleideter
Personen in Datenquellen der realen Welt darzustellen.

Die Herausforderung liegt in den einzigartigen Eigenschaften von Klei-
dung, die die Modellierung bekleideter Menschen besonders schwierig
machen. Kleidung zeigt vielféltige Topologien, und wahrend sich der Kor-
per bewegt, entstehen Falten in verschiedenen raumlichen Skalen. Dariiber
hinaus sind poseabhéngige Kleiderdeformationen nicht starr und nicht
linear, was die Fahigkeiten klassischer Korpermodelle mit festen Topologie-
Oberflachengittern und linearen Ndherungen von formbewussten Deforma-
tionsmodellierungen tibersteigt.

Diese Arbeit adressiert diese Herausforderungen durch Innovation in
zwei zentralen Bereichen: der 3D-Formreprasentation und den Techniken
zur Deformationsmodellierung. Wir zeigen, dass die scheinbar altmodische
Formreprasentation - Punktwolken - in Verbindung mit Deep Learning
und neuronalen Feldern ein leistungsstarkes Werkzeug zur Modellierung
bekleideter Charaktere sein kann.

Konkret beginnt die Arbeit mit der Einfiihrung eines umfangreichen
Datensatzes von dynamischen 3D-Menschen in verschiedenen Kleidungs-
stiicken, der als Grundlage fiir das Training der in dieser Arbeit vorge-
stellten Modelle dient. Das erste Modell, das wir vorstellen, ist CAPE: ein
neuronales generatives Modell fiir 3D-bekleidete menschliche Gitternetze.
Hier wird ein bekleideter Korper einfach durch Anwendung von Versatz-
werten pro Vertex auf ein vordefiniertes, unbekleidetes Korper-Grundnetz
erzeugt. Das Abtasten des CAPE-Modells erzeugt plausibel aussehende
digitale Menschen, die gingige Kleidungsstiicke tragen, aber die festtopolo-
gische Netzreprasentation begrenzt seine Anwendbarkeit auf komplexere
Kleidungsarten.

Um diese Begrenzung zu iiberwinden, stellen wir eine Reihe von punkt-
basierten bekleideten Menschenmodellen vor: SCALE, PoP und SkiRT.
Das SCALE-Modell reprasentiert einen bekleideten Menschen mithilfe ei-
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ner Sammlung von Punkten, die in lokale Patches organisiert sind. Die
Patches konnen sich frei bewegen und verformen, um Kleidungsstticke
verschiedener Topologien darzustellen, was die Verallgemeinerung auf an-
spruchsvollere Outfits wie Kleider und Jacken ermoglicht. Im Gegensatz
zu traditionellen Ansdtzen auf der Grundlage von physikalischen Simula-
tionen lernt SCALE poseabhingige Kleiderdeformationen aus Daten mit
minimalem manuellem Eingriff.

Um die geometrische Qualitdt weiter zu verbessern, eliminiert das PoP-
Modell das Konzept der Patches und lernt stattdessen ein kontinuierliches
neuronales Deformationsfeld von der Korperoberfldche. Das dichte Ab-
fragen dieses Feldes fiihrt zu einer hochauflosenden Punktwolke eines
bekleideten Menschen, die aufwendige Kleiderfalten zeigt. PoP kann tiber
mehrere Personen und Outfits hinweg generalisieren und sogar eine einzel-
ne, statische Aufnahme in eine Animation umwandeln.

Schliefllich nehmen wir uns einer langjdhrigen Herausforderung im
Bereich des lernbasierten Modellierens von digitalen Menschen an: lockere
Kleidungsstticke, insbesondere Rocke und Kleider. Aufbauend auf PoP
erweitert die SkiRT-Pipeline das Modell, indem sie eine Form “Vorlage”
und ein neuronales Feld linearer Mischhaut-Gewichte fiir bekleidete Korper
lernt, wodurch die Robustheit der Modelle fiir lockere Kleidungsstticke
unterschiedlicher Topologie verbessert wird.

Unsere punktbasierten Modelle von Menschen sind “interplicit”: Die
ausgegebenen Punktwolken erfassen Oberflichen explizit an diskreten
Punkten, aber implizit dazwischen. Die expliziten Punkte sind schnell,
topologisch flexibel und kompatibel mit bestehenden Grafikwerkzeugen,
wahrend das implizite neuronale Deformationsfeld zur hochwertigen Geo-
metrie beitragt. Diese Arbeit demonstriert diese Vorteile hauptsachlich im
Kontext der Modellierung von bekleideter menschlicher Form. Zuk{inftige
Arbeiten konnen unsere Reprasentation und Techniken auf allgemeine 3D
verformbare Formen und neuronales Rendering anwenden.
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INTRODUCTION

Digital human characters have emerged as pivotal entities across a diverse
range of industries. Whether interacting with players in gaming, serving
as virtual try-on models in e-commerce, or even acting as empathetic com-
panions for the elderly, the profound impact of realistic digital humans on
society is undeniable. The recent global pandemic has sparked a growing
interest for next-generation communication systems that can transcend
physical limitations. In this context, the advent of vivid 3D digital human
characters, or avatars, holds immense potential to deliver immersive telep-
resence experiences and bridge the gaps imposed by geographical distance.
To deliver plausible virtual humans, accurate shape modeling is a key.

However, the creation of realistic digital human shape models has long
been a complex endeavor. Traditionally, the process of crafting an ani-
matable character entails intricate steps such as shaping the character's
form, designing control rigs, and painstakingly animating each frame — a
laborious and time-consuming manual work ow. Even for skilled graphic
professionals, this task is far from effortless, resulting in expensive and
non-scalable production of animatable human models.

On the other hand, the research community has seen success in har-
nessing machine learning techniques to construct parametric, statistical
human body models [ 8, 122, 134, 135 144, 20Q from 3D scan data. With a
parametric body model, one can simply manipulate a small set of control
parameters and generate 3D digital humans in diverse poses and body
shapes, thereby enabling straightforward animation. Consequently, these
models have been widely adopted in analyzing and generating human pose
and motion [ 22, 38, 72, 89, 99, 102, 216. However, these methods have a
crucial limitation: they only represent minimally-clothed body geometry,
overlooking clothing as an integral component of us humans. As a result,
these models fall short in faithfully capturing clothed humans with satisfy-
ing delity when dealing with most common data sources such as images,
videos and scans. They also face limitations in synthesizing lifelike avatars
within the virtual world, as the absence of realistic clothing undermines the
overall authenticity of the virtual experience.

Therefore, a compelling demand arises for advancements in clothedhu-
man models that faithfully capture vivid clothing details and deformations
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found in real-life data. Moreover, there is a pressing need to minimize the
manual labor involved in the model-building process, akin to the ef ciency
achieved by learning-based parametric body models.

This thesis aims at a solution that ful lls these requirements. To circum-
vent the laborious process of manual character design, we adopt machine
learning approaches that learn clothed body shapes directly from data. In
pursuit of faithfully representing garments of diverse types and designs, we
revisit the classical point clouds and equip them with neural elds, striving
for topological exibility and enhanced geometric expressiveness. Moreover,
we develop contemporary machine learning methodologies to model how
the clothing deforms with body pose variations. Figure 1.1 shows samples
of results obtained in this thesis.

Machine learning models are data-hungry. In particular, training 3D
clothed human models with natural pose-dependent deformations requires
data of 3D humans in clothing, performing a wide range of poses. However,
such data is not widely available. In Chapter 3, we Il this gap by presenting
a large-scale dataset of scanned, dynamic clothed humans — the CAPE
dataset. We curate the dataset by conducting mesh registration on the raw
scan data, resulting in more than 150K clothed body meshes covering a
variety of genders, body poses and garment types. As the registered meshes
have a consistent topology, they are naturally in correspondence, which
facilitates conducting machine learning. With this data, we develop the
CAPE model: a neural generative model for 3D clothed human meshes.
Speci cally, we train a conditional mesh Variational Autoencoder [ 98, 15§
to learn the per-vertex clothing deformation graph from the SMPL [ 127
body model, making clothing an additional term on SMPL. We condition
the model on both the body pose parameters and a one-hot clothing type
representation, giving the model an ability to draw samples of clothing
to dress different body shapes in a variety of styles and poses. To our
knowledge, this is the rst generative model that directly dresses 3D human
body meshes and generalizes to different poses. With CAPE, generating
new data of clothed humans amounts to simply drawing samples from the
learned latent space, obviating the process of manual design.

However, the CAPE model can only represent “plain” clothing such as
T-shirts and pants because it uses a xed-topology body mesh as its shape
representation, and yet garments such as open jackets and skirts cannot be
simply deformed from an unclothed body mesh. Furthermore, we observe
that the pose-dependent clothing deformation in CAPE is not suf ciently
realistic.
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CAPE (Ch. 3) SCALE (Ch. 4) PoP (Ch. 5) SKiRT (Ch. 6)

Figure 1 .1: A glimpse of the results in this thesis generated by methods presented
in respective chapters.

In Chapter 4, we introduce the SCALE model, which addresses these
limitations using a novel shape representation — neural surface elements,
i.e. patches [64, 21Q. In particular, we model a clothed body surface using
approximately 800 coherently arranged patches (see Fig.1.1). Each patch
comprises a set of points that are deformed from a pre-de ned square
point array. The deformation of a patch is done through a neural network,
based on the patch's local shape features. Here we do not enforce the corre-
spondence between the clothing surface points and the underlying body
model vertices. Consequently, the patches can freely deform and move to
reconstruct boundaries on garments, hence thez have the capability of rep-
resenting clothing with varied topology, such as jackets and skirts. Notably,
using local shape features also lead to vivid, plausible pose-dependent
cloth deformations, achieving a signi cant improvement over the CAPE
model. Once learned, the clothed human from SCALE can be animated by
previously unseen motions, producing high-quality point sets, from which
we generate realistic images with neural rendering.

SCALE is a subject-speci ¢ model. To obtain an animatable avatar of a
speci ed subject requires a collection (hundres or more) of the subject's 3D
scans and hours of training. This hinders SCALE's applicability. What if we
can turn a static scan directly into plausible animations? In Chapter 5, we
answer this question with the PoP model, a neural network with a novel
local clothing geometric feature to represent the shape of different out ts.
With this design, PoP breaks the subject-speci c restriction, and can be
trained from 3D point clouds of many types of clothing, on many bodies,
in many poses, so as to learn a cross-garment model for pose-dependent
clothing deformations. Once the model is trained, the geometry feature
can be optimized to t a previously unseen scan of a person in clothing,
enabling the scan to be animated realistically. PoP represents a human with
a high-resolution point cloud decoded from a learned neural displacement
eld. The result is a clothed human model with remarkable geometric
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expressiveness, generalizing to challenging out ts such as suits, jackets,
and even dresses.

Finally, in Chapter 6, we analyze the typical failure modes of concurrent
implicit shape models on representing wide, loose garments, particularly
dresses and skirts. Based on the analysis, we further enhance the robustness
of our point-based model on these challenging out t types. To do so, we
extend the PoP model with a coarse stage, which learns a poseindependent
“clothing template” that can capture the rough surface geometry of cloth-
ing like skirts. We then re ne this using a network that infers the linear
blend skinning weights and pose dependent displacements from the coarse
representation. The approach, named SkiRT, works well for garments that
both conform to, and deviate from, the body. SkiRT can not only predict
pose-dependent shapes of a clothed human as in previous chapters, but
can also also be learned directly from raw scans with missing data, greatly
simplifying the process of creating realistic avatars.

Summary. Currently it requires an artist to create 3D digital humans
avatars with realistic clothing that can move naturally. Despite progress
on 3D scanning and modeling of human bodies, crafting an animatable
avatar is no easy task even for trained professionals. The key problem with
automated avatar creation is one of representation. Standard 3D meshes are
widely used in modeling the minimally-clothed body but do not readily
capture the complex topology of clothing. The community's recent interest
has shifted to implicit surface models for this task but they are computation-
ally heavy and lack compatibility with existing 3D tools. What is needed is
a shape representation that can capture varied topology at high resolution,
can handle articulated 3D shapes like human bodies, and can be learned
from data.

This thesis demonstrates that, perhaps surprisingly, such a representation
has been with us all along — the point cloud. In combination with contempo-
rary machine learning techniques such as neural elds, point clouds unite
the advantages of both implicit and explicit representations that we exploit
to model 3D garment geometry on a human body. In the following chapters,
we present our quest for ef cient and expressive models for automated
creation of clothed 3D humans, traversing from the traditional surface
meshes (Chapter3), to point-based surface patches (Chapter4), and nally
to the powerful dense point clouds (Chapters 5, 6). Table 1.1 summarizes
key contributions of each chapter.



Method

Problem

Solution and Contribution

Shape Representation

Architecture

Exemplar Applications

CAPE
(ch. 3

Existing parametric 3D body models
cannot represent clothing

There is a lack of 3D clothed human
datasets

A generative model of 3D humans in clothing,
controllable by pose and garment types

A captured, large-scale dataset of clothed hu-
mans in motion

Body mesh deformed with
vertex offsets

VAE built with graph convolutions,
conditioned on pose parameters and
one-hot clothing type label

Creating synthetic data of 3D
clothed humans

Improving accuracy of existing 3D
body pose estimation methods

SCALE
(ch. 4)

Body mesh + vertex offsets cannot rep-
resent varied garment topology

Simple pose parameter condition-

ing cannot deliver sufcient pose-
dependent deformation effects

A exible patch-based 3D shape representation
for digital humans

Local pose features for improved pose-
dependent effects and unseen pose general-
ization

Articulated surface elements
(local patches)

Coordinate-based MLP conditioned on
local pose features

Training subject-specic 3D avatar
models with pose-dependent cloth-
ing details in novel poses

Neural-rendering animated charac-
ters

PoP
(Ch. 5)

Patch-based shape representation
struggles capturing ne cloth wrinkles

Subject-speci ¢ models cannot general-
ize to unseen subjects

An expressive dense point cloud representation
for digital humans

An architecture to model multiple out ts using
a single neural network

A synthetic dataset of dynamic humans in com-
plex clothing (e.g. jackets, dresses)

Dense point clouds sampled
from a neural displacement
eld on the body surface

Coordinate-based MLP conditioned on
local pose and garment shape features

Creating multi-subject 3D avatar

models

Animating a single, static scan with
pose-dependent clothing deforma-
tions

SKIRT
(Ch. 6)

Most learning-based clothed human
models fail on loose clothing and
skirts/dresses

A coarse-to- ne scheme that rst learns a shape
“template” and skinning weights for each out t,
then re nes it with pose-dependent details

Dense point clouds displaced
from a per-garment learned
shape template

Three coordinate-based MLPs for (1)
static clothed body shape, (2) skinning
weights and (3) dynamic garment de-
formations, respectively

Training 3D avatar models wearing
loose garments directly from noisy
raw scans

Completing and removing noise
from raw scan sequences of clothed
humans

Table 1.1: Overview of chapters in this thesis.
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BACKGROUND

In this chapter, we review the prior art and concurrent work from differ-
ent perspectives, and discuss how the work presented in this thesis are
positioned relative to them.

2.1 Review: Parametric Body Models

The clothed human body models presented in this thesis are built upon
minimally-clothed, statistical human body models. Representative work
of this category are SCAPE [8], SMPL [127], SMPL-X [144], GHUM [ 200,
STAR [135, and SUPR [134]. On a high level, these models can capture
(at least) two important factors of a 3D human body geometry: body pose
and body shape. These two factors are represented by their respective low-
dimensional parameters such that, by feeding a body model with these
parameters, it can output a minimally-clothed 3D body mesh in the desired
pose and shape.

Without a loss of generality, we adopt SMPL/SMPL-X as the base for
developing our clothed human models as they are widely used in academia
and industry. Below we brie y introduce the SMPL [ 127 model in this
chapter to facilitate presenting the rest of the thesis. For more in-depth
technical details of the body models, we refer the reader to the original
SMPL [122/SMPL-X [ 144 papers.

SMPL [127 is a model of human bodies that factors the surface of the
body into shape (b) and pose (q) parameters. As shown in Fig. 2.1 (a) and
(b), the architecture of SMPL starts with a triangulated template mesh
T, in a canonical pose!, de ned by N = 6890 vertices. Given shape and
pose parameters (0, q), 3D offsets are linearly added to the template, corre-
sponding to shape dependent deformations ( Bs(b)) and pose dependent

The “canonical pose” is also known as the “zero pose”, which is a pre-de ned body pose
where the pose parameters are all zeros. The parameters of all other poses are de ned relative
to this “origin” pose. In the rest of the thesis we will use “zero pose” and “canonical pose”
interchangeably. In this thesis, we follow SMPL and use the T-pose as the canonical pose. It is
also common to use a “star” pose as the canonical pose in the literature.
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@T (b) T(b) (©) T(b.g) (d) Teo (€) Mo
= T+Bs(b) =T(b)+Bp(q) = T(b.a)+ Suo(2.0.) =LBS(Teo.JqW)

Figure 2 .1: Additive clothed human model. The SMPL [122] body model (a) starts
from a template mesh, and linearly adds offsets contributed by (b) individual
body shape b, and (c) pose g. Note the deformation on the hips and feet caused
by the ballet pose. The highlighted component (d) illustrates a contribution of this
thesis: an additive clothing offset term. Speci cally, in Chapter 3 we parameterize
this term by pose g, clothing type c and a clothing shape variable z. (e) The
vertices are then posed using Linear Blend Skinning.

deformations (Bp(q)). The resulting mesh is then posedusing the linear
blend skinning function LBS. Formally:

T(b,g) = T+ Bg(b)+ Bp(q) (2.1)
M(b,q) = LBS(T(b,q),Ib),q W) (2.2)

where the linear blend skinning function LBS( ) rotates the rest pose
vertices T around the 3D joints J (which are a function of body shape

b), linearly smoothes them with the blend weights W, and returns the
posed vertices M. The poseq 2 R3 (231 s represented by a vector of
relative 3D rotations of the 23 joints and the global rotation in the axis-angle

representation.

The SMPL-X model enhances the expressiveness of SMPL by unifying
it with parameterized head and hand models. As a result, the number of
output vertices, body joints and the dimensionality of the pose parameters
increases, but the additive, linear formulation of Egs. (2.1) and (2.2) still
holds.

This thesis primarily uses the SMPL/SMPL-X body model in two ways.
First, we use it as a base geometry for applying the clothing deformation
layer, as illustrated in Fig. 2.1(d). Second, we use it as a proxy to handle
body articulation. Speci cally, we leverage its skeleton transformations —
between the canonical pose and arbitrary other poses — to factor out the
rigid part in the cloth deformation, thereby reducing the data variance and
facilitating learning the non-rigid deformations. We will elaborate on how
these are done in the following chapters.
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2.2 Related Work

2.2.1 Reconstructing and  Modeling Clothed Humans

The capture, reconstruction and modeling of clothing has been widely
studied. There are two main classes of methods: (1) reconstruction and
capture approaches, which predict 3D clothing from images or point clouds,
and (2) parametric models of clothing, which predict how clothing deforms
as a function of pose and body shape.

Reconstructing 3D humans. Reconstruction of 3D humans from 2D im-
ages and videos is a classical computer vision problem. Most approaches [22,
38, 66, 89, 100, 102, 103 106, 133 144, 173 output 3D body meshes from
images, but not clothing. This ignores image evidence that may be useful. To
reconstruct clothed bodies, methods use volumetric [ 130, 165 166, 183 219
or bi-planar depth representations [ 53] to model the body and garments
as a whole. While these methods deal with arbitrary clothing topology
and preserve a high level of detail, the reconstructed clothed body is not
parametric, which means the pose, shape, and clothing of the reconstruction
can not be controlled or animated.

Another group of methods are based parametric body models such as
SMPL [3-6, 21, 221]. They represent clothing as an vertex offset layer from
the underlying body as proposed in ClothCap [ 150. These methods can
change the pose and shape of the reconstruction using the deformation
model of SMPL. However, the geometric expressiveness of these methods
are bounded by the limited mesh resolution of the underlying body model.
For example, the SMPL model has only 6,890vertices, insuf cient to capture
the high-frequency wrinkles in most garments. Additionally, these methods
assume clothing deforms like an undressed human body; i.e. that clothing
shape and wrinkles do not change as a function of pose. Recent efforts seek
to integrate the parametric body model into the volumetric reconstruction
pipelines discussed above, thereby attaining pose controllability while
preserving intricate clothing geometric details [ 78, 199 21§. While the
characters reconstructed by these methods can be re-animated, they cannot
exhibit the pose-dependent clothing deformations either.

In this thesis we also use a body-to-cloth offset representation to learn
our model, but critically, we learn a neural function mapping from pose to
clothing offset deformations. Hence, our work differs from these methods
in that we learn a parametric model of how clothing deforms with pose.

9
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Parametric models for 3D bodies and clothes.  Statistical 3D human body
models learned from 3D body scans [8, 88, 122, 128 134, 135 144, 200
capture body shape and pose and are an important building block for
multiple applications. Most of the time, however, people are dressedand
these models do not represent clothing. In addition, clothes deform as we
move, producing changing wrinkles at multiple spatial scales.

In the pursuit of creating high- delity clothing deformations, extensive
research in computer graphics has delved into physics-based simulations
(PBS) [L31, 179. The research has placed focus on various aspects, including
cloth representations [37, 61, 96, robust time integration [ 11, 179, ef cient
collision handling [ 23, 71, 175, and, recently, the differentiability of the
simulators [ 77, 111, 117]. Despite their remarkable quality, physics-based
simulations are known for being computationally expensive. In an effort to
mitigate these computational challenges, data-driven approaches have been
proposed to approximate the physical models by learning from physics
simulation data [ 59, 65, 68, 69, 142, 17(. This enables the synthesis of a
simulation-like garment geometry in a single inference step of a trained
model, greatly improving the inference ef ciency. An example of clothing
model learned from PBS data, DRAPE [69], is shown in Fig. 2.2 (a). However,
the visual delity of the results is often limited by the quality of the
simulated training data.

While clothing models learned from scanned/captured data exist, few
generalize to new poses. For example, Neophytou and Hilton [ 137 learn a
layered garment model on top of SCAPE [ 8] from dynamic sequences, but
generalization to novel poses is not demonstrated. Yang et al. [204] train a
neural network to regress a representation of clothing based on Principal
Component Analysis (PCA), but only show generalization on the same
sequence or on the same subject. Lahner et al. [04] learn a garment-speci ¢
pose-deformation model by regressing low-frequency PCA components and
high frequency normal maps. While the visual quality is good, the model
is garment-speci ¢ and does not provide a solution for full-body clothing.
The SCALE, PoP and SkiRT models introduced in this thesis (Chapters 4-6)
inherit the spirit of these methods in that they are also regressors from body
pose to clothing shape. Different from previous work, we do not adopt
PCA as an linear approximation, but instead directly regress the non-rigid
and non-linear deformation of clothes using neural networks — a design
choice that aligns with many concurrent works [ 30, 115 167, 189, 190, 213.
In contrast, the CAPE model presented in Chapter 3 is a generative model,
which allows us to sampleclothing.
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@ (b) (©

(d) (e) U]

Figure 2 .2: Selected related work using various representations for cloth-
ing/clothed bodies. (a) Clothing as a separated mesh layer from body [65].
(b) Clothed body as a single mesh layer by applying vertex offsets to a body
mesh [150. (c) Clothed body as a single mesh layer by applying a UV displace-
ment map to a body mesh [ 6]. (d) Clothed body as a signed distance function [ 167).
(e) Clothed body as an unsigned distance function [ 39]. (f) Clothing as a point
set grouped into surface patches [13]. Figures are adapted from the respective
sources [6, 13, 39, 65, 150, 167].

2.2.2 Shape Representations for Modeling Humans

Surface meshes are the most commonly used representation for human
shape due to their ef ciency and compatibility with graphics engines. Not
only human body models [ 8, 122, 135 200 but also various clothing models
leverage 3D mesh representations as separate mesh layers 18, 40, 65, 68,
69, 142 168-170, 196 (as shown in Fig. 2.2 (a)) or displacements from a
minimally clothed body [ 6, 21, 132, 180, 197, 20§ (Fig. 2.2 (b, c)). Recent
advances in deep learning have improved the delity and expressiveness of
mesh-based approaches using multilayer perceptrons (MLP) [18, 142 169
and 2D convolutions [ 6, 85, 104]. The drawback of mesh-based represen-
tations is that topological changes are dif cult to model. Pan et al. [ 139
propose a topology modi cation network to support topological change,
however it has dif culty learning large topological changes from a single
template mesh [227. HOOD [ 59 treats garment meshes as graphs and can
model certain topological changes (e.g. unzipping a jacket) by dynamically
toggling the connectivity between graph nodes (i.e. mesh vertices), but still
requires creating a separate mesh template for each garment type.
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