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Abstract

This thesis explores the multifaceted role of representation learning in improv-
ing the performance of deep neural networks in various applications. We delve
into the paradigm of active learning, investigating its application in iterative
combinatorial auctions and the integration of diversity and uncertainty-based
sampling strategies in the context of self-supervised, pre-trained models. Our
exploration extends to disentangled representation learning, where we intro-
duce a novel training procedure for variational autoencoders that overcomes
the challenge of hyperparameter selection and enables consistent learning of
disentangled representations. We also leverage implicit neural representations
for domain-agnostic super-resolution, demonstrating the ability to upscale
any arbitrary data type. In addition, we address the challenge of scaling trans-
formers to large inputs by proposing a hierarchical tree-based architecture.
Finally, we investigate the reasoning capabilities of large language models. We
demonstrate the feasibility of using language for reasoning in abstract visual
tasks. We then introduce a benchmark for evaluating algorithmic reasoning
and analyze the scaling behavior of reasoning language models on complex
logic puzzles. Through these diverse investigations, this thesis contributes
to a deeper understanding of representation learning and its potential to
advance the development of more robust, efficient, and intelligent AI systems.
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Zusammenfassung

In dieser Arbeit wird die Rolle des Repräsentationslernens bei der Verbes-
serung der Leistung von neuronalen Netzen untersucht. Zunächst befassen
wir uns mit dem Paradigma des aktiven Lernens und untersuchen seine
Anwendung in Auktionen. Wir erforschen auch die Integration von Sampling-
Strategien des aktiven Lernens, insbesondere im Kontext von vortrainierten
Modellen. Unsere Untersuchungen erstrecken sich auch auf das Lernen von
entwirrten Repräsentationen, wo wir ein Trainingsverfahren für variationale
Autoencoder einführen, das die Herausforderung der Hyperparameterauswahl
überwindet und ein konsistentes Lernen ermöglicht. Außerdem nutzen wir
implizite neuronale Repräsentationen für Superauflösung und demonstrieren
die Fähigkeit, jeden beliebigen Datentyp hochzuskalieren. Darüber hinaus
gehen wir die Herausforderung der Skalierung von Transformern an, indem
wir eine hierarchische Architektur vorschlagen. Schließlich untersuchen wir
die Fähigkeiten von großen Sprachmodellen zur logischen Schlussfolgerung.
Wir demonstrieren die Machbarkeit der Verwendung von Sprache für Schluss-
folgerungen bei abstrakten visuellen Aufgaben. Anschließend führen wir einen
Benchmark für die Bewertung algorithmischen Denkens ein und analysieren
das Skalierungsverhalten von Sprachmodellen bei komplexen Logikrätseln.
Durch diese Untersuchungen trägt diese Arbeit zu einem tieferen Verständ-
nis des Repräsentationslernens und dessen Potenzial bei, die Entwicklung
robusterer, effizienterer und intelligenterer KI-Systeme voranzutreiben.

IV



Acknowledgments

I would like to thank all of my Disco colleagues for the amazing time I have
had during my PhD. In particular, I would like to thank Andreas for enjoying
(or suffering through) many runs with me, Joël for elevating my music taste,
Florian for elevating my coffee taste, Lukas for preparing me to industry life
and Karolis for teaching me to accept things as they are. My office mates,
Till,Frédéric, Karolis, Lukas, and Zhao, made our office a great place for
scientific discovery, the occasional shootout, a steady supply of sweets (thanks,
Till!) and late night paper writing sessions. During my Ph.D., I had the
opportunity to explore countries beyond conference venues with the amazing
companionship of Karolis, Joël and Kanye. Andreas, Florian, Joël, Karolis,
and Lukas helped me discover the beauty of cultural and culinary experiences
with friends. I can still learn a lot from Luca on how to efficiently guide
and supervise large numbers of projects. I would also like to thank Roger
for his guidance and the countless discussions that helped me become the
researcher I am today. Finally, I would like to thank Muriel and my family
for supporting me during challenging times and being there for me when I
needed them most.

Collaborations and Contributions

Most of the chapters in this book are the result of a variety of collaborative
efforts. Following is a detailed list of the contributions and the list of
contributors for each chapter. I would like to thank them all for contributing

V



VI

and for the many interesting discussions we had while working on these
projects.

Chapter 2 is based on the publication Optimizing resource allocation: An
active learning approach to iterative combinatorial auctions [85]. The Co-
authors are Stefan Kramer, Roger Wattenhofer and Kanye Ye Wang.

Chapter 3 is based on the publication Bridging Diversity and Uncertainty
in Active learning with Self-Supervised Pre-Training [68]. The Co-authors are
Paul Doucet, Till Aczel and Roger Wattenhofer.

Chapter 4 is based on the publication DAVA: Disentangling Adversarial
Variational Autoencoder [81]. The Co-author is Roger Wattenhofer.

Chapter 5 is based on the preprint FunctaFormer: Domain-Agnostic Super-
Resolution. The Co-authors are Luca Lanzendörfer, Flavio Schenker and
Roger Wattenhofer.

Chapter 6 is based on the preprint Hierarchical and Searchable Representa-
tions for Vision Transformers. The Co-authors are Santiago Gallego Restrepo
and Roger Wattenhofer.

Chapter 7 is based on the publication Abstract Visual Reasoning Enabled by
Language [32]. The Co-authors are Giacomo Camposampiero, Loïc Houmard,
Joël Mathys and Roger Wattenhofer.

Chapter 8 is based on the publication PUZZLES: A Benchmark for Neural
Algorithmic Reasoning [84]. The Co-authors are Luca Lanzendörfer, Yannick
Niedermayr and Roger Wattenhofer.

Chapter 9 is based on the publication Reasoning Effort and Problem Com-
plexity: A Scaling Analysis in LLMs [82]. The Co-author is Roger Watten-
hofer.



Contents

1 Introduction 1
1.1 Active Learning . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 General Representation Learning . . . . . . . . . . . . . . . . 3
1.3 Reasoning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 An Active Learning Approach to Iterative Combinatorial
Auctions 7
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.2 Background and Related Work . . . . . . . . . . . . . . . . . 9
2.3 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
2.5 Discussion and Conclusion . . . . . . . . . . . . . . . . . . . . 37

3 Bridging Diversity and Uncertainty in Active learning with
Self-Supervised Pre-Training 39
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
3.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
3.4 Experimental Evaluation . . . . . . . . . . . . . . . . . . . . . 45
3.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4 Disentangling Adversarial Variational Autoencoder 48
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

VII



CONTENTS VIII

4.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
4.3 Posterior Indifference Projection Equivalence . . . . . . . . . 54
4.4 PIPE Metric . . . . . . . . . . . . . . . . . . . . . . . . . . . 56
4.5 Training Procedure for VAEs (DAVA) . . . . . . . . . . . . . 58
4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

5 Domain-Agnostic Super-Resolution 65
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
5.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
5.3 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
5.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
5.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

6 Hierarchical and Searchable Representations for Vision Trans-
formers 84
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
6.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
6.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
6.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

7 Abstract Visual Reasoning Enabled by Language 93
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
7.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
7.3 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96
7.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
7.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

8 A Benchmark for Neural Algorithmic Reasoning 102
8.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
8.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
8.3 The PUZZLES Environment . . . . . . . . . . . . . . . . . . . . 106
8.4 Empirical Evaluation . . . . . . . . . . . . . . . . . . . . . . . 108
8.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116
8.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

9 A Scaling Analysis of Reasoning Effort and Problem Com-
plexity in LLMs 118
9.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119
9.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 120



CONTENTS IX

9.3 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
9.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
9.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

10 Conclusion 126

Appendices 127

Appendix A An Active Learning Approach to Iterative Combi-
natorial Auctions 128
A.1 Hyperparameters . . . . . . . . . . . . . . . . . . . . . . . . . 128

Appendix B Disentangling Adversarial Variational Autoencoder 131
B.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131
B.2 PIPE Metric Details . . . . . . . . . . . . . . . . . . . . . . . 136
B.3 Hyperparameters and DAVA Training Details . . . . . . . . . 138
B.4 Complete Quantitative Results of all Evaluated Datasets . . . 143
B.5 Further Results on Real-life Datasets . . . . . . . . . . . . . . 146

Appendix C Domain-Agnostic Super-Resolution 149
C.1 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149
C.2 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154
C.3 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155
C.4 Detailed Results . . . . . . . . . . . . . . . . . . . . . . . . . 159
C.5 Qualitative Samples . . . . . . . . . . . . . . . . . . . . . . . 164

Appendix D Hierarchical and Searchable Representations for
Vision Transformers 178
D.1 Details for Methods Section . . . . . . . . . . . . . . . . . . . 178
D.2 Details on Encoder Computational Complexity . . . . . . . . 185
D.3 Details on Decoder Computational Complexity . . . . . . . . 188
D.4 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . 190

Appendix E A Benchmark for Neural Algorithmic Reasoning 193
E.1 PUZZLESEnvironment Usage Guide . . . . . . . . . . . . . . . 193
E.2 Environment Features . . . . . . . . . . . . . . . . . . . . . . 197
E.3 PUZZLESImplementation Details . . . . . . . . . . . . . . . . 200
E.4 Puzzle Descriptions . . . . . . . . . . . . . . . . . . . . . . . . 202
E.5 Puzzle-speci�c Metadata . . . . . . . . . . . . . . . . . . . . . 209
E.6 Detailed Results . . . . . . . . . . . . . . . . . . . . . . . . . 218



CONTENTS X

Appendix F A Scaling Analysis of Reasoning E�ort and Prob-
lem Complexity in LLMs 230
F.1 Full Prompt . . . . . . . . . . . . . . . . . . . . . . . . . . . . 230
F.2 Additional Figures . . . . . . . . . . . . . . . . . . . . . . . . 231
F.3 Cost . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 234



1
Introduction

Navigating the complexities of the real world depends on the ability to
abstract. Abstractions are not just helpful; they are essential cognitive
mechanisms that allow us to condense high-dimensional sensory input into
manageable representations, retaining only the information relevant to a
given task. However, identifying which aspects of the raw data are truly
relevant to a given task is a key challenge in learning these critical abstractions
from data. Humans have evolved sophisticated perceptual and reasoning
systems that implicitly learn and encode valuable priors through language
and cultural transmission [ 225]. In contrast, deep neural networks are known
to be vulnerable to exploiting spurious correlations unless appropriately
guided [95]. Lacking robust inductive biases, these models often struggle to
generalize beyond their training data and fail to capture the true underlying
functions [99, 160]. Representation learning directly addresses the core
problem: extracting relevant information and meaningful structure from
noisy, high-dimensional data. It achieves this by developing priors and
training techniques that enable models to learn representations that go
beyond super�cial pattern recognition.

1



1.1. ACTIVE LEARNING 2

In the subsequent chapters, we delve into various facets of representation
learning, exploring techniques to guide neural networks towards learning
more e�ective and meaningful representations. The work can be structured
into three major parts: Active learning, general representation learning, and
reasoning.

1.1 Active Learning

Chapters 2 and 3 focus on Active Learning, a paradigm that directly addresses
the challenge of data e�ciency in deep learning. Active learning achieves
data e�ciency by strategically selecting samples to train a network, aiming
to maximize performance from a minimal amount of labeled data. The focus
of this part is how we can leverage features of intermediate representations in
order to identify relevant samples.

In Chapter 2, we investigate the use-case of active learning for iterative
combinatorial auctions. Combinatorial auctions allow bidders to not only
bid on single items but also on a combination of items, called a bundle.
In this setting, the active learning process strategically queries bidders for
their valuations on speci�c bundles of items. This is crucial because, in
combinatorial auctions, exploring the entire space of possible bundles is
computationally infeasible. We introduce two novel active learning strategies,
GALI and GALO, designed to e�ciently explore this vast bundle space. GALI
prioritizes comprehensive coverage of the bundle space, while GALO focuses
on areas of high valuation uncertainty. By employing linear programming
techniques, we demonstrate how active learning can be e�ectively applied
even when dealing with exponentially large sample pools. This chapter
highlights how active learning can guide the network to learn representations
of each bidders value function that are most informative for e�cient resource
allocation, ultimately enhancing the economic e�ciency of these auctions.

Chapter 3 further explores active learning strategies, speci�cally focusing
in settings where pre-trained models are available. Thanks to self-supervised
representation learning techniques, pre-trained models are available for a wide
range of settings. This chapter introduces a novel, simple heuristic called
TCM , designed to overcome the 'cold start' problem often encountered in
active learning, by integrating diversity and uncertainty sampling. TCM
demonstrates the value of a simple strategy combining the exploration of
diverse data samples (using TypiClust) and exploitation of high-uncertainty
samples (using Margin sampling). This strategy allows the model to �rst
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learn the key task relevant factors and after that take more �ne grained
di�erences into account. TCM underscores how representation learning can
enable the use of simple active learning techniques to drastically improve the
performance of the �nal model.

1.2 General Representation Learning

Having explored active learning, we now broaden our scope to consider
architectural and training methods that facilitate the learning of meaningful
intermediate representations. Based on these representations, we are able
to achieve features such as better sample e�ciency for learning downstream
tasks, the ability for domain-agnostic architectures or better scalability and
structuring of large inputs.

Chapter 4 shifts focus to disentangled representation learning. Disentan-
glement aims to learn representations in which distinct factors of variation
in the data are encoded in separate, independent latent variables. This is
desirable for interpretability and improved generalization in downstream
tasks. In this chapter, we introduce the Disentangling Adversarial Variational
Autoencoder (DAVA ), a novel training procedure for variational autoencoders
that elegantly solves the challenging problem of hyperparameter selection,
which is often critical for achieving good disentanglement. DAVA eliminates
the need for dataset-speci�c hyperparameter tuning while remaining com-
petitive with models tuned with optimal hyperparameters. Furthermore,
we identify a necessary condition for unsupervised disentanglement, termed
PIPE , and demonstrate its ability to predict the performance of downstream
models in abstract reasoning, emphasizing the practical bene�ts of learning
disentangled representations.

Chapter 5 then explores a di�erent perspective on representation learning
by leveraging Implicit Neural Representations (INRs). INRs o�er a unique
way to represent data as continuous functions, allowing for a uni�ed framework
across diverse data modalities. In this chapter, we introduce FunctaFormer ,
a domain-agnostic super-resolution method that utilizes INRs to upscale any
arbitrary data type. By treating data as functions, FunctaFormer overcomes
the limitations of domain-speci�c architectures and achieves competitive
super-resolution performance across images, audio, videos, 3D shapes, and
even unstructured data like LiDAR scans and manifold data. This work
illustrates how the choice of representation space itself � moving to functional
representations � can enable the reuse of the same architecture for completely
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di�erent domains. While FunctaFormer still involves separately trained
models for the separate domains, it is a step towards uni�ed architectures
with a generalized representation space. This will become increasingly relevant
with more �exible multi-modal models, depending on this ability to tackle
diverse inputs.

In Chapter 6, we address the challenge of scaling transformers to large
inputs through architectural innovation. Transformers have demonstrated
remarkable capabilities, but their computational cost scales quadratically with
input length, limiting their applicability to long sequences or high-resolution
images. This chapter presents a novel tree-based encoder-decoder architecture
designed to reduce the computational complexity of self-attention in the
encoder and cross-attention in the decoder. By constructing a hierarchical
tree representation of the input, our model allows the decoder to e�ciently
parse and search for relevant information, signi�cantly reducing computational
cost. In particular, it shows an approach that is able to structure information
on di�erent levels of abstraction. At the same time, all levels of abstraction
remain accessible to the decoder and can be navigated through the tree
structure. This work demonstrates how architectural modi�cations can
improve the scalability and e�ciency of representation learning, enabling
transformers to process larger and more complex data. Further, it plays
into a line of research that tries to separate perception from the processes of
solving a downstream task [133, 134, 35]. Future work in this direction might
eventually lead to more e�cient transformer architectures with improved
scaling properties.

1.3 Reasoning

The remaining chapters of this thesis shift the focus towards reasoning, a
more complex cognitive ability that demands sophisticated intermediate rep-
resentations. In the following chapters, we analyze how the choice of these
representations a�ects reasoning performance. Many problems can be solved
using fast, intuitive thinking while others need some form of slower, ana-
lytical thinking. [ 206, 112]. Following the nomenclature of [ 141], system
1 corresponds to fast thinking and system 2 corresponds to slow thinking.
Many of the popular problems tackled in modern deep learning correspond
to system 1 problems, where the same amount of compute is applied to
each input. Real-world examples include spam detection [57], product rec-
ommendations [307], image classi�cation [ 218], sentiment analysis [297] and
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machine translation [ 252]. Only recently, mostly with the release of OpenAIs
o1 model [132], general system 2 reasoning at a large scale has entered the
stage. System 2-style models do not use a �xed amount of compute for a
problem. Instead, the models have been trained to output a varying amount
of intermediate thinking tokens before coming up with an answer, in other
words scaling test-time compute [248]. We will show in Chapter 9 that the
amount of intermediate tokens scales with the complexity of the problem.

The use of a suitable representation space is crucial for this kind of slow
thinking, even more critical is operating at the correct level of abstraction
within that space. Imagine attempting to write a complex program in assem-
bly language. While theoretically capable of expressing any computation, the
sheer number of low-level steps exponentially in�ates the search space for so-
lutions, making even moderately complex tasks overwhelmingly di�cult. This
is analogous to reasoning with overly concrete, low-level representations. A
more abstract language like C or Python provides abstractions that constrain
the search space by focusing on higher-level concepts and hiding unnecessary
details. This abstraction is not just about simplicity; it's about e�ciency.
By limiting the search space to relevant operations at the appropriate level
of detail, these languages enable programmers to e�ectively tackle complex
problems. Similarly, learning to represent problems at the correct level of
abstraction is paramount for e�cient reasoning.

As we show in Chapter 7, natural language can be a highly bene�cial
abstraction for reasoning, even for visual problems. We consider the Abstrac-
tion and Reasoning Corpus (ARC) benchmark [ 49]. ARC is designed to assess
human-like abstract reasoning abilities, posing a signi�cant challenge for AI
systems. In this chapter, we propose a novel approach that transforms ARC
tasks from the visual domain to the language domain using a set of hard-coded
rules. By leveraging pre-trained language models to reason in the textual
domain, we demonstrate a general learning-based framework that can solve
some ARC tasks, including tasks previously unsolved by other learning-based
methods. This work provides compelling evidence that language, with its
inherent structure and learned priors, can serve as a powerful representation
space for tackling abstract reasoning challenges, suggesting that grounding
visual information in language can unlock powerful reasoning abilities. In
fact, most of current state-of-the-art reasoning models do reason in language
space [203, 63, 104], with some recent works also using a continuous latent
space [111].

Recognizing the increasing importance of system 2 reasoning in AI, es-
pecially with the rise of agentic language models [3], we introduce a novel
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benchmark, PUZZLES, in Chapter 8. PUZZLES is a diverse collection of 40
logic puzzles, standardized within the gymnasium interface. It is designed
to provide a common ground for evaluating and comparing the algorithmic
reasoning capabilities of neural agents, particularly in reinforcement learning.
The adjustability of the benchmark and the diverse types of puzzles allow �ne-
grained analysis of the strengths and generalizability of reasoning, fostering
future research into the priors necessary for robust algorithmic reasoning.

Finally, building upon the PUZZLES benchmark, Chapter 9 investigates
the deductive reasoning capabilities of Large Language Models (LLMs) on
increasingly complex logic puzzles. Using the in�nitely scalable Tents puzzle,
we analyze how the reasoning e�ort of LLMs scales with problem size. Our
�ndings reveal a critical limitation: reasoning e�ort does not scale inde�nitely
with complexity, and may even decrease beyond a certain threshold. This
highlights potential limitations in the logical coherence of current LLMs
and underscores the need for strategies to improve reasoning scalability and
robustness. This analysis provides valuable insights into the strengths and
weaknesses of language-based representations for algorithmic reasoning.

Through these diverse chapters, this thesis explores various aspects of
representation learning, ranging from data-e�cient learning through active
learning, to learning disentangled representations, leveraging functional repre-
sentations for domain generalization, improving transformer scalability, and
investigating the crucial area of reasoning. By addressing these challenges
and proposing novel techniques and benchmarks, this thesis contributes to a
deeper understanding and advancement of representation learning in deep
neural networks, ultimately paving the way for more robust, e�cient, and
intelligent AI systems.



2
An Active Learning Approach to
Iterative Combinatorial Auctions

Abstract

In deep learning-based iterative combinatorial auctions (DL-ICA), bidders
are not required to report valuations for all bundles upfront. Instead, DL-ICA
iteratively requests bidders to report their values for speci�c bundles and
determines item allocation using a winner determination problem, with bidder
pro�les modeled by neural networks. However, due to the limited number of
reported bundles, DL-ICA may not always achieve optimal winner allocation,
leading to reduced economic e�ciency. In this chapter, we enhance the
economic e�ciency, speci�cally the social welfare, of DL-ICA by optimizing
the underlying machine learning-based elicitation algorithm. We introduce
two novel active learning-based initial sampling strategies: GALI and GALO.
GALI ensures optimal coverage of the entire bundle space during sampling,
while GALO identi�es bundles with high diversity in bidders' estimated values
as determined by the neural network. This approach extends the application

7
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of active learning beyond small pool sizes. We demonstrate how linear
programs can be utilized for active learning to manage pool sizes exceeding
1030 samples. Our approach is theoretically validated and experimentally
veri�ed, showcasing signi�cant improvements in performance.

2.1 Introduction

A combinatorial auction (CA) is a type of auction in which bidders are allowed
to place bids not only on individual items but also on bundles of items [ 217].
CAs allow bidders to fully express their preferences. As a result, bidders will
not su�er from the exposure problem [ 78], where a bidder tries to acquire
certain collections of items, but then ends up with only incomplete subsets
of those collections. Combinatorial auctions are widely used in practice, for
example in the sale of TV advertising slots [ 101] and in government spectrum
auctions [56]. On the downside, as the number of items in the CA increases,
the CA's bundle space grows exponentially. This makes it challenging for
bidders to report their full value functions. Instead, algorithms have to be
used to achieve an e�cient allocation without asking the bidders to value all
possible combinations of items. Iterative combinatorial auctions interact with
the bidders in rounds. In each round, the algorithm asks the bidders about a
limited number of bundles. Deep learning techniques have been used because
they provide a better estimate of the bidders' valuation of the unreported
bundles [285].

Previous studies [285] have not considered the e�ects of sampling strategies
for eliciting bidders' valuations. This leads to ine�cient allocations where
the auction outcome is unlikely to reach the social optimum. To improve the
e�ciency of deep learning-based iterative combinatorial auctions (DL-ICA),
we propose to incorporate active learning strategies when determining the
bundles that bidders are initially asked to report their willingness to pay
for. We implement two di�erent versions of pool-based active learning for
regression (ALR), namely greedy active learning on input values (GALI) and
greedy active learning on output values (GALO). We show that it is possible to
handle sample pools of exponential size by using a linear programming method.
We prove that our formulation is equivalent to the original formulation of
GALI and GALO in [289].

We experimentally compare the performance of the di�erent sampling
techniques. In particular, we explore the e�ciency of the winner allocation of
our algorithms in real-world CA models with di�erent instances in various



2.2. BACKGROUND AND RELATED WORK 9

domains, including the Global Synergy Value Model (GSVM) [ 100], the Local
Synergy Value Model (LSVM) [ 228], and the Multi-Region Value Model
(MRVM) [ 284]. Across all models, our algorithm achieves a better economic
e�ciency than the original DL-ICA algorithm, while generally having a lower
average number of queries to bidders.

In summary, we introduce ALR to DL-ICA and propose a method for
dealing with exponential pool sizes. We formally prove the correctness of our
method and experimentally verify its performance on several auction models.
Thus, our research provides a new perspective on DL-ICA. We demonstrate
the importance of sampling strategies for accurately representing the bidders'
valuation function. This has implications for the mechanism design of DL-ICA,
which contributes to improving the social welfare of auction allocation.

2.2 Background and Related Work

2.2.1 Machine Learning Powered CAs

Machine learning algorithms have been used in the mechanism design of CAs
for almost two decades. The majority of previous work can be classi�ed in
two ways: (i) generating CA mechanisms with machine learning algorithms,
and (ii) reducing the computational complexity within the auction process
with machine learning methods. In (i), researchers utilized the automated
mechanism design paradigm to generate CA mechanism directly with machine
learning algorithms [ 74, 75, 102, 198]. In (ii), previous studies focused on
improving the computational e�ciency during the auction process [ 21, 151].
In particular, Bayesian learning techniques have been applied in CAs to
converge faster [24, 25].

Recently, machine learning algorithms have been integrated into CAs,
especially as iterative combinatorial auctions (ICAs) [ 208]. ICAs do not
require bidders to report their full valuation functions on all bundles. Instead,
ICAs only query a limited number of random bundles at the beginning of the
auctions and interact with the bidders iteratively to ask their value of speci�c
bundles in multiple rounds until they compute the �nal allocation. Previous
work utilizes machine learning techniques, such as kernelized support vector
regressions (SVRs), to learn the valuation functions of bidders on di�erent
bundles of items [22, 23, 20]. Then, these techniques contribute to the
elicitation algorithm and improve the economic e�ciency of the algorithm
compared with traditional ICAs, i.e., combinatorial clock auction (CCA) [ 12].
Weissteiner and Seuken [285] introduce deep neural networks (DNNs) into the
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elicitation algorithm in ICAs, which realizes a better computational scalability
and enables ICAs in large auction domains. In this study, we investigate the
mechanism design of DL-ICA. In particular, we reveal the importance of the
sampling strategy preceding the iterative phases.

Iterative Combinatorial Auctions

Our CA model consists of m indivisible items and n bidders. We denote
the set of bidders as N and the bundle space asX = f 0; 1gm . For x =
(x1 ; :::; x m ) 2 X , x j = 1 if and only if the j -th item is part of the bundle x.

We denote v = ( v1 ; :::; vn ) as the true value pro�le of all bidders, with vi

being a function that maps a bundle x 2 X to a value in R� 0 for bidder i .
The value of the empty bundle (zero vector) is always 0. Bidders may lie in
their value reports. We use the notation v̂ (and v̂i ) such that v̂i (x) is the
reported value of bidder i for bundle x. Further, we use a third notation ~vi

to refer to the estimated value function of bidder i , which is produced by a
machine learning algorithm.

An allocation is denoted as a 2 X n , where ai;j = 1 () bidder i receives
item j . Any feasible allocation requires that every item is assigned to at
most one bidder. The social welfare of an allocation a with respect to the
true value-function is de�ned as V (a) =

P
i 2N vi (ai ). An allocation that

maximizes the social welfare isa� = arg maxa2 F

P
i 2N vi (ai ), where F is the

set of all feasible allocations. We call a� a perfect allocation in terms of the
true value pro�le v. The economic e�ciency of an allocation a is measured
in relation to the social welfare of a perfect allocation a� by V ( a)

V ( a � ) . In the
further course of this chapter, we will simply write e�ciency to refer to the
economic e�ciency. Similarly we de�ne the estimated social welfare with
respect to the estimated value functions of bidders ~vi as ~V (a) =

P
i 2N ~vi (ai ).

An iterative combinatorial auction (ICA) mechanism de�nes the interac-
tion between the bidders and the auctioneer, the allocation of the items and
the computation of the payments. In our case, the auctioneer can iteratively
ask the bidders to report their value v̂(x) for some bundle x. We also say
�querying/sampling bundle x from bidder i � instead of �asking bidder i to
report their value for bundle x�.

We further denote the set of reported bundle-value pairs of bidder i asB i =
f (x; v̂i (x)) | x 2 X , and bidder i has reported their value for xg. The tuple
B = ( B1 ; : : : ; B n ) gathers the reported bundle-value pairs from all bidders.
We de�ne the reported social welfare as V̂ (ajB ) =

P
8 i 2N :( a i ; v̂ i ( a i )) 2 B i

v̂i (ai ).
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DL-ICA

We present the iterative machine learning-based elicitation algorithm, which
was proposed by Brero et al. [24] in Algorithm 2.1. The goal of this algorithm
is to �nd an allocation a without having the bidder to submit bids for all
possible bundles.

The algorithm can be divided into an initial phase (Line 1) and an
iterative phase. In the initial phase, the mechanism samples a certain number
of bundles for each bidder. The bidders then have to report their value for
each of the chosen bundles to the mechanism. In roundt of the iteration
phase, the mechanism uses a machine learning algorithmA to generate the
estimated social welfare function ~V t based on the already queried bundles
B t � 1 . The winner determination problem (WDP) is then solved to �nd an
allocation at that maximizes the estimated social welfare function ~V t . Finally,
each bidder is asked to report his value for the bundle at

i allocated to him, if
the bidder hasn't been asked at

i before.

Algorithm 2.1 Machine learning-based elicitation

Input: Machine learning algorithm A
B 0  set of bundle value pairs of initial bundles
t  0
while 9i 2 N with at

i =2 B t � 1
i do

t  t + 1
Infer social welfare function: ~V t  A (B t � 1)
Determine allocation: at 2 arg maxa2 F

~V t (a)
for each bidder i do

if at
i =2 B t � 1

i then
Query value v̂i (at

i ) from bidder i
B t

i  B t � 1
i [ (at

i ; v̂i (at
i ))

else
B t

i  B t � 1
i

end if
end for

end while
Output: Final set of bundle-value pairs B T , where T = t

The machine learning algorithm A is treated as a black box. In particular,
A tries to estimate the (true) value function of every bidder by building
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a machine learning model for every bidder and training it on the set of
already queried bundles of that bidder B i . Let ~vt

i be the estimated value
function for bidder i computed by A in iteration t. The estimated value
functions of the bidder are then summed up to build the social welfare
function ~V t (a) =

P
i 2N ~vt

i (ai ). Brero et al. [24] used kernelized SVR for their
models. Weissteiner and Seuken [285] modi�ed the algorithm by using Deep
Neural Networks instead of SVR. Neural networks can in general capture
more complex functions than linear or quadratic kernels.

The WDP has the goal of allocating the items of an auction in such a
way, that the social welfare of the auction is maximized. In every iteration
t we are interested in �nding a maximal allocation at with respect to the
estimated social welfare function ~V t . This can be formulated as:

arg max
a2X n

X

i 2N

~vt
i (at

i )

s.t.
X

i 2N

aij � 1; 8j 2 M

aij 2 f 0; 1g; 8j 2 M ; 8i 2 N

(2.1)

Weissteiner and Seuken [285] have shown that the presented WDP can
be modeled as neural networks with ReLU activation function into a MIP.
For every bidder, a fully connected multi-layer perceptron (MLP) with ReLU
activation functions is used to learn the bidder's value function. The output
layer does not have an activation function. Let di

k represent the dimension
of layer k. Let further W i;k be the matrix containing the weights employed
to compute the values of the layer k + 1 and bi;k the bias we add in the
computation for layer k+1 in the neural network for bidder i . Then the output
oi;k +1 2 Rd i

k +1 of layer k+1 is computed asoi;k +1 = max f 0; W i;k � oi;k + bi;k g.
The presented MLP can then be expressed as a nested function, where the
output of the function corresponds to the output layer of the neural network.
For a one-hidden-layer perceptron and input vector x, the function would be
~vi (x) = W i; 2 � (max f 0; W i; 1 � x + bi; 1g) + bi; 2 .

Although the ReLU activation functions induce nonlinearity in our MLPs,
a MLP with ReLU activation functions can still be presented in a linear way.
For every layer k, we now introduce three new vectors yi;k ; zi;k ; si;k , all of
size di

k . Then yi;k is a binary vector, while zi;k and si;k lie in the real number
space. Let hi;k = W i;k � 1 � oi;k � 1 + bi;k � 1 . The vectors are set in the following
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way. If hi;k
j � 0, we set zi;k

j = hi;k
j , yi;k

j = 1 and si;k
j = 0 , if it is negative, zi;k

j

and yi;k
j are both 0 and si;k

j = � hi;k
j .

We present Lemma 2.2 from Weissteiner and Seuken[285], which shows
how one can encode the output values of a layer using a set of linear constraints.

Lemma 2.2. Let W i;k � 1 � oi;k � 1 + bi;k � 1 2 Rd i
k be �xed for a k 2 f 1; :::; K i g

(where K i + 1 denotes the number of layers including input and output layer).
Furthermore, let zi;k , si;k 2 Rd i

k , yi;k 2 Rd i
k . Consider the following linear

constraints:

zi;k � si;k = W i;k � 1 � oi;k � 1 + bi;k � 1 (2.2)

0 � zi;k � yi;k � L (2.3)

0 � si;k � (1 � yi;k ) � L (2.4)

The polytope de�ned by (2.2) - (2.4) is not empty and every element (zi;k ; si;k ; y i;k )
of this polytype satis�es zi;k = oi;k .

Here, L denotes a big constant, that is guaranteed to be large enough to
satisfy that every element in zi;k and in si;k for all k 2 f 1; :::; K i g is smaller
than L .

Using Lemma 2.2, we can reformulate the WDP 2.1 into a MIP, so it can
be e�ciently solved using a linear program solver:

arg max
a2X n ;z i;k ;s i;k ;y i;k

X

i 2N

zi;K i

s.t. 8i 2 N

zi; 0 = ai ;

zi;k � si;k = W i;k � 1 � zi;k � 1 + bi;k � 1

0 � zi;k � yi;k � L
0 � si;k � (1 � yi;k ) � L
yi;k 2 f 0; 1gd i

k

9
>>=

>>;
8k 2 f 1; :::; K i g

aij 2 f 0; 1g; 8j 2 M
X

i 2N

aij � 1; 8j 2 M

(2.5)

We omit the proof for the equivalence of the the WDP (2.1) and the MIP
(2.5) and refer to [285].
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The PVM Algorithm

The Vickery-Clarke-Groves auction (VCG) is a famous auction type for
combinatorial auctions. One big advantage of VCG is its strategyproofness,
which means that bidding truthfully represents a dominant strategy. In style
of VCG, Brero et al. [ 24] have presented the auction mechanism Pseudo-VCG
(PVM), which computes an allocation and payments for a CA instance. PVM
executes Algorithm 2.1 n + 1 times, once for the main economy, n-times
for the n marginal economies, where one bidder does not participate in the
auction. After determining the best allocation under the set of elicited bundles
returned by Algorithm 2.1 for every economy, it chooses the allocation with
the highest social welfare and then computes the payments according to the
VCG-payment rule.

Algorithm 2.3 Pseudo-VCG Mechanism (PVM) by Brero et al. [24]

Run Algorithm 1 n + 1 times to get B ( �; ) ; B ( � 1) ; :::; B ( � n )

B �  ([ n
i =1 B ( � i ) ) [ B ( �; )

Determine allocations a( �; ) ; a( � 1) ; :::; a( � n ) , where
a( � i ) 2 arg maxa2 F V̂ (ajB ( � i ) ) 8i 2 f; ; 1; 2; :::; ng
Allocate items according to:

apvm 2 arg max
a2f a ( �; ) ;a � (1) ;:::;a ( � n ) g

V̂ (ajB ( � i ) )

Charge each bidder i according to:

ppvm
i =

X

j 2N ;j 6= i

v̂j (a( � i ) ) �
X

j 2N ;j 6= i

v̂j (apvm )

Notice, that the allocations a( �; ) ; a( � 1) ; :::; a( � n ) can only assign bundles
to bidders, which the mechanism has already queried in Algorithm 2.1 from
this bidder. In other words, if bidder i gets bundle x in the allocation a( � j ) ,
then x must be in the set B ( � j )

i . As the sets B ( �; ) ; B ( � 1) ; :::; B ( � n ) might
di�er, there is no guarantee, that the social welfare of the main economy is
the largest, unlike as in VCG. Even though being quite similar to the normal
VCG auction, PVM is not strategyproof as Brero et al. [ 24] have shown.
However, it satis�es at least the property of having the bidder's incentives
aligned with the social welfare. The increase of a bidder's utility always
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results in an increase of the social welfare. Further, it also guarantees that a
bidder does not have to pay more for a bundle than its reported value.

2.2.2 Active Learning

In machine learning, data acquisition is often independent of model training,
and models are seen as passive recipients of training data. Acquiring labeled
data for supervised training of a machine learning model can be costly, for
example when this involves asking bidders to value certain bundles for an
ICA. To reduce the burden on the bidders, we want to ask them about
as few bundles as possible. One possible way to overcome this problem
is active learning. Active learning describes the process where a machine
learning algorithm is allowed to choose the training data from which it learns
[52, 235, 236]. The idea is to �nd the data points that are most useful for the
model, i.e. that provide most information. If there is a �xed pool of samples
available to choose from, the target task is a regression task, and samples
are selected sequentially, such an approach is called sequential pool-based
active learning for regression (ALR) [ 255]. The work by [ 289] builds on top of
[255] and proposes an e�ective and relatively simple ALR method inspired by
greedy passive sampling [303], outperforming existing ALR approaches. The
main idea of [289] is that ensuring maximal diversity both in sample space
and model output space leads to improved performance.

We demonstrate that extending DL-ICA with active learning greatly
improves the social welfare of the �nal auction allocations. We shortly
formalize the two ALR strategies we base our work upon. We follow the
notation of [289].

Greedy active learning on input values (GALI)

Originally proposed by [ 303], GALI values tries to achieve a good diversity
in the input space for the sampled data points. The data point we want to
sample next should always lie as far as possible from the already labeled
points.

Let H be the set of all data points, l be the dimension of our input space, k
the number of already labeled data points and S = f s1 ; :::; sk g the set of these
labeled data points, with si = ( si; 1 ; :::; si;l ) 2 H . For every x 2 H nS we then
compute the distance to the closest point in S as din

x = min i =1 ;:::;k ksi � xk.
A data point x � with the largest distance to its closest neighbor in S will be
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the next one to label.

x � 2 arg max
x 2 H nS

din
x (2.6)

After being labeled, the point is added to S and the process is repeated
until we have reached our desired number of samples. Notice that this
approach is di�erent than the other active learning methods as it does not
depend on any learning algorithm.

Greedy active learning on output values (GALO)

Originally proposed by [ 289], GALO aims to achieve diversity in the model
output space. In other words, the next data point to be sampled should lie
the furthest away from the already labeled points in the model output space.
Unlike GALI, this approach depends on a learned model m. This model m
needs to be trained with k samples before GALO is applied, so that it is able
to provide a reasonable estimate of the labels.

Let then S = f (s1 ; y1); :::; (sk ; yk )g be the set containing the pairs of the
already labeled data points si and their label yi . Let further f denote the
function learned by the machine learning model. The other notations stay
the same as before. We again compute for every data point x 2 H n S the
distance to its closest point in S as dout

x = min i =1 ;:::;k kyi � f (x)j. As before
(2.6), we choose a point with the largest distance to be sampled next.

x � 2 arg max
x 2 H nS

dout
x (2.7)

2.3 Methods

In this section, we show how we can extend the ALR methods from Subsection
2.2.2 so that they can be applied to DL-ICA. Speci�cally, we want to improve
upon the uniform sampling strategy used to generate the initial set of bundles
that bidders are queried about in the starting phase of ICAs. (This refers
to Line 1 in Algorithm 2.1). Doing this allows an increase of the economic
e�ciency of DL-ICA while potentially reducing the burden on the bidders
by decreasing the number of queried bundles. The data points here are
often referred to as bundles. Instead of always using the word �labeled� to
distinguish whether the true label of a data point/bundle is known, we also
operate with the words �already sampled� and �queried�.
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2.3.1 Greedy Active Learning on Input Values (GALI)

To determine which bundle should be sampled next, the algorithm proposed
by [289] for GALI iterates over all unlabeled bundles in the pool and computes
their distance to the closest labeled bundle. As the size of our bundle space
grows exponentially with the number of items (for each item, you can either
take it or not take it), �nding the next bundle to sample would lead to an
exponential number of computations. To avoid this problem, we propose an
algorithm for GALI using a small number of integer linear programs (ILP),
which can be computed with an e�cient ILP-solver. The amount of ILPs
needed is equal to the number of already labeled bundles. As the goal of our
auction mechanism is to query as few bundles as possible, our set of labeled
data stays rather small. To derive the implementation, we will �rst present
an alternative de�nition of GALI in form of an optimization problem, which
is equivalent to the de�nition in 2.2.2. The new optimization problem on its
own, however, is not e�ciently computable. We will show why this is the
case and then derive the aforementioned implementation based on ILPs.

Alternative De�nition of GALI

De�nition 2.4. (closest to ... in set ...). Let C; D be sets withC � D . Then
d 2 D is closest to c0 2 C in set C if and only if 8c 2 C : kd � ck � k d � c0k.
Notice, that d can be closest to more than one element inC.

Let m be the number of items, X = f 0; 1gm the bundle space andS � X
the set of already sampled bundles. To overcome the obstacle of exponential
iterations, we reformulate the rule for the determination of the next sample.
For all s 2 S we denote H s � X n S as the set of not already sampled bundles
x, for which x is closest to s in set S. The elements of H s , which have
maximal distance to s, build up the set arg maxx 2 H s

kx � sk. Let further
dist s = maxx 2 H s kx � sk be the maximal distance between s and a bundle
in H s .
The next bundle to query is then:

x � 2 arg max
x 2 H s �

kx � s� k

s.t. s� 2 arg max
s2 S

dist s

(2.8)

The process is illustrated in Figure 2.5. With the following Lemma we show
that the De�nition (2.8) is in fact equivalent to the old one in (2.6).
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Figure 2.5: Visualization for querying the next bundle using GALI. s1 to s3

are already sampled bundles. H s1 is x1 , H s2 is f x2 ; x � g and H s3 is x3 . The
next bundle to query is then x � , since it maximizes the distance to its closest
already sampled bundle s2 .

Lemma 2.6. Let Bnew = f x0 j x0 2 arg maxx 2 H s 0
kx � s0k^ s0 2 arg maxs2 S dist sg

according to (2.8).
Let Bold = f x0 j x0 2 arg maxx 2X n S din

x g according to (2.6). Then Bnew =
Bold .

Proof. First, we prove Bnew � Bold by showing that every element which
does not belong to Bold also won't belong to Bnew : Let ~x 2 X n S, but
~x =2 Bold . Then there exists a bundle x � 2 X n S, s. t. din

~x < d in
x � . Let further

~x be closest to ~s in set S and x � closest to s� in S. We then have

k~x � ~sk = din
~x < d in

x � = kx � � s� k

We distinguish two cases:
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ˆ ~x 2 arg maxx 2 H ~s
kx � ~sk:

=) dist ~s = k~x � ~sk

=) dist ~s < dist s �

=) ~s =2 arg max
s2 S

dist s

=) ~x =2 Bnew

ˆ ~x =2 arg maxx 2 H ~s
kx � ~sk: This trivially violates the conditions to be

an element of Bnew . However, ~x could be closest to more than one
element of S. Let us therefore assume, that ~x is also closest tos0 in
S and ~x 2 arg maxx 2 H s 0

kx � s0k. But then we can just apply the �rst
case again with s0 instead of ~s and hence we get~x =2 Bnew .

In both cases we get ~x =2 Bold =) ~x =2 Bnew , which implies Bnew � Bold .

Secondly, we prove Bold � Bnew : We assume that x =2 Bnew and ~x is
closest to ~s in S. Again two cases can be distinguished:

ˆ ~x =2 arg maxx 2 H ~s
kx � ~sk:

Then there must exists x0 2 H ~s , s. t. kx0 � ~sk > k~x � ~sk.

=) din
x 0 > d in

~x =) ~x =2 arg max
x 2X n S

din
x =) ~x =2 Bold

ˆ ~x 2 arg maxx 2 H ~s
kx � ~sk, but ~s =2 arg maxs2 S dist s :

There exists a s� 2 arg maxs2 S dist s with corresponding x � 2 arg maxx 2 H s � kx � s� k.
Obviously we have dist ~s < dist s � .

=) k ~x � ~sk < kx � � s� k =) din
~x < d in

x � =) ~x =2 Bold

This implies Bold is a subset ofBnew . Together with Bnew � Bold , we can
derive Bnew = Bold .

As already mentioned at the beginning of this section, Bnew cannot be
computed in polynomial time. The problem is the constraint x 2 H s � ,
demanding that H s � has to be known. Building this set requires computing
for every x 2 X n S its distance to each s 2 S, so that we can determine
whether x is closest to s� . As the set X n S is of exponential size, deriving
H s � takes exponential time.
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Implementation with ILPs

We now present a way to compute (2.8) more e�ciently. The idea is to
�nd a x � 2 arg maxx 2 H s

kx � sk for every already queried bundle s 2 S
without having to build H s . This can be done by solving the following small
optimization problem for all s 2 S.

arg max
x 2X

kx � sk (X = f 0; 1gm )

s.t. kx � sk � k x � s0k 8s0 2 S: s0 6= s
(2.9)

In this form, the Optimization Problem (2.9) is nonlinear due to the norms
and cannot be solved by an ILP-solver. Therefore, we reformulate it into an
integer linear program (ILP).

arg max
x 2X

mX

j =1

x j + sj � 2x j sj

s.t. 8s0 2 S: s0 6= s
mX

j =1

x j + sj � 2x j sj �
mX

j =1

x j + s0
j � 2x j s0

j

x; s; s0 2 f 0; 1gm

(2.10)

The following Lemma will help prove the equivalence of the ILP (2.10)
and the Optimization Problem (2.9) in Theorem 2.8.

Lemma 2.7. Let x; y 2 X = f 0; 1gm be two bundles of sizem. Then,
kx � yk2 =

P m
j =1 x j + yj � 2x j yj .

Proof of Lemma 2.7.

kx � yk2 =
mX

j =1

(x j � yj )2

=
mX

j =1

x2
j + y2

j � 2x j yj

=
mX

j =1

x j + yj � 2x j yj (since 02 = 0 and 12 = 1)
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Theorem 2.8. The Integer Linear Program (2.10) is equivalent to Optimiza-
tion Problem (2.9).

Proof of Theorem 2.8. As the general square function f (a) = a2 is strongly
monotone, one can square all the norms in (2.9) while preserving equivalence.
Next, by using the result of Lemma 2.7, all the squared norms kx � sk2 8s 2 S
can be replaced with the sum

P m
j =1 x j + sj � 2x j sj , which results in the ILP

(2.10).

For an existing bundle s 2 S, x � 2 arg maxx 2 H s
kx � sk can be computed

by solving the presented ILP (2.10). In order to �nd the next sample to query,
one has to solve the ILP for every bundle s 2 S. The resulting bundle of the
ILP is then used to compute the maximal distance dist s of its corresponding
bundle s. Out of all the computed bundles, the one that was found by the
ILP for the bundle s 2 S with the largest dist s is chosen to be our next
sample. Notice, that a bundle x � does not always exist for all s 2 S, especially
if S is large, leading to the ILP being infeasible. This simple scenario of a
three-dimensional bundle space with S = f (1; 0; 0); (0; 1; 0); (0; 0; 1); (0; 0; 0)g
illustrates such a case. In this scenario, none of the remaining bundles
lies closer or equally close to(0; 0; 0) than to any of the other bundles in
S and therefore the ILP is infeasible. This however is not an issue, as
arg maxx 2 H (0 ; 0 ; 0)

kx � (0; 0; 0)k is simply empty as well. To sample a new

bundle for GALI, another s0 will be selected with non-empty H 0
s .

Algorithm 2.9 shows the utilization of ILP (5) to e�ciently generate the
initial set of bundles that bidders are queried about in ICAs. It takes as an
input the number of initial bids c0 and the number of items m and produces
for each bidder the set S of bundles with corresponding valuations Y . It
should be noted that for this sampling technique, the bids of the bundles in
S are not necessary for the decision of the next sample. Hence, the bidder
could also be asked to submit all his bids in one go, instead of being queried
every iteration. For this reason, such a sampling strategy is also called passive
sampling. Based on the results of [205], GALI exhibits a pseudopolynomial
runtime in the number of items because all possible solutions are in 0; 1n and
the dominant coe�cient of the constraint coe�cient vector is bounded by the
number of items.
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Algorithm 2.9 Generate Initial Bids based on GALI

Input: c0 ; m
Y  ;
S  u:a:r: x 2 X = f 0; 1gm

ask bidder to submit value for bundle x, add value to Y
count  1
while count � c0 do

for each s 2 S do
compute xs 2 arg maxx 2 H s

kx � sk using the ILP (2.10)
dist s  k xs � sk

end for
chooses� 2 arg maxs2 S dist s

S  S [ f xs � g
ask bidder to submit value for bundle xs � , add value to Y
count  count + 1

end while
Output: (S; Y)

2.3.2 Greedy Active Learning on Output Values (GALO)

Similar to GALI, the problem of exponential iterations occurs in GALO
as well. The algorithm proposed by [289] suggests to evaluate the model
output for each bundle in the pool. As in GALI, an alternative de�nition of
GALO in form of an optimization problem can be used to represent the one
in (2.7). The new optimization problem is later used to derive the ILP-based
implementation that is e�ciently solvable.

Alternative De�nition of GALO

Let S � X = f 0; 1gm be the set of already labeled bundles. The labels of
the bundles are saved in Y = f ys j s 2 S and ys is the bidders reported
value for sg. Additionally, we have the estimated value function of bidder
i ~vi : X �! R, which was learned by a machine learning regression model
using S together with the labels Y as its training set. We do not specify
closer how this model looks like in this section as it could be any regression
model. For every y in Y we introduce a set H y = f x j ~vi (x) is closest to y in
Y g. The idea of the reformulation remains similar. Instead of iterating over
the queried bundles S, we do so over their labels Y . For every y 2 Y , we
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compute a bundle x � = arg maxx 2 H y
jy � ~vi (x)j for which its estimated value

~vi (x) is closest to y in Y , but their distance is maximized. Further, we have
dist y = maxx 2 H y jy � ~vi (x)j = jy � ~vi (x � )j. The next bundle to query is then

x � = arg max
x 2 H y �

jy� � ~vi (x)j

with y� 2 arg max
y 2 Y

dist y

(2.11)

We state that the two de�nitions (2.11) and (2.7) are in fact equivalent.

Lemma 2.10. Let Bnew = f x0 j x0 2 arg maxx 2 H y 0
jx � y0j^ s0 2 arg maxy 2 Y dist y g

be the set of all bundles, which can be queried next according to the new For-
mulation (2.11) and Bold = f x0 j x0 2 arg maxx 2X n S dout

x g the same set, but
based on the old De�nition (2.6). Then Bnew = Bold .

Proof of Lemma 2.10. The proof is the same as for Lemma 2.6, just with
slight changes. Instead of the already queried bundlesS we use their labels
Y , dout

x replacesdin
x and the norms between x and s are substituted by norms

between y and ~vi (x).

As before with GALI, the Optimization Problem (2.11) cannot be com-
puted in polynomial time. The problem is the constraint x 2 H y � , which
demands that H y � has to be known. Unfortunately, building this set requires
computing for every x 2 X n S and for every y 2 Y the distance jy � ~vi (x)j.
As the set X n S is of exponential size, deriving H y � takes exponential time.

Implementation with ILPs

We show how we can again can use ILPs to computeH y � . In order to
solve the presented Optimization Problem (2.11), we have to compute x � 2
arg maxx 2 H y

jy � ~vi (x)j for every label y 2 Y without having to build H y .
This can be done by solving the following optimization problem for every
y 2 Y .

arg max
x 2X

jy � ~vi (x)j

s.t. jy � ~vi (x)j � j y0 � ~vi (x)j 8y0 2 Y:y0 6= y
(2.12)

As before in GALI, the Optimization Problem (2.12) is not directly of a linear
kind due to the Euclidean norm and the value function ~vi (x). In the following
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sections we derive a linear formulation depending on the chosen machine
learning model for the value function ~vi (x). We are going to present solutions
for two di�erent models, a linear model and a fully-connected multi-layer
neural network.

Solution for Linear Model

We �rst treat the case where the machine learning model is a simple linear
model and call this approach GALO (linear) .

In the linear model the estimated value function is of the form ~vi (x) =
wT x + w0 , where w = ( w1 ; :::; wm ) 2 Rm and w0 2 R. The function is
obviously linear. The nonlinearity is only caused by the Euclidean norm.

Let C be a large constant. The following ILP erases the nonlinearity while
staying equivalent to (2.12).

arg max
x 2X

r

s.t.

y � ~vi (x) � r

~vi (x) � y � r

y0 � ~vi (x) + C � by 0 � r
~vi (x) � y0 + C � (1 � by 0) � r

�
8y0 2 Y

by 0 2 f 0; 1g 8y0 2 Y

r 2 R

(2.13)

Before we can proof Theorem 2.12, we introduce Lemma 2.11 which will
be helpful for the equivalence proof.

Lemma 2.11. Let by 0 2 f 0; 1g. Let further C be a large enough constant.
Then it holds that jy0 � ~vi (x)j � r , if and only if y0 � ~vi (x) + C � by 0 � r and
~vi (x) � y0 + C � (1 � by 0) � r .

Proof of Lemma 2.11. We make a case distinction.
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ˆ y0 � ~vi (x): We chooseby 0 = 0 and C � y0 � ~vi (x) + r .

jy0 � ~vi (x)j � r

() y0 � ~vi (x) � r

() y0 � ~vi (x) + ( y0 � ~vi (x) + r ) � 0

� r ^ ~vi (x) � y0 + ( y0 � ~vi (x) + r ) � 1 � r

() y0 � ~vi (x) + C � by 0

� r ^ ~vi (x) � y0 + C � (1 � by 0) � r

ˆ ~vi (x) > y 0: We chooseby 0 = 1 and C � ~vi (x) � y0 + r

jy0 � ~vi (x)j � r

() ~vi (x) � y0 � r

() y0 � ~vi (x) + (~vi (x) � y0 + r ) � 1

� r ^ ~vi (x) � y0 + (~vi (x) � y0 + r ) � 0 � r

() y0 � ~vi (x) + C � by 0

� r ^ ~vi (x) � y0 + C � (1 � by 0) � r

Theorem 2.12. The Integer Linear Program (2.13) is equivalent to the
Optimization Problem (2.12).

Proof of Theorem 2.12. The proof is divided into two steps. In the �rst part
we show the equivalence of the constraints:
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jy � ~vi (x)j � j y0 � ~vi (x)j (8y0 2 Y )

() j y � ~vi (x)j � r � j y0 � ~vi (x)j ^ r 2 R (8y0 2 Y )

()

y � ~vi (x) � r ^ ~vi (x) � y � r

jy0 � ~vi (x)j � r (8y0 2 Y )

r 2 R

Lemma 2:11
( ======= )

y � ~vi (x) � r ^ ~vi (x) � y � r

y0 � ~vi (x) + C � by 0 � r

~vi (x) � y0 + C � (1 � by 0) � r

by 0 2 f 0; 1g

9
>=

>;
(8y0 2 Y )

r 2 R

Since the constraint of the linear program and the original optimization
problem can be mutually derived from each other, the sets of feasible solutions
of the two approaches are equal. Now we get to the second part. We'd like
to show that r = jy � ~vi (x)j for any feasible x.

Let x be feasible. Hence, there existsr 2 R satisfying the constraints

y � ~vi (x) � r

~vi (x) � y � r

y � ~vi (x) + C � by � r

~vi (x) � y + C � (1 � by ) � r

The �rst two constraints imply jy � ~vi (x)j � r , the last two jy � ~vi (x)j � r
(through Lemma 2.11). It follows jy � ~vi (x)j = r .
We have now proven, that the sets of feasible solutions are equal for both,
the ILP (2.13) and the Optimization Problem (2.12), and that for all these
feasible solutions jy � ~vi (x)j = r . Therefore, maximizing r and maximizing
jy � ~vi (x)j produces the same results.

With help of the ILP, we can now introduce the algorithm which generates
the initial bundle-value pairs for a bidder. The algorithm is similar to
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Algorithm 2.9. To prevent over�tting, we need enough starting bundle-value
pairs before training our model on it. The bundles for these pairs can either
be generated uniformly at random or with the just presented GALI technique.
The input k de�nes how many starting bundles are needed. After that, the
bundles are determined as in Algorithm 2.9 in an iterative way. Every round
we call the machine learning algorithm M , which takes a training set and
their labels as inputs, trains a model on this data and returns the trained
model. In this case, the model would be a linear one. Using the ILP (2.13)
we can then determine the next bundle to sample.

Algorithm 2.13 Generate Initial Bids based on GALO

Input: c0 ; k
Input: Machine learning algorithm M

generate k initial bids based on uniform sampling or using Algorithm 2.9
�! S; Y
count  0
while count � c0 � k do

~vi  M (S; Y)
for each y 2 Y do

compute xy 2 arg maxx 2 H y
jy � ~vi (x)j (ILP (2.13))

dist y  k ~vi (xy ) � yk
end for
choosey� 2 arg maxy 2 Y dist y

S  S [ f xy � g
ask bidder to submit value for bundle xy � , add value to Y
count  count + 1

end while
Output: (S; Y)

Solution for Neural networks

We present how we can e�ciently compute GALO for the neural networks used
in DL-ICA and call this approach GALO (NN) . More precisely, we consider
MLPs with ReLU activation functions. ReLU's piecewise linearity simpli�es
the computation of GALO. Although alternative piecewise-linear activation
functions such as leaky ReLU could be used, other nonlinear functions like
tanh are unsuitable. This is because their non-linearity cannot be easily
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represented within the framework of ILP, which is essential for our approach.
Despite the piecewise linearity of ReLU, it remains non-linear, enabling our
neural network to approximate nonlinear functions as well. Consequently,
the learned estimated value function for bidder i , ~vi , cannot be used directly
inside a linear program. A similar problem already occurred in previous work
[285], see Lemma 2.2. In this chapter, we follow a similar approach. Let dk

be the dimension, bk the bias of layer k and W k the matrix used to compute
the output values of the layer k + 1 based on the output values of layer k.
Further, ok +1 denotes the output of layer k + 1 which is computed as the
element-wise maximum of 0 and W k � ok + bk due to the ReLU activation
function. We can convert the neural network into a set of linear constraints
by means of a technique �rst introduced in [ 285]. For any layer k (besides the
input layer), we introduce three new vectors yk ; zk ; qk , all of size dk , together
with the three linear constraints in (2.2) - (2.4) from Lemma 2.2, which satisfy
zk = ok .

Let K + 1 be the number of layers, input and output layer included. The
output of the neural network corresponds to the output of the output layer
and is therefore equal to oK (indexing starts at 0). Hence, we can write
~vi (x) = zK if the following constraints are satis�ed:

z0 = x

zk � qk = W k � 1 � zk � 1 + bk � 1

0 � zk � yk � L
0 � qk � (1 � yk ) � L
yk 2 f 0; 1gdk

9
>=

>;
8k 2 f 1; :::; K g

Some remarks on the constraints: L is a big constant, such that for 8k 2
f 1; :::; K g and for every element z 2 zk , z < L and for every element q 2 qk ,
q < L . Further, zk and qk are vectors in the real number space. We omit the
proof and refer to the proof of Theorem 1 in the paper of [285].

To solve the optimization problem, we use the ILP (2.13) from the linear
model de�ned in the previous section and replace the now nonlinear expression
~vi (x) with the just derived linear representation.
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All together the resulting ILP for GALO (NN) looks as follows:

arg max
x 2X

r

s.t.

y � zK � r

zK � y � r

y0 � zK + C � by 0 � r
zK � y0 + C � (1 � by 0) � r

�
8y0 2 Y

by 0 2 f 0; 1g8y0 2 Y

r 2 R

z0 = x

zk � qk = W k � 1 � zk � 1 + bk � 1

0 � zk � yk � L
0 � qk � (1 � yk ) � L
yk 2 f 0; 1gdk

9
>=

>;
8k 2 f 1; :::; K g

(2.14)

We have shown that the ILP for the linear model de�ned in (2.13) is
equivalent to the Optimization Problem (2.12). The additional constraints
in (2.14) only ensure that ~vi (x) is expressed in a linear way. They do not
a�ect the set of feasible solutions in any way. Hence, the ILP (2.14) is also
equivalent to the Optimization Problem (2.12).

Finally, to generate the initial bids for bidder i , we can adapt Algorithm
2.13 to a neural network by solving ILP (2.14) instead of ILP (2.13) in line 6.

2.4 Results

We use the spectrum auction test suite (SATS) version 0.6.4 (Weiss et al.
[284]) to carry out our experiments. With SATS we cannot only generate
many di�erent CA instances in various domains but also have access to the
whole value function of any bidder as well as the optimum allocation a� ,
which maximizes the social welfare. This enables us to easily compute the
e�ciency V ( a)

V ( a � ) of a found allocation a. SATS o�ers di�erent models. All the
models represent spectrum auctions. Hence, the items being auctioned are
licenses for frequency bands in the electromagnetic spectrum. We evaluate
our approach on the auction models LSVM, GSVM and MRVM.
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Table 2.14: Comparison of uniform sampling (UF) and greedy active learning
on input values (GALI) in the LSVM model. The results �Average # Queries�
and �Max # Queries� are measured per bidder. �Optimal Alloc. in %�
means the fraction that the algorithm �nds the optimal allocation in all
of the instances. �E�ciency in %� means the average ratio between the
reported social welfare of the allocation found by our algorithm and the
optimal reported social welfare. The value inside the parenthesis denotes
the standard deviation of the e�ciency. GALI clearly outperforms UF in
all settings, achieving higher e�ciency while at the same time using fewer
queries for GSVM and LSVM. GALO (NN) achieves comparable performance
to GALI with a much higher number of optimal allocations found in LSVM.

Model
Sampling
Technique

Average
#Queries

Average
#Iterations

Optimal Alloc.
in %

Average
Runtime E�ciency in %

GSVM
UF 39.7 4.6 27.45 15min 97.95 (0.32)
GALI 37.2 3.9 60.78 17min 99.18 (0.20)
GALO (NN) 37.95 4.2 62.00 71min 99.53 (0.13)

LSVM
UF 50.9 5.0 13.73 33min 96.80 (0.41)
GALI 47.5 4.0 11.76 27min 97.55 (0.32)
GALO (NN) 45.69 3.3 18.00 70min 97.45 (0.33)

MRVM
UF 250.3 61.5 0.0 422min 96.20 (0.18)
GALI 252.5 61.5 0.0 455min 96.42 (0.20)
GALO (NN) 312.5 62.8 0.0 760min 96.17 (0.13)

Global Synergy Value Model (GSVM) GSVM models an auction with
18 items and 7 bidders, 6 regional and one national bidder. The items are
arranged in two circles, a national circle containing 12 items and a regional
circle containing 6 items. The national bidder is interested in all items on
the national circle, while the regional bidders have 2 items of interest on
the national circle and 4 on the regional one. The more items of interest
a bidder gets assigned, the higher the bidder's value for these items. With
every additional item of interest the bidder gets assigned, the bidder's value
for an assigned item increases by 20%. The model was �rst presented by
Goeree et al. [100].

Local Synergy Value Model (LSVM) LSVM, an auction model invented
by Sche�el et al. [ 228], consists of 18 items and 6 bidders. As in GSVM,
one of them has the type national, the others are regional bidders. Here, the
items are arranged on a two-dimensional grid. Each regional bidder has a
randomly determined preferred item. For items that are close to his preferred
item, the bidder has a positive value. Meanwhile, the national bidder values
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all items positively. The value of a bundle depends on a sigmoid function of
the number of contiguous items.

Multi-Region Value Model (MRVM) Motivated by the 2014 Canadian
700MHz spectrum auction, Weiss et al. [284] developed MRVM. It is the
most realistic model out of the three presented, but also the most complex
one. In total, we have 98 items and 10 bidders. Frequency bands can have
synergies and the country is divided into regions. A bidder has a certain
value for every region which depends on the bundle he got assigned and some
other parameters. The sum over the bidder's regional values, discounted
by a so-called bidder-speci�c term, which depends on the region a bidder
covers, results in the �nal value of the bidder. MRVM distinguishes three
di�erent types of bidders, namely national, regional and local. The value of
national bidders increases if they can cover the whole country well with the
received licenses. Regional bidders have synergies between regions close to
their headquarters, while local bidders do not have synergies between any
regions.

For LSVM and GSVM, we run 51 di�erent instances. For MRVM, due
to the increased computational complexity of DL-ICA, we run 21 di�erent
instances. All relevant hyperparameters were kept consistent across sampling
strategies and can be found in Appendix A.1.

We summarize all results in Table 2.14. GALI and GALO (NN) are able
to consistently outperform the uniform sampling (UF) baseline in terms of
higher e�ciency with lower standard deviation. In the realm of combinatorial
auctions, a 1% enhancement in allocation e�ciency might, at a cursory glance,
appear trivial. However, upon deeper contemplation, its rami�cations are
profound. Firstly, it's pivotal to acknowledge that many auctions involve
substantial monetary transactions. Even a marginal percentage improvement
can translate to vast sums, substantially in�uencing market outcomes and
stakeholder gains. Furthermore, e�ciency gains have a cascading e�ect.
Enhanced e�ciency not only means better resource allocation but also the
potential for increased trust and participation in such auction mechanisms.
Over time, these incremental gains compound, leading to more competitive
markets and fostering innovation in bidding strategies. Additionally, from a
computational perspective, achieving even minor improvements can signify
breakthroughs in algorithmic techniques or computational methodologies.

For both GSVM and LSVM, there is even a decrease in the average
number of samples queried. MRVM with its 98 items is the most challenging
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Table 2.15: More extensive e�ciency metrics for all auction models. All
values are in %. 25%, 50% and 75% denote the respective quartiles of
the achieved e�ciency. It is interesting to note that GALO (NN) brings a
consistent improvement in worst-case performance (Min) over UF. Generally,
GALI and GALO (NN) are able to reduce the variance of the outcome. This
property is relevant for real-life auctions, and allows for higher con�dence in
the procedure.

Model
Sampling
Technique

Average Min 25% 50% 75%
Standard

Error

GSVM

UF 97.95 92.21 96.20 98.74 100.00 0.32
GALI 99.18 93.29 98.55 100.00 100.00 0.20
GALI + UF 98.83 92.35 97.97 99.78 100.00 0.23
GALO (linear) 98.97 91.87 98.25 99.84 100.00 0.23
GALO 99.53 95.81 99.63 100.00 100.00 0.13

LSVM

UF 96.8 89.85 95.34 97.48 99.45 0.41
GALI 97.55 89.11 96.75 98.0. 99.12 0.32
GALI + UF 96.93 87.88 95.24 97.47 98.61 0.36
GALO (linear) 97.36 90.11 96.02 97.84 99.43 0.34
GALO 97.45 93.12 95.88 97.8 99.29 0.3

MRVM

UF 96.2 94.40 95.66 96.49 96.74 0.18
GALI 96.42 94.03 96.09 96.55 97.02 0.20
GALI + UF 96.3 94.97 95.76 96.3 96.79 0.16
GALO (linear) 96.35 95.5 96.01 96.23 96.66 0.13
GALO 96.17 94.7 95.92 96.14 96.43 0.13

auction model, where not a single instance managed to �nd the optimal
allocation. Even though GALO (NN) performs slightly worse on MRVM than
UF, its worst-case e�ciency is still better, as can be seen in Table 2.15 in
columns `Min' and `25%'. The lowest UF outcome across all seeds was 94.40%
with 25th percentile at 95.66% while GALO achieved 94.70% and 95.92%
respectively.

GALI has an average runtime similar to uniform sampling and both can
be precomputed before any evaluation is requested from the bidders. The
runtime of GALO is of the same magnitude as the uniform sampling approach,
scaling well even for auctions with a pool size of 298 samples. In real-world
scenarios, large-scale auctions may take multiple days or weeks. Therefore,
runtimes in the range of hours mean that it is feasible to apply both GALI and
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GALO to such auctions. Further, GALI and GALO can contribute to a lower
number of total valuations requested from the bidders, leading to a decrease
in the total execution time of a real-world auction. It is important to note
that the runtime of GALO depends on both the neural network architecture
and the number of items and bidders in the auction. The runtime of GALI is
only dependent on the number of items and bidders in the auction.
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Figure 2.16: Violin Plots of e�ciency for di�erent numbers of initial bids
using uniform sampling (UF) and greedy active learning on input values
(GALI) in GSVM . The dotted lines inside the violins represent the quartiles.
Note that quartile lines are not visible if they denote 100%. GALI shows much
more favorable distributions, with a larger portion of the mass distributed
higher and thinner tails. This property holds regardless of the number of
initial bids and ensures that a particularly bad outcome in a real-life auction
is much less likely.

2.4.1 Robustness to Number of Initial Queries

We further observed how a decrease of initial queries a�ects the e�ciency
of an allocation. For both sampling strategies we did simulations with 10,
20, 30, 40 and 50 initial bundles (c0), while leaving ce always at 10. For
every con�guration 51 CA instances were tested. We summarize the results
as Violin Plots in Figure 2.16 for GSVM and Figure 2.17 for LSVM.
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Figure 2.17: Violin Plots of e�ciency for di�erent numbers of initial bids
using uniform sampling (UF) and greedy active learning on input values
(GALI) in LSVM . The dotted lines inside the violins represent the quartiles.
Similar to GSVM, GALI is able to move the probability mass to higher
e�ciencies, with lower e�ciencies being much less likely than with UF.

They show that the quality of the allocations produced by GALI is much
more consistent than the ones produced by UF. This holds regardless of
the number of initial queries. The fewer initial bundles are available, the
bigger the di�erence in e�ciency gets. Compared to the uniform sampling
approach, GALI also uses on average fewer queries to produce its allocation.
More speci�cally, GALI uses on average 16% fewer queries in GSVM and
18% fewer queries in LSVM compared to UF. GALI also performs better
in the worst case. The minimal achieved e�ciency for GALI with 20 initial
queries on GSVM is 91.7% while UF produced an allocation with an e�ciency
of only 84.11%. These �ndings underline the advantage of GALI over UF
in a practical setting, where consistent performance and a lower number of
requested queries bring a large bene�t. See Table 2.18 for detailed results.
Only for 10 initial bundles, the number of queries per bidder is fairly equal.
GALI also performs better in the worst case. The minimal achieved e�ciency
is 77,69%, while uniform sampling produced an allocation with an e�ciency
of only 69.46%. The Violin Plots in Figure 2.16 also show that the simulations
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Table 2.18: More extensive results on the ablation of c0 for GSVM. Averages
provided are calculated over all experimental runs. #Queries denotes the
number of queries sent to the bidders in the iterative phase, excluding the
initial queries c0 . Optimal Alloc. in % denotes the percentage of times the
optimal allocation was found. Thanks to a better selection of initial queries,
GALI allows the iterative phase to converge much faster and achieve better
results. This results in fewer queries to the bidders, reducing the burden on
them. This e�ect is apparent starting from 20 initial queries.

c0
Sampling
Technique

Average
#Queries

Max
#Queries

Average
#Iterations

Max
#Iterations

Optimal
Alloc. in %

10
UF 14.65 26.86 5.82 11.98 3.92
GALI 13.91 27.47 6.10 14.61 13.73

20
UF 11.89 22.63 5.16 10.80 27.45
GALI 9.84 20.69 4.75 10.69 35.29

30
UF 9.72 19.61 4.61 10.02 27.45
GALI 7.17 15.49 3.86 8.39 52.94

40
UF 7.92 16.47 4.08 9.39 25.49
GALI 5.32 12.22 3.17 7.33 47.06

50
UF 6.70 15.02 3.70 8.31 33.33
GALI 5.58 12.78 3.36 7.59 54.90

with GALI are, especially for small c0 , more consistent and less distributed
than with uniform sampling.

Further, we provide extended results of the ablation with respect to the
number of initial queries for GSVM of Figure 2.16 and LSVM of Figure 2.17
in Table 2.18 and Table 2.19 respectively. These results show that the use of
GALI not only results in improved economic e�ciency, but also in a generally
reduced number of queries to the bidders and a lower number of iterations.

2.4.2 Ablations on GALO

We analyze the individual building blocks of GALO in more detail and perform
an ablation with two di�erent variants. GALO (NN) is our baseline, where
GALO is performed on the basis of a neural network as described in 2.3.2.
For GALO (linear), we use a simple linear regression model as described in
2.3.2 instead of the neural network. For the second one, GALI + UF, we
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Table 2.19: More extensive results on the ablation of c0 for LSVM. Averages
provided are calculated over all experimental runs. #Queries denotes the
number of queries sent to the bidders in the iterative phase, excluding the
initial queries c0 . Optimal Alloc. in % denotes the percentage of times the
optimal allocation was found. Similarly to GSVM, starting from 20 initial
queries, GALI allows the iterative phase to converge much faster. The e�ect
on the number of optimal allocations is smaller for LSVM than for GSVM.

c0
Sampling
Technique

Average
#Queries

Max
#Queries

Average
#Iterations

Max
#Iterations

Optimal
Alloc. in %

10
UF 17.68 25.69 6.74 12.25 3.92
GALI 18.10 29.12 7.44 12.92 5.88

20
UF 13.65 20.73 5.69 11.43 5.88
GALI 11.73 19.18 5.22 10.45 3.92

30
UF 12.18 19.00 5.35 10.53 5.88
GALI 8.12 13.92 4.15 8.76 17.65

40
UF 10.87 17.24 5.01 10.31 13.73
GALI 7.55 12.78 3.96 8.84 11.76

50
UF 10.12 15.96 4.88 10.61 9.80
GALI 7.68 12.43 4.06 8.12 21.57

sample the �rst k bundles with GALI (similar to GALO, see Algorithm 2.13).
We then sample the remaining bundles according to a uniform distribution.

We summarize results in Figure 2.20. As can be seen for GSVM and
LSVM, GALO (NN) clearly performs the best. This gives us two insights.
First, sampling bundles to increase diversity in the output of a neural networks
provides a bene�t over a simpler linear regression model. Second, GALO (NN)
yields a bene�t that is not captured by either GALI or uniform sampling.
Results for MRVM are slightly di�erent. Because we would like to keep
the experiment setting consistent and comparable with [ 285], we do not
deliberately choose parameters to �t our algorithm in di�erent scenarios.
However, MRVM has a much larger number of items and is more complicated,
leading to the number of initial queries being negligible compared to the
complete bundle space. A piece of evidence is that we �nd the number of
iterative phases and the samples queried in the iterative phase for MRVM to
be extremely high, for many bidders reaching the upper bound on queries set
to terminate an iteration. This demonstrates that such few initial samples do



2.5. DISCUSSION AND CONCLUSION 37

GSVM LSVM MRVM
94

96

98

100

E
�c

ie
nc

y
in

%

GALO (NN)
GALO (linear)
GALI + UF

Figure 2.20: Ablation study on GALO. GALO (NN) is based on a neural
network whereas GALO (linear) uses a simple linear regression model. For
GALI + UF, the �rst k bundles are sampled with GALI (as in GALO), but
then uniform sampling (UF) is used for the remaining bundles instead of
GALO. GALO (NN) outperforms the ablations for GSVM and LSVM. The
performance on MRVM of GALO (NN) is slightly worse, possibly indicating
problems of the underlying neural networks to correctly �t the bidders pro�les.

not �t the auction model with a large and complex bundle space. Therefore,
the e�ect of any reasonable sampling strategy is extremely limited.

Moreover, we hypothesize that due to the large complexity of MRVM, the
chosen neural network architecture is not capable enough to learn a useful
representation with the �rst k samples and might even over�t. Therefore the
bene�t of GALO (NN) vanishes and the simpler GALO (linear) performs bet-
ter. For future research, we plan to optimize the neural network architecture
to avoid such a shortcoming.

2.5 Discussion and Conclusion

We introduced active learning to deep learning based iterative combinatorial
auctions. We demonstrated how to solve the exponential pool size problem
using linear programming. Moreover, we proved the correctness of the
linear programming approach. Our results show that active learning yields a
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signi�cant increase in the e�ciency of the resulting allocation, even with fewer
queries than the baseline. Furthermore, we have shown that active learning
is more robust to di�erent initial sample sizes. Together, these features give
our approach signi�cant practical appeal.

While our DL-ICA framework establishes foundational bene�ts of ac-
tive learning in combinatorial auctions, several promising extensions emerge.
First, addressing bidder heterogeneity could involve developing adaptive query
strategies that account for varying risk preferences or cognitive constraints
observed in experimental economics. Second, enhancing robustness to noisy
inputs may integrate adversarial training techniques with our preference
elicitation module, particularly for high-stakes scenarios where reporting
errors correlate with bid magnitudes. Third, while our empirical results
suggest GALI may operate in pseudopolynomial time under certain value
distributions (subject to formal proof), GALO's computational complexity
presents opportunities for improvement through approximation schemes or
other advanced algorithm designs. The active learning paradigm itself could
evolve through alternative training approaches such as reinforcement learn-
ing, enabling decentralized bidders to privately re�ne value models while
maintaining allocation e�ciency. Moreover, investigating how non-truthful
bidding a�ects outcomes through incentive compatibility constraints could
reveal new robustness requirements for preference elicitation. These exten-
sions would enhance both theoretical completeness and practical deployability
while preserving our framework's core e�ciency advantages. These directions
collectively advance toward more ecologically valid auction mechanisms while
preserving the computational advantages demonstrated in our study.



3
Bridging Diversity and Uncertainty in
Active learning with Self-Supervised
Pre-Training

Abstract

This study addresses the integration of diversity-based and uncertainty-based
sampling strategies in active learning, particularly within the context of
self-supervised pre-trained models. We introduce a straightforward heuristic
called TCM that mitigates the cold start problem while maintaining strong
performance across various data levels. By initially applying TypiClust for
diversity sampling and subsequently transitioning to uncertainty sampling
with Margin, our approach e�ectively combines the strengths of both strategies.
Our experiments demonstrate that TCM consistently outperforms existing
methods across various datasets in both low and high data regimes.
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3.1 Introduction

Training machine learning models are known to depend on a lot of labeled
data. However, in many settings labeled data is not easy to acquire, but has
to be created through expensive manual labeling. The goal of active learning
is to address this challenge by providing a way to select the most informative
samples for labeling. These are the samples for which training a classi�er on
them increases performance the fastest.
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Figure 3.1: Accuracy improvement compared to random for all baselines
and our (TCM) strategy. The accuracy improvement mean and standard
deviation is computed over all budget sizes for CIFAR10, CIFAR100 and
ISIC2019.

Depending on how many labeled samples the model has already been
trained on, the properties of these samples have to change. In a low-budget
setting, diverse and typical samples that cover the complete data distribution
are most important. As the budget increases, the model does not pro�t from
such samples as much anymore. Instead, once a model has learned the general
rules of the data distribution, the most informative samples are now the
ones that show where exactly the decision boundaries are. The issue is that
di�erent active learning methods work best in di�erent data budgets and it
is not clear when to switch between the methods.
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In this chapter, we provide a new heuristic called TCM on how to combine
two such methods, namely TypiClust [ 107] and Margin. TypiClust shows
excellent performance in low data regimes, while Margin excels afterwards. We
speci�cally analyze the setting where a self-supervised pre-trained backbone
model is available. Such a backbone not only massively increases performance
compared to training from scratch, but also the transition dynamics from low
to high data regimes simplify.

We show that TCM achieves consistently strong performance, regardless
of the labeling budget and the dataset (see Figure 3.1). It outperforms its
underlying methods TypiClust and Margin during the complete training
process. Thanks to the simplicity and e�ectiveness of our TCM , we provide
clear guidelines for practitioners on how to easily use active learning in their
own setting.

3.2 Related Work

In active learning, two primary sampling strategies emerge as critical: diversity-
based and uncertainty-based sampling. Diversity-based sampling aims to
select a representative set of samples that span the entire feature space, thus
ensuring broad coverage of the input domain. In contrast, uncertainty-based
sampling focuses on querying instances for which the model exhibits the high-
est prediction uncertainty. In this way, uncertainty-based sampling aims to
re�ne the model's performance in challenging cases. Early on in the training,
diversity-based methods tend to perform better as with limited samples it is
harder to cover the complete data distribution. Further, in that stage, the
classi�er uncertainty is a weak predictor of hard samples. This is also called
the �cold start problem� [192] of uncertainty-based methods.

3.2.1 Self-Supervised Pre-Training

Before we introduce any speci�c active learning methods, we address self-
supervised learning. In self-supervised learning, a model is trained using
a pretext task, allowing it to learn useful representations without explicit
external labels. Self-supervised learning complements active learning by
learning embeddings before any data is labeled, simplifying both the sample
quivering and classi�er training. Popular and commonly used models include
SimCLR [41] and DINO [ 36]. SimCLR uses a contrastive loss, where di�erent
views of an image are pushed to have a close representation and views of
di�erent images a distant representation. The DINO pretext task involves
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learning data transformation invariant representations, by distilling di�erent
views of the same image from a teacher to a student network, where the
teacher network is an exponential moving average of the student network.

3.2.2 Uncertainty-Based Active Learning

We �rst brie�y introduce relevant uncertainty-based active learning methods.
Some methods try to quantify model uncertainty based on the output logits
of a classi�er. Least con�dence [159] selects samples where the highest
class probability is the lowest. Entropy [140] measures model prediction
uncertainty by the classi�er probability distribution and selects samples
with the highest entropy. Margin selects samples for which the di�erence
between the class probabilities of the most likely two classes is the lowest.
There also exist methods based on a Bayesian approach.DBAL [94] uses
Bayesian convolutional neural networks as the classi�er and queries samples
based on their highest entropy. BALD [94] also uses Bayesian convolutional
neural networks, but in contrast to DBAL, it selects samples that maximize
information gained about the model parameters. Our TCM strategy builds
on top of Margin for uncertainty sampling due to its strong performance and
simple design.

3.2.3 Diversity-Based Active Learning

In the realm of diversity-based active learning, Coreset [233] queries diverse
samples by selecting points that form a minimum radius cover of the re-
maining samples in the unlabeled pool. The minimum radius cover ensures
that all remaining unlabeled sample has a nearby sample that gets labeled.
ProbCover [302] improves on Coreset by building on top of self-supervised
embeddings and selecting samples of high-density regions of the embedding
space. While Coreset ensures that it queries samples from the whole distribu-
tion, it is likely to select outliers that do not bene�t the training. In contrast,
ProbCover [302] samples from uncovered high-density regions, selecting more
representative samples. TypiClust [107] queries diverse samples by �rst
clustering, and then selecting the most typical sample from each cluster. The
number of clusters increases by the sampling size at each step, ensuring that
there are enough clusters to sample new points from unexplored regions of
the embedding space. Typicality is measured by the inverse average distance
to other points in the cluster. The typical points queried by TypiClust enable
strong performance, especially at the beginning of the training process. For
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this reason, our TCM strategy utilizes TypiClust as the initial sampling
strategy, thereby avoiding the cold-start problem.

3.2.4 Hybrid Methods

Some works in active learning have previously combined diversity and uncertainty-
based sampling. BADGE [10] and BatchBALD [ 146] developed methods to
ensure diversity within a batch of uncertain samples. SelectAL [ 106] on the
other hand developed a complex algorithm that automatically detects the
current data regime and selects a corresponding diversity or uncertainty-based
active learning algorithm. However, these methods mostly focused on the case
where the classi�er is trained from scratch. As we show later in this chapter,
when using a pre-trained backbone, there is no need for a complex switching
strategy, as the transition point between diversity and uncertainty-based
sampling always occurs early on in the training.

3.3 Methodology

The best querying strategy depends on the already labeled dataset size. As
can be seen in Figure 3.1, a strong diversity-based method such as TypiClust
(Blue) performs strongly in the �rst few steps of sampling. On the other
hand, an uncertainty-based method such as Margin (Yellow) shows stronger
performance the larger the cumulative budget grows. The best and most
consistent performance can be achieved when utilizing both methods when
they perform the strongest. We therefore propose a hybrid sampling strategy
combining T ypiC lust and M argin and call this strategy TCM .

3.3.1 Transition Point

To get greater insights into the dynamics of when to transition from TypiClust
to Margin, we perform an ablation starting with TypiClust and switching
to Margin after N sampling steps. The results of this ablation, displayed
in Figure 3.2, show that the optimal transition point depends on the initial
budget and corresponding step size. The larger the initial budget, the better
it is to quickly switch from TypiClust to Margin to achieve consistently strong
performance.
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Figure 3.2: Transition point ablation on the CIFAR10 dataset. Switching
to Margin in the last step is equal to N = 10 , while only using TypiClust for
the initial sampling, and switching to Margin imminently is N = 1 .

3.3.2 Step Size

We further analyze the e�ect of the step size for the Margin part of TCM.
Thanks to the design of TypiClust, its performance is mostly independent of
step size. For this reason, we only perform detailed analysis on Margin, after
having selected the initial budget with TypiClust. By just selecting a batch
of samples depending on the class probabilities, Margin might select a lot of
similar samples if the step size is too big. At the same time, too small of a
step size is not practical, as the model would need to be retrained too often.
For this reason, we perform an ablation on the e�ect of the step size on the
performance of TCM, shown in Figure 3.3. Surprisingly, the results show
that overall, there is no clear di�erence in performance for di�erent step sizes.
A large step size for the Mid and High budget might have a slightly negative
impact, however towards the end of the cumulative budget, the di�erence
disappears. The implications of these results are strongly positive, as they
indicate that the step size of TCM can be adapted to other needs such as the
availability of experts for labeling data and computational resources.

Based on our ablations, we devise the following simple heuristic for TCM.
We use a step size equal to the size of the initial budget of each setting. In
the Tiny and Low settings, we perform 3 steps of TypiClust before switching
to Margin. In the Medium setting, we perform 2 steps of Typiclust and in
the High setting, we perform a single step.

However, based on our ablations we can also provide a broader rule of
thumb for an active learning practitioner. In a new setting, we suggest using
a total budget of roughly 20 times the number of categories for TypiClust
and then switching to Margin, with no strict constraint on step size.
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Figure 3.3: Step size ablation for TCM on the CIFAR10 dataset. For each
regime, we evaluate three di�erent step sizes S. Overall, there is no clear
performance di�erence between the step sizes.

3.4 Experimental Evaluation

3.4.1 Setup

Today's active learning research has an inconsistent landscape with many
contradicting results. For this reason, we follow the evaluation framework
proposed by Lüth et al. [181] to have a fair and rigorous comparison to all
active learning baselines. In particular, we tune the hyperparameters on the
CIFAR10 [ 147] dataset and use all other datasets as rollout datasets. We
evaluate the datasets CIFAR10 and CIFAR100 [ 147] and ISIC2019 [51], but
also consider the long-tail versions of the two datasets, denoted with LT [ 33].
These long-tail versions feature class imbalance, where the number after LT
indicates the ratio between the most common and the least common class,
combined with an exponential decay in sample sizes for the other classes. We
perform all our experiments on 4 di�erent data budget sizes. These include
small, medium, and large as de�ned by Lüth et al., as well as the tiny budget
size with the initial sample size equal to the number of classes. Further,
we consistently use a step size equal to the number of initial samples for
all budgets. Some sampling methods such as ProbCover, Typiclust and our
proposed TCM rely on self-supervised pre-trained representations. For all
these methods, we use the same representations. Speci�cally, for CIFAR10,
CIFAR10-LT5, CIFAR10-LT10, CIFAR100, CIFAR100-LT5, CIFAR100-LT10
we use the SimCLR features provided by Hacohen et al.. For ISIC2019, we
train a DINO model from scratch and use the features of the model.

To underpin the e�cacy of our proposed active learning framework, we
leverage the same pre-trained representations for training our classi�er. For all
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experiments conducted within this chapter, we utilize the selected backbone
as a foundational feature extractor. On top, we train a linear prediction head,
�ne-tuning the model to the labels gained during the active learning process.
This approach allows us to harness the rich representational capacity of the
pre-trained models, leading to a much stronger performance of the classi�er
especially in a low-data regime. Furthermore, by using publicly available
pre-trained model embeddings, the classi�er training following each sampling
step demands signi�cantly fewer computational resources. Due to the above
mentioned advantages of using a pre-trained backbone and considering that
TypiClust relies on such a backbone, we do not perform any experiments
where we train a classi�er from scratch. We �x all training hyperparameters
for classi�er training for all datasets, budgets, and querying strategies. For all
experiments, we plot the mean and standard deviation of runs with 3 seeds.
While we have already presented an aggregation over all datasets and budget
sizes in Figure 3.1, we present speci�c results for each evaluated dataset in
Figure 3.4.

3.4.2 Results

Our results showcase the consistent and strong performance of TCM compared
to other baselines. This performance gain transfers to the imbalanced long-tail
versions of CIFAR10 and CIFAR100. It can be seen that TCM performs
well even if either TypiClust or Margin do not perform well on their own.
In CIFAR10-LT5 as well as in CIFAR100-LT10, TCM performs better than
both its underlying methods, showcasing the potential of the combination.
On the main datasets CIFAR10, CIFAR100 and ISIC2019, Coreset shows
performance that is worse than selecting samples at random, but shows strong
performance in the LT ablation. We hypothesize that this could be because,
for the LT datasets, the backbone was pre-trained on the balanced version of
the dataset. This is not the case for ISIC2019, where the DINO backbone was
trained entirely on ISIC2019. Other methods such as ProbCover, DBAL, or
Least con�dence seem to struggle a lot with providing consistent performance
in all data regimes and datasets. Furthermore, our results show that when
using a pre-trained backbone, more complex methods such as SelectAL do not
seem necessary, because the transition point occurs much earlier compared to
training from scratch. This fact is exploited by TCM and allows for its strong
and consistent performance for all budget sizes. Switching between diversity
and uncertainty-based strategies after the few �rst iterations consistently
outperforms other methods.
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Figure 3.4: Accuracy improvement compared to random for all baselines and
our (TCM) strategy. The accuracy improvement mean is computed over all 4
budget sizes tiny, small, medium, and large. Standard deviation is aggregated
with respect to the random seed. The top row shows the main evaluated
datasets, while the bottom row shows an ablation on the imbalanced versions
of CIFAR10 and CIFAR100. For all imbalanced datasets, reported accuracy
is balanced by computing the average of recall obtained for each class. TCM
shows consistently strong performance for all datasets, even for datasets
for which TypiClust or Margin on their own show suboptimal performance.
Coreset shows strong performance on the LT datasets. Unfortunately, this
performance does not transfer to the real-life imbalanced dataset ISIC2019.

3.5 Conclusion

In this chapter, we have shown that when training a classi�er using a pre-
trained backbone, the transition point from diversity to uncertainty-based
active learning methods occurs early. Based on these results, we present TCM,
a simple, yet e�ective hybrid strategy that outperforms all other methods
when compared on a wide range of data regimes and datasets. By using
TypiClust for the �rst few steps and then switching to Margin, TCM selects
informative instances in both low and high data regimes. Using the simple
heuristics laid out by TCM, practitioners can apply active learning easily and
e�ectively to their use case.



4
Disentangling Adversarial Variational
Autoencoder

Abstract

The use of well-disentangled representations o�ers many advantages for down-
stream tasks, e.g. increased sample e�ciency, or better interpretability.
However, the quality of disentangled interpretations is often highly dependent
on the choice of dataset-speci�c hyperparameters, in particular the regular-
ization strength. To address this issue, we introduce DAVA, a novel training
procedure for variational auto-encoders. DAVA completely alleviates the
problem of hyperparameter selection. We compare DAVA to models with
optimal hyperparameters. Without any hyperparameter tuning, DAVA is
competitive on a diverse range of commonly used datasets. Underlying DAVA,
we discover a necessary condition for unsupervised disentanglement, which
we call PIPE. We demonstrate the ability of PIPE to positively predict the
performance of downstream models in abstract reasoning. We also thoroughly
investigate correlations with existing supervised and unsupervised metrics.
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4.1 Introduction

Real-world data tends to be highly structured, full of symmetries and patterns.
This implies that there exists a lower-dimensional set of ground truth factors
that is able to explain a signi�cant portion of the variation present in real-
world data. The goal of disentanglement learning is to recover these factors, so
that changes in a single ground truth factor are re�ected only in a single latent
dimension of a model (see Figure 4.1 for an example). Such an abstraction
allows for more e�cient reasoning [ 269] and improved interpretability [ 120].
It further shows positive e�ects on zero-shot domain adaption [ 121] and data
e�ciency [69, 229].

Figure 4.1: Latent traversals of a single latent dimension (hair fringes) of
DAVA trained on CelebA. DAVA visibly disentangles the fringes from all
other facial properties.

If the generative ground-truth factors are known and labeled data is
available, one can train a model in a supervised manner to extract the ground-
truth factors. What if the generative factors are unknown, but one still wants
to pro�t from the aforementioned bene�ts for a downstream task? This
may be necessary when the amount of labeled data for the downstream task
is limited or training is computationally expensive. Learning disentangled
representations in an unsupervised fashion is generally impossible without
the use of some priors [176]. These priors can be present both implicitly in
the model architecture and explicitly in the loss function [ 265]. An example
of such a prior present in the loss function is a low total correlation between
latent variables of a model [40, 143]. Reducing the total correlation has been
shown to have a positive e�ect on disentanglement [176]. Unfortunately,
as we show in more detail in this chapter, how much the total correlation
should be reduced to achieve good disentanglement is highly dataset-speci�c.
The optimal hyperparameter setting for one dataset may yield poor results
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on another dataset. To optimize regularization strength, we need a way to
evaluate disentanglement quality.

So how can we identify well disentangled representations? Evaluating
representation quality, even given labeled data, is no easy task. Perhaps
as an example of unfortunate nomenclature, the often-used term �ground-
truth factor� implies the existence of a canonical set of orthogonal factors.
However, there are often multiple equally valid sets of ground truth factors,
such as a�ne transformations of coordinate axes spanning a space, di�erent
color representations, or various levels of abstraction for group properties.
This poses a problem for supervised disentanglement metrics, since they
�x the ground truth factors for evaluating a representation and judge the
models too harshly if they have learned another equally valid representation.
Furthermore, acquiring labeled data in a practical setting is usually a costly
endeavor. The above reasons hinder the usability of supervised metrics for
model selection.

In this chapter, we overcome these limitations for both learning and eval-
uating disentangled representations. Our improvements are based on the
following idea: We de�ne two distributions that can be generated by a VAE.
Quantifying the distance between these two distributions yields a disentangle-
ment metric that is independent of the speci�c choice of ground truth factors
and reconstruction quality. The further away these two distributions are, the
less disentangled the VAEs latent space is. We show that the similarity of the
two distributions is a necessary condition for disentanglement. Furthermore,
we can exploit this property at training time by introducing an adversarial
loss into classical training of VAEs. To do this, we introduce a discriminator
network into training and use the VAEs decoder as generator. During training,
we control the weight of the adversarial loss. We adjust the capacity of the
latent space information bottleneck accordingly, inspired by [ 31]. In this way,
we allow the model to increase the complexity of its representation as long as
it is able to disentangle.

This dynamic training procedure solves the problem of dataset-speci�c hy-
perparameters and allows our approach to reach competitive disentanglement
on a variety of commonly used datasets without hyperparameter tuning.

Our contributions are as follows:

ˆ We identify a novel unsupervised aspect of disentanglement called PIPE
and demonstrate its usefulness in a metric with correlation to supervised
disentanglement metrics as well as a downstream task.
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ˆ We propose an adaptive adversarial training procedure (DAVA) for
variational auto-encoders, which solves the common problem that dis-
entanglement performance is highly dependent on dataset-speci�c regu-
larization strength.

ˆ We provide extensive evaluations on several commonly used disentan-
glement datasets to support our claims.

4.2 Related Work

4.2.1 Model Architectures

The � -VAE by Higgins et al. [120] is a cornerstone model architecture for
disentanglement learning. The loss function of the � -VAE, the evidence
lower bound (ELBO), consists of a reconstruction term and a KL-divergence
term weighted by � , which forces the aggregated posterior latent distribution
to closely match the prior distribution. The KL-divergence term seems to
promote disentanglement as shown in [222]. The � -TCVAE architecture
proposed by Chen et al. [40] further decomposes the KL divergence term of
the ELBO into an index-code mutual information, a total correlation and a
dimension-wise KL term. They are able to show that it is indeed the total
correlation that encourages disentanglement and propose a tractable but
biased Monte Carlo estimate. Similarly, the FactorVAE architecture [ 143]
uses the density ratio trick with an adversarial network to estimate total
correlation. The AnnealedVAE architecture [ 31] as well as ControlVAE [ 239]
build on a di�erent premise, arguing that slowly increasing the information
bottleneck capacity of the latent space leads to the model gradually learning
new latent dimensions and thus disentangling them. We will use a similar
but optimized approach for DAVA. More recent promising approaches are
presented by Wei et al. [283] using orthogonal Jacobian regularization and
by Chen et al. [45] applying regulatory inductive bias recursively over a
compositional feature space.

4.2.2 Introduction of Adversarial Training to VAEs

When combining autoencoders (AEs) with an adversarial setting, one can
connect the adversarial network either on the latent space or on the output
of the decoder. Makhzani et al. [182] proposed an adversarial AE (AAAE)
that uses an adversarial discriminator network on the latent space of an AE



4.2. RELATED WORK 52

to match its aggregated posterior to an arbitrary prior. There, the encoder
of the AE acts as the generator of the GAN and is the only part of the
AE that gets updated with respect to the discriminator's loss. This kind
of training is strongly connected to VAE training, with the adversarial loss
taking on the role of KL divergence in the classical VAE training objective
but without the constraint of a Gaussian prior. The previously mentioned
FactorVAE [ 143] implements an adversarial loss on the latent space to reduce
total correlation. Larsen et al. [155] proposed using a discriminator network
with the decoder of the VAE acting as generator to improve the visual �delity
of the generated images, but with no focus on disentanglement. The di�erence
to DAVA is that they used the discriminator on the real observations, while
we propose a discriminator that only sees observations generated by the
decoder of the VAE. Zhu et al. [314] introduce an recognition network based
loss on the decoder that encourages predictable latent traversals. In other
words, given a pair of images where all but one latent dimensions are kept
constant, the recognition network should be able to predict in which latent
dimension the change occurred. Applied on top of a baseline VAE model,
this loss slightly improves the disentanglement performance of the baseline
VAE. In a semi-supervised setting, Carbajal et al. [34] and Han et al. [110]
propose adversarial losses on the latent space of VAEs to disentangle certain
parts of the latent space from information present in labels. Unfortunately,
such an approach does not work in an unsupervised setting with the goal of
disentanglement of the complete latent space.

4.2.3 Measuring Disentanglement

All supervised metrics have in common that they are dependent on a canonical
factorization of ground truth factors. Given access to the generative process
of a dataset, the FVAE metric [ 143] can be used to evaluate a model. It �rst
creates a batch of data generated by keeping aforementioned ground truth
factor �xed and randomly sampling from the other ground truth factors. It
then uses a majority vote classi�er to predict the index of a ground truth factor
given the variance of each latent dimension computed over said batch. Without
access to the generative process, but given a number of fully labeled samples,
one can use metrics like DCI Disentanglement by Eastwood and Williams
[76] and MIG by Chen et al. [40]. While DCI in essence assesses if a latent
variable of a model captures only a single ground truth factor, MIG evaluates
if a ground truth factor is captured only by a single variable. As a result,
DCI compared to MIG does not punish multi-dimensional representations
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of a single ground truth factor, for example the RGB model of color or a
sine/cosine representation of orientation.

There exists a small number of unsupervised disentanglement metrics.
The unsupervised disentanglement ranking (UDR) by Duan et al. [ 69] evalu-
ates disentanglement based on the assumption that a representation should
be disentangled if many models, di�erently initialized but trained with the
same hyperparameters, learn the same representation. To achieve this, they
compute pairwise similarity (up to permutation and sign inverse) of the rep-
resentations of a group of models. The score of a single model is the average
of its similarity to all the other models in the group. ModelCentrality (MC)
[169] builds on top of UDR by improving the pairwise similarity evaluation.
A drawback is the high computational e�ort, as to �nd the optimal hyperpa-
rameter setting, multiple models need to be trained for each setting. UDR
and MC do not assume any �xed set of ground truth factors. Nevertheless,
a weakness of these approaches is that they do not recognize similarity of a
group of models that each learn a di�erent bijective mapping of the ground
truth factors. The latent variation predictability (VP) metric by Zhu et al.
[314] is based on the assumption that if a representation is well disentangled,
it should be easy for a recognition network to predict which variable was
changed given two input images with a change in only one dimension of the
representation. An advantage of the VP metric is its ability to evaluate GANs
as it is not dependent on the model containing an encoder. In comparison
to our proposed metric, VP, UDR and MC are dependent on the size of the
latent space or need to de�ne additional hyperparameters to recognize inactive
dimensions. Estermann et al. [83] showed that the UDR has a strong positive
bias for low-dimensional representations, as low-dimensional representations
are more likely to be similar to each other. One could see the same issue
arise for the VP metric, as accuracy for the recognition network will likely be
higher when there is only a low number of change-inducing latent dimensions
available to choose from.

4.2.4 Applications of Disentangled Representations

The e�ects of disentangled representations on downstream task performance
are manifold. Van Steenkiste et al. [269] showed that for abstract reasoning
tasks, disentangled representations enabled quicker learning. We show in
Section 4.4.2 that the same holds for our proposed metric. In work by Higgins
et al. [121], disentangled representations provided improved zero-shot domain
adaption for a multi-stage reinforcement-learning (RL) agent. The UDR
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metric [ 69] correlated well with data e�ciency of a model based RL agent
introduced by Watters et al. [ 280]. Disentangled representations further
seem to be helpful in increasing the fairness of downstream prediction tasks
[175]. Contrary to previous qualitative evidence [ 80, 122], Montero et al.
[196] present quantitative �ndings indicating that disentanglement does not
have an e�ect on out-of-distribution (OOD) generalization. Recent work by
Schott et al. [229] supports the claims of Montero et al. [196], concluding that
disentanglement shows improvement in downstream task performance but
not so in OOD generalization.

4.3 Posterior Indi�erence Projection Equivalence

We �rst introduce the notation of the VAE framework, closely following
the notation used by Kim and Mnih [143]. We assume that observations
x � ~D are generated by an unknown process based on some independent
ground-truth factors. The goal of the encoder is to represent x in a latent
vector z 2 Rd . We introduce a Gaussian prior p(z) = N (0; I ) with identity
covariance matrix on the latent space. The variational posterior for a given
observation x is then q� (zjx) =

Q d
j =1 N (zj j� j (x); � 2

j (x)) , where the encoder
with weights � outputs mean and variance. The decoder with weights �
projects from the latent space z back to observation spacep� (xjz). We can
now de�ne the distribution q(z).

De�nition 4.2 (EP) . The empirical posterior (EP) distribution q(z) of a
VAE is the multivariate distribution of the latent vectors z over the data
distribution ~D . More formally, q(z) = Ex � ~D [q� (zjx)]. We can reconstruct an
observation x � ~D the following way: We sample z � q� (zjx) and then get
the reconstruction x̂ � p� (xjz). We informally call observations generated by
this process reconstructed samples and denote them aŝx.

The decoder is not constrained to only project from q(z) to observation
space. We can sample observations from the decoder by using di�erent
distributions on z. We de�ne a particularly useful distribution.

De�nition 4.3 (FP) . The factorial posterior (FP) distribution �q(z) of a
VAE is a multivariate distribution with diagonal covariance matrix. We de�ne
it as the product of the marginal EP distribution: �q(z) =

Q d
j =1 q(zj ). We

can use the decoder to projectz � �q(z) to observation space~x � p� (xjz). We
informally call observations created by this process generated samples and
denote them as~x.
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We can now de�ne the data distributions that arise when using the decoder
to project images from either the EP or the FP.

De�nition 4.4 ( ~D EP ; ~D FP ). ~D EP is generated by the decoder projecting
observations from the EP latent distribution q(z), i.e. reconstructed sam-
ples. ~D EP = Ez � q( z ) [p� (xjz)]. ~D FP is generated by the decoder project-
ing observations from the FP distribution �q(z), i.e. generated samples.
~D FP = Ez � �q( z ) [p� (xjz)].

We can now de�ne the core concept of this chapter. We look at the
similarity of two data distributions generated by the decoder, ~D EP and ~D FP .

De�nition 4.5 (PIPE) . The posterior indi�erence projection equivalence
(PIPE) of a VAE represents the similarity of the data distributions ~D EP and
~D FP . In other words, PIPE is a measure of the decoder's indi�erence to the

latent distribution it projects from.
PIPE (�; � ) = ! (Ez � q( z ) [p� (xjz)]; Ez � �q( z ) [p� (xjz)], where ! is a general simi-
larity measure.

Unsupervised disentanglement learning without any inductive biases is
impossible as has been proven by Locatello et al.[176]. Given a disentangled
representation, it is always possible to �nd a bijective mapping that leads to
an entangled representation. Without knowledge of the ground truth factors,
it is impossible to distinguish between the two representations. We argue that
PIPE is necessary for a disentangled model, even when it is not su�cient.
Suppose a model has learned a disentangled representation, but~D EP is not
equivalent to ~D FP . There are two cases where this could happen. The �rst
possibility is that the latent dimensions of the model are not independent.
This violates the independence assumption of the ground truth factors, so
the model cannot be disentangled. The second possibility is that the model
has not learned a representation of the ground truth factors and is generating
samples that are not represented by the ground truth factors. This model
would not be disentangled either. We conclude that PIPE is a necessary
condition for disentanglement.

In Figure 4.6 we show reconstructed and generated samples of two di�erent
models to support our chain of reasoning. Generated samples of the entangled
model (Figure 4.6 (b)) look visibly out of distribution compared to the
reconstructed samples. Generated samples of the disentangled model (Figure
4.6 (d)) appear to be equivalent to the distribution of the reconstructed
samples.
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(a) Reconstructed samples. (b) Generated samples.

(c) Reconstructed samples. (d) Generated samples.

Figure 4.6: Shown are two models of disentanglement-lib [176] with
di�erent disentanglement performance. The upper part shows a poorly disen-
tangled model while the lower part shows a comparatively well disentangled
model. In (a) and (c), odd columns show images sampled from the AbstractD-
Sprites dataset, even columns show the corresponding model reconstruction.
(b) and (d) show images generated by the decoder of each model given the
factorial posterior distribution. While the upper model achieves better re-
constructions (a), its generated samples (b) are visibly out of distribution.
The bottom model ignores shape in its reconstructions (c), but its generated
samples (d) capture the true data distribution more accurately.

4.4 PIPE Metric

We propose a way to quantify the similarity metric ! of PIPE with a neural
network and call this the PIPE metric. Given a model M with encoder
weights � , decoder weights � , and corresponding ~D EP ; ~D FP (see Appendix
B.2.2 for details on how to sample from ~D EP and tildeD F P ).

1. Create a set of observationsSEP by sampling from ~D EP . Informally,
these are the reconstructed samples.

2. Create a set of observationsSF P by sampling from ~D FP . Informally,
these are the generated samples.

3. Randomly divide SEP [ SF P into a train and a test set.

4. Train a discriminator network on the train set.
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5. Evaluate accuracy acc of the discriminator on the test set.

6. Since a random discriminator will guess half of the samples accurately,
we report a score of 2 � (1 � acc), such that 1 is the best and 0 is the
worst score.

We train the discriminator network for 10; 000 steps to keep the distinction
of SEP and SF P su�ciently di�cult. We further use a uniform factorial
distribution instead of FP for a slight improvement in performance. Details
on the implementation can be found in Appendix B.2.

Figure 4.7: Spearman rank correlation between di�erent metrics on three
di�erent datasets. Correlations take values in the range [� 1; 1], where 1
means perfect correlation, 0 means no correlation, and negative values mean
anti-correlation. For better readability, we have multiplied all values by 100.
PIPE, UDR [ 69] and MC [169] are the corresponding unsupervised metrics.
We include Reconstruction Loss Rec as a trivial unsupervised baseline. DCI,
MIG and FVAE are the corresponding supervised metrics. Low or even
negative correlations of our metric with UDR and MC show that our metric
captures a di�erent aspect of disentanglement. The correlation of our metric
with supervised disentanglement metrics is mostly consistent across datasets.
We note that the correlation with supervised metrics on the Mpi3d Toy
dataset changes direction for both UDR and Rec, while MC has di�culties
with AbstractDSprites .
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4.4.1 Relation to Existing Metrics

To classify the performance of the PIPE metric, we evaluate correlations with
supervised metrics on a diverse set of commonly used datasets. We namely
consider Shapes3D[30], AbstractDSprites [269] and Mpi3d Toy [103]. All
datasets are part of disentanglement-lib [176], which we used to train the
models we evaluated our metric on. More details on the implementation of
the PIPE metric and the evaluated models can be found in Appendix B.2.
Results are displayed in Figure 4.7. They show that the PIPE metric correlates
positively with existing supervised metrics DCI, MIG and FVAE, surpassing
the correlations of the unsupervised baselines. While the performance of UDR
on Mpi3d Toy and the performance of MC on AbstractDSprites is lacking,
PIPE demonstrates consistent performance across all datasets. Further, as
opposed to UDR and MC, PIPE can be evaluated on a single model only,
whereas UDR and MC are only able to evaluate sets of models.

4.4.2 Correlation with Downstream Task Performance

To further quantify the usefulness of the PIPE metric, we analyze the predic-
tive performance of the metric for an abstract reasoning downstream task.
For the downstream task, a VAE is trained to learn a disentangled repre-
sentation of a dataset. The downstream model then only gets access to this
representation then trying to solve the downstream task. Van Steenkiste
et al. [269] evaluated di�erent supervised disentanglement metrics in terms
of predictive performance of accuracy in an abstract reasoning task on the
datasets Shapes3Dand AbstractDSprites . They showed that good disentan-
glement is an indicator of better accuracy during the early stages on training.
We reproduce their experiment on a reduced scale by only considering up
to 6,000 training steps. As can be seen in Figure 4.8, our metric is on par
with supervised metrics and clearly outperforms the unsupervised baselines.
More importantly this means that PIPE is a positive predictor of accuracy
of downstream models in a few-sample setting and is therefore a desirable
property for unsupervised model selection.

4.5 Training Procedure for VAEs (DAVA)

In the previous chapter we have established that PIPE is desirable for a
model. We now present how to encourage this property at training time by
designing an adversarial training procedure. We train a discriminator and a
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Figure 4.8: Spearman rank correlation between di�erent disentanglement
metrics and downstream accuracy of the abstract visual reasoning task [269]
after 6,000 training steps for FactorVAE and � -TCVAE. The same metrics
as in Figure 4.7 are evaluated. Correlation for unsupervised metrics are
more sensitive to model architecture than for supervised metrics. PIPE
shows higher correlation with downstream performance than UDR and clearly
outperforms the Rec baseline.

VAE at the same time. The discriminator needs to di�erentiate ~D EP from
~D FP , which is achieved with the following loss:

L dis = Ex̂ � ~D EP
[log(Dis (x̂)]+

E~x � ~D FP
[log(1 � Dis (~x))] :

The loss function for the VAE is compromised of a reconstruction term with
the weighted negative objective of the discriminator:

L adv = L rec � � L dis :

with reconstruction loss

L rec = Eq� ( z j x ) [logp� (xjz)]

While this works in practice, it faces the issue of the weight � being very
dataset-speci�c. It is also closely related to FactorVAE, with the di�erence
that FactorVAE applies the adversarial loss to the latent space and to the
encoder only. Let us consider an alternative approach. Work by Burgess et al.
[31] looked at the KL-Divergence from an information bottleneck perspective.
They proposed using a controlled latent capacity increase by introducing a
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loss term on the deviation of some goal capacity C that increases during
training:

L C = jKL( q(zjx)jj p(z)) � Cj

Such a loss provides a disentanglement prior complementary to the mini-
mizing total correlation prior used in � -TCVAE and FactorVAE. Unfortu-
nately, it too depends on speci�c choice of hyperparameters, mainly the max
capacity C and the speed of capacity increase. We now demonstrate how
to incorporate both the adversarial loss and the controlled capacity increase
into a single loss function. We call this approach disentangling adversarial
variational auto-encoder DAVA (also see Figure 4.9):

L DAVA = L rec � 
 L C � � L dis

The main strength of DAVA is its ability to dynamically tune C and � by
using the accuracy of its discriminator. This yields a model that performs
well on a diverse range of datasets. We now outline the motivation and the
method for tuning C and � during training.

The goal of the controlled capacity increase in the AnnealedVAE architec-
ture is to allow the model to learn individual factors at a time into individual
latent dimensions. The order in which they are learned corresponds to their
respective contribution to the reconstruction loss. In DAVA, we want to
encourage the model to learn new factors by increasing C as long as it has
learned a disentangled representation of the currently learned factors. This is
the case when the discriminator cannot distinguish ~D EP from ~D FP . As soon
as the accuracy of the discriminator increases, we want to stop increasing C

Figure 4.9: Overview of the composition of DAVA. A discriminator attached
to the decoder of a VAE. The goal for the discriminator is to di�erentiate
samples coming from the EP from those coming from the FP.
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Figure 4.10: Information bottleneck capacity C during training of DAVA
for di�erent datasets. Depending on the complexity and structure of the
dataset as well as random initialization of the model, a di�erent schedule of
C is necessary to achieve best performance. The shaded area denotes one
standard deviation across 5 random seeds.

and increase the weight of the adversarial loss to ensure that the model does
not learn any new factors of variation while helping it to disentangle the ones
it has picked up into individual dimensions. As can be seen in Figure 4.10,
this results in dataset-speci�c schedules of C over the course of the training.
Algorithm 2.18 in Appendix B.3.1 describes the training of DAVA in more
detail.

4.5.1 Experiments

To quantify the performance of DAVA, we perform an extensive study in-
cluding multiple model architectures and datasets. As a baseline, we include
the best disentangling models according to [176], namely the � -TCVAE [ 40]
and FactorVAE [ 143]. We also include AnnealedVAE [ 31] and ControlVAE
[239]. As discussed earlier, the performance of each of these approaches is
highly dependent on the regularization strength. For this reason, we perform
a grid-search over a range of values curated by roughly following the work
of Locatello et al. [176] and adjusting where necessary to ensure best pos-
sible performance. The exact hyperparameters considered can be found in
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appendix B.3.1. The training of DAVA does not rely on such dataset-speci�c
regularization, therefore all hyperparameters for the training of DAVA
were kept constant acrossall considered datasets. All other hyperparameters
closely follow [176] and were kept consistent across all architectures (baseline
and DAVA) and are also reported in appendix B.3.1. We run 5 di�erent
random seeds for each con�guration to determine statistical signi�cance. We
provide summarized results for the most informative datasets in Tables 4.11,
4.12 and 4.13. For the baselines we report the performance of the mean hy-
perparameter setting according to the average score of all considered metrics.
The reader is advised to consult Appendix B.4 for complete results of all
evaluated datasets.

Table 4.11: Results Shapes3D

Architecture MIG DCI FVAE PIPE

� -TCVAE 0.26 ± 0.06 0.50± 0.03 0.76± 0.03 0.11± 0.03
FactorVAE 0.20 ± 0.10 0.41± 0.07 0.78± 0.04 0.22± 0.04
AnnealedVAE 0.52± 0.02 0.70± 0.02 0.92 ± 0.01 0.26± 0.03
ControlVAE 0.07 ± 0.03 0.17± 0.04 0.68± 0.07 0.02± 0.00
Ours 0.62 ± 0.05 0.78 ± 0.03 0.82± 0.03 0.61 ± 0.04

Table 4.12: Results AbstractDSprites

Architecture MIG DCI FVAE PIPE

� -TCVAE 0.12 ± 0.01 0.18± 0.01 0.45± 0.02 0.19± 0.01
FactorVAE 0.12 ± 0.02 0.19± 0.02 0.55± 0.03 0.20± 0.03
AnnealedVAE 0.15± 0.01 0.21± 0.01 0.54± 0.02 0.18± 0.01
ControlVAE 0.04 ± 0.02 0.07± 0.01 0.42± 0.02 0.06± 0.01
Ours 0.23 ± 0.04 0.27 ± 0.05 0.67 ± 0.05 0.35 ± 0.03

Appendix B.4 also contains the results of the best performing hyperpa-
rameter choice for each baseline model, demonstrating their variance across
datasets. Note that the PIPE scores of FactorVAE in Table 4.13 are exploiting
a design decision discussed in depth in Appendix B.2.3. The decoders of
these models mapped all latent values to a single image, therefore we exclude
their scores. The results showcase the strong consistent performance of DAVA
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Table 4.13: Results Mpi3d Toy

Architecture MIG DCI FVAE PIPE

� -TCVAE 0.11 ± 0.02 0.23± 0.01 0.39± 0.02 0.09± 0.01
FactorVAE 0.02 ± 0.01 0.13± 0.00 0.38± 0.02 (0.99± 0.10)
AnnealedVAE 0.07± 0.03 0.23± 0.02 0.50 ± 0.02 0.02± 0.01
ControlVAE 0.04 ± 0.01 0.17± 0.02 0.43± 0.04 0.03± 0.01
Ours 0.12 ± 0.09 0.30 ± 0.03 0.41± 0.04 0.21 ± 0.03
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Figure 4.14: The FID score [119] measures the distance between two di�erent
distributions of images and is commonly used in GAN literature to evaluate
the quality of the generator. A low FID indicates that a model generates
visually convincing images. We evaluate the FID of image samples from ~D FP

of the respective models against the original images. We �nd that DAVA
achieves a competitive FID with comparatively good PIPE. We have removed
a small number of poorly performing outliers from the baseline models to
improve readability.

across di�erent datasets. Compared to the baselines, DAVA is able to deliver
improvements of up to 50% for the supervised metrics, and over 100% for
PIPE. This allows DAVA to be used in practice as consistent performance
can be expected.
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We further validate DAVA on three real-world datasets. CelebA [ 174] is
dataset commonly used in the disentanglement literature. It compromises of
over 200,000 images of faces of celebrities. As shown in Figure 4.14, DAVA
achieves a competitive FID while still having a comparatively high PIPE
metric score. This means that DAVA accomplishes a similar visual �delity of
its generated samples as the best baseline methods while better disentangling
its latent space. Results for datasets Mpi3d Real [103] and CompCars [300]
can be found in Appendix B.4 and B.5, respectively.

4.6 Conclusions

In this chapter, we presented a new way to understand and formalize disen-
tangled representations from an unsupervised point of view. The main idea is
that the distribution of reconstructed samples of a disentangled VAE should
be similar to the distribution of generated samples. We quantify this notion
in a new unsupervised disentanglement metric called PIPE metric for evalu-
ating disentangled representations. Without access to ground truth, PIPE
provides results consistent with supervised metrics. Furthermore, we apply
the same idea to DAVA, a novel VAE training procedure. DAVA can self-tune
its regularization strength and produces results competitive with existing
models that require more dataset-speci�c hyperparameter tuning. Robust
unsupervised disentanglement performance is an important requirement for
practical applicability. With DAVA, we provide a method that can be used
by practitioners with relatively low computational requirements.



5
Domain-Agnostic Super-Resolution

Abstract

Super-resolution techniques have made remarkable progress in recent years,
especially in the vision domain. However, extending these advances to other
data modalities has been challenging due to the need for specialized architec-
tures tailored to each domain. In this chapter, we introduce FunctaFormer,
a novel domain-agnostic super-resolution method capable of upscaling any
arbitrary data type. Our approach leverages Implicit Neural Representations
(INRs) to model data as continuous functions, providing a uni�ed framework
across di�erent modalities. FunctaFormer obtains competitive performance
across various domains, including images, audio, videos, 3D shapes, manifold
data, and LiDAR scans.

5.1 Introduction

Super-resolution (SR) aims to reconstruct a high-resolution output from a
given low-resolution input. While the speci�c notion of �resolution� varies

65
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Figure 5.1: Samples of 4x super-resolution with FunctaFormer on low-
resolution input (top) resulting in upsampled output (bottom). By using
INRs, FunctaFormer can upsample any data modality (shown here as 2D
images, 1D audio waveforms, 3D shapes, polar coordinates for manifold data,
2+1D videos, and LiDAR point clouds).

across domains, such as pixel count in images, frame rate in videos, sampling
frequency in audio signals, grid or mesh resolution in 3D shapes, measurement
spacing on manifolds, or point density in LiDAR scans, the fundamental goal
remains the same: enhancing the level of detail beyond what is present in
the input data.

At �rst glance, these diverse data modalities, ranging from 1D to 3D
spaces and represented in various forms, appear inherently di�erent. This
diversity poses a challenge for developing a uni�ed SR approach applicable
across modalities. However, Implicit Neural Representations (INRs) o�er a
promising solution by modeling data as continuous functions parameterized
by a neural network. In an INR, the input to the network consists of
coordinates�such as time, Cartesian coordinates, or polar coordinates�and
the output is the corresponding feature value at that point. For instance, in
the case of an image, the network outputs pixel color values for given spatial
positions.

By leveraging INRs, the SR task can be reframed as transforming the
INR �tted on low-resolution data to generate high-resolution output during
inference. This perspective abstracts the SR problem away from the speci�cs
of any particular data modality, allowing for a uni�ed architecture that is
adaptable to any data modality.
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