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Abstract

Immersive virtual environments (VEs) aim at producing a sense of physical presence in a computer-
generated world. This sense of presence or �being� in a place different from the one a user is physically
situated is mediated with the help of immersive virtual reality (VR). VR uses technologies that address
different perceptual cues to replace real-world sensory information with simulated input. Hence, VR
gives a user the possibility to not just look at a computer-generated world but to actually be in this world
and experience it as if it would be real. This makes VR a useful tool for various application areas such as
industrial or architectural design, training, medical or psychiatric treatment, and entertainment. As most
VR applications involve navigation tasks, numerous navigation methods for VEs were proposed in the
past. Many of these methods use different gestures � e.g. joystick based interactions or foot gestures like
stepping in-place � to achieve some movement in the VE. Such navigation metaphors may be well suited
for very speci�c tasks, but they often lack naturalness and necessitate preliminary training. In the real
world, the most intuitive way of navigation is walking. Thus, enabling real walking to navigate in VEs
provides several bene�ts: It is more natural, more presence-enhancing, applicable to a broad range of
applications, does not require prior training, and improves the spatial understanding of the environment.

VR systems provide real walking in VEs by tracking a user’s viewpoint and mapping movements in the
real world to movements in the VE in real time. In this setup, a user typically wears a head-mounted
display to see the VE. This approach has the disadvantage that both the range of the tracking system
and the size of the available real room restrict the user’s movements. To allow for unlimited walking in
VEs, different mechanical locomotion devices � e.g. omni-directional treadmills � were proposed that
keep a user in a small physical space in the real room. But theses devices are costly or often fail to
preserve a fully natural sensation of walking. Hence, redirected walking (RDW) was proposed in the
past as a cost-ef�cient alternative. RDW allows free walking in VEs without locomotion devices even
when the VE is larger than the physical room. It employs different so-called redirection techniques to
manipulate the user’s walking path such that the path in the VE and the path in the real room differ.
Several redirection techniques were suggested and evaluated in the past. Depending on the technique,
the redirection can be imperceptible, perceptible, or disturbing and cause breaks in presence. Generally,
redirection techniques which allow for stronger redirection are more likely to be noticed by the user or
cause breaks in presence. This introduces a trade-off between effectively redirecting a user in the real
room and not disturbing the user with the redirection. In addition, methods were proposed in the past
that apply a redirection technique such that the user remains within the boundaries of the real room.
However, these methods are tailored to only one or a very limited set of redirection techniques and can
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exploit only very little information about the VE and its paths to improve the walking experience.

Within this thesis, a generalized approach to planning and applying redirection techniques is presented.
This so-called RDW controller is capable of dynamically selecting suitable redirection techniques and
also controlling their parameters like the strength. The problem of redirecting a user in a small physical
room using redirection techniques is formulated as an optimal control problem. This allows applying
an ef�cient probabilistic planning algorithm which maximizes the free walking experience. In contrast
to previous methods, which focus on keeping away the user as much as possible from the real room’s
boundaries, an alternative approach is developed: By minimizing the disturbance caused by redirection
techniques, the proposed controller maximizes the free walking experience in a given real room for
an arbitrary VE. This is achieved by planning ahead with the help of short-term and long-term path
prediction of human locomotion. As path prediction is clearly separated from control, the proposed
controller does not depend on a speci�c path predictor. Within this thesis, long-term path prediction is
based on a prede�ned map of trajectories in the VE.

In contrast to long-term prediction, short-term prediction is a minimum requirement by all RDW con-
trollers. Hence, this thesis further presents an analysis and evaluation of different approaches for short-
term path prediction. Based primarily on head tracking data, the user’s current intended direction of
movement is determined such that it provides a reliable and stable prediction that holds for a few sec-
onds. However, results of a user study show that if head tracking data is used without preprocessing to
determine a person’s intended direction of movement, oscillations in the data caused by the mechanics
of human gait entail a poor prediction. Therefore, smoothing methods are developed to improve the
reliability and robustness of the prediction. However, smoothing introduces a trade-off between latency
and robustness. In order to achieve a robust prediction and low prediction latency, an improved estimator
is proposed that uses a forward walking model and a Kalman �lter.

Finally, the proposed RDW controller, including a short-term and long-term path prediction, is evalu-
ated within a user study and compared to a state-of-the-art controller. Results prove that the proposed
controller performs signi�cantly better than the state-of-the-art controller. For instance, the amount of
disruptive redirections that cause breaks in presence is reduced by over 40% in the used VE.
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Zusammenfassung

Immersive virtuelle Umgebungen (VEs) vermitteln den Eindruck von physikalischer Präsenz in einer
computergenerierten Welt. Das Gefühl, dass man sich tatsächlich an einem anderen Ort be�ndet als wo
man rein physisch ist, wird mit Hilfe der sogenannten immersiven virtuellen Realität (VR) erzeugt. Mit-
tels Hardware und Software erzeugt ein VR-System künstliche Sinneseindrücke und blendet dabei die
Eindrücke der realen Umgebung aus. VR geht dabei über das reine Betrachten einer computergenerier-
ten Welt � beispielsweise auf einem Computerbildschirm � hinaus und ermöglicht es einem Anwender,
sich tatsächlich in dieser Welt aufzuhalten, so als ob diese real wäre. VR lässt sich in vielen Bereichen
in der Praxis einsetzen. Mögliche Einsatzgebiete sind in Industriedesign, Architekturplanung, Training,
Therapie in der Medizin oder Psychiatrie und in der Unterhaltungsindustrie zu �nden. Die meisten dieser
Anwendungen erfordern es, dass sich ein Anwender in der VE bewegen kann. Aus diesem Grund wur-
den in der Vergangenheit verschiedene Navigationsmethoden vorgeschlagen und erforscht. Viele dieser
Methoden beschränken sich jedoch auf Interaktionen mit klassischen Eingabegeräten � beispielsweise
mit Computermaus oder Joystick � oder auf spezielle Gesten, wie das Treten an Ort und Stelle, um dar-
aus eine Bewegung in der VE abzuleiten. Diese sogenannten Navigationsmetaphern können durchaus
nützlich sein für spezi�sche Aufgaben in VEs, jedoch fehlt es ihnen an Natürlichkeit und sie erfordern
Training. In der realen Welt ist die wohl intuitivste Form der Navigation das Laufen. Echtes Laufen als
Navigationsmethode für VEs bringt folglich einige Vorteile mit sich: Es ist natürlicher, erhöht den Ein-
druck von Präsenz, ist einsetzbar für viele Anwendungen, erfordert kein vorausgehendes Training und
ermöglicht ein besseres räumliches Verständnis der Umgebung.

VR-Systeme realisieren echtes Laufen in VEs, indem sie mit einem Trackingsystem die Kopfposition
und -orientierung des Anwenders erfassen und in Echtzeit Bewegungen im realen Raum auf Bewegun-
gen in der VE abbilden. Hierbei träg ein Anwender üblicherweise ein Head-Mounted Display, durch wel-
ches die VE dargestellt wird. Bei diesem Ansatz beschränkt jedoch die Reichweite des Trackingsystems
und die Grösse des realen Raumes die Bewegungsfreiheit des Anwenders. Um dennoch unbeschränktes
Laufen in VEs zu ermöglichen, wurden in der Vergangenheit verschiedenste mechanische Laufgeräte
entworfen, wie beispielsweise omnidirektionale Laufbänder. Diese Geräte sind jedoch kostspielig oder
ermöglichen kein völlig natürliches Laufen. Aus diesem Grund wurde in der Vegangenheit eine kos-
tengünstige Alternative entwickelt � das �redirektionierte� oder �umgeleitete� Laufen (engl. redirected
walking). Redirektion ermöglicht beinahe unbeschränktes Laufen in einer VE, auch wenn diese grösser
ist als der zur Verfügung stehende reale Raum. Mit Hilfe von sogenannten Redirektionstechniken wird
der Laufpfad eines Anwenders so beein�usst, dass dieser im realen Raum einen anderen Weg zurück-
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legt, als in der VE. Bislang wurden verschiedene Redirektionstechniken entworfen und evaluiert. Je nach
Technik ist die Redirektion nicht wahrnembar, wahrnembar oder störend und beinträchtigt den Eindruck
von Präsenz in the VE. Im Allgemeinen werden Redirektionstechniken, welche eine stärkere Redirektion
ermöglichen, auch eher vom Anwender wahrgenommen oder beinträchtigen die Präsenz. Dies führt zu
einem Zielkon�ikt zwischen effektiver Redirektion und störungsfreier Redirektion im realen Raum. Des-
weiteren wurden Verfahren für das redirektionierte Laufen entwickelt, welche eine Redirektionstechnik
so anwenden, dass der Anwender innerhalb der Grenzen des echten Raumes gehalten wird. Diese Verfah-
ren können allerdings nur eine oder einen kleinen Teil der verfügbaren Redirektionstechniken anwenden
und nur sehr beschränkt Wissen über die VE oder dessen Pfade zur besseren Planung verwenden.

Diese Dissertation stellt ein verallgemeinertes Verfahren zur Planung und Anwendung von Redirekti-
onstechniken vor. Dieser sogenannte Redirektionsregler kann dynamisch passende Redirektionstechni-
ken bestimmen, anwenden und auch deren Parameter steuern. Das Problem, einen Anwender im echten
Raum mittels Redirektionstechniken so umzuleiten, dass dieser den echten Raum nicht verlässt, wird mit
Hilfe von Regelungstechnik modelliert. Das ermöglicht die Anwendung eines ef�zienten stochastischen
Planungsalgorithmus, welcher dem Anwender möglichst unbehindertes bzw. freies Laufen erlaubt. Wäh-
rend die existierenden Redirektionsregler vor allem versuchen einen Anwender vom Rand des echten
Raumes fernzuhalten, wird hier ein alternativer Ansatz entwickelt: Durch die Minimierung der Störun-
gen von Redirektionstechniken ermöglicht der Regler ein Maximum an freiem Laufen in einem gegebe-
nen realen Raum für beliebige VEs. Das vorgeschlagene Regelsystem plant mit Hilfe von Kurzzeit- und
Langzeitpfadprädiktion optimal voraus. Da im Modell Pfadprädiktion klar von der Regelung getrennt ist,
können beliebige existierende Prädiktoren verwendet werden. Im Rahmen dieser Dissertation basiert die
Langzeitprädiktion auf einer vorde�nierten Karte von Lauftrajektorien in der VE.

Kurzzeitprädiktion wird im Gegensatz zur Langzeitprädiktion grundsätzlich von allen Redirektionsreg-
lern benötigt. Im Rahmen dieser Dissertation werden verschiedene Ansätze für Kurzzeitpfadprädikti-
on untersucht und evaluiert. Diese basieren primär auf Kopftrackingdaten, um die aktuelle Laufrich-
tung eines Anwenders zu bestimmen und damit eine stabile Kurzzeitprädiktion zu erhalten. Allerdings
zeigt sich, dass Kopftrackingdaten ohne Vorverarbeitung nur schlecht zur Prädiktion geeignet sind, da
links-rechts Kopfbewegungen � verursacht durch die Mechanik des menschlichen Laufens � zu starken
Oszillationen in der Prädiktion führen. Aus diesem Grund werden Glättungsverfahren entwickelt und
untersucht, welche die Robustheit und Verlässlichkeit der Prädiktion verbessern. Dies führt jedoch zu
einem Zielkon�ikt zwischen Robustheit und Latenz. Um eine robuste Prädiktion mit minimaler Latenz
zu erzielen, wird deshalb ein verbesserter Schätzer, basierend auf einem Kalman-Filter und einem Be-
wegungsmodell, entwickelt.

Der vorgeschlagene Redirektionsregler, einschliesslich Kurzzeit- und Langzeitprädiktion, wird in einer
Benutzerstudie evaluiert und mit einem Regler auf dem Stand der Technik verglichen. Die Resultate
belegen, dass der vorgeschlagene Regler signi�kant besser ist als der existierende Regler. So wird bei-
spielsweise in der getesteten VE die Anzahl von störenden Redirektionen, welche den Eindruck von
Präsenz in der VE beinträchtigen, um über 40% reduziert.
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1
Introduction

The goal of immersive virtual environments (VEs) is to give a person a sense of physical presence in a
computer-generated world. This illusion of really being in a purely arti�cial and non-physical world is
created with the help of virtual reality (VR). For instance, a VR system allows an architect to showcase
a model of a house to his customers before it is being built. In contrast to just looking at a model on a
computer screen, a VR system could allow a user to walk around inside a virtual house as if it was built
already. He could stroll along the corridors of the house, could check out the size of the rooms, examine
the lighting, see if the windows are large enough, etc. He could even leave the house to see if he likes
the view from terrace at sunset or at any other time of the day.

With the help of software, hardware, and a digital model of the environment, a VR simulator generates
output that addresses several perceptual cues consistently, including visual cues, auditory cues, and the
vestibular-proprioceptive system. The subjective experience of really being in a VE even when being
physically situated in another place is called presence [150]. Consequently, a VR simulator tries to
produce a high sense of presence and to avoid so-called breaks in presence, where the sense of presence
is disturbed or destroyed. In contrast to presence, which denotes the subjective response to a VR system,
the term immersion refers to the objective level of sensory �delity a VR system provides � i.e. it is the
technological counterpart [9, 109]. Typically, a VR simulator must provide a high level of immersion to
produce a sense of presence.

The vision for VR was already formulated in 1965 by Sutherland [128]: �The ultimate display would, of
course, be a room within which the computer can control the existence of matter. A chair displayed in
such a room would be good enough to sit in. Handcuffs displayed in such a room would be con�ning,
and a bullet displayed in such a room would be fatal. With appropriate programming such a display
could literally be the Wonderland into which Alice walked.�

While this VR vision has appeared in several science �ction novels and movies in many different ways,
some of it can already be achieved with today’s technology. Most notably, Sutherland ends his essay
with Alice not just looking at the Wonderland but walking into it because walking is the most natural
and intuitive way of moving in the real world. Hence, allowing real, natural walking in VEs is a crucial
aspect of a VR simulator and a goal of this work.

Different travel techniques for navigating in VEs (so-called navigation metaphors) have been built and
studied for long. Today, techniques using a computer mouse or keyboard-based interactions for navi-
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gation are omnipresent. While such setups are easy to build, they usually lack naturalness and do not
provide any sense of presence for navigating in VEs. Hence, integrating body-based information for
observing and navigating in a VE would bring several bene�ts to a VR simulator [105]. In fact, real
walking was shown to be signi�cantly better than other metaphors for navigating in a VE, e.g. like joy-
stick or keyboard based navigation, and is more presence-enhancing [136]. Furthermore, real walking
improves ones cognitive map of an environment and increases the navigational performance [106]. This
implies that when really walking through a VE, people get a better spatial understanding of the envi-
ronment and are able to estimate directions and distances more accurately. Often there is only minimal
opportunity to train users on an alternative navigation metaphor, hence real walking in VEs is better than
other techniques due to its naturalness [156].

Applications of VR (with real walking in VEs) include various �elds such as research, education, train-
ing, telepresence, medicine, psychology, entertainment, architecture, design, and several industrial appli-
cations. For instance, planning tasks of construction sites or machinery can be realistically represented
in a VE and visited as if they were real. These could be e.g. layout planning tasks for ef�ciently cre-
ating factory models with only few interpretation errors, since problems or faults in the layout can be
discovered early. Several companies that design assembly lines build them �rst as a cardboard model in
full-scale for testing them. Such an evaluation of the assembly line including its work�ow could be done
more ef�ciently and effectively with VR. Also for evaluating security aspects and for training purposes,
e.g. training security personnel in hazardous areas, real walking in VEs has great advantages.

1.1 Motivation and Problem Statement

Humans are used to navigate in the real world by walking. In fact, it is the most intuitive way to move
but also to build a cognitive map of the environment. Due to the mentioned advantages and applications
of real walking in VEs, the goal of this thesis is to provide a practical and cost-effective solution for it.
However, to provide real walking in VEs, a VR simulator must address different sensory modalities such
as vestibular, proprioceptive, visual, and haptic senses. When walking, running, or driving, these senses
receive consistent information which is used for self-motion perception [14]. Typically, a VR simulator
allowing real walking is realized by tracking the user’s viewpoint in the real room with a tracking system
and mapping it one-to-one into a movement within the VE, which is visualized with a head-mounted
display (HMD). The problem of this approach is that the range of the tracking system or the size of the
available physical room is limited. Hence, unlimited or free walking in the VE is only possible if the
area of the VE �ts into the area of the real room.

To allow for unlimited walking in VEs, different mechanical locomotion devices were proposed. Such
devices include omni-directional treadmills [23, 53, 112], a ball bearing platform [108], powered roller
skates with motors [55], moving �oor tiles [54], suspended shoes [56], etc. These mechanical locomotion
devices allow walking over large distances in the VE, but keep the user in a small space in the real world.
However, these systems are costly and only support a single user � i.e. one device per user is required
[116]. In order to achieve a sensation of walking, typically complex control algorithms and complex
mechanics are required, but still these devices often fail to preserve a fully natural sensation of walking.

As alternative to real walking, different walking like gestures were proposed as low-cost navigation
metaphors. In these so-called walking-in-place systems, a user takes steps but remains physically at the
same position, see e.g. [110, 129, 27]. A tracking device detects the user’s steps and maps them to a
comparable movement in the VE. However, it was shown that real walking is more presence-enhancing
and natural than these gestural walking interfaces [136, 105].
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1.2 Organization

To provide real and natural walking in VEs without mechanical locomotion devices, a new approach was
proposed � redirected walking (RDW) [100]. RDW is a technique that allows exploring large VEs by
real walking in a smaller physical room. RDW employs different techniques to manipulate the user’s
path (i.e. redirect the user) such that the path in the VE and the path in the real room differ. If these
techniques are used properly, they can keep a user within the boundaries of the physical room while he
is is exploring a VE that is larger than the real room. Therefore, RDW allows circumventing the space
constraints imposed by the limited size of the real room. Compared to hardware locomotion devices,
RDW provides a cost-effective solution for free walking in VEs.

For instance, instead of a one-to-one mapping from the real room to the VE, one technique for RDW
adds small rotational distortions that causes the user to walk on a curved path in the real room while he
walks on a straight line in the VE. If these distortions are small enough, they are not noticed by the user.
However, there is a trade-off. On the one hand, large distortions cause the user to veer more and thus
allow to keep him in a smaller real room. On the other hand, large distortions bear the risk that they will
be noticed by the user, feel disturbing, cause breaks in presence, or simulator sickness.

While several such redirection techniques were proposed which can guide a user on a different path in the
real world than in the VE, the question is how, when, which, and how strong to apply these techniques.
Therefore, the research focus of this thesis is a framework that can apply these techniques such that users
get the best free walking experience in a VE by walking within a limited physical space.

1.2 Organization

This thesis is structured into three main parts. Chapters 1 to 3 provide an introduction and some back-
ground information. This also includes related work and the hardware and software required for building
the system used within this thesis. The main contribution of this thesis is short-term path prediction of
human locomotion, which is presented in Chapter 4 and improved in Chapter 5, and a controller frame-
work that can plan and apply redirection such that the free walking experience is maximized. This is
presented in Chapter 6 and evaluated in Chapter 7.

Chapter 2 presents related work about redirection and path prediction of human locomotion. Further-
more, it summarizes this thesis’ contributions.

Chapter 3 discusses the hardware and software which is required to build a VR simulator that enables
a user to really walk in a VE. The design focus lies on a low-latency architecture. The shown VR
simulator is wearable, uses a HMD, and tracks the user’s viewpoint with the help of a tracking
system.

Chapter 4 presents an analysis of short-term path prediction of human locomotion. Different ap-
proaches for determining a person’s intended direction of movement from head tracking data are
proposed and evaluated within a user study. Findings suggest that a smoothing of head tracking
data is required to get a robust prediction. However, this smoothing causes a prediction latency.

Chapter 5 proposes an improved way for short-term path prediction based on real-time estimation of
gait parameters. In contrast to the approach presented in Chapter 4, this approach tries to provide a
robust estimation of a person’s intended walking direction with a very low latency. The estimator
is evaluated with real path data recorded within a user study.

Chapter 6 introduces an optimal control model which allows to redirect users walking in a VE such that
they get a free walking experience despite the fact that they are walking in a limited physical room
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that is smaller than the VE. Besides the general framework for designing redirection controllers,
an online planning algorithm is developed that uses short-term path prediction and a map of the
trajectories within a VE to maximize the free walking experience.

Chapter 7 presents an evaluation of the controller from Chapter 6. The proposed controller is evalu-
ated and compared against a state-of-the-art controller within a user study. The results prove its
effectiveness and advantages over existing controllers.

Chapter 8 summarizes this thesis’ results and proposes future work. Future work is grouped into future
research directions for improving the proposed control model and research regarding human path
prediction � most notably long-term path prediction.
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2
State of the Art and Contributions

This chapter presents related work and summarizes this thesis’ contributions. Chapter 1 concluded with
promoting real walking for navigation in a VE. However, with such an approach the tracking space limits
the size of the VE that can be walked through. Hence, the �rst part of this chapter shows related work
about redirected walking (RDW). RDW uses a set of techniques to avoid the limitation given by the
limited size of the real room. Because RDW techniques require some knowledge about the user’s future
path, the second part discusses related work about path prediction of human locomotion.

2.1 Redirected Walking

Chapter 1 highlighted the advantages of real walking for navigation in VEs. However, real walking limits
the size of the VE to the size of the real room where the simulator device is installed (i.e. the tracked
space). As discussed previously, mechanical walking devices can be used to solve that problem. But
as these devices are expensive and often fail to provide a fully natural walking experience, real walking
within the tracked space is preferred. In order overcome the limitation of the real room’s limited size,
Razzaque et al. [100] proposed RDW. Essentially, RDW is a locomotion technique that captures the
bene�ts of real walking but allows a user to visit a VE that is larger than the real room.

RDW is based on the idea that a user can be guided on a different path in the real room than in the VE
by manipulating the visual output presented on the HMD. E.g. the VE can be rotated slowly about the
user while he is walking along a straight path in the VE. If this rotation is below the human perceptual
thresholds for sensing orientation or movement (with non-visual senses), the user will not detect the
rotation and walk on a circular arc in the real room. In other words, the user is redirected in the real room.
The idea to redirect users on circular paths appeared �rst in a science �ction novel, see [88]. Figure 2.1
illustrates the basic working principle. To make RDW work, the user must not see the real environment.
This is possible with VR simulators because they can take full control of user’s visual input, e.g. by
employing an HMD.

RDW is a totally different locomotion interface for VEs that does not require mechanical walking devices
to keep a user within a con�ned space. Because RDW can guide a user on a different path in the real room
than in the VE, it is possible to �t a VE into a smaller real room without the user noticing. I.e. a larger
VE is �compressed� into a smaller real room by changing the user’s path. E.g. in Figure 2.1, RDW can
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(a) VE (b) Real room

Figure 2.1: Working principle of RDW. The dashed blue line indicates the user’s path. The user believes that he is
following the straight path in the VE (a). However, because the VE is continuously and imperceptibly
rotated clockwise about the user, he actually walks on an arc in the real room (b).

cause the user to walk on a circle in the real room while he thinks he walks on a straight path. If the
real room is large enough to �t a circle with a curvature that is unnoticed by the user, he can continue
walking on the straight path inde�nitely.

In order to use RDW for providing a free walking experience in a limited physical space, a signi�cant
amount of research has been conducted: what manipulations or techniques can be used to guide a user on
a different path in the real room than in the VE, why these manipulations work and what their perceptual
thresholds are, and �nally how and when these these techniques should be used. Below, related work to
these questions is summarized.

2.1.1 Psychological Foundations

When real walking is used for navigation in VEs, the head movements in the real world are usually
mapped one-to-one into head movements within the VE. RDW changes this one-to-one mapping by
adding small distortions. Hence, a movement in the real world only approximately matches a movement
in the VE. From a perceptual perspective this means that the visual input (the movement of the VE) does
not accurately match the proprioceptive and vestibular input (the movement of body and head).

Psychologists have determined that vision generally dominates other modalities of perception [97, 6].
Gibson [36] already found visual dominance over kinesthetic information for hand movements in 1933.
This implies that if the senses disagree � like for RDW� vision dominates the estimation of self motion,
orientation and position. Hence, when RDW changes the visual feedback, e.g. by slowly rotating the VE
about the user, the user will unconsciously compensate for these small inconsistencies. However, while
vision generally dominates proprioceptive and vestibular senses, this bias towards vision is not without
limits if these senses are con�icting [140]. Depending on the level of con�ict, this discrepancy can be
perceived by a person and can lead to simulator sickness. Literature on determining these perceptual
detection thresholds is presented below.

Cratty and Williams [22] conducted studies where participants had to walk along a curb while blindfolded
and detect whether it was curved or not. Only for diameters of less than 6 meters the correctness of their
responses became signi�cant. Souman et al. [113] studied the ability of humans to walk on a straight
path in an unfamiliar environment when no navigational instruments are available. They found what
is common belief in popular culture: people who get lost in an unfamiliar environment often end up
walking in circles (though usually not in a systematic direction). They also found that people trying to
maintain a �xed course while blindfolded often walk in surprisingly small circles with diameter smaller
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than 20 meters without noticing. Their research suggests that this veering is caused by accumulating
noise in the sensorimotor system which receives no external reference for recalibration. RDW uses this
fact by taking control over the only external reference � the visual feedback (of course this assumes a
VR setup where other external references like acoustic cues of the real world are removed or strongly
dampened).

2.1.2 Redirection Techniques

Redirection techniques (RETs) are methods that enable redirection � i.e. guiding a user on a different
path in the real room than in the VE. These techniques are essentially different types of manipulations,
like the imperceptible rotation about the user introduced above, with the goal to allow a user to explore
a VE that is considerably larger than the real room. Below related work of different RETs is presented.
Suma et al. [126] developed a taxonomy of RETs which is shown in Table 2.1. This taxonomy provides
an overview of RETs and categorizes them according to noticeability (overt versus subtle) and the way
how they affect the user’s path in the real room (repositioning or reorienting). They conducted a study
to evaluate which category of reorienting RETs causes less breaks in presence and found that subtle
reorientation techniques cause signi�cantly less breaks in presence than overt (continuous) reorientation
techniques.

Table 2.1: Taxonomy of RETs adapted from Suma et al. [126].

overt subtle

repositioning

continuous gradual translations (e.g. es-
calators)

translational RET [148, 51,
118]

discrete teleportation [13, 122]
change blindness, self-motion
illusions, architectural illusions
[11, 127]

reorientation

continuous reset techniques with rotation
gains [149, 94, 96, 95]

rotational RET = rotation and
curvature gains [100, 87, 119,
118, 25, 86]

discrete freeze resets [149] change blindness and architec-
tural illusions [125, 127]

Rotational Redirection Technique

Razzaque et al. [100] originally proposed to add small rotations to a user walking along a straight line or
to scale rotational movements so that a user turns more, or less in the VE than in the real room, i.e. this
RET causes a reorientation of the user in the real room. This approach was also applied to a walking-in-
place system in a three-sided computer assisted virtual environment (CAVE) to make sure that the user
does not face towards the missing wall [101].

Summarizing from [25, 117, 119, 85], the rotational RET was de�ned as so-called curvature gain and
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rotation gain. The curvature gain describes the amount of rotation that can be added when a user is
walking an a straight line and the rotation gain describes the scaling of the user’s rotation, i.e. when he
is turning his head. Gains can be regarded as scalar strength parameters of RETs.

According to Steinicke et al. [119, 118] the curvature gain is de�ned as

gC =
1
rC

(2.1)

where rC is the radius of the circle around which the user would walk in the real room if he walks along
a straight line in the VE, see also Figure 2.1. In other words, gC is the curvature of the circle with radius
rC . Hence, gC = 0 (i.e. rC ! 1) means that no curvature gain is applied. Because the relation of
angles in radians �, radius r and arc length l is de�ned as � = l=r it holds that a user is rotated by a
reorientation angle � = l=rC = lgC if he walks along a straight line of length l in the VE. The curvature
gain can be positive or negative to rotate a user to the left or to the right.

According to [25, 119] the rotation gain is de�ned as

gR =
��V

��R
with gR > 0 (2.2)

where ��R is the rotation the user performs in the real room and ��V is the corresponding rotation in
the VE. If gR = 1 rotations from the real room are mapped one-to-one into rotations in the VE. If gR < 1
the user will rotate more in the real room than in the VE. This is equal to an additional rotation of the
VE about the user in the direction of the head rotation. E.g. gR = 0:5 means that the user will have to
rotate 180 degrees in the real room to rotate 90 degrees in the VE. If gR > 1 the user will rotate less in
the real room than in the VE. This is equal to an additional rotation of the VE about the user against the
direction of the head rotation. E.g. gR = 2 means that the user will have to rotate only 90 degrees in the
real room to rotate 180 degrees in the VE.

Detection thresholds and recommended values for curvature and rotation gains were determined in
[99, 87, 57, 119, 117, 118, 86, 44, 42]. The determined detection thresholds and recommended gains
vary between different studies due to different study procedures, different setups, and different VEs
[118]. Furthermore, detection thresholds are very subjective and when users are not focusing on de-
tecting discrepancies and focusing on the task or a VE, gains can often be much higher without being
perceived as disturbing [118].

According to [118], a conservative range for the detection threshold of the rotation gain is given by
0:67 � gR � 1:24. I.e. the user can be made to rotate about 49% more in the real room than he rotates in
the VE or about 20% less. This asymmetry is consistent with previous �ndings that sensitivity to scene
motion is signi�cantly higher if the scene moves against the head rotation than if it moves with the head
rotation [59, 60].

According to [118], a conservative range where the curvature gain is not detected is jgC j � 0:045
which corresponds to a circle with radius rC = 22:2 meters. However, in [117] high curvature gains
jgC j = 0:33 (rC = 3 meters) were used and not perceived to be overly distracting by the users.

Neth et al. [86] determined that the gain detection thresholds of the curvature gain also depends on the
user’s walking speed. However, if a static gain is chosen, they recommended jgC j = 0:13 (rC = 7:7
meters). Hodgson et al. [44] proposed to increase the curvature gain slowly over time. As a maximum
curvature gain they also recommended jgC j = 0:13, see also [42].

If a user is neither walking along a straight line nor turning in place but instead follows a curved trajectory,
it is necessary to combine the rotation and curvature gain to a common RET. Within this thesis this
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combination is referred to as the rotational RET. Razzaque et al. [100] proposed to take the maximum
reorientation angle of curvature and rotation gain. I.e. at every time step, the reorientation angles for
both curvature and rotation gains are calculated and the maximum is chosen for reorienting the user. The
same approach was also used in [42].

Translational Redirection Technique

Instead of scaling rotational movements, Williams et al. [148] proposed to scale translational movements.
I.e. the user’s speed is increased or decreased in the VE. The dif�culty in using translational scaling lies
in determining the user’s intended direction of walking from head tracking data. The scaling should
solely be applied along this direction. Interrante et al. [51] proposed a smoothing technique to robustly
determine the user’s direction of movement and improve translational scaling. Research on determining
a user’s intended direction of movement is discussed below.

Steinicke et al. [119] de�ned the translational scaling with a translation gain parameter as

gT =
�pV
�pR

with gT > 0 (2.3)

where �pV is the virtual translation and �pR is the translation in the real room (measured by the tracking
system). gT = 1 implies not translational scaling and a one-to-one mapping from the real room to the
VE. E.g. a gain gT = 2 means that if a user walks 1 m in the real room he will actually move 2 m in the
VE.

Steinicke et al. [118] also determined detection thresholds for these gains and their �ndings suggest that
gains of 0:86 � gT � 1:26 will not be detected by most users.

Reset Redirection Techniques

Instead of using techniques that try to imperceptibly guide a user on a different path in the real room it is
also possible to simply instruct a user to reorient or reposition himself in the real room. Williams et al.
[149] proposed different such reset techniques which typically stop a user and require him to perform
some action. When the user reaches the boundaries of the real room the position and orientation in the
VE is frozen and the user is asked either to reposition himself in the real room or to reorient himself e.g.
by rotating 180 degrees. Reset techniques employ metaphors to instruct a user to perform some action
which will cause a redirection. Xie et al. [152] proposed to combine resets with the translational RET.
With the help of translational scaling the user is kept within the real room. But due to the upper bound of
a feasible gain, a reset is used in case the user still reaches the real room’s boundaries. In practice, resets
are useful backup techniques when imperceptible RETs fail (due to the upper bound of feasible gains)
to keep the user within the real room. Nevertheless, reset techniques cause more breaks in presence than
subtle or imperceptible RETs [126].

Williams et al. [149] further proposed the 2:1 turn reset which combines a reset with the rotational RET.
A user facing the real room’s wall is instructed to rotate in place by 360 degrees in the VE while he
only rotates 180 degrees in the real room. Thus, the user does not have to leave the VE. Peck et al. [94]
compared different reset techniques that use rotation gains like the 2:1 turn, head turns only (the user has
to rotate his head back and forth) and proposed a new metaphor � distractors. Distractors are objects that
appear in the VE when the user has to be reoriented. The distractor, e.g. a hummingbird, then moves on
an arc back and forth causing the user to turn his head while he is being reoriented. Distractors combined
with audio instructions outranked other reset metaphors in terms of preference and naturalness.
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Change Blindness and Architectural Illusions

Suma et al. [125] proposed a completely different type of RET that makes use of human change blind-
ness. This RET makes discrete changes to the VE when a user cannot see them directly. E.g. by
repositioning a door once a user has entered a virtual room, the user can be made to leave the room via a
different path. This approach has been pushed further by designing special self-overlapping VEs [127].
Vasylevska et al. [138] proposed an algorithm for procedural layout generation of such self-overlapping
VEs. However, by design these techniques require the VE’s geometry to be altered or arti�cially de-
signed.

Other Redirection Techniques

So far, the most commonly used RET is the rotational RET, compare Table 2.1. This is because it can be
applied universally and imperceptibly. The second choice is usually some reset technique because resets
are easy to realize and can also be applied universally. However, further techniques have been studied.
Bruder et al. [11] proposed to use self-motion illusions and redirect a user by manipulating the optic �ow
during movements. Further, it was proposed to add a baseline rotation to the rotational RET so that the
VE slowly rotated about the user when the user is not moving at all [100, 42]. Finally, metaphors like
virtual portals or virtual teleportation devices were proposed that instantly move a user from one position
in the VE to another [13].

Other research has focused on interactive metaphors to perform resets. Cirio et al. [21, 19] combined real
walking with manual movement control, and compared several such methods respectively. Freitag et al.
[34] proposed interactive portals where the user can place the target portal with an interaction device.

2.1.3 Other Applications of Redirection

The concept of redirection is not only applicable to walking. Bruder et al. [12] proposed to combine
RDW with redirected driving, e.g. by employing an electric wheelchair in the real room. They showed
that while driving with a wheelchair, higher gains (translation, curvature, and rotation gain) could be
used to redirect a user than when the user was walking.

Other research suggested to realize dynamic passive haptics with redirection. I.e. a user can sense a
virtual object by being guided or redirected to a real world proxy object, see e.g. [120, 121].

Burns et al. [16] studied detection thresholds for visual interpenetration (the depth at which subjects
saw that two objects have visually interpenetrated) and visual-proprioceptive discrepancy of hand move-
ments. They found that users are much more sensitive to visual interpenetration than to visual-proprioceptive
discrepancy [17]. Hence, hand movements can also be redirected in some sense.

Kohli et al. [68] proposed to combine dynamic passive haptics with RDW. They showed that redi-
rected touching does not negatively affect task performance with few exceptions [66]. Furthermore, they
showed that while redirected touching initially felt strange, participants adapted quickly to using such a
system [67]. Spillmann et al. [114] used passive haptics for a surgical simulator and developed methods
for warping different virtual organ geometries to a physical mock-up. In this context redirected touching
is also referred to as adaptive space warping.
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2.1.4 Redirected Walking Controllers

RETs allow guiding a user on a different path in the real room than on the path he walks in the VE (the
path he believes he is really walking). But RETs themselves are not enough to enable walking through a
VE that is larger than the real room. Some system is needed that decides how a RET or multiple RETs
are used to keep the user within the real room’s boundaries. Within this thesis, such a system is called an
RDW controller. An RDW controller continuously decides or plans which RET (or multiple RETs) with
which strength/gain is suitable to give the user an optimal free walking experience and applies it. E.g. in
Figure 2.1 a user follows a straight corridor in the VE that does not �t the real room. Hence, an RDW
controller could choose a rotational RET with a curvature gain strong enough to keep the user walking
along a circle that �ts the real room (this includes choosing proper direction or sign of the curvature
gain). RDW controllers are also referred to as steering algorithms or redirection algorithms in related
work.

Steer-to-Target Controllers

Originally, Razzaque [99] proposed the so-called steer-to-target algorithms. Steer-to-target algorithm-
s/controllers are simple RDW controllers that employ the rotational RET in such a way that the user is
continuously reoriented towards a target point in the real room. He proposed three approaches for choos-
ing the target point. The steer-to-center controller (S2C) uses the real room’s center position as a target.
The steer-to-orbit controller (S2O) has a moving target in the real room which tries to reorient the user to-
wards a circular path which orbits the real room’s center. Finally, he proposed a steer-to-multiple-targets
approach where a user is reoriented towards a target which is dynamically chosen from a prede�ned set
of targets in the real room.

The S2C controller was used quite often, see e.g. [99, 44, 93, 95, 42]. Its basic working principle is as
follows:

For every tracking frame do:

1. Determine/predict the user’s walking direction (i.e. perform a short-term path prediction, see
Section 2.2.1 for details)

2. Calculate the minimum angular deviation between the user’s walking direction and the vector
pointing from the user’s position to the real room’s center.

3. Determine a suitable set of gains for the rotational RET that either rotate the user to the left or to
the right so that his angular deviation from the real room’s center gets smaller.

4. Apply the rotational RET.

As S2C directs a user towards the real room’s center, a user following a straight path in the VE would
walk on a �gure ’8’ like path in the real room centered at the real room’s center.

S2C becomes unstable when a user is heading directly towards the real room’s center position (deviation
angle close to 0 degrees) or directly away from it (deviation angle close to 180 degrees). In this case,
e.g. due to noise in the prediction of the walking direction, the S2C controller might oscillate between
redirecting the user to the left and to the right. Furthermore, there is no need to apply a strong reorien-
tation if the user is almost facing the real room’s center. Hence, Hodgson et al. [44] improved S2C by
dampening the reorientation angle if the user walks towards the center. If the user walks at a deviation
angle in the range of 180 � 20 degrees from the center, a temporary new target is generated to which
the user is redirected instead. Hodgson and Bachmann [42] also compared four different steer-to-target
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controllers, including S2C, S2O, and two steer-to-multiple-targets approaches. They determined per-
formance metrics for comparing these controllers and found that S2C outperforms all other controllers
based on these metrics. Under some conditions S2O also performed quite well. Later �ndings suggest
that S2O performs better in constrained environments [43]. Both experiments were conducted on a large
tracked space of 25 m � 45 m. It is likely that the choice between S2C or S2O is different for a smaller
real room, e.g. when the real room is too small to �t a circle with radius rC given a suitable maximum
curvature gain gC , see (2.1) � i.e. the user cannot orbit the real room when walking straight in the VE.

Peck et al. [93] also used S2C but exclusively employed rotation gains and no curvature gains. This
approach extended the S2C controller with a reset technique. Whenever the user is about to get too close
to the real room’s boundaries, a distractor is activated which reorients him towards the real room’s center.

Neth et al. [86] proposed a S2O variant where a gain function determines a scalar shape factor based on
the user’s position and heading in the real room. This shape factor is then used to scale the gains of the
rotational RET. The gain function penalizes headings towards or away from the center (this is the S2O
approach) and penalizes positions closer to the real room’s boundaries.

In summary, steer-to-target controllers primarily decide whether to rotate the user to the left or to the
right. But the gains for the rotational RET are usually prede�ned constants. While some approaches
were suggested to attenuate the gains under some conditions, steer-to-target controllers are limited to
using the rotational RET only. Of course, they can be combined with a translational RET with �xed
gain or with reset techniques to deal with emergency situations (when the user is about to collide with a
physical wall). Nevertheless, steer-to-target controllers can only control the gains of the rotational RET.
Further, the only type of path prediction prediction steer-to-target controllers can deal with are simple
orientation predictions. The advantages of steer-to-target controllers are that they are easy to implement
and applicable to any VE.

Advanced Redirected Walking Controllers

Engel et al. [25] proposed a psychophysically calibrated RDW controller that employs a cost function
to determine the optimal rotation gain. Their controller exclusively uses rotation gains (curvature gains
or other RETs are not considered). Based on the detection probability of different rotation gains a cost
function was determined that penalizes gains according to their detectability. This is the �rst approach
that introduced such a notion of cost for an RDW controller and the �rst where cost also means perceptual
cost. The controller requires the user to walk on a single prede�ned path made up of segments (straight
segments were used in the study) connected with in-place turns. An overall cost function was de�ned
which depends on the gain and the user’s position and orientation. It is a linear composition of different
geometrical costs like the weighted distance to the real room’s boundaries plus the perceptual costs of the
rotation gain. To determine the optimal rotation gain, the cost function is minimized. However, for the
minimization the cost of the position after the upcoming turn is used. I.e. this controller plans a single
step/segment ahead along the prede�ned path to determine the gain.

Nitzsche et al. [87] developed motion compression. Motion compression is an RDW controller for telep-
resent walking in large environments. I.e. a person controls the movements of a remote agent, e.g. a
robot, by walking in a local environment (the real room). As for RDW in a large VE, redirection can be
employed in the same way. Motion compression is limited to controlling the curvature gain and delib-
erately neither uses rotation gains (to preserve rotations) nor translation gains (to preserve distances). It
�rst determines the user’s intended direction of movement (for details see Section 2.2.1 below) to �nd
the user’s remote/virtual target and the intended path. Then it transforms the path by bending it into the
real room. This is formulated as an optimization problem where the accumulated curvature deviation be-
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tween the virtual an the real path is minimized. The �nd the optimal transformed path for the real room
a numerical solver is required.

Su [123] proposed improvements to the original motion compression approach when no targets or pre-
de�ned trajectories are available and extended it to situations where multiple users are sharing the same
tracked space. Rossler and Hanebeck [104] discussed an extension of motion compression to deal with
non-convex time-variant real environments. This is also for allowing a multi-user scenario where other
users are essentially treated as dynamic obstacles instead of static obstacles like the real room’s bound-
aries.

These three motion compression RDW controllers in [87, 123, 104] can only deal with path predictions
providing a single path segment for planning ahead. Furthermore, motion compression does not prioritize
imperceptibility. In fact, it cannot deal with an upper limit of the curvature gain because it could happen
that the numerical solver will not �nd a solution. Thus, the curvature gains could become very high when
motion compression is used for redirecting a user and cause simulator sickness.

2.2 Human Path Prediction

All RDW controllers require a prediction of the user’s path in the VE. At the very least, a prediction
is required to detect if the user is about to collide with the real room’s boundaries, e.g. for activating a
warning or applying a reset. Hence, the prediction of human walking trajectories is an important research
area for using RDW. Within this thesis the terms path and trajectory are used interchangeably and both
refer to human walking paths. However, the term trajectory stresses further characteristics of the path
like the velocity pro�le, change of the angular velocity along the path, etc.

Within this thesis, path prediction is grouped into two classes � short-term and long-term prediction.
Short-term prediction refers to a path prediction where only tracking data is used and no information
about the task, the VE or its geometry is considered. The tracking data delivers data about the user’s
movement and position/orientation in the real room. Because the VE is not considered, path prediction
based on tracking data is only feasible within a small time horizon of a few seconds and essentially
provides an estimate of the user’s walking direction. In contrast, long-term prediction considers the
geometry of the VE including the user’s task, targets, and obstacles. Long-term path prediction delivers
far more complex trajectories, e.g. when a user has to walk around an obstacle to reach a target. The
distinction between short-term and long-term path prediction is not sharp because prediction approaches
were proposed that mainly employ tracking data but use a very limited amount of information from the
environment like the position of targets, as described below. The classi�cation of path prediction will be
speci�ed in greater detail in Chapter 4.

2.2.1 Short-Term Prediction

Short-Term Prediction of Existing Redirected Walking Controllers

All RDW controllers introduced above (Section 2.1.4) use some sort of short-term path prediction.

Nitzsche et al. [87] proposed two approaches for prediction. A non-target based approach which simply
uses the user’s current facing direction (i.e. the head orientation) as future walking direction. For an
environment in which targets can be identi�ed, a more sophisticated approach is suggested. Here, weight
coef�cients are assigned to all targets or potential goals. The coef�cients of all targets in the �eld of
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view are increased while a user is looking at them (using the head orientation) or decreased otherwise.
The target with the highest weight de�nes the predicted direction. Another approach is to use a linear
extrapolation of the user’s previous path [123].

Interrante et al. [51] suggested to use a hybrid approach. While a person is walking, the average direction
of motion over the past couple of seconds is used as prediction. Whenever a person is not moving, the
facing direction is used. As soon as person starts moving the in�uence of the facing direction on the
prediction is decreased and the in�uence of the walking direction is increased.

Steinicke et al. [120] proposed another hybrid approach. The walking direction is used for the prediction
and the facing direction is used for veri�cation. The walking direction is considered as prediction if the
angle between walking and facing direction is smaller than 45 degrees, otherwise no reliable prediction
is assumed.

Peck et al. [93] proposed to smooth the average direction of motion using an unweigthed moving average
�lter similar to [51], but without using the facing direction. Other RDW controllers in [99, 86, 44, 42]
claim to use the user’s current heading but do not clearly specify how they determined it. It can be
assumed that either the unsmoothed current facing direction or the unsmoothed current movement vector
from the tracking system was used.

Short-Term Prediction in Other Research Areas

Research results from psychology provide insights how gaze behavior is related to the walking direction.
Grasso et al. [37] studied how individuals make eye and head movements to align with their future walk-
ing trajectory during walking around corners. Furthermore, Hollands et al. [47] analyzed how human
gaze behavior is associated with maintaining and changing the direction of locomotion.

In the research �eld of human robot interaction, recognizing a person’s intended action using motion
prediction is of great interest. For instance, Koo and Kwon [69] applied machine learning methods to
detect human intentional actions from the relative movements between human and robot. Though in
this case, the movement prediction is primarily used to classify interactions with the robot and thus is
regarded from a exocentric perspective.

In the research area of urban planning and transportation science, the movement patterns of pedestrians
are analyzed, see e.g. [48]. These models are typically used for large scale simulations of pedestrian �ow
and consider interactions among pedestrians (e.g. collision avoidance behavior). Thus, these models are
rather suitable for long term prediction.

Different tracking systems for pedestrian tracking were proposed - e.g. using shoe-mounted inertial
sensors [30] or ultrasound-aided systems [29]. These systems focus on providing a stable and accurate
estimation of the user’s position. Usually a Kalman �lter is used for the estimation, which also allows
providing some sort of predictive tracking. For instance, Kiruluta et al. [65] presented a method for
predictive head movement tracking using a Kalman �lter. Similarly, LaViola [73] showed that double
exponential smoothing can be used for predictive tracking. Van Rhijn et al. [137] presented a comparison
of different prediction and �ltering methods.

Such predictive tracking algorithms usually have prediction times of several milliseconds up to one
second in order to compensate for system latencies. They typically employ a movement and noise model
that �ts such very short prediction times (e.g. 100ms in [73]).
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Human Gait Estimation for Short-Term Prediction

As short-term path prediction is based on tracking data (e.g. position data of the user’s head), the char-
acteristics of human gait highly in�uence the prediction. I.e. walking patterns from human gait, see
[79], superimpose the user’s intended direction of movement. E.g. such patterns could be left-right
head swings (also referred to as head bobs) during walking [103]. Hence, understanding these walking
patterns could potentially improve short-term prediction.

Wendt et al. [145] developed a gait-understanding driven walking-in-place system. Walking-in-place sys-
tems interpret tracking data of a user who is walking-in-place and transform it to a suitable translational
movement. They showed that determining and interpreting relevant gait parameters like step frequency,
step length, etc. improves walking-in-place systems.

However, determining gait parameters in real time from tracking data (especially head tracking data) is a
challenging estimation problem. Wendt et al. [146] proposed a forward walking model that describes the
head’s motion during walking and proposed �tting methods to determine the relevant gait parameters.
One of these parameters is the user’s current intended direction of movement � excluding noise caused
by human gait � which can be used for short-term prediction. Further details on different �tting methods
for the forward walking model are given in [144].

2.2.2 Long-Term Prediction

Long-term path prediction is not a research focus of this thesis. However, RDW controllers that try to
plan ahead can pro�t from long-term path prediction. Therefore, this section provides an overview of
long-term path prediction approaches.

A vast amount of numerical models for goal-directed human locomotion were developed. Many of these
models employ optimal control methods to explain empirical locomotion trajectories or predict them
realistically. Similar optimal control models were also successfully applied in neuroscience to explain
sensorimotor control, see [133].

Fajen and Warren [26] studied the behavioral dynamics of steering, obstacle avoidance and route selec-
tion. They suggested a dynamic model for movements from a start position to a goal with or without an
obstacle, which can be used for path prediction. Fink et al. [28] further evaluated this model and showed
that it can be generalized to real and virtual environments.

Hicheur et al. [39] showed the relation between velocity and curvature in human locomotion which
can be used to model paths and their velocity pro�les. Furthermore, they showed that humans show a
stereotyped behavior during goal-directed locomotion [40]. Basically this means that when humans walk
from an oriented point (e.g. a doorway) to another oriented point, they all follow a similar trajectory in
terms of geometry and velocity pro�les.

Arechavaleta et al. [3] determined relevant optimality criteria for optimal control models in goal-directed
walking. Their �ndings show that humans tend to minimize the variation of the curvature of the path. In
fact, determining the optimality criteria can be considered an inverse optimal control problem. Chitour
et al. [18] presented a mathematical analysis for this problem where the known trajectories (e.g. from a
study) are solutions of an optimal control problem that is to be determined.

Often robot motion planning models (especially potential �eld planners) are either improved with human
behavioral models or used to model human walk trajectories. E.g. Huang et al. [49] proposed a steer-
ing potential function for visual navigation and obstacle avoidance of a robot. O’Callaghan et al. [89]
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presented a method for robots to learn navigational maps by observing human motion patterns. Further
models that transfer bio-inspired navigation models to robot path planning are given in [78, 155].

In computer graphics, especially for computer games, several path �nding or navigation models were
developed for virtual avatars, see e.g. [124]. Furthermore, models were developed for predicting the
movements of game players, see e.g. [72]. However, these models do not focus on generating natu-
ral human walking trajectories and focus on trajectories generated e.g. with joystick-�ying navigation
metaphors.

In the research �eld of transportation research, several models for pedestrian behavior (including walk
trajectories) have been developed. An overview of different models is given in [92].

Cirio et al. [20] developed a full kinematic evaluation framework of virtual walking trajectories for goal-
directed tasks (see also [147]). This allows comparing real walking to walking-in-place and joystick-
�ying trajectories.

In most models presented above, it is assumed that the subject has full knowledge of the environment.
When a persons explores a new environment many other effects in�uence the decision making and path
choice. It was shown that also for exploration scenarios, the path choices are not signi�cantly different
in real or virtual environments [154]. Hence, results from studies conducted in real environments also
apply to VEs. Brunnhuber et al. [15] presented an agent-based simulation approach for the exploration
of VEs that simulates navigation patterns and also the decision making progress. Their model focuses
on pedestrian navigation scenarios and is based on visibility and occlusion cues.

2.3 Contributions

2.3.1 Optimal Control Model for a Generalized Redirected Walking Controller

This thesis’ main contribution is a generalized RDW controller that gives the user an optimal free walk-
ing experience while he is walking in a limited physical space. The existing RDW controllers were
tailored to the rotational RET where some of them use only either curvature or rotation gains. These
controllers cannot deal with other RETs except for using them statically when they are prede�ned (e.g.
a constant translation gain that slows the user down in the real room). Furthermore, the previously pro-
posed algorithms can use only very little information about the geometry of the VE and its paths. An
integration of sophisticated short-term and long-term path prediction methods is therefore not possible.
The steer-to-target controllers can only use a simple orientation prediction and the advanced RDW con-
trollers discussed above use a prediction providing a single path segment only. The previously proposed
RDW controllers focus on keeping away the user as much as possible from the physical boundaries in-
stead of primarily trying to minimize the disturbance caused by certain RETs. This might introduce user
disturbances and a noticeable reduction of immersion, which could be avoided if an advanced planning
strategy would be applied that takes into account the VE’s geometry and the possible walking trajectories
of the user.

This thesis does not only provide an improved RDW controller but it develops a generalized control
model for RDW. This is achieved by analyzing the problem of controlling RETs in detail and rigorously
modeling it as an optimal control problem. Path prediction (short- and long-term) is clearly separated
from the control problem which allows to treat it separately and use path prediction approaches from
literature. A majority of the previously proposed controllers are shown to be special con�gurations of
the controller proposed in this thesis.
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The proposed control model allows minimizing the user’s disturbance caused by the RETs. Thus, it
introduces a new paradigm which moves away from planning or applying RETs based primarily on the
user’s position or orientation in the real room. The user does not care if he is standing close to a physical
wall as he does not see the real world while he is immersed in the VE. However, if an overt RET like a
reset is used it will impair his free walking experience. Therefore, by minimizing the disturbance caused
by RETs, the controller lets the user experience a VE as freely as possible while he is actually walking
in a limited physical space � i.e. it maximizes the free walking experience. This approach also builds the
basis for using perceivable RETs where the gains are above the human detection threshold.

As the geometry of the VE, targets, and the task typically constrain the potential virtual paths, they
provide valuable information to determine which RET is optimal. Figure 2.2 illustrates the use of the
rotational RET when a controller is aware of the VE’s geometry. In Figure 2.2(a)-(b) a controller that
plans ahead can determine that no redirection is required because the virtual path �ts the real room. For
instance, S2C would rotate the user towards the center which is unnecessary in this situation and can
cause a disturbance (if the applied curvature gain is high). In Figure 2.2(c)-(d) the user would collide
with the physical wall after the left turn. Hence, a controller that is aware of the upcoming turn will
already apply a reorientation to the right on the �rst straight path segment. Finally, in Figure 2.2(e)-(f)
there are two potential paths after the crossing and it is not clear which direction the user will decide for.
Hence, a controller should consider both directions while planning.

(a) VE (b) Real room

(c) VE (d) Real room

(e) VE (f) Real room

Figure 2.2: Using the rotational RET (curvature gains) to �t different virtual trajectories into a real room. The
blue dashed lines show user trajectories and the red points mark the start positions. The rows shows
three different sample cases. In (a)-(b) no reorientation redirection is needed. In (c)-(d) the user is
reoriented �rst to the right and then to the left. (e)-(f) show the stochastic case where a controller must
consider both directions.

The proposed RDW controller uses information about the VE, the task or targets in the form of a map
of trajectories and fuses this information with short-term path prediction to determine the potential fu-
ture trajectories of the user. The map of trajectories could be provided for instance by long-term path
prediction methods as discussed above. The controller is capable of planning ahead on the basis of the
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predicted trajectories and considers the future consequences of used RETs. As the controller performs
a stochastic planning, it is not limited to planning along a single trajectory but also considers different
possibilities (e.g. at crossings) together with their likeliness, see e.g. Figure 2.2(e)-(f). Hence, the more
information about the future trajectory is available to the controller, the better the free walking experience
that it will achieve. It dynamically determines the optimal RETs and can also control their parameters
like their gains or strengths. Furthermore, in contrast to previous controllers, it can use a majority of the
previously introduced RETs and also apply them also simultaneously (e.g. translational RET combined
with rotational RET). For this reason, a rigorous mathematical model of RETs is developed including an
analytical model of their effect on walking trajectories. These models support arbitrary trajectories and
are not limited to straight segments or in-place turns. Finally, the proposed control model can deal with
arbitrarily shaped real rooms.

The proposed RDW controller is evaluated and compared within a user study with 26 participants.

In summary, the contributions regarding the RDW controller are a generalized framework for the design
of RDW controllers that:

� Clearly separates path prediction and modeling of RETs from control

� Plans ahead to consider the future path and the consequences of RETs � it uses further information
about the VE/task.

� Has an optimality criterion that does not exclusively depend on the user’s position and orientation
in the real room

� Focuses on minimizing the disturbance of the user caused by RETs (e.g. from resets)

� Works with many different RETs and can apply them sequentially and simultaneously

� Chooses the suitable strength (gain) for the applied RET

� Works with arbitrary real room geometries and can be extended easily to support dynamic obstacles
(e.g. for the multi-user case)

� Works with arbitrary trajectories in the VE including crossings

� Adds no latency

� Evaluated with real user data showing the improvement over a state-of-the-art S2C controller

Zmuda et al. [159] recently proposed a new way for planning RETs. Their algorithm called FORCE
employs probabilistic planning and uses a terminal state evaluation function to determine feasible RETs
that have to be used. FORCE uses a map of potential user trajectories in the VE made up of straight
segments and in-place turns. Based on this map a probabilistic depth �rst search is performed to �nd
collision free paths. The paths are weighted with a terminal state evaluation function according to ge-
ometrical conditions in the real room (e.g. the user’s distance to wall along his current heading). In
contrast to previous RDW controllers, this controller can also plan ahead multiple steps to determine
an optimal RET which should be used. FORCE was primarily evaluated based on simulations which
showed that FORCE outperformed S2C and S2O. Only an initial assessment with real user data has
been conducted so far. This thesis’ approach was �nalized at the time FORCE was published. Hence, it
shares some similarities with FORCE. However, as shown later, FORCE is a special con�guration of the
control model proposed in this thesis. Like previous controllers, FORCE’s optimality criterion depends
purely on the user’s position and orientation in the real room and lacks the advantages that come with
minimizing the disturbance caused by the RETs. Furthermore, the authors only discuss the use of the
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translational and rotational RET applied to trajectories made up of straight segments and in-place turns
only. Other technical differences are discussed later in Section 6.9 and Section 7.1.

2.3.2 Short-Term Path Prediction

Although many different approaches were proposed for short-term path prediction of human locomo-
tion based on tracking data, so far no evaluation and comparison was done of the proposed methods.
This holds especially for methods which were used in the context of RDW. Hence, this thesis ana-
lyzes how short-term path prediction from head tracking data can be achieved and what problems there
are. The goal is not to make an estimation of the head position but a robust estimation of the intended
walking direction suitable for prediction. Ideally, this prediction should hold for several seconds rather
than milliseconds. Several short-term path prediction approaches were also discussed in research areas
like robotics, surveillance, and pedestrian walking behavior (urban planning and transportation science).
However, this methods treat path prediction from an exocentric perspective. In contrast, for RDW short-
term path prediction should be done from an egocentric perspective, i.e. based on (head) tracking data.
Furthermore, prediction approaches used for tracking systems are not suitable because their prediction
horizon is typically far too short to be useful for short-term prediction.

The analysis presented in this thesis shows that noise in the head tracking data caused by the mechan-
ics of human gait has a signi�cant impact on the accuracy and robustness of the prediction. In order
to increase the robustness and accuracy, smoothing methods are proposed. However, while smoothing
methods increase the robustness of the short-term prediction they also add latency. Therefore, an im-
proved �ltering method is introduced that is capable of reducing the noise while keeping the latency low.
This approach is partially based on the recently published forward walking model in [146].

2.3.3 Contribution Summary and Research Focus

In summary, this thesis presents two contributions. First, it shows how robust short-term path prediction
from tracking data can be achieved. Second, a generalized framework for designing RDW controllers
is developed. This framework is based on an optimal control model for controlling RETs and allows
designing RDW controllers which maximize the user’s free walking experience in a limited physical
space.

The focus of the developed optimal control model lies in the application of redirection to walking. How-
ever, an extension of the proposed concepts and models to controlling redirection for other applications,
e.g. for passive haptics, is straightforward. This thesis neither focuses on developing new RETs, study-
ing detection thresholds of RETs, nor on determining the perceptual costs of RETs. Long-term path
prediction is also not a research focus of this thesis. Whenever long-term path prediction is required, it
is assumed to be given in the form of a prede�ned map of walking trajectories.
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3
Design of a Virtual Reality Simulator for Real
Walking in Virtual Environments

Within this thesis, a simulation system was designed which allows a user to walk in VEs by physically
walking inside a real room. This chapter provides an overview of this VR simulator and discusses the
required hardware and software components.

3.1 Overview

In order to enable a user to walk inside a VE by physically walking in a real room, a simulator device is
required. As discussed previously, different mechanical locomotion devices were proposed in the past,
but they have several drawbacks. Hence, within this chapter, hardware and software components of a
VR simulator are discussed which allow using natural walking without mechanical locomotion devices
for navigation in VEs.

To achieve a high immersion with such a VR simulator, it must address several perceptual entities. Only
then, a user can be taken out of his current reality � e.g. his living room � and put into another reality �
the VR. It must address the visual channel so that the user can see the VE and the acoustic channel so
that the user can hear the VE. Because the VR simulator should preserve the sense of natural walking,
the haptic channel, proprioception, and the vestibular system also have to be addressed.

This implies that the user’s movement in the real room must be transferred to a movement in the VE. I.e.
his viewpoint (or his head) must be tracked with 6 degrees of freedom (DOF) in real time with the help
of a tracking system. If the position and orientation of the user’s viewpoint is known, this information
can be used to render a scene on a computer from this viewpoint and update the scene according to the
user’s movements. The concept of such a system is shown in Figure 3.1.

To visualize the VE for the user, an HMD is suitable. An HMD is essentially a display that is worn
on the head like goggles or a helmet. Hence, if the user moves his head, he will move the display as
well. I.e. the whole �eld of view (FOV) of the display is always available no matter where the user
looks. Now, if the visualized scene is updated in real time according to the user’s movements, he gets
the sensation of walking inside a VE. The acoustic channel can be addressed in the same way if the
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Figure 3.1: Concept of a VR simulator for real walking in VEs. The user’s viewpoint is tracked with some tracking
system in real time (all 6 DOF). The position and orientation of the user’s viewpoint is then used to
place the virtual camera and render a virtual scene accordingly.

user wears headphones. As for the HMD, headphones should ideally block all external in�uences from
the real environment. Instead of an HMD, a CAVE would also be a suitable visualization technology.
In such a setup the user is standing inside a cube where projectors are directed onto three to six walls
to visualize a scene. However, this setup is complex and expensive because a special room has to be
constructed. An existing room can usually not be reused as a CAVE because special walls are required
for the projection. Furthermore, the size of the real room then is not only limited by the tracking system
but also by the projector setup for CAVEs. In practice, CAVEs are usually too small to allow real walking
in VEs. Hence, the setup discussed below focuses on using an HMD because of its �exibility and lower
costs.

By tracking the user’s viewpoint and transferring it to the VE, the haptic sensation of walking is pre-
served and the proprioceptive and vestibular senses also match the user’s movement. However, such
a VR simulator is not without its limits. First of all, the size of the tracked space/real room limits the
walking area. Getting around this limitation is the research focus of this thesis. Second, in this simple
con�guration the simulator does not provide virtual embodiment � i.e. the user cannot see his body in
the VE. Realizing virtual embodiment is primarily a tracking challenge and was neither required nor
realized for this thesis. Third, the simulator preserves the sensation of walking on a �at surface only
and cannot imitate arbitrary walking surfaces. E.g. if the user is walking on virtual grass he will still be
walking on and feel the �oor of the real room. I.e. the haptic sensation (including proprioceptive and
vestibular senses) does not accurately match the VE. Similarly, the user cannot climb virtual stairs. For
such scenarios, tricks are required. For instance, dynamic passive haptics with redirection as discussed in
Section 2.1.3 or metaphors (e.g. an escalator instead of stairs) could be used. Finally, not only the haptic
sensation of walking but also the acoustics of the steps in the real room will not match the VE. However,
to make sure that the acoustic step feedback matches the VE, Zank et al. [157] proposed a prediction
approach that allows to play a synthetic step sound at the correct time when the foot hits the ground.

3.2 Head-Mounted Display

An HMD is a display device worn on the head so that the display remains in the user’s FOV independently
of the user’s head movements. It usually consists of one or two screens and display optics in front of
each eye. With the optics, a user can see a sharp image, although the screen is very close to the user’s
eyes. HMDs usually come with a head mount like special straps or a helmet-like construction. To track
the user’s viewpoint, it is best to attach a reference marker or the tracking system (see below) directly to
the HMD. Figure 3.2 shows the two HMDs used within this work together with the tracking system. In
Figure 3.2c the lenses for both eyes can be seen.
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3.2 Head-Mounted Display

(a) Trivisio Scout (b) Oculus Rift Devkit 1

(c) Oculus Rift Devkit 1 back view

Figure 3.2: HMDs with the IS-1200 tracking system (see Section 3.3.1) attached.

HMDs have different performance characteristics which in�uence the VR experience and the immer-
sion. Performance characteristics for the two HMDs used within this thesis are shown in Table 3.1. The
primary performance characteristics are: FOV, latency, and resolution. A low FOV compared to the hu-
man’s natural FOV (forward facing horizontal FOV of humans is about 180 degrees) reduces the sense of
presence and spatial orientation [4, 75]. A too high latency also reduces the sense of presence [77]. Ac-
cording to [10, 77], a VR simulator should ideally have an end-to-end latency (i.e. the reaction time from
a head movement to a change of the HMD’s visual output) of 50 ms or less. Hence, the overall latency of
the HMD should also be below 50 ms to allow for latencies in other system components. A considerable
amount of research has been conducted to determine end-to-end latency detection thresholds for HMDs
combined with tracking systems by relating latency to detectable scene motion, see e.g. [58, 76, 24, 1].
Results from this research suggest that latency detection thresholds are around 10 ms or even lower.
While achieving an end-to-end latency below the detection threshold would be ideal, this is generally
not possible with current hardware for building a VR simulator. Hence, the above mentioned threshold
of 50 ms or less is a good rule of thumb because as it is achievable and suf�ciently preserves the sense
of presence. Latency in HMDs is caused by the limited frame rate and the latency of the screen (screen
latency or persistence is often not speci�ed by manufacturers and not shown in Table 3.1). Finally, a low
resolution decreases the level of realism. According to [99] higher FOV should be preferred over higher
resolution. Further characteristics are stereoscopy by presenting two different images to both eyes and
adjustability to different head sizes, visual acuity, and different eye distances (interpupillary distance).

Many companies manufacture HMDs. E.g. Sensics Inc. builds HMDs with a resolution of 1920�1080
pixels per eye and a large diagonal FOV of 130 degrees. However, so far these HMDs were targeting a
small amount of professional users in areas like defense, automotive, and research and prices typically
start around 10’000 USD. For this thesis, the focus lies on an HMD that is suitable for real walking in
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Table 3.1: Speci�cations and comparison of the two HMDs used within this thesis.

Trivisio Scout [134] Oculus Rift Devkit 1 [90]

Resolution (width � height) 800 � 600 pixel per eye 640 � 800 pixels per eye

Number of screens 2 1

Frame rate 60 Hz 60 Hz

FOV diagonal 42 degrees � 110 degrees

Stereoscopic no yes

Interpupillary distance adjustable, 55 mm - 72 mm �xed, 63.5 mm

Weight 210 grams 380 grams

Power consumption 2.5 W @ 5 V �2.5 W @ 5 V

Blocks out real environment no yes

Cost �2100 USD 300 USD

VEs, is affordable, and has a moderate to high FOV. As the frame rate for all evaluated HMDs was about
60 Hz it was not considered for the �nal decision. A Trivisio Scout HMD, see Figure 3.2a and Table 3.1,
was acquired because it had the largest FOV for a low price. Recently, Oculus VR [90] brought the
Oculus Rift (Devkit 1) HMD to the market, which has a large FOV at a signi�cantly reduced price. This
HMD was also used within this thesis, see Figure 3.2b and Table 3.1. In contrast to other HMDs, it uses
software adjustments to compensate for cheap components, including low cost lenses. I.e. instead of
expensive and complex optics, the Oculus Rift displays a barrel distorted image that is then corrected by
the pincushion effect created by the lenses. Furthermore, the HMD employs a single screen only. Hence,
software that uses the HMD must be adapted to show two barrel distorted images on the single screen.

Both HMDs are easily wearable and adjustable to different head sizes. To block out the real environment,
a mask (e.g. a cloth) is required for the Trivisio Scout, whereas for the Oculus Rift no further components
are necessary.

3.3 Tracking System

A multitude of tracking systems were developed in the past. This section gives a brief overview of
tracking systems and requirements to such systems when used for providing real walking in VEs. Further
information was presented by Allen et al. [2] who gave an in depth discussion of different tracking
technologies and their working principles. Further, Welch and Foxlin [142] gave recommendations and
discussed performance characteristics of different tracking systems.

Tracking systems can be categorized according their sensing technology. The following list is summa-
rized from [142]:

� Mechanical sensing uses a direct physical linkage with several rigid mechanical pieces connected
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with joints. E.g. potentiometers in the joints are then used to measure the relative arrangement of
the pieces.

� Acoustic sensing uses acoustic emitters and sensors which determine the distance to emitters by
measuring the time of �ight or the difference of phase.

� Optical sensing uses cameras to measure re�ected or emitted light and its 2D position within the
camera’s FOV.

� Magnetic sensing either uses the earth’s magnetic �eld to determine an absolute orientation or arti-
�cial magnetic �elds (generated with coils) to determine the distance and orientation of a receiver
relative to the source.

� Inertial sensing uses accelerometers or gyroscopes to measure linear acceleration or the angular
velocity.

� Radio and microwave sensing uses electromagnetic waves to determine the distance to emitters.
Usually the distance is determined by measuring the time of �ight (e.g. radar systems or the global
positioning system).

Tracking systems use a sensing technology in such a way that they can determine the position, orienta-
tion, velocity, angular velocity, acceleration, or several measures together of a single or multiple points in
three dimensions (3D) or sometimes only in 1D or 2D. E.g. optical tracking systems employ two or more
cameras to determine the 3D position of a point by triangulation (assuming the position of the cameras is
�xed and was previously determined). In order to retrieve the orientation as well, rigid bodies with two
or more points are tracked whose alignment allows to identify the points and therefore the orientation of
the object. So-called hybrid tracking systems employ two or more sensing technologies and combine the
data with the help of sensor fusion algorithms which deliver a robust estimate.

For allowing real walking in VEs, a tracking system is required that supports a large tracking volume.
I.e. it must be scalable to a room of approximately 12 m � 6 m (as used for this thesis) and height
alteration range of about 2 m (i.e. the maximum height is a person jumping and the minimum is a person
lying on the �oor). As introduced above, a VR simulator should ideally have an end-to-end latency of
50 ms or less whereas the end-to-end detection threshold can be as low as 10 ms. Hence, considering
the latency of other components like the software and the HMD, a tracking latency in the order of 10 ms
would be preferable. A latency in the order of 10 ms calls for a minimum update rate of at least 100 Hz.
A varying latency � so-called latency jitter � is also a cause for disturbing artifacts and should be well
below the latency of the system. The system should have a high precision so that a user’s movement is
accurately and robustly measured. High accuracy � i.e. absolute positioning and absolute heading � is
not that important. I.e. when the user walks around the real room and returns later exactly to a position
and orientation where he was before, the system might as well be a few centimeters or one or two degrees
off (assuming no passive haptics is used). The absolute position and orientation is only required to deal
with the real room’s boundaries. The system must track position and orientation in 3D, i.e. with 6 DOF,
of the user’s viewpoint. Hence, the system must track only one point in the room. But being able to
track multiple points could still be useful, e.g. for tracking arm movements. It must be robust against
disturbances from the environment (heat, sound, magnetic �elds, conductive materials, radio waves, etc.)
and be able to deal with occlusions caused by obstacles in the room. Preferably, the system should be
self-contained or at least require a minimal installation effort, and consume little power. Finally, tracking
of the user’s viewpoint should be possible either wireless, wearable, or attachable to the HMD in some
way.

Not all sensing technologies can ful�ll these constraints. Mechanical tracking systems do not scale to
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the required tracking volume. Similarly, active magnetic systems do not scale easily to large rooms
and are sensitive to ferromagnetic or conductive materials in the room which cause tracking errors.
Electromagnetic systems for indoor tracking are being actively developed but do not provide a suf�cient
precision and range so far. Acoustic tracking systems usually do not provide suf�ciently high update
rates.

This leaves optical, inertial, and hybrid tracking systems as options for VR walk-throughs.

Optical Outside-In Tracking Systems These systems are quite popular and many products are
available on the market. With the help of several tracking cameras they track passive/re�ective or ac-
tive/emitting markers. Outside-in means that the bearing angels to the tracked markers are measured
from the outside, i.e. from the cameras mounted in the room [142]. Tracking several points comes at
virtually no extra cost for such outside-in systems. However, these systems require a direct line of sight
to the tracked object from at least two cameras. If three or more cameras can see a marker, the additional
information reduces the error and increases the tracking performance. Clearly, the relative angle from
the marker to the cameras, the camera’s resolution, the camera’s FOV, and the distance to the marker in-
�uences the tracking quality. Having a direct line of sight is not a problem for head tracking because the
marker can be attached at the top of the user’s head and the cameras to the ceiling. However, occlusions
from objects within the room like from cable channels, pipes, etc. cause problems. As the cameras have
a limited FOV, several cameras are required to make sure that every point in the room is covered by at
least two cameras. This usually results in expensive setups if points in the outer area of the room are to
be tracked or if there are occlusions from objects in the room. In other words, optical outside-in tracking
systems do not scale well with the room size.

Inertial Tracking Systems These systems are fully self-contained and do not require any external
infrastructure or reference. Usually 3-axis accelerometers and gyroscopes are used. Often these sensors
are packaged together with 3-axis magnetometers to determine the heading using earth’s magnetic �eld.
The sensors are cheap compared to other tracking systems and provide a high update rate and a low
latency. This seems like the perfect solution with minimal effort. But inertial tracking systems suffer
from drift. To estimate relative position and orientation changes from acceleration and angular velocity,
this data has to be integrated over time. Hence even small noise in the measurements accumulates
quickly to a signi�cant tracking error and causes the estimated position/orientation to drift away from
its true position/orientation. In practice, once initialized, these systems cannot provide absolute position
tracking for more than a few seconds (orientation drift can be stabilized with the help of earth’s gravity
and earth’s magnetic �eld) [142].

Inertial-Based Hybrid Inside-Out Tracking Systems Many hybrid systems use inertial systems
as a basis and combine them with another tracking technology that provides absolute positioning to re-
move drift. Typically, inside-out optical or acoustic systems are used. Inside-out means that the bearing
angles to the reference points (�xed in the room) are measured from the inside (from the tracking device)
[142]. By combining two sensing technologies, their advantages can be combined while their disad-
vantages can be eliminated. E.g. Foxlin et al. [33] proposed an inertial tracking system supported by
ultrasonic time-of-�ight range measurements. For this system to work, a room has to be equipped with
ultrasonic beacons. Welch et al. [143] proposed the Hi-Ball tracking system which combines inertial
sensing and optical sensing by using active LED ceiling panels mounted in the room as reference points.
Finally, Foxlin and Naimark [32] developed an inertial-optical inside-out tracking system that uses pas-
sive, printed reference markers. Further details about this system are given below. As for pure inertial
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systems, these systems essentially track themselves (self-tracker) which implies that one tracking device
per tracked object is required. Therefore, the inertial-based hybrid tracking systems do not scale well in
the number of trackable points, but they scale well with the room size. Nevertheless, they all require a
tracked room to be equipped with some reference points/system.

There is ongoing research to develop improved inertial-based tracking systems that require no external
reference or utilize an existing reference. These systems use additional information about human gait,
the global positioning system, or computer vision techniques. E.g. Foxlin [30] proposed a shoe-mounted
pedestrian tracking system based on inertial sensors only. It uses the fact that during the stance phase
the foot has zero velocity which is used for re-calibrating the inertial sensors. Hence, inertial tracking
only has to be performed during the swing phase. Recently, Hodgson et al. [45] proposed a fully self-
contained and wearable system for walking in VEs. It is based on inertial sensors, magnetic sensors,
and the global positioning system. The details of the sensor fusion algorithm they used are described in
[153].

3.3.1 Selection of Tracking System

Based on the previously discussed advantages and disadvantages of different tracking technologies and
the availability of such systems on the market, only optical outside-in and inertial-based hybrid inside-
out systems were considered for realizing a VR simulator. Considered inertial-based systems were the
IS-900 [33] and the IS-1200 [32, 31, 151] from Intersense Inc. [52], and the HiBall tracker [143] from
3rdTech Inc. [131]. The Intersense IS-1200 was chosen because it can use printed reference markers
(so-called �ducial markers or �ducials). This makes it easily scalable to large rooms. The other inertial-
based systems are also scalable but their active reference systems are far more expensive � especially for
the size of the room used for this thesis. Furthermore, because the markers can be printed on paper, the
system can be installed in different rooms for virtually no additional hardware costs. Figure 3.3 shows
the IS-1200 tracking device together with a reference marker.

(a) IS-1200 tracking device (b) Reference marker [80]

Figure 3.3: The Intersense IS-1200 tracking system together with a reference marker which acts as an optical ref-
erence for the camera built into the tracking device. A room equipped with printed reference markers
is shown in Figure 3.5.

Thöni [132] has performed an extensive evaluation and comparison of two tracking systems within his
master’s thesis, which was conducted in the context of this thesis. In his work, he compared the Intersense
IS-1200 to a competitive high quality optical tracking system. The Qualisys Oqus 300 [98] was chosen
due to its availability at the department. His results showed that both tracking systems would ful�ll
the requirements for the VR simulator. However, there were problems regarding the setup with both
systems. The Oqus 300 optical outside-in system had a relatively small FOV of 40 to 60 degrees (wide
angle lenses with 90 degrees FOV or more reduce the tracking quality) and required a minimum distance
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between markers and cameras. Because the cameras track the user’s head (a marker mounted on the
user’s HMD), they should be mounted on the side walls close to the ceiling to get a direct line of sight
to the user. But the used room contains several obstacles like pipes and cable channels (see Figure 3.5
below). Hence, at least 6 and ideally up to 10 cameras would be required to cover the whole area of the
used room. This would greatly increase the cost of the whole setup. The IS-1200 on the other hand has
shown to be sensitive to inaccurate marker calibration and the illumination of the markers has a great
impact on the tracking performance.

Finally, the IS-1200 system was selected for the construction of the VR simulator because it provides
a good tracking performance throughout the whole room, is low cost compared to other systems, and
its problems regarding the calibration and illumination can be dealt with. Its speci�cations are given in
Table 3.2.

Table 3.2: Speci�cations of the Intersense IS-1200 tracking system according to the manufacturer. � denotes the
sample standard deviation.

DOF 6 (3 DOF orientation & 3 DOF position)

Maximum angular rate 1000 degrees per sec

Maximum linear acceleration 4.0 g

Orientation accuracy � = 1.0 degrees

Position accuracy � = 2 - 5 mm (under factory conditions)

Latency 5 - 8 ms (for USB interface)

Camera FOV 85 degrees

Camera update rate �30 Hz

Update rate 180 Hz

Power consumption 1.7 W @ 6 V

Weight 58 grams

Size 48 mm � 30 mm � 26 mm

The IS-1200 was attached to the HMD so that during normal walking, its integrated camera points
upward to the ceiling where the markers were attached, see Figure 3.2. Due to the camera’s large FOV
of about 85 degrees, a user can tilt his head arbitrarily and the camera will still see some markers at the
ceiling most of the time. For continuous tracking, the camera must see at least two markers within its
FOV. However, the system continues its tracking for a few seconds when no marker is in sight using its
inertial sensors only.

Each marker encodes an identi�cation number. Further details about the reference markers and the
coding scheme are given in [80]. After the attachment of the markers in the room, their center position,
their diameter, and their orientation has to be measured and stored in a database of the tracking system.
This only has to be done once for each room. The camera in the tracking system contains a built-in digital
signal processor for recognizing markers and determining their identi�cation number. Therefore, it can
determine its own position and orientation by triangulation. The tracking system uses inertial sensors to
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update its position at 180 Hz and corrects the drift using the camera running at approximately 30 Hz.
The sensor fusion is done in such a way that the system continuously delivers robust tracking data.

To guarantee a good tracking performance throughout the whole room, special attention was paid to a
good placement and calibration of the markers. While two markers in the FOV are required for stable
tracking, four or more markers can improve the tracking performance and compensate for inhomoge-
neous lighting conditions. Hence, a dense grid of markers was placed at the ceiling. For accurately
measuring the position and orientation of the markers a Leica Viva TS15 total station was used. The
room used for this thesis fully equipped with 230 markers is shown in Figure 3.5 below.

3.4 Wearable Setup and Rendering Hardware

The �nalized VR simulator is shown in Figure 3.4. The simulator including all components is fully
wearable. It includes the HMD, the tracking system attached to the HMD, and a notebook. The notebook
renders the VE in real time and runs further software discussed below. The notebook also serves as a
mobile power supply to all components. For carrying the notebook, a backpack with a rigid aluminum
frame was modi�ed. The notebook is held in place by a mesh attached to the backpack to avoid thermal
issues. An added bene�t of the IS-1200 tracking system is that the tracking data is retrieved at the user
(as it is a self-tracker) and no additional connection to a base station is required. This results in a wireless
system that allows the user to walk freely within the tracked space. The total weight of the backpack
including the notebook is about 5 kg.

The tracked space with reference markers attached to the ceiling is shown in Figure 3.5. This rectangular
room, covering an area of 12.6 m � 6.2 m, was primarily used throughout this thesis. It is equipped with
230 reference markers which guarantee a good tracking quality on the whole area including the corners.

(a) (b)

Figure 3.4: The wearable VR simulator including all hardware components (except for headphones). The user
is wearing the Oculus Rift Devkit 1 HMD on his head. The Intersense IS-1200 tracking system is
attached to the HMD. The backpack carries the notebook which is used for rendering the VE in real
time. The notebook also acts as mobile a power supply for the tracking system and the HMD.
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Figure 3.5: The tracked space/real room of 12.6 m � 6.2 m equipped with 230 Intersense paper �ducials attached
to the ceiling (the �rst 1.3 m are not shown).

Because the notebook renders the scene and powers other components, the primary requirements are a
suf�cient battery capacity and good graphics performance. Of course low weight would be preferable
but this often comes at the expense of lower processor (CPU and GPU) performance. Throughout this
thesis, a notebook with an Intel Core i7-2630QM CPU running at 2.0GHz, 8GB RAM and an NVIDIA
Quadro 1000M graphics card was used most of the time. The notebook was equipped with an additional
battery pack which allowed using of the simulator for about 1.5 hours without charging.

It would also be possible to render the scene on a stationary computer with better performance and
transmit the scenery with a wireless video link. In such a setup, also a wireless link from the tracking
system at the user to the stationary computer would be required. However, this option was not chosen
because the wireless connections might add latency or latency jitter. Nevertheless, this could be a feasible
solution in future when low latency wireless video links are available and high graphics performance is
required.

3.5 Software

The VR simulator requires a software framework composed of three core software components. These
components are best explained by looking at the data �ow. As introduced previously, a VR simulator
that enables real walking in VEs essentially uses a tracking system to track the user’s viewpoint and
based on this data it renders an appropriate view of the VE in real time. Therefore, �rst, position and
orientation data is received and interpreted by the tracking software component. This includes some
adaptations to the tracking data like coordinate system transformations so that the user’s viewpoint is
tracked in a suitable reference frame. Second, the RDW controller uses the tracking data to determine a
suitable RET and applies it. I.e. if a translational or rotational RET is applied, the software modi�es the
position and orientation of the user’s viewpoint slightly. Finally, a rendering engine receives the position
and orientation of the user’s viewpoint and renders a virtual scene from this perspective. There is an
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additional data channel from the RDW controller to the rendering engine providing information about
the applied RET. E.g. when a reset technique has to be used, the user could be noti�ed about this with a
visual feedback.

As discussed previously, the whole data �ow from the tracking system up to the image on the HMD’s
screen should be as fast as possible. Hence, the software must run in real time and should be optimized
for minimal latency. A simple software design could run these software components fully synchronized.
In other words, there is one �big� program loop that gets the tracking data, transforms it, handles the
redirection, renders the scene, and starts over again. In such a serialized design however, the components
will have to wait for each other and the total update rate is dictated by the sum of the computation times
of all components. E.g. when the rendering is �nished, the next tracking data should be ready. But
maybe the tracking system is just internally processing the data and has not delivered a new data frame
yet. Therefore, all other components have to wait. Hence, such a design can cause unnecessary delays.
Because the individual components typically have very different update rates, data is also lost. E.g. in
practice, the rendering engine’s update rate is usually not constant as it depends on the scene complexity,
additional physics simulations, etc. If the tracking system runs faster than the rendering engine, some
tracking frames are lost. While this is no problem for the rendering engine, this data could still be useful
to other components like the RDW controller.

For this reason, a fully modular software framework was implemented which also provides a clearer
abstraction. Instead of running all components serially, they run in parallel as individual processes. I.e.
all components can run at their maximum update rate. For communication between the components,
thread-safe buffers are used. These buffers always hold the most recent data. Figure 3.6 illustrates the
data �ow and the basic design of the software framework.

Tracking software Buffer RDW controller Buffer Rendering engine

Figure 3.6: Data �ow in the VR simulator software framework. For reducing the latency, the three main software
components (in rectangles) run as individual processes and communicate via thread-safe buffers.

3.5.1 Rendering Engine

As rendering engine Unity [135] was chosen. It is a commercial game engine that gained quite some
popularity among VR researchers due to its ease of use and �exibility. Furthermore, OculusVR supports
Unity so that the video output works properly with the Oculus HMD (including stereoscopic rendering).
Unity supports several 3D �le formats for loading scenes created with other software. With the help of
script languages, interactive behavior can be implemented. E.g. the visual prompts for a reset RET were
realized with Unity scripts. Unity tries to perform most of its computations on the graphics processor.
This leaves most of the CPU resources available to other software processes like the RDW controller.

Apart from graphics related code, the software developed throughout this thesis is totally independent
of the used rendering engine. It provides a C interface that interacts with Unity using its native plugin
feature.
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3.5.2 Coordinate Systems and Transformations

Several different coordinate systems or reference frames are required by a VR simulator. Throughout this
thesis the default coordinate system is a right handed coordinate system: x-axis is the forward direction,
y-axis left, and the z-axis is upwards. I.e. the x-axis and the y-axis describe the walking plane. Clockwise
rotations around an axis are positive when looking along the positive direction of the axis. The user’s
planar orientation (rotation about z-axis) is denoted by �. Positions or distances are usually given in
meter and angles in radians if not speci�ed otherwise. � = 0 means the user is oriented along the
positive x-axis and � = �

2 means the user is oriented in the direction of the positive y-axis.

Figure 3.7 visualizes the used coordinate systems and their relation in a graph. Every edge in the graph
is a coordinate system transformation. These transformations for the visual display transformation of
the user’s viewpoint are adapted from [102]. The majority of the transformations are static. I.e. they
are con�gured initially and not changed during the use of the VR simulator. In contrast, dynamic trans-
formations are changed while the VR simulator is used. The transformations are used to transform the
position and orientation of the user’s viewpoint to the coordinate system of the rendering engine. This
data is then forwarded to the rendering engine which renders the scene accordingly.

The relation of the user’s viewpoint to the head sensor (the IS-1200 tracking system) is given by the
con�guration of the HMD and the mounting of the tracking system. The user’s viewpoint was de�ned
as the point between the user’s eyes shifted 0.07 m back from the HMD’s lenses towards center of the
user’s head. I.e. it is close to the head’s yaw axis.

The relation of the head sensor to the tracking system base is measured by the tracking system. Therefore,
it is dynamic. The static relation of the tracking system base to the real room simply provides a more
convenient reference frame suited to the real room than the tracking system base (which is given by the
marker layout). The relation of the real room to the VE relates the position/orientation in the real room to
a position/orientation in the VE. This transformation is changed by the RDW controller when it applies
certain RETs. Finally, the static relation of the VE to the rendering engine just adapts the coordinate
system to the one used by the rendering engine (e.g. Unity uses a left handed coordinate system). For
stereoscopic rendering this model is extended with two static transforms of the user’s viewpoint to the
left and right eye.

3.6 Virtual Environments for Demonstration

As part of this thesis, several VEs were created with Unity for testing the developed VR simulator.
Figure 3.8 presents a selection of screenshots of VEs that can be walked through with the presented VR
simulator. Figure 3.8a and 3.8b show a virtual house. This is an application of VR to architectural design
as introduced in Chapter 1. Figure 3.8c shows a virtual rail car in a railway station. It allows the rail car
manufacturer to present different design options to the customer before building the �rst prototype. For
instance, a customer can walk through the rail car and check if he likes the layout of the seats, the size of
the windows, etc.
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VE Real room

Rendering engine Tracking system base

Head sensor

User’s viewpoint

static

dynamic,
from tracking measurements

static

dynamic,
changed by RDW controller

static

Figure 3.7: Graph of coordinate systems used for the VR simulator. The nodes denote the reference frames of the
used coordinate systems and the edges denote coordinate system transformations. Static transforma-
tions are pre-con�gured and remain constant whereas dynamic transformations change during the use
of the VR simulator.

(a) Virtual house � corridor (b) Virtual house � dining room

(c) Virtual rail car

Figure 3.8: Screenshots of VEs developed for this thesis. These VEs can be visited by walking through them.
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4
Analysis of Short-Term Path Prediction of
Human Locomotion

Within this chapter an analysis of how head tracking data can be used to determine a person’s intended
direction of walking is presented. The goal is to provide a reliable and stable path prediction of human
locomotion that holds for a few seconds based on head tracking data only. First, some mathematical
background is given on how to use head tracking data for short-term path prediction and smoothening
methods are introduced for �ltering noise in the data. Next, a user study is presented where participants
had to walk through an environment while their head position and orientation was tracked for prediction.
The chapter concludes with the results of the user study and a discussion. Parts of this chapter were
published as research papers, see [82, 81].

4.1 Introduction

VR systems that rely on human locomotion could be improved signi�cantly by path prediction, not only
regarding responsiveness, but also regarding the quality of the displayed environment and the interaction.
This holds especially when real walking is used for navigation in a VE. Such VR systems often require
reliable information about a user’s future intention in order to increase their immersion and usefulness.
Particularly for RDW, path prediction is essential. RDW controllers apply RETs such that the user is
kept within the boundaries of the real room while they are walking through a VE that is larger than the
real room. In order to decide which RET is best to use, RDW controllers need to have some knowledge
about the user’s intention. E.g. a VR system could warn a user when he is about to collide with a physical
wall in the real room. Depending on the prediction, a warning is shown before a collision happens or no
warning is shown even if the user is close to the wall but moves away from it.

VR simulators that allow for real walking employ head tracking systems that track the user’s head posi-
tion and orientation in real time. This head tracking data of a person can be used for realizing a prediction
about the user’s future path. While a lot or research discusses the prediction of pedestrian’s movements
from an exocentric point of view (e.g. by using image data from surveillance cameras [35]), this chapter
approaches the problem from an egocentric or VR perspective.

Path prediction of human locomotion can be grouped into different time intervals. A very short-term
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prediction � in the range of milliseconds � of human locomotion is determined by different physical
constraints of human movement such as maximum acceleration. This type of prediction is generally not
relevant for understanding the user’s intention. However, predictions in the range of milliseconds are
often used in tracking systems to compensate for tracking latencies, see Section 3.3.

A short-term prediction � in the range of one up to a few seconds � is given by the immediate direction
a persons wants to walk to. Hence, this de�nition of short-term prediction only considers a person’s
intended walking direction but no environmental information. In other words, the position and orienta-
tion of a target or geometrical constraints, e.g. for obstacle avoidance, are ignored. In contrast to this,
long-term path prediction � in the range of several seconds or more � takes the environment into ac-
count and depends on a person’s cognitive map of the surroundings, human way�nding, and the planned
destination.

This chapter analyses how head tracking data can be used to retrieve a person’s intended direction of
walking. The goal is to provide a reliable and stable short-term path prediction of human locomotion.
Hence, it is analyzed how navigation or direction decisions are related to head tracking data. Using six
degrees of freedom head tracking data, the head orientation and the head’s movement direction can be
determined. Within a user study, head movement trajectories during walking are recorded and analyzed.
It is shown that such raw tracking data provides poor prediction results mainly due to noise especially
from gait oscillations. Hence, smoothing methods are introduced to increase the reliability and robustness
of a predictor.

This chapter does not treat long-term path prediction and explicitly ignores knowledge about the envi-
ronment. The focus lies on using head tracking data only which is readily available in VR simulators.
Hence, if tracking data is used for prediction, the current intended walking direction must be estimated.
Clearly, geometrical constraints of the environment, the task and the target affect the user’s path in non-
trivial ways, see Section 2.2.2. While for short-term prediction the underlying assumption is that the
user keeps walking straight forward and does not make sudden changes. So short-term prediction is a
linear approximation of the user’s current path. Nevertheless, to analyze short-term prediction within a
user study, an environment and targets have to be de�ned. The targets used in this chapter are chosen
such that they allow for a short-term prediction, i.e. a linear extrapolation of the user’s intended walking
direction.

In the context of RDW, path prediction is most useful while a user is walking because then a RDW
controller must avoid a collision with a physical obstacle. In contrast, whenever a user is standing
no collision is going to happen and a prediction is less important (some useful redirection can still be
applied if a prediction is available, e.g. by using rotation gains on head rotations). Furthermore, the path
prediction then becomes more dif�cult because only the head orientation provides relevant data.

4.2 Short-Term Path Prediction from Head Tracking Data

A wearable VR simulator usually employs a single measurement system � a head tracking system � to
track the position and orientation of the user’s viewpoint, see Section 3.4. The tracking system provides
3 DOF position and 3 DOF orientation data at discrete time steps. If the update rate is known, the current
speed and acceleration can be estimated as well by approximating the derivatives from the discrete time
samples. The update interval is usually constant and denoted by � .

If the tracking system is statically attached to a person’s head, a static coordinate transformation can be
applied to track the center of a user’s head and the head orientation. The acquired tracking data allows
for different ways for predicting a user’s future direction of movement, presented in the following.
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4.2 Short-Term Path Prediction from Head Tracking Data

For normal walking in a VE, the tracking data that is relevant for path prediction can be reduced to 3
DOF in the walking plane: two dimensions for position and one orientation angle which is the rotation
around the normal of the walking plane. The position data at time k is referred to as vector xk where x
denotes the 2-dimensional position vector and k is the discrete time index starting at time 0.

4.2.1 Facing Direction

The facing direction is a vector describing the axis from the head’s center to the nose tip. Hence, it is
a 2-dimensional direction vector that represents the head orientation. The normalized facing vector is
denoted as f .

The facing direction provides a way for predicting a person’s intended direction of movement. Especially
when the person is not walking, i.e. the recorded position data is constant, orientation data is the only
relevant prediction information from the head tracking system.

If the VE has known targets, f can be used to determine the angular deviation to the targets. E.g. the
target at position p is predicted to be the user’s goal if it has the smallest angular deviation from the
current facing direction fk. Using the scalar product (denoted by �), the angle between a target and the
facing direction is given by

�k = arccos

 
fk � (p� xk)
jfkjjp� xkj

!

: (4.1)

Though, the facing direction of a user is not equal to his gaze direction. To determine the gaze direction,
an eye tracker would be required. Nevertheless, the facing direction is often close to the gaze direction
or follows the gaze direction with a short delay [37]. The relationship between body orientation, facing
direction and gaze direction during walking has been studied previously, see e.g. in [50, 47]. However,
for prediction purposes the situation is different. The facing direction can be unstable because any head
movement the user makes for orienting himself or looking around will cause a change in the prediction.
Further, when looking at a target, humans can move their eyes only instead of turning their head. Hence,
if two targets are close to each other, the facing direction is too imprecise for prediction purposes.

4.2.2 Walking Direction and Speed

A person’s current and past movement can be derived from the change of his position x over time. This
results in a displacement vector wk de�ned as

wk = xk � xk�1: (4.2)

The displacement vector gives the direction of movement between two time steps k � 1 to k. If the data
is acquired with a constant sampling time � , the user’s current speed is given by vk = jwkj=� .

Following the previous de�nition of short-term path prediction, the goal is to only predict the user’s path
for a short time horizon, assuming no information about the VE or the task. A user’s future path can
therefore be intuitively predicted from the current walking direction. In other words, a linear extrapola-
tion of the current walking direction serves as a short-term prediction of the user’s future path.

Like for the facing direction, (4.1) can be used to predict the chosen target using the angular deviation.

The displacement vector must be used with care for prediction when jwj is too small. There are two
reasons for this to happen and both will cause the prediction to be inaccurate or wrong. First, if jwj is of
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the same or smaller magnitude as the tracking system’s noise. Second, if the user is not walking and the
head is just moving because he is turning his head to look around. Both effects are usually insigni�cant
when a person is walking because the average walking speed is much higher than the measured speed
caused by head turns or tracking noise. If the head’s center position is tracked as de�ned in Section 3.5.2
(center position is close the head’s yaw axis), head turns will not cause signi�cant movements. Thus, a
lower bound for jwjmust be chosen depending on the characteristics of the tracking system (update rate,
noise). Furthermore, a predictor should detect when a user is not walking and disable the prediction in
this case. E.g. an approach given in [42] simply assumes a user not to be walking if his speed vk is below
0.2 m/s.

4.2.3 Smoothing and Robustness

Since tracking data is typically noisy, some data smoothing (also known as �ltering) is required to reduce
the effect of noise on the path prediction. Too much noise will make the path prediction unstable and
thus worthless. A further disturbing effect for prediction is that the movement of the head during walking
is not necessarily aligned with the intended walking direction. A tracking system that is mounted on the
user’s head, will also measure movements to the side as well as up and down caused by the mechanics
of human gait [41, 130]. Thus, the effects of noise and gait oscillations have to be �ltered out in order to
achieve a reliable prediction of the intended walking direction.

Next, different approaches for data smoothing are presented. These smoothers could be applied to the
fk or the wk vectors. But as shown in Section 4.4 below, smoothing is especially important for the
walking direction. Hence, the equations are presented for the wk vectors. sk denotes the smoothed path
prediction at time k.

Unweighted Moving Average

The moving average method is one of the simplest methods to smooth data. It is given by

sk =
1
N

N�1X

i=0

wk�i; (4.3)

where N is the time horizon over which the arithmetic mean is calculated. Thus, sk is the average
displacement of the past N time steps.

Initializing an unweighted moving average smoother causes latency. I.e. that at least N samples must
be recorded before a prediction can be made. Another problem is given by the fact that the wk are
displacement vectors. Thus, the moving average rewritten using (4.2), becomes

sk =
1
N

N�1X

i=0

(xk�i � xk�i�1) =
1
N

(xk � xk�N ): (4.4)

This means that all position samples between time k � 1 and k � N + 1 are actually ignored for the
smoothing. Hence, the choice of the suitable time horizon is critical and the prediction can be unstable
e.g. due to noise or gait oscillations. The current and the N -th last measurement are given equal weight
for calculating the smoothed estimate. I.e. changes in the recent measurements have the same impact
as older changes. Furthermore, for a robust implementation the N -th previous measurements must be
buffered constantly. For these reasons unweighted moving average is not used in this analysis and a
weighted smoother is introduced below.
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4.2 Short-Term Path Prediction from Head Tracking Data

Exponential Smoothing

When using a simple moving average smoother, all N past measurements will have the same weight,
which might not be feasible since older values are of less importance for prediction than newer ones.
Thus, exponential smoothing can be used which weighs past measurements with an exponentially de-
caying factor. It is de�ned by

s0 = w0 (4.5)
sk = �wk + (1� �)sk�1: (4.6)

Using this de�nition, sk can be rewritten as

sk = �wk + �
k�1X

i=1

(1� �)iwk�i + (1� �)kw0: (4.7)

With exponential smoothing, all past measurements are included in the current prediction, i.e. it is a
so-called in�nite impulse response �lter. The strength of the smoothing can be controlled with the factor
� 2 (0; 1). If � is chosen close to 1, there is only a little smoothing since new measurements are
weighted higher. On the other hand, if � is chosen close to 0, there is a high level of smoothing.

The dif�culty of exponential smoothing lies in the correct choosing of �. If it is too high, noise and gait
oscillations will in�uence the prediction. If it is too low, real changes in the walk direction might be
detected too late. In order to give a mathematical basis for determining �, the following limit case can
be regarded. It is assumed that the input m (scalar here) has been constant at some value mo and the
smoothed value has already stabilized as well at so = mo. Then at time k � N the measurement input
changes suddenly to a new constant value mn. Now the question is how many time steps N it will take
until sk reaches a factor q of the new input value mn. Splitting (4.7) at time k �N gives

sk = �mn + �mn

NX

i=1

(1� �)i + �mo

k�1X

i=N+1

(1� �)i + (1� �)kmo: (4.8)

The factor of change q from the old to the new measurement is given as

q =
sk �m0

mn �mo
(4.9)

because so = mo. Using the equations for the summation of geometric series on (4.8) and inserting in
(4.9) results in a closed form expression for q

q = 1� (1� �)N+1 and thus (4.10)
� = 1� (1� q)1=N+1: (4.11)

Solving (4.10) for � provides a simple way of determining it and estimating its effects. For instance, if
the smoother is to follow a step function (i.e. a sudden change in the input) to 80% (q = 0:8) within the
next N = 180 measuring time steps, � should be about 0.009.

Double Exponential Smoothing

Exponential smoothing can be improved if there is a trend in the data like the change of the walking
direction. This so-called double exponential smoothing is an extension of exponential smoothing and
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given by

s0 = w0 (4.12)
sk = �wk + (1� �)(sk�1 + bk�1) (4.13)
bk = �(sk � sk�1) + (1� �)bk�1: (4.14)

The bk vectors represent the current trend in the data and are basically smoothed estimates of the deriva-
tive. Like for normal exponential smoothing, � is the data smoothing factor. � 2 (0; 1) is the so-called
trend smoothing factor, which controls how much the current trend is in�uenced by the change in the
smoothed prediction output over time. b0 de�nes the initial trend in the data.

Initialization and Combination of Facing with Walking Direction

By de�nition of wk in (4.2), w0 is not de�ned by the data. Hence, in order to apply smoothing methods,
smoothing either has to start at time k = 1 or some initialization value for w0 is required.

As mentioned previously, the walking direction is the favored predictor because of the trivial assumption
that the user moves in direction where he intends to go. However, when the user is not walking, only the
facing direction can be used for prediction. For path prediction with (double) exponential smoothing,
the initialization can be used to combine both predictors. Assuming that a person starts to walk at time
k = 0, set w0 = cf0 using the facing direction at time 0 and some scaling factor c. This is a similar but
more formalized approach as suggested in [51]. Under the assumption that the initial facing direction is
the most likely direction of movement, the initial trend can be set to b0 = [0; 0]T for double exponential
smoothing. The magnitude of w0 in�uences how much impact it has on the smoothed output. Therefore,
the constant c should be chosen so that it re�ects a reasonable speed. E.g. c could be de�ned using the
user’s estimated average walking speed �v and the given update interval � as c = �v� .

4.3 User Study

A user study to compare the performance of the different prediction approaches and smoothing methods
was performed. The participants had to walk inside a simple maze and make a directional choice. During
walking, a head-mounted tracking system was used to record the path. The overall goal of the study was
to allow the analysis of head position and orientation data and especially how the choice of a target or
direction relates to the recorded data. I.e. a set of recorded user paths in a well de�ned environment
facilitates the analysis of different path prediction approaches and smoothing methods.

4.3.1 Experimental Setup

Movable walls were installed in 5 m � 7 m room to realize a physical environment that had a ’T’ shape
(T-maze). The design and the dimensions of the maze are shown in Figure 4.1. The maze had an obstacle
in its center in order to force subjects to decide whether to go left or right, see Figure 4.2. At both ends of
the maze, four different calendar pictures were attached (see Figure 4.1). In order to avoid any biasing,
the maze was perfectly symmetric (left, right) and no distractions were present except for the calendar
pictures. However, these pictures could not in�uence the user during his decision phase whether to move
left or right, since they were not visible at the beginning. The participants started the user study in the
center of the maze’s lower end.
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Figure 4.1: Layout of the symmetric T-maze. Walls are in black and the four blue bars mark the position of the
calendar pictures. The decision region and the targets (left, right) were only used for the analysis and
were not visible for participants.

The hardware setup for the study is equal to the wearable VR simulator presented in Section 3.4. The
Intersense IS-1200 tracking system (Section 3.3.1) was installed in the room. Since the user should
not be irritated by any wire connections, he had to wear a backpack with a notebook for recording the
tracking data. The tracking system was attached to a Triviso Scout HMD, see Figure 3.2a. In order
to avoid any de�ciencies of a VE or a VR simulator, a physical maze environment was constructed
deliberately instead of a VE. Since a real environment was used, the HMD was only used to mount the
tracking system properly on a subject’s head and the HMD’s display was �ipped away. The maze and
a user wearing the notebook are pictured in Figure 4.2. A static coordinate transformation was applied
to the tracking data in order to actually record the approximate center of a participant’s head (center
between eyes and close to rotational axis), see Section 3.5.2. Beside this static coordinate transformation
no further data processing was applied and the resulting tracking data was recorded at 180 Hz (update
rate of the Intersense IS-1200 system).

4.3.2 Participants

In total, 11 participants took part in the experiment (7 male, 4 female and median age 31 years, � =
13:1). The participants came from the institute and included students, senior researchers, as well as
administrative staff. None of the participants was aware of the purpose of the user study.

4.3.3 Tasks and Conditions

In order to analyze if there is a difference regarding the walking direction, the facing direction or the
whole user trajectory between a known and unknown environment, both cases were investigated. It
might happen for instance that in an unknown environment users will decide later whether they want to
go left or right, or their facing direction might change more often due to orientation behavior.
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Figure 4.2: Left: a typical walk path through the T-maze. Right: a subject during the user study. The subject
wears the backpack with the notebook and the HMD with the tracking system. The obstacle forces
participants to either walk left or right. The center mark is used for the initial calibration of the facing
direction.

Explore Condition (EX)

Within the �rst task, the subjects were new to the environment and had no information about the maze.
Their task was to walk through all corridors in the maze and to return to the starting point afterwards.
The calendar pictures in the maze were of no relevance for this task.

Count Task Condition (CO)

For the second task, the calendar pictures at the ends of the T-maze were used (see Figure 4.1). Within
this task, participants had to count the total number of Sundays on all 4 calendar pictures, and then had
to return to their starting position. For this second condition, all participants were already familiar with
the maze and knew where to �nd the targets.

4.3.4 Procedure

Prior to the study, all participants got oral explanations about the task and procedure. The participants
were prepared in a separate room, where the HMD and the backpack were mounted. Then they were
guided blindfolded to the starting position, so that they had no prior knowledge about the T-maze. After
placing themselves properly at the start position, they were instructed to look at the center mark for 4
seconds for calibration before starting to walk (see Figure 4.2). This initial calibration of the facing di-
rection was performed to align the orientation of the tracking system with a participant’s facing direction.
Once a participant �nished the �rst task (EX condition), the second task (CO condition) was explained
to him.
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4.4 Results and Discussion

The tasks of the user study were completed by 10 out of 11 participants. Although one participant did
not properly �nish the task in the EX condition, he could participate again in the CO condition. This
resulted in 10 correct paths for the EX condition, and in 11 for the CO condition.

In the following plots, the analysis of the tracking data is limited to the so-called �decision region�, which
is within the �rst 4 m from the start position towards the obstacle. The relevant axis pointing from the
start position to the obstacle is referred to as y-axis. Below, the value of y is used to indicate the position
in meters of the user walking away from the start position. Within the decision region, all participants
had to decide whether they want to go left or right. Two targets � i.e. the passage ways � were de�ned at
y = 5 m. These targets were named ’left’ and ’right’ and are thus located in the centers of the possible
paths around the obstacle, see Figure 4.1.

As suggested in Section 4.2.1, the angular deviation of the prediction from the targets is used for the
evaluation of the path prediction. Next, the hit rate r 2 [0; 1] was calculated. It is de�ned the relative
amount of time steps where a predictor predicts the correct target that a subject �nally walked to. As
shown in Figure 4.3, all participants had already decided for a speci�c target until y = 3 m. Based on
these results, the calculation of the hit rate is limited to the �rst 3 m (y 2 [0; 3] m), which is referred to as
the evaluation area. E.g. a relative hit rate r = 0:8 means that the predictor predicted the correct target
during 80% of the time the user walked through the evaluation area.
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Figure 4.3: User paths recorded during the study. Only the lower part of the T-maze is shown.

Figure 4.3 shows all paths recorded during the experiment. Oscillations caused by human gait can be
identi�ed easily for most paths. The majority of the subjects directly walked straight to one of the two
targets. This can be determined visually in Figure 4.3. This holds especially for the CO condition where
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only one of 11 subjects changed the initially chosen direction after y � 1:4 m. During the EX condition,
three to four of 10 subjects �rst walked straight towards the obstable until y � 2:5 m.

The average walking speed in the decision area for both conditions combined was 0.95 m/sec, with a
standard deviation � of 0.22 m/sec.

4.4.1 Facing Direction
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Figure 4.4: (a), (b), (c): Angular deviation of the facing direction from the two targets while a subject is moving
from y = 0 m to y = 4 m. The �gures show the data of three different and representative subjects. A
solid blue line shows the deviation from the chosen target direction and the dashed red line the devia-
tion from the other target, see (d). The sign of the deviation angle depends on the relative orientation
towards the obstacle. It is positive for rotations from the targets towards the center of the obstacle and
negative otherwise.

Results

The angular deviation � of the facing direction from the targets is shown in Figure 4.4. Three different
subjects are shown while they moved from y = 0 m to y = 4 m.

Based on the facing direction, a predictor would thus predict the target which has a smaller angular
deviation, i.e. the one closer 0 degree. In Figure 4.4c for instance, the predictor would choose the wrong
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target for y 2 [0:6; 1] m, while its prediction would be correct for y > 1 m.

Table 4.1 shows the relative hit rate r within the evaluation area.

Table 4.1: Relative hit rate of the facing direction predictor averaged over all participants within the evaluation
area y 2 [0; 3] m.

EX CO both

mean 0.91 0.95 0.93

� 0.09 0.06 0.08

Discussion

The data used in Figure 4.4 is the raw data from the tracking system. There is little noise in the data and
the plots represent quite well a subject’s head orientation. Hence, smoothing cannot further improve the
prediction. For example in Figure 4.4c at position y = 0:7 m the participant deliberately turned his head
to look towards the other target.

In general, the facing direction should be used carefully as a predictor for the reasons mentioned in
Section 4.2.1. The plots also show that the facing direction is not always aligned with the walking
path. It can be highly in�uenced by visual distractions. This experiment was designed to have no visual
distractions. However, if e.g. pictures would have been placed only on one side of the maze, a subject
might have looked at them while walking towards a target. Thus, the average facing direction vector
would be biased and not point to the chosen target. Thus, it can be assumed that the high hit rate is also
in�uenced by the experimental design. The differences between the two conditions are negligible as for
both conditions all subjects decided for a target quite early.

Previously, it was shown that most of the time the gaze direction is in fact aligned with the walking path
[47], which could also explain the high hit rate. Nevertheless, when used as a predictor, any �looking
around� head movement results in incorrect predictions. Hence, the facing direction is not a reliable
predictor.

4.4.2 Walking Direction and Smoothing

Results

The angular deviation � of the walking direction from the targets for the EX and CO condition are
shown in Figure 4.6. The four plots represent four different subjects while they moved from y = 0 m
to y = 4 m. The walking direction is calculated as presented in Section 4.2.2. The angular deviation
from the chosen target (out of the two) is represented by the solid line, while the dashed line shows the
deviation from the other target. Gray lines show the raw measurement data without any smoothing. See
Figure 4.5 for an explanation of the angles.

In Figure 4.6, the colored lines show the smoothed values using either exponential or double exponential
smoothing. The initial value of w0 was chosen as suggested in Section 4.2.3 (f0 points to the center of
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4 Analysis of Short-Term Path Prediction of Human Locomotion

the obstacle by study design). For the given experiment, a smoothing factor of � = 0:004 (for normal
and double exponential smoothing) and a trend smoothing factor of � = 0:004 was chosen. These factors
provide a stable prediction, while the smoothers still react in a reasonable time to changes in the intended
direction of movement. Using (4.10) and the given update rate of 180 Hz, the percentage of change can
be estimated. An � of 0.004 means that one second after a change in the walking direction, roughly 50%
of that change will be included into the smoothed walking direction and roughly 75% after two seconds.

Like for the facing direction, a predictor based on the walking direction also predicts that target which is
closer to 0 degree in the plot. This means that in Figure 4.6, a wrong target is predicted if the dashed line
is closer to 0 than its solid counterpart.

Figure 4.5: Deviation angles for the walking direction analysis shown in Figure 4.6.

As for the facing direction above, the relative hit rate r is calculated within the evaluation area, see
Table 4.2. Additionally, in order to analyze how the smoothing improves the robustness of the prediction,
a relative robustness factor is introduced. The relative robustness measures the average reduction in the
number of prediction switches between the two prede�ned targets for a smoothed prediction in relation
to the raw walking direction data. For instance, a relative robustness of 2 for the exponential smoother
means that the exponentially smoothed predictor makes only half as many switches between left and
right target as the direction predictor based on the raw data.

Discussion

In all plots, regular oscillations are clearly visible. These oscillations are caused by left-right head swings
during human gait [79, 103]. Hence, they depend on physiological characteristics of the user like his size,
step length, stride width, etc., and his walking speed. I.e. they are different for all users, compare also
Figure 4.6. They are the dominating disturbance when using walking direction data for prediction.

Compared to the magnitude of gait oscillations, tracking noise is negligible. In order to overcome the
disturbances caused by gait oscillations, it is essential to apply smoothing.

As it can be seen from Table 4.2, the relative hit rate is not signi�cantly higher for a smoothed predictor
in relation to a non-smoothed predictor. However, there is an improvement in the robustness of the
prediction. Regarding robustness, the double exponentially smoothed predictor performs slightly better
than the exponential smoother. As for the facing direction, the difference between the two conditions is
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(c) CO condition

0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0
y-position [m]

60

40

20

0

20

40

60

�

 [d
eg

]

(d) CO condition

Figure 4.6: Angular deviation of the walking direction from the two targets while a subject is moving from y = 0 m
to y = 4 m. A solid line represents the deviation from the chosen target and a dashed line the deviation
from the other target. The gray line is the raw data, red is the exponentially smoothed data and green
is the double exponentially smoothed data.

negligible because most subjects decided for a target quite early in both conditions. The in�uence of gait
oscillations has a far greater impact on the predictor.

Figure 4.6a and 4.6b both show data from subjects who did not decide right away for a target and �rst
walked roughly straight forward. As it can be seen in Figure 4.6b for instance, the double exponential
smoother is slightly faster in detecting the decision and outruns the exponential smoother by y � 2:2 m.
Figure 4.6d shows the extreme case, in which a participant changed his decision and turned around
(see also Figure 4.3b, turquoise path starting right and changing to the left side). Similarly, the double
exponential smoother is faster in detecting this change. Figure 4.6c shows a typical plot of a subject
who walked straight to the chosen target. In such cases, both smoothers provide reliable and robust
predictions.
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4 Analysis of Short-Term Path Prediction of Human Locomotion

Table 4.2: Relative hit rate of the walking direction predictor averaged over all participants within the evaluation
area y 2 [0; 3] m. The standard deviation is denoted by �. The relative robustness shows the improve-
ment of the smoothing on the prediction relative to the raw walk direction prediction. Hence, it is 1 for
the raw walk direction by de�nition.

EX CO both

raw walk direction

mean 0.81 0.87 0.84

� 0.13 0.10 0.12

rel. robustness 1 1 1

exp. smoothed

mean 0.85 0.85 0.85

� 0.16 0.16 0.16

rel. robustness 2.0 1.8 1.9

double exp. smoothed

mean 0.86 0.86 0.86

� 0.16 0.16 0.16

rel. robustness 2.0 2.1 2.0

4.5 Conclusion

This chapter has shown how head tracking data can be used to estimate a person’s intended direction of
walking for short-term path prediction. Using head position data, a displacement vector can be calculated
to retrieve the head’s movement direction. Intuitively, one would use this direction to extrapolate the
person’s intended direction of walking. However, as it was shown in the user study, raw head position
data gives quite poor prediction results. In fact, due to the mechanics of human gait, a person’s head
movement is not nicely aligned with the intended direction of walking. Human gait results in head
swings which cause the walking direction prediction to oscillate in a range of approximately 10 (i.e. �5
degrees) and sometimes up to 40 degrees depending on the person and walking speed. Hence, to increase
the reliability and the robustness of the prediction, a smoothing of the tracking data is required.

Exponential smoothing methods have shown to reliably smooth the walking direction data for path pre-
diction. Furthermore, they are easy to implement and cause virtually no computational overhead. How-
ever, these methods have different smoothing parameters which must be chosen. The smoothing param-
eters capture the trade-off between robustness and latency. I.e. more smoothing increases the robustness
but results in a higher latency if a person changes the walking direction. Although an equation for esti-
mating suitable smoothing parameter has been presented, determining the optimal parameters ultimately
depends on the requirements of the application and the user’s gait characteristics like his step length.

A person’s facing direction, i.e. head orientation data, provides another approach for path prediction.
However, it is problematic to use only the facing direction for prediction, since a person might move the
eyes instead of the head or turn his head to look around while walking. Nevertheless, if a person is not
walking or just starts to walk, the facing direction can be used as an initialization value for the walking
direction smoother.

So far, gait oscillations have been treated as noise only. This noise has turned out to be hard to �lter and
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4.5 Conclusion

if generic smoothing approaches are used they will cause additional prediction latency. However, the
fact that gait oscillations are the predominant source of disturbance can be used to design an improved
smoother. As gait oscillations are systematic they can be described by a model which can be used by an
advanced estimation approach. I.e. the relevant gait parameters might be learned from the data to better
�lter the data. E.g. a physical gait model together with a Kalman �lter [61] could be used to provide
better smoothing and lower latency at the same time. Such an approach is presented in the following
chapter.
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5
Real-Time Estimation of Gait Parameters

This chapter proposes an approach for estimating human walking or gait parameters in real-time from
head tracking data. The estimation is based on an extended Kalman �lter with a process and measurement
model suited to normal forward walking. This provides an improved way for short-term path prediction,
as in contrast to previous methods, discussed in Chapter 4, a person’s intended walking direction is
determined with low latency. Beside short-term path prediction, real-time estimation of gait parameters
has multiple other applications for real walking in VEs. The proposed estimator is evaluated with real
path data recorded within a user study.

5.1 Introduction

In the previous chapter, head tracking data of a walking person was smoothed to reduce the impact of
noise in the data on path prediction. However, as previous results indicated, this noise is caused by the
mechanics of human gait. Therefore, it has a speci�c pattern and is periodic. Wendt et al. [146] and
Lecuyer et al. [74] proposed to model these head movements as regular sinusoidal oscillations. Different
so-called gait parameters then characterize these oscillations and the person’s movement. One of these
parameters is the oscillation-free position � around which the head oscillates � which robustly indicates
a person’s intended direction of movement.

Therefore, the problem is to estimate the relevant gait parameters from head tracking data. This is not
only useful for short-term path prediction, but it is also crucial for long-term path prediction. Differ-
ent long-term path models (as presented in Section 2.2.2) require an estimate of the user’s current gait
parameters. Hence, if these models are used for prediction, the gait parameters must be estimated in
real-time.

Similarly, a real-time estimate of the user’s current movement excluding head oscillations is required if
the translational RET is used (scales translational forward movements by changing the user’s speed, see
Section 2.1.2). If the translational scaling is applied to the raw head tracking data, e.g. without removing
left-right head oscillations, the scaling will also change the amplitude of the left-right head oscillation.
Hence, the head might oscillate unnaturally.

For all these applications, it is relevant that the parameters are estimated with low latency or even in real
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5 Real-Time Estimation of Gait Parameters

time. Furthermore, the estimate should be accurate and independent of the tracked person, i.e. it should
automatically adapt to a person’s speci�c gait pattern.

5.2 Model for Estimating Gait Parameters

Below, models are presented which describe a person’s head movement as a function of time and which
relate head tracking data to relevant gait parameters. These models are suitable for normal forward
walking.

As head tracking data is acquired at discrete time steps, all models are discrete time models. The discrete
time index is denoted by k and the constant sampling interval by � . Therefore, the real time t is given
as t(k) = k� . The coordinate system follows the de�nition in Section 3.5.2 (right handed coordinate
system with x-axis forward, y-axis left, z-axis up, and the user’s planar orientation �).

5.2.1 Forward Walking Model

Wendt et al. [146] proposed to model head oscillations during walking using sinusoids. This model
describes three head oscillations that are perpendicular to each other. In a user centric coordinate system
this is a forward-backward oscillation �f (k), a left-right oscillation �l(k) and an up-down oscillation
�u(k).

Figure 5.1 shows a head trajectory recorded during the experiment. Left-right head oscillations are
clearly visible. Similarly, up-down oscillations, shown with different colors, are easily identi�ed. Most
importantly, these two oscillations are coupled due to the mechanics of human gait. Per step, the head
makes one full up-down oscillation but only half a left-right oscillation as a full left-right oscillation
corresponds to two steps. This implies that the step frequency f is also the frequency of the up-down
oscillation and f

2 is the frequency of the left-right oscillation.

There is a similar relation between the different phases. As can be seen in Figure 5.1, the subject’s head
reaches the maximum left-right amplitude shortly before the head reaches its maximum height. Hence,
the phases are also related. Finally, the forward-backward oscillation also has the same frequency f as
the up-down oscillation.

Therefore, the three oscillations are given as

�f (k) = af (k) sin(2�f(k)k� + 	u(k) +  f (k)) (5.1)
�l(k) = al(k) sin(�f(k)k� + 	u(k) +  l(k)) (5.2)
�u(k) = au(k) sin(2�f(k)k� + 	u(k)): (5.3)

af , al, and au denote the different amplitudes of the oscillations. In contrast to the model in [146], the
phases of �f and �l are modeled as sum of the base phase 	u and the corresponding phase differences
 f and  l.

5.2.2 State

Figure 5.2 shows the estimation problem for left-right head oscillations. It illustrates a person who walks
on a straight line at a constant heading � and at a constant walking speed v.
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Figure 5.1: Head trajectory of a person walking along the positive x-axis recorded during the experiment. The
varying y-values show the left-right head oscillations. The color shows the z-position or height of the
user’s head which indicates the up-down oscillations.

The dashed line shows the head trajectory which is measured by the tracking system. The goal is to
determine the oscillation-free movement. I.e. all relevant gait parameters which describe the movement
and explain the tracking data. These gait parameters de�ne the person’s current state (i.e. the walking
state) which is summarized in Table 5.1. The person’s stride length is implicitly given by the walking
speed and the step frequency as v 2

f .

5.2.3 Process Model

The person’s movement can be described by a so-called process model. The process model describes the
evolution of the state over time as an update function given by

x(k) = q(x(k � 1);w(k � 1)); (5.4)

where w is a random variable that denotes the process noise. I.e. the noise models the uncertainty of the
state evolution for each gait parameter.

For the user’s centered position the update is given by
2

4px(k)

py(k)

3

5 =

2

4px(k � 1)

py(k � 1)

3

5+

2

4cos �(k � 1)

sin �(k � 1)

3

5 (�v(k � 1) +
�2

2
wv): (5.5)

This is a discretized model of the dynamics of the user’s movement. The user’s acceleration is unknown
and therefore modeled as noise.

The user’s centered z-position is typically static but as it is not known initially, it can still change over
time to adapt to the user’s true height. Hence, the update function of the centered z-position is

pz(k) = pz(k � 1) + �wz: (5.6)
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x

y

al

v 2
f�

Figure 5.2: Model of left-right head oscillations during normal forward walking in the walking plane (x, y posi-
tions). The blue dashed line illustrates the head trajectory and the solid red line denotes the centered
direction of movement which is to be estimated. � is the user’s heading orientation, v his speed, f his
step frequency, and al denotes the amplitude of the left-right head oscillation.

Similarly, the user’s speed can change over time and is modeled by

v(k) = v(k � 1) + �wv: (5.7)

As for the centered planar position, the user’s current orientation (i.e. his heading) is updated with his
current angular speed by

�(k) = �(k � 1) + �!(k � 1) +
�2

2
w!; (5.8)

where the angular acceleration is modeled as noise.

The remaining eight state parameters of the state vector x are updated by

x0(k) = x0(k � 1) + �w0; (5.9)

where x0 = [!; f;  f ;  l;	u; af ; al; au]T and w0 = [w!;wf ;w f ;w l ;w	u ;waf ;wal ;wau ]T. This
update function equals the speed update above. Hence, this model assumes that these gait parameters
can change over time but the change per time step is unknown and thus modeled as noise.

5.2.4 Measurement Model

Using the forward walking model in Section 5.2.1, a so-called measurement model can be derived. It
relates the current state to a measurement. The measurement from the head tracking system is denoted
as z = [zx; zy; zz]T. z indicates the true head position in 3D.

Hence, the measurement function is de�ned as

z(k) = h(x(k); v(k)); (5.10)

where v = [vx; vy; vz]T is a random variable that denotes the measurement noise.

The measurement of the z-position is given by the up-down oscillation (5.3), the noise, and the centered
z-position as

zz(k) = pz(k) + �u(k) + vz (5.11)
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Table 5.1: Gait parameters of the state and the variance of the corresponding process noise.

State x (gait
parameters)

Description [unit] Process noise
Var [w]

px; py centered x-y-position [m] (see wv)

pz centered z-position [m] Var [wz] = 0:012

v speed [m s�1] Var [wv] = 0:42

� orientation (heading) [rad] (see w!)

! angular speed [rad s�1] Var [w!] = (�4 )2

f step frequency [s�1] Var [wf ] = 0:32

 f ;  l phase difference [rad] Var [w ] = ( �20)2

	u base phase up-down [rad] Var [w	u ] = (�9 )2

af forward amplitude [m] Var
�
waf

�
= 0:0152

al left amplitude [m] Var [wal ] = 0:0152

au up amplitude [m] Var [wau ] = 0:0152

The measurement of the planar head position is given by a coordinate transformation from the user
centric coordinate system to the absolute position using (5.1) and (5.2) as

2

4zx(k)

zy(k)

3

5 =

2

4px(k)

py(k)

3

5+

2

4cos �(k)

sin �(k)

3

5 �f (k) +

2

4� sin �(k)

cos �(k)

3

5 �l(k) +

2

4vx

vy

3

5 (5.12)

5.2.5 Extended Kalman Filter for Estimation

Having a process and measurement model allows for applying well known estimation techniques. Essen-
tially the proposed model is a so-called hidden Markov model because the true state cannot be measured
directly and must be estimated from the measurements.

As both models are non-linear, an ef�cient suitable technique for estimating the true state in real time is
the extended Kalman �lter (EKF). The EKF essentially acts as a state observer for the given problem.
However, for the EKF the underlying assumption is that the process and measurement noise are normally
distributed, i.e. w � N(0; Q) and v � N(0; R).

The measurement noise covariance matrix R is typically given by I3�
2
tracker, where �tracker is the stan-

dard deviation of the tracking hardware. E.g. for the experiment below it was set to 0.005 (as speci�ed by
the manufacturer). The covariance matrix Q is a diagonal matrix where the elements on the diagonal are
given in Table 5.1. These variances of the different process noise variables were determined by manually
testing different parameters and choosing a suitable combination.

Below the EKF adapted from [141] is presented. The estimate of the state x(k) is denoted by x̂p(k) after
the process update and x̂m(k) for the �nal estimate after the measurement update. Similarly, P p denotes
the estimate of the state covariance after the process update and Pm the state covariance estimate after
the measurement update.
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The prediction update is given by

x̂p(k) = q(x̂m(k � 1); 0) (5.13)

P p(k) = A(k � 1)Pm(k � 1)AT(k � 1) +W (k � 1)QWT(k � 1); (5.14)

where A and W are the Jacobian matrices de�ned as

A(k � 1) :=
@q

@x(k � 1)
(x̂m(k � 1); 0) (5.15)

W (k � 1) :=
@q

@w(k � 1)
(x̂m(k � 1); 0): (5.16)

Next, the measurement update is given by

K(k) = P p(k)HT
�
H(k)P p(k)HT(k) + V (k)RV T(k)

��1
(5.17)

x̂m(k) = x̂p(k) +K(k)
�
z(k)� h(x̂p(k); 0)

�
(5.18)

Pm(k) = (I �K(k)H(k))P p(k); (5.19)

where K is the so-called Kalman gain and H , V are the Jacobian matrices de�ned as

H(k) :=
@h

@x(k)
(x̂p(k); 0) (5.20)

V (k) :=
@h
@v(k)

(x̂p(k); 0): (5.21)

The real-time estimate of the gait parameters is then given by x̂m(k). The four Jacobian matrices are
given in Appendix A.

5.3 Experimental Validation

An experiment was conducted to evaluate the proposed estimator. In the experiment, participants had to
walk along a prede�ned trajectory while head tracking data was recorded.

5.3.1 Experimental Setup

The experiment was not conducted in a VE to avoid any undesired in�uence from the VR simulator (like
the HMD’s limited FOV etc.). The hardware setup and the Intersense IS-1200 tracking system presented
in Section 3.4 and 3.3.1 were used to record the tracking data. As for the experiment in Section 4.3,
the Trivisio HMD (see Figure 3.2a) was used to mount the tracking system properly on a subject’s head
while the display was �ipped away.

To minimize the in�uence of head turns on the head tracking data, a coordinate system transformation
was applied to shift the tracked head position towards the head’s center. Hence, the tracked head position
is close to the head’s yaw axis, see Section 3.5.2. Beside this coordinate transformation no further
preprocessing was applied. The tracking data was recorded at 180 Hz (update rate of the IS-1200 tracking
system).
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5.4 Results and Discussion

In order to retrieve similar trajectories from all participants, tape markers were placed on the �oor of
the tracking space. These markers indicated passages through which the participants had to walk, see
Figure 5.3b. Four 90 degrees corner passages were placed to make the participants walk on a rectangular
path of 8 m � 4.2 m, see Figure 5.3a. In between the corner passages no further markers were placed.
This kept the participants on similar paths but did not constrain the paths such that it would cause the
participants to walk unnaturally.

8 m (x-axis)

4.2 m
(y-axis)

1 m

1 m
(a) Layout of the prede�ned walking path. The grey dashed line

shows a hypothetical ideal walking trajectory. The blue lines
denote the markers on the �oor.

(b) Corner markers of a corner passage which indi-
cated the participants where to turn and where
to walk to. The width at the entry and exit of
the gateway was 0.5 m.

Figure 5.3: Experimental setup for validating the EKF based gait parameter estimator.

5.3.2 Participants and Procedure

A total of 18 participants (15 male, 3 female) took part in the experiment. Their age was between 22
to 35 years (median=28.5 years, �=4.4) and their mean size was 1.77 m, � = 0:1. All participants had
normal or corrected-to-normal vision.

At the beginning of the study, the participants mounted the backpack with the notebook and put on the
HMD with the display �ipped away. They were told that their task is to walk along a rectangular path
whose corners are marked. Further, they were instructed to make the turn inside the marked passage and
then walk straight to the next corner. They had to walk twice around the rectangle.

5.4 Results and Discussion

All participants successfully completed the experiment and a total of 36 rectangular paths were recorded.
The results presented in this section are limited to one of the two longer edges of the rectangle (the long
edge opposite to the start position). This provided 36 straight line trajectories from which 5 trajectories
were removed because the participants either stopped walking or did not walk straight towards the next
corner.

Below, Figure 5.4 and 5.5 show the centered position estimates p and the evolution of the state estimates
x̂m(k) over time for a single trajectory.

Using the proposed process and measurement model, the EKF generally converges to a correct and robust
state estimate where the frequency, the phases, and the amplitude estimates remain roughly constant.
This can also be seen in Figure 5.5. However, as can be seen in Figures 5.4, the estimator �rst needs

57



5 Real-Time Estimation of Gait Parameters

Figure 5.4: Planar head trajectory and the EKF centered positions [px ; py ]T of a subject walking along the positive
x-axis.

some time � about two steps � before it �tunes� into the correct estimate of the oscillations and is able to
correctly �lter the data.

Figure 5.5a also shows why e.g. the process model of the z-position has to allow for changes. Here, the
z-position slowly increases over time because the user most likely had his head tilted in the beginning
and slowly rotates his head upwards to look ahead.

In 22 out of the 31 trajectories a similar convergence behavior was observed. However, in 9 cases the
EKF failed to converge to correct state estimate. In these cases, the centered trajectory typically matched
the head trajectory and the frequency estimate and/or the amplitude estimates converged towards 0.
Further, for those 22 trajectories where the estimate converges correctly, the centered position estimate
is not totally free from oscillations or noise. E.g. in Figure 5.4 at positions with x > 3:5 m some small
oscillations can be seen. This indicates, that the forward walking model in Section 5.2.1 does not fully
describe the real head movements. Nevertheless, given the results, the model proves to be a suitable
approximation. Furthermore, it is questionable if a more complex head movement model would provide
better results as it likely also requires additional parameters which must be estimated. In the current
model, 13 gait parameters must be estimated from position measurements (i.e. 3 measurement values)
only. It should be noted that determining some parameters in advance for a user (e.g. the centered
height pz) does not provide a signi�cant advantage as all parameters may change over time for the same
user (e.g if the user bends his head forward while walking and therefore decreases his pz). In order to
increase the observability of the model, it would rather make sense to add more sensors which provide
more reliable measurements. For instance, a step sensor could be used to reliably determine the person’s
step frequency. This would avoid that the frequency estimate converges to 0 and increase the robustness
of the estimator.
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(a) Height/z-position (b) Speed

(c) Orientation (d) Angular speed

(e) Step frequency (f) Phases

(g) Amplitudes

Figure 5.5: Evolution of the different gait parameters estimated by the EKF.
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6
Optimal Control for Planning Redirection
Techniques

This chapter introduces the theory for the core aspect of this thesis � how RETs can be planned and
applied to achieve an optimal free walking experience for the user. After a short introduction to control
theory and the dynamic programming algorithm, the problem of how to optimally apply RETs is modeled
as an optimal control problem. Different optimization approaches are discussed and an optimized online
algorithm is proposed that is based on receding horizon control concepts. Finally, implementation and
computational complexity issues are addressed. Parts of this chapter were published as a research paper,
see [84].

6.1 Introduction to Optimal Control

Optimal control typically deals with problems where several decisions have to be made in stages that
in�uence a system [7]. Hereby, the goal is to minimize a cost function that captures the system’s undesir-
able outcomes. The behavior of the system, i.e. the outcome of the decisions, can be stochastic. Finding
the optimal decisions is an optimization problem whose solution is referred to as the optimal control law
or optimal policy.

The following subsections provide an introduction to the fundamental concepts of optimal control which
are required for planning RETs. This includes a model that suits a broad range of optimal control prob-
lems and a generic solution approach for �nding the optimal control law. Throughout this chapter, the
notation used for control related equations closely follows Bertsekas’ books [7, 8] on dynamic program-
ming and optimal control.

6.1.1 Basic Model and Problem Formulation

The basic model comprises two components: First, a model of the system’s behavior, and second a cost
function that describes the undesirability of the system’s states and the decisions. The model presented
below is adapted from [7].
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The dynamic system is described as

xk+1 = fk(xk; uk; wk) k = 0; 1; : : : ; N � 1; (6.1)

where the following de�nitions apply:

� k denotes the discrete time index running from 0 to N � 1. The discrete time periods are also
referred to as stages. The duration of a stage is typically constant and denoted by � .

� N is the time horizon considered for the system evolution or planning. It is equal to the number of
times a control or decision is applied.

� xk 2 Sk is the current state of the system with the state space Sk. The state captures the system’s
current con�guration.

� uk 2 Uk(xk) � Ck for all xk 2 Sk is the control or decision variable. The set of available controls
Uk(xk) is a subset of the complete set of controls Ck and can depend on the current state.

� wk 2 Dk � Pk(�jxk; uk) denotes the random disturbance that captures the uncertainty of the
system. wk is distributed with the probability distribution Pk(�) that can depend on the current
state and control. It cannot depend on prior disturbances.

� fk: fSk �Ck �Dkg ! Sk+1 is the state update function that captures the evolution of the system
over time.

This model uses a time-domain state space representation and assumes a discrete time system. While
there are also continuous time models, the limitation to discrete time systems turns out to be suitable for
planning RETs, see below. The state update function fk(�) updates the state from one time step to the
next. It may only depend on the previous state, current control, and current noise, but not on any older
state or control. All relevant information for the decision making must therefore be summarized in the
current state xk or the current control uk. If earlier states or controls affect a system, state augmentation
can be used to convert the system back to the basic format, see Section 6.3.1. The controls uk are also
referred to as actions if the sets Ck are �nite for all k (typically also in the context of Markov Decision
Processes (MDPs) where Sk = S and Ck = C for all k).

The total cost describes the undesirability of the system. It is additive over time and de�ned by

gN (xN ) +
N�1X

k=0

gk(xk; uk; wk); (6.2)

where gk(xk; uk; wk) is the stage cost incurred at each stage k. gN (xN ) represents the terminal cost
incurred at the end of the planning horizon.

The goal is now to �nd the optimal policy �� that minimizes the total cost. An admissible policy is
de�ned as a set of functions

� = f�0; : : : ; �N�1g; (6.3)

where each function �k : Sk ! Ck maps a state xk into controls uk such that for all xk 2 Sk it holds
that �k(xk) 2 Uk(xk). In other words, �k provides a valid control input uk for a given xk. The set of all
admissible policies is denoted by �.

However, due to the disturbances wk, the total cost (6.2) is a random variable as well as the resulting
states xk. Hence, the expected total cost has to be minimized instead. The expected cost of a policy
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� 2 � starting at state x0 is given as

J�(x0) = E

"

gN (xN ) +
N�1X

k=0

gk(xk; �k(xk); wk)

#

; (6.4)

where the expectation is taken over the disturbances wk and the random variables xk for k 2 f0; 1; : : : ;
N � 1g. Thus, the optimal cost is de�ned as

J�(x0) := J�� (x0) = min
�2�

J�(x0): (6.5)

Typically, J�(�) is referred to as the optimal cost function or optimal value function as it provides the
optimal cost for each initial state.

Figure 6.1 illustrates the classic control loop. At each time step the system gets updated with the state
update function and delivers the next state. The so-called controller then applies the policy to determine
the next control input for the system. This is a closed-loop system as the control input uk is determined
at time k when the state xk is known and not earlier.

System
xk+1 = fk(xk; uk; wk)

Controller
�k(xk)

State
xk

Control
uk

Disturbance
wk

Figure 6.1: Closed-loop control system.

6.1.2 Finding the Optimal Policy

According to (6.5), �nding the optimal policy that minimizes the expected total cost (6.4) would require
an extensive optimization over all admissible policies �. However, there is a far more ef�cient approach
called the Dynamic Programming Algorithm (DPA). The DPA as presented below is taken from [7].

Proposition (Dynamic Programming Algorithm).

JN (xN ) = gN (xN ) initialization, (6.6a)
Jk(xk) = min

u2Uk (xk )
E
wk

�
gk(xk; uk; wk) + Jk+1(xk+1)

�
k = 0; 1; : : : ; N � 1 recursion (6.6b)

These equations provide an algorithm that starts at the terminal state (6.6a) and continues recursively
backwards (6.6b) to determine the cost J0(x0). It holds that for every initial state x0, J0(x0) found by the
DPA is equal to the optimal cost J�(x0). Furthermore, it provides the optimal policy �� if u�k = ��k(xk)
minimizes the recursion equation (6.6b) for each k and xk. The expected value in (6.6b) is taken with
respect to the probability distribution Pk(�jxk; uk) of the random variable wk.

The proof of the above proposition is given in [7].
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Jk(xk) is the optimal cost for the N � k horizon problem and is referred to as the (optimal) cost-to-go
for state xk at stage k. The DPA splits the optimization problem into a sequence of N minimizations
over the controls. This greatly simpli�es the original minimization in (6.5). Nevertheless, to calculate
the full set of control laws, the optimization has to be performed over all possible values for xk 2 Sk and
for all k. The DPA is the only general approach for sequentially optimizing the basic control problem
introduced above [7]. As the basic model makes few assumptions about the problem structure, it is
applicable to a large set of practical problems. In practice however, the minimization in (6.6b) can rarely
be done analytically to get closed-form expressions for the optimal policy. Often the state space has to be
discretized and the minimization has to be done numerically which can cause overly high computational
costs. Therefore, the computational complexity must be considered when designing a control model for
a speci�c problem. More details regarding the computational costs are given below when the algorithms
for planning RETs are introduced, see Section 6.7.

The optimal policy optimally balances immediate costs and future costs to minimize the total cost. The
minimization process is also referred to as planning � especially in the context of arti�cial intelligence
(AI) � because it considers, i.e. plans ahead, the future consequences of the controls.

6.2 Optimal Redirection as a Control Problem

Redirecting a user inside a real room can be viewed as an optimal control problem of the same structure
as introduced above. A user walking through a VE that is larger than the real room must be kept within
the real room’s boundaries and collisions with physical obstacles have to be avoided. For this, the RETs
introduced in Section 2.1.2 can be applied. They basically change a user’s geometrical con�guration in
the real room, e.g. his orientation, in relation to the VE. Furthermore, the RETs are applied in stages.
However, some RETs might be less desirable than others. E.g. a subtle rotational RET is typically
preferred over an overt reorientation reset. As every RET changes the user’s current con�guration, it
will also affect all future decisions that have to be made. Thus, some RETs might be desirable at present
but could cause undesirable outcomes in the future, e.g. when the user will end up in a corner of the
real room. Hence, a controller is required that takes into account not only the user’s current situation
with regard to the real and virtual environment, but also plans ahead for several time steps. Finally, the
problem is stochastic as it is generally not possible to perfectly predict the user’ behavior or his future
walking trajectories.

6.2.1 Overview and Design of the Control Model

A controller for optimal redirection � referred to as RDW controller � is basically a software agent
that continuously measures the user’s state, determines the optimal RET, and applies it. The difference
in terminology between an RDW controller and an RDW algorithm is that the controller is the whole
system and the algorithm is just the method the controller uses to determine the optimal RET. The
task environment of the controller according to the performance measure, environment, actuator, sensor
(PEAS) description (see [107]) is given as follows:

Performance Measure or Cost The cost describes the undesirability of the system’s states and the
applied controls. In an RDW setup, a user should be able to navigate in a VE without disruption
or without breaks in presence. However, some RETs can be perceived by the user and might
be disturbing or they are even disruptive, e.g. like reset techniques. Therefore, the cost should
describe the disturbance caused by the RETs which is to be minimized.
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6.2 Optimal Redirection as a Control Problem

Environment The environment of the controller is given by the geometry of the real room, the VE,
and the user. Both, the real room and the VE are well de�ned (deterministic) and usually static
(time invariant). The geometry of the real room is typically simple, e.g. a rectangular area, and
constrains the walkable space. In contrast, the user or his behavior is hard to model. It is in�uenced
by the design of the VE and the task the user is performing. However, the aspects of the VE and the
user behavior relevant to redirection are primarily the walking trajectories and to some extent the
head turns (�looking-around� behavior). Luckily, e.g. walls in the VE can constrain the possible
walking paths signi�cantly thus facilitating the description of the user behavior. Additionally,
short-term prediction of the user’s trajectory as discussed in Chapter 4 and 5 provides a robust
prediction of the user behavior for the near future.

Actuators or Controls In principle, the controls are given by all available RETs and their strengths.
Of course, a legitimate control is also the zero RET, i.e. when no redirection is applied and the
user’s trajectory in the VE is mapped one-to-one into the real room.

Sensors The main sensor for the controller is the tracking system that measures the position and ori-
entation of the user’s viewpoint. Other sensors could be added e.g. to improve the path prediction,
see Chapter 5.

In terms of the control model (6.1), the discrete time system for the RDW controller is given by:

� The state xk captures all state information of the environment that is relevant to the RDW con-
troller. Primarily this is the position and orientation of the user in the real room and in the VE.
It may contain further parameters for predicting the future trajectory and applying RETs. See
Section 6.3 for details.

� The controls uk are composed of the RETs. As introduced in Section 2.1.2, the set of available
RETs is �nite and thus discrete. Some RETs like rotation gains have a continuous gain or strength
parameter. Because the controller should be able to deal with all different types of RETs, RETs
with a continuous parameter must be discretized. Different values for the continuous parameter
thus make up different controls. Therefore, the complete set of controls Ck is �nite for all k. To
emphasize their discrete nature, they are referred to as redirection actions or just actions. See
Section 6.4 for details.

� The disturbance wk captures the uncertainty about the user behavior relevant to the RDW con-
troller, i.e. the uncertainty about the walking trajectory and the head turns along the trajectory. It
depends on the state because different positions or orientations in the VE give different options to
the user. In contrast, the effect of a redirection action is deterministic if the future walking trajec-
tory and the head turns are known. Therefore, the disturbance is conditioned on the state but not
on the action, i.e. wk � Pk(�jxk). See Section 6.3 and 6.5 for details.

� The state update function fk models or predicts the user behavior given the current state, the ap-
plied action and the disturbance. Hence, it captures the whole set of walking trajectories (including
the head turning behavior), takes the current state and outputs the next set of possible states � as a
random variable, using the wk � under the in�uence of the applied redirection action. Simply put,
the state update function captures a �behavioral map� of the user in the environment and predicts
the possible set of future positions and orientations in the real room and VE under the in�uence of
the applied RET. See Section 6.5 for details.

� The time horizon N depends on the task and the VE. In an architectural walk-through task for
instance, the path might be predetermined. Hence, the time horizon should be chosen to �t the
duration of the task. In other cases, like in a free exploration scenario, the task duration is not
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predetermined and N could become very large. Such situations are often modeled as so-called
in�nite horizon problems. An explanation of in�nite horizon problems and its implications on the
system model is given below. Finally, there are technical reasons for limiting the time horizon
because a larger horizon can cause higher computational costs. See Section 6.7.4 for details.

� The stage duration � is the discretization interval of the discrete time system. It is equivalent to
the timespan during which an action is applied. Generally, a small � is preferred as it gives the
controller the opportunity to react quicker to changes in the environment. A �ne temporal dis-
cretization also allows a more �nely graduated control because more different redirection actions
can be applied in the same timespan. Especially if perceivable RETs are used, e.g. strong rotation
gains with rotational RETs, it is preferable to apply them only for a short time. Conversely, it
does not make sense to keep the stage duration too short as a RET needs some time to take effect.
Generally, a suitable � for an RDW controller is in the region of 1 second. See Section 6.7.4 and
6.8 for further details.

The de�nition of the redirection actions motivates why a discrete time model for an RDW controller
is more suitable than a continuous time model. Certain RETs are inherently discrete. E.g. a reset
technique is either applied or not. Usually, a continuous time model only makes sense if a fully analytical
description of the state update function is possible. However, this is not possible due to the discrete nature
of the control space C.

In some cases, a so-called in�nite horizon model where N ! 1 is a suitable approximation for a
large time horizon. This implies that the controller assumes the user to keep walking in the VE indef-
initely. A reasonable assumption in this context is that the system does not change over time, i.e. the
system is stationary or time invariant. For a stationary system it holds that Sk = S, Ck = C, Uk = U ,
Pk(�jxk; uk) = P (�jxk; uk), fk = f , and the cost function gk(xk; uk; wk) = g(xk; uk; wk) for all k. In
relation to the RDW controller, this means that the controls, the real room, the VE and the user behavior
do not change over time. Generally, this is true for the real room and the control space, but might only
serve as an approximation for the VE and the user behavior. Beside the simpli�cation of the system
model (6.1) and its analysis, stationary systems have more advantages, e.g. that the resulting optimal
policy is typically also stationary [7].

Figure 6.2 illustrates the resulting control system for an RDW controller.

User behavior
xk+1 = fk(xk; uk; wk)

RDW controller
�k(xk)

Position and orientation
in real room and VE

xk

Redirection action
(composed of RETs)

uk

Uncertainty about
user behavior

wk

Figure 6.2: Overview of the control loop of an RDW controller.
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6.2.2 Simpli�ed Example

The working principle of an RDW controller and the optimization is best illustrated with an example.
Figure 6.3a shows a geometrically constrained VE with a prede�ned walking trajectory. The trajectory
does not �t the size of the real room shown in Figure 6.3b. If a user intends to walk from the start
position of the trajectory to its end, RETs have to be applied to avoid collisions with the boundaries
of the real room. The DPA takes different actions as input and predicts how the future states will look
like for each action applied. Given this model, a the DPA recursively applies different RETs, e.g. in
a depth-�rst-search manner, to �nd the best one. Hereby, the cost function allows evaluating the state
together with the applied action. E.g. positions outside the real room are assigned high costs. Therefore,
the algorithm looks into the future considering different RETs that could be applied in series and chooses
the best RET with regard to its future consequences.

This process is illustrated in Figure 6.3. In this three-stage example, only two RETs are available.
A zero RET action (denoted by ’Z’) that applies no redirection with zero costs and a rotational RET
action (denoted by ’R’) that rotates the user clockwise with some positive cost Q. Positions outside the
real room are assigned in�nite costs. A depth-�rst search approach would try all combinations starting
at state x0 and determine that the only feasible policy is to apply the rotational RET for all three stages.
The overall cost J is 3Q which is also the optimal cost. If the real room would be large enough to �t the
VE, all combinations would be �ne. However, thanks to the notion of cost, a controller would choose
three times the zero RET in this case because it has the smallest overall cost (J = 0).

6.3 State Space

The state captures the user’s planar viewpoint position and his planar orientation (yaw angle) in both
the real room and the VE. Furthermore, his walking speed in the real room is required to determine the
sampling distances of the user’s trajectories from a given stage duration � . Hence, the user’s state is a
continuous vector given as

x = [xR; yR;�R; xV ; yV ;�V ; vR; !R;�P ]T 2 S � R7; (6.7)

where

� �R;�V 2 [0; 2�) � R denote the user’s orientation in the real room and in the VE respectively,

� [xR; yR]T 2 W � R2 denotes the position in the real room and the setW represents all feasible,
collision free positions inside the tracked space,

� [xV ; yV ]T 2 V � R2 denotes the position in the VE and the set V represents all feasible positions
inside the VE,

� vR 2 [0; vmax] � R is the user’s walking speed (absolute value of tangential velocity) with vmax
being the maximum achievable human walking speed.

� !R 2 [�!max; !max] � R is the user’s current angular speed (about the walking plane normal)
with !max being the maximum achievable human angular speed.

� �P 2 [0; 2�) � R denotes the predicted future walking direction in the VE based on short-term
prediction.

A subscripted ’R’ means that a parameter describes a variable in the real room like �R and a subscripted
’V’ denotes that a parameter refers to the VE respectively. The coordinate system that is used for trans-
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x0

x3

x1

x2

(a) VE

x0;3

x2

x1 x1

x2

(b) Real room

x0

x1

x2

x3R; g = Q

x3Z; g = 1R; g = Q

x2

x3R; g = 1

x3Z; g = 1

Z; g = 0R; g = Q

x1

x2

R; g = 1

x2

Z; g = 1

Z; g
= 0

J = 1

J = 1

J = 1

J = 1

J = 1

J = 3 Q

(c) Search tree of the DPA, horizon N = 3

Figure 6.3: Redirection example. Rotational RETs (denoted by R) that rotate a user clockwise have to be applied
for all three stages to �t the virtual trajectory (a) into the real room (b). The search tree in (c) shows
that the zero RET (denoted by Z) cannot be used because the user would leave the real room which
causes in�nite costs. g denotes the stage cost which is 0 for action Z and Q for action R. J is the total
cost.

formations or rotations is the planar part of the coordinate system presented in Section 3.5.2, i.e. x-axis
forward, y-axis left, and rotations from the positive x-axis (� = 0) to the positive y-axis (� = �

2 ) are
positive. Angles are in radians.

The state space is stationary ifW and V are stationary as well. In practical applications this is usually the
case if the VE geometry, i.e. V , is not modi�ed dynamically. Moreover, the state is fully observable. I.e.
the RDW controller gets perfect state information from the tracking system to determine the parameters
in the real room.

The user’s height, pitch angle, and roll angle are mapped identically from the real room to the VE and
are not considered for redirection. It would be possible to apply redirection to these parameters as well,
but this is generally not relevant for walking in VEs and not treated in this thesis. In some cases however,
it could be useful to change the user’s height while he is walking up or down a ramp by walking inside
a planar real room. But this type of redirection is simple as it can be built directly into the VE and no
planning is required.
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6.3.1 State Augmentation

The basic model in (6.1) does not allow previous states or controls to affect a system � only the current
state and control may do so. However, if this is the case the system can be converted back to its basic
format using state augmentation. State augmentation adds an additional state variable to the state space
for each control or state that is required from the previous state. Furthermore, the state update function is
extended to handle the update of the augmented state by assigning these state variable the values of the
previous state or control respectively.

6.4 Actions from Redirection Techniques

RETs do not directly control the user’s movement but manipulate the user’s trajectory. In contrast, reset
techniques enforce a movement. The complete set of actions Ck can be composed of different RETs
with speci�c con�gurations or combinations thereof. E.g. a single action could be a strong clockwise
rotation gain combined with a weak upscaling translation gain. Below it is summarized how RETs can
be treated as actions and how the state update function looks like for these actions. Hereby, the focus lies
on rotational RETs as they are well researched and can be applied generically. For other RETs, a short
sketch of the basic idea is presented.

6.4.1 Rotational Redirection Technique

Rotational RETs add some - typically subtle - rotation to a user’s movement. Rotation gains up- or
downscale a user’s rotation and curvature gains add some rotation while a user is walking along a virtual
straight line. A rotational RET function consisting of rotation and curvature gains is given by applying
the max function [42, 100] as

�̂(x;�t) = max

8
<

:
vR�c�t curvature

!R�q�t rotation:
(6.8)

Therefore, (6.8) describes the rotational redirection angle �̂ as an additive angle per time step of duration
�t that modi�es to the user’s real orientation �R. �c is the curvature gain which is equal to gC as
de�ned in [118], see also Section 2.1.2. The sign of �c determines the direction of the redirection. �q is
the rotation gain which is different for rotations with or against the head movement. Due to the additive
formulation of the rotational redirection function, �q is given as (1� gR) for gR as de�ned in [118], see
also Section 2.1.2. A speci�c rotational RET action is now de�ned by a speci�c �c and �q.

From (6.8), the continuous time equivalent of the rotational RET function follows as

d�̂
dt

= max

8
<

:
vR�c curvature

!R�q rotation:
(6.9)

6.4.2 Other Redirection Techniques

Other RETs can be formulated as redirection actions in a similar fashion as the rotational RET. The
following list provides an overview.
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� Translation gains scale a user’s translational movement with the factor �t. As for the rotational
RET, a translational RET function can be formulated as a positional offset per time step. An action
is thus a translational RET with a speci�c �t.

� Reset techniques that reorient a user or reposition him are basically actions. An example is given
in Section 7.1.3.

� Teleportation techniques [13] or similar metaphors can be transformed to actions like resets. The
fact that actions can depend on the state makes it possible to associate these techniques with spe-
ci�c locations in the VE.

� Architectural illusions are more challenging to model as they modify the underlying system (state
update function and probabilities). I.e. they are not actions. If only a few discrete changes are
made to a VE’s geometry as in [125], it is possible to use the online planning algorithm introduced
below (the best cost-to-go is evaluated for all geometries and the cheapest geometry is selected).
However, some techniques, e.g. [127] can also be used in parallel to the proposed approach.

6.5 State Update Function with Redirection Techniques

The state update function models the effects of a redirection technique on a trajectory. To simplify the
calculations below, the trajectory is assumed to be given as a single curve 
V : [0; S] ! R2. The curve
is arc-length parametrized with a parameter s 2 [0; S], where S 2 R is the total length of the curve.
Furthermore, it is assumed that a function s(t) : R! R and its inverse exist and both are differentiable.
It associates the current arc position s given the current time t 2 [0; T ], where T is the total time required
to walk along the whole curve. Here it is assumed that s(t) = vRt where vR is the constant walking
speed (this is also used in the study setup in Chapter 7).

This means, the state update function (6.1) for a single future trajectory transforms the virtual trajectory

V (s) to a real trajectory 
R(s) if a rotational or translational RET is applied. These transformations
should be done analytically to reduce the computational costs for planning.

6.5.1 State Update with the Rotational Redirection Technique

A rotational RET applies a curvature transformation to a trajectory curve. Arc-length parametrized
curves can be de�ned by integrating over their unit tangent vector. Hence, given the user’s real orientation
�R(s), the tangent vector is given using the sine and cosine. The transformed real curve then becomes


R(s) =
Z s

0

2

4cos(�R(�))

sin(�R(�))

3

5 d� + pR0; (6.10)

where pR0 represents the initial real position of the user. The user’s real orientation can be calculated
by integrating over the curve’s curvature. It is given by the sum of the virtual curve’s curvature �V =
d�V (�)

d� , that describes the change of the virtual orientation along the virtual curve, and the rotational
RET function as

�R(s) =
Z s

0

�
d�V (�)

d�
+

d�
d�

�
d� + �R0; (6.11)

where �R0 is the user’s initial orientation. However, in order to analytically transform a given curve
using a rotational RET, a continuous formulation of the rotational RET in the space domain is required,
i.e. d�

ds is needed. Applying the chain rule on (6.9) using t(s) yields
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d�
ds

= max

8
<

:

�c curvature
d�R(s)

ds
�q = �R(s) �q rotation

(6.12)

Transformation of a Regular Arc Segment

Within the study presented in Chapter 7, trajectories are modeled using regular arc segments and straight
line segments. Hence, the transformation of such a segment is shown as an example. It is assumed that
the curvature is high so that in (6.12) the rotational gain redirection has to be applied. For a regular arc,
it holds that �V = 1=rV where rV is the arc’s radius. Thus, inserting (6.12) into (6.11) yields

�R(s) =
Z s

0

�
1
rV

+ �q
d�R(�)

d�

�
d� + �R0: (6.13)

This is an ordinary differential equation which can be solved for d�R
d� by differentiating by d�. The

resulting integral then becomes

�R(s) =
Z s

0

�
1
rV

+
�q

rV (1� �q)

�
d� + �R0

= s
�

1
rV (1� �q)

�
+ �R0

= s�R + �R0 (6.14)

with �R =
�

1
rV (1� �q)

�
: (6.15)

Applying the same transformation using curvature gain redirection in (6.12) gives a different �R =�
1
rV

+ �c
�

. The resulting transformed curve remains a regular arc and is given by


R(s) =
Z s

0

2

4cos(��R + �R0)

sin(��R + �R0)

3

5 d� + pR0

=
1
�R

2

4sin(�R0 + �Rs)� sin((�R0)

cos(�R0)� cos(�R0 + �Rs)

3

5+ pR0: (6.16)

Once the suitable �R is calculated, (6.16) provides the user’s path in the real room for a given s. (6.16)
also correctly describes transformed straight line segments. In fact, this is just a limit case for rV !1.
As expected for straight lines, only a curvature gain redirection will change the curve.

To decide which rotational redirection gain can be applied for regular arcs, (6.15) is inserted into (6.12)
which yields the threshold radius ~rV = �q

�c(1��q) of the virtual arc. For a rV < ~rV rotation gain redirec-
tion should be applied, else curvature gain redirection.

6.5.2 State Update with Other Redirection Techniques

� The state update for a translational RET simply changes the virtual speed of a user walking along
the real curve 
R(s) and thus scales the curve. However, it is not clear how to apply a translational
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RET in parallel to a rotational RET as by scaling the trajectory, a translational RET also changes
the curvature of the trajectory. Hence, predicting a user’s behavior becomes dif�cult and it is not
researched so far how a user compensates the scaling, see also [86].

� Reset techniques simply update the user’s real position or orientation while keeping the virtual
position and orientation constant.

� Similarly, teleportation techniques perform a single discrete update of the virtal position/orienation
and the real position/orientation.

6.6 Cost Function

The choice of the cost function gk(xk; uk; wk) is the primary measure to adjust how the controller de-
cides. For instance, real room positions close to the real room boundaries could be assigned high costs.
Furthermore, to avoid real positions outside the room’s boundaries, such illegal states are assigned in-
�nite costs. I.e. the real room’s geometry is modeled with a cost function that takes the user’s real
position and performs a collision check. This way arbitrary real room geometries are supported as long
as ef�cient collision checks can be performed.

However, subtle RETs are more preferable than resets. So costs based on actions can be used that assign
for instance higher costs to resets than to the rotational RET. Hence, the resulting controller will try to
avoid higher costs by applying suitable RETs and will favor cheaper RETs if possible. Assigning costs
to actions is crucial if perceivable or disturbing RETs are employed. If the problem has a terminal state,
e.g. at the end of a VE path, the terminal cost gN (xN ) describes its undesirability.

In general, �nding a suitable cost function (based on perceptual costs) for controlling RETs is out of the
scope of this thesis. Engel et al. [25] showed what such a cost function based on the noticeability might
look like. In the study presented later, a cost function for rotational RETs and resets is proposed and
evaluated.

6.7 Optimization

6.7.1 Of�ine Planning

(6.6) presented the DPA. However, the DPA requires performing the optimization over all possible states
xk 2 S. This is typically hard to model and solve analytically. The state update function is nonlinear or
discrete for some RETs and the geometry cannot be modeled easily as a continuous function. Therefore,
the state space has to be discretized.

In addition, the time horizon can become very high in practice. I.e. the user keeps walking around in
the VE and it is neither known when he stops walking nor what his terminal state will be. Hence a
better approximation is given by excluding the terminal state and formulating the problem as in�nite
horizon optimal control problem. Excluding the terminal state requires adding a discount factor � which
is discussed in the next section. Further, if the system (6.1) is time invariant and the costs are bounded
from above, the system satis�es the Bellman equation (see [7])

J�(x) = min
u

E
w

[g(x; u; w) + � J�(f(x; u; w))] : (6.17)
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This allows applying ef�cient methods like policy iteration or value iteration to solve for the optimal
control law. Nevertheless, �nding the control law for all possible discrete states is infeasible in practice
as the state space can become huge. In addition, some RETs like the curvature gain change the user’s
state only by a small amount which requires a �ne discretization. For instance, assuming a position
discretization with a 1 m � 1 m resolution and an orientation discretization with 5 degrees resolution
in a VE of 100 m�100 m and a real room of 10 m�10 m yields 5:2 � 109 different states (this rough
approximation ignores other state variables like the user’s speed but also potential optimizations when the
VE is de�ned by trajectories). Therefore, pure of�ine planning is not a suitable technique for determining
the control law for RDW.

6.7.2 Online Planning

Instead of pre-calculating the control law, an online planning algorithm is proposed. This algorithm 1,
MPCRed, is based on model predictive control (MPC) concepts. It takes the user’s current state and
recursively applies all actions to all possible future trajectory segments. This way it �nds the best action
that has to be applied now. The planning horizon is �xed and de�nes the algorithm’s recursion depth.
MPCRed does not require any state discretization but only considers a limited time horizon for �nding
the best action. It runs continuously to adapt to unpredicted changes. The cost update in line 14 contains
a discount factor � 2 (0; 1] that allows reducing the effect of future costs on the current action. E.g. the
stage costs at the end of the planning horizon N are weighted with �N�1. This increases the stability of
the controller. � therefore adjusts if and how much the controller tries to shift expensive costs into the
future. Similarly in line 14, the cost is weighted with the probability of the trajectory segment to consider
only its relative importance. To reduce the computation costs, MPCRed employs ef�cient cost bounds
to prune branches for irrelevant actions, see lines 5 and 9. Furthermore, it applies the actions sorted by
their costs.

6.7.3 Computational Costs of Online Planning

Computationally, MPCRed is similar to a depth �rst search algorithm. Hence, the computational costs
are the total number of evaluated states which is a geometric series given by

1 + jCjD + (jCjD)2 + : : :+ (jCjD)N =
NX

k=0

(jCjD)k =
(jCjD)N+1 � 1
jCjD � 1

2 O((jCjD)N+1); (6.18)

where jCj is the number of available actions, D is the number of possible future directions per plan-
ning stage (from crossings), and N is the planning horizon or the recursion depth. This means that the
computational costs grow exponentially with the horizon.

6.7.4 Planning Horizon for Online Planning

As the computational costs grow exponentially with the time horizon, the maximum feasible time horizon
is restricted by the available computation time. In fact, this is the most restricting factor for choosing
a suitable N . In practice, the number of actions jCj will be roughly around 15 to 40 (see example in
Chapter 7) and even if D would only be 1 (i.e. no crossings, one prede�ned path) this limits a feasible
N to less than 5 to 10 on today’s computers. With the help of the pruning techniques in algorithm 1, N
can be a bit larger. However, when pruning techniques are used it is no longer determined a priori how
many states will be evaluated. Hence, N has to be chosen depending not only on the performance of the
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Algorithm 1 MPCRed online planning algorithm
1: function PLAN(xcurrent; depthrecursion)
2: bestcost 1 . initialize best cost to in�nity
3: for all u 2 Actions do . loop through by increasing cost(u)
4: c 0 . c is the current cost counter
5: if cost(u) < bestcost then . cost bound
6: for all seg 2 GETSEGMENTS(xcurrent) do
7: [xnext; stagecost] APPLY(u; xcurrent; seg)
8: c c+ probability(seg) � stagecost
9: if c � bestcost then . cost bound

10: break
11: end if
12: if depthrecursion > 1 then . continue recursively on xnext
13: [nextaction; nextcost] PLAN(xnext; depthrecursion � 1) . RECURSION
14: c c+ � � probability(seg) � nextcost
15: end if
16: end for
17: if c < bestcost then
18: bestcost c
19: bestaction u
20: end if
21: end if
22: end for
23: return [bestaction; bestcost]
24: end function
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computer but also depending on the whole setup including the VE and the real room. In other words,
prior testing is needed.

However, there is an alternative approach. Instead of setting N to a constant value, it could be chosen
dynamically but the maximum computation time is de�ned instead. For every optimization, MPCRed
is run �rst with N = Nstart where Nstart is a lower bound for the time horizon that is previously
determined. If it terminates within the de�ned computation time, MPCRed is rerun with N = N + 1.
This is continued until the computation time threshold is reached. Then, the computation is canceled and
the optimal action determined by the previous run that fully �nished is chosen. This principle is called
iterative deepening, see [107].

6.8 Implementation

The suggested approach based on model predictive control decouples the optimization process from the
actual application of the action on tracking data. When tracking data is received by the software, it
just has to look up the most recent action and apply it. Hence, even though a complex optimization is
performed, virtually no latency is added to the system. The planning can run as an independent thread
at a far lower frequency, e.g at 0.4 Hz as used during the evaluation. It is usually speci�ed by the stage
duration � . In a typical RDW setup, a � of 1 to 4 seconds is suitable. This provides enough time for a
RET to take effect. The total duration for the planning horizon is then given by � �N .

6.9 Relation to Existing Controllers

The S2C controller can be regarded as a simpli�ed case of MPCRed. Its basic working principle accord-
ing to [93, 44, 42] is as follows. S2C continuously applies rotational RETs to orient a user towards the
center of the real room. I.e. at every frame (�S2C=1/framerate) the user’s future direction is predicted
using his past virtual positions (e.g. over a 1 s backlog). The virtual direction is then transformed to the
walking direction in the real room. Finally, for every frame, a rotational RET is applied in the direction
that decreases the absolute angular deviation between the user’s walking direction and the vector point-
ing from his position to the room’s center. Hence, in terms of MPCRed, S2C is a greedy approach with a
planning horizon of N=1 and employs two rotational RETs (left and right rotation) in the direction that
minimizes the stage cost. The stage cost is given by the absolute deviation angle of the user’s real orien-
tation to the room’s center. The future trajectory is simply assumed to be the current walking direction.
Typically, S2C refrains from redirection only if the user is oriented approximately towards the room’s
center or is very close to it.

In a similar fashion all steer-to-target controllers (see Section 2.1.4) and the controller in [25] can be
formulated as simple con�gurations of MPCRed. E.g. the cost function proposed in [86] can be used
to realize a S2O controller. For all these controllers it holds that N = 1, � is typically the update
interval of the tracking system, and the actions are limited to the rotational RET. Under this perspective
it becomes clear that steer-to-target controllers are actually simple, single-step heuristic controllers tied
to a short-term prediction with a cost function based on the position and orientation of the user in the
real room.

FORCE, proposed by Zmuda et al. [159], is a special case of MPCRed where only terminal costs are
evaluated. The stage duration is de�ned by the prede�ned trajectory (i.e. by the connection points of the
segments, � not constant). The time horizon that was used for the evaluation was about N = 5 (their
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paths prediction system provides path of length N ). Additionally, FORCE uses in�nite stage costs to
avoid collisions and applies no discount factor, i.e. � = 1. Determining a robust terminal state function
for FORCE based only on the geometrical con�guration of the user in the real room is not possible in
general. It is always possible to construct a virtual trajectory that continues in such a way that a good
state turns out to be bad. E.g. the proposed evaluation function tries to maximize the user’s distance from
the real room’s boundaries along his current heading. Hence, it would be good if the user is standing in a
corner of the real room and facing the opposite side of the room. If the virtual path now makes a U-turn
right after the terminal position the evaluation function is completely wrong. Of course, such a terminal
state evaluation function is a reasonable heuristic to reduce the computational costs. But instead, the
optimal cost-to-go for the full state xk determined by an of�ine planner (see Section 6.7.1) could be
used.

In contrast, the motion compression controller in [87, 123] cannot be simulated directly by MPCRed be-
cause motion compression is based on a continuous analytical model. However, the previously proposed
optimal control model can be used to describe the motion compression controller. Though the analytical
model of motion compression and its optimization is only feasible because exclusively curvature gains
are used (i.e. rotational RET without rotation gain) and no upper thresholds of the gains are enforced.
This reduces the applicability of motion compression signi�cantly (i.e. it is not suitable for generalized
RDW, see Section 2.1.4).
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7
Evaluation of the Proposed Redirected
Walking Controller

Within this chapter, the evaluation of the previously introduced RDW controller is presented. First, the
design of a user study is outlined where participants had to walk through a VE using the wearable VR
simulator. The user study serves as a proof-of-concept of the proposed MPCRed controller. Furthermore,
it compares MPCRed to a well researched, existing RDW controller. The results presented in the second
part of this chapter show the effectiveness of MPCRed. Finally, the chapter concludes with a discussion
on the advantages and limitations of the proposed controller. The evaluation presented in this chapter
was published as part of a research paper, see [84].

7.1 Study Design

In Chapter 6 a new RDW controller was proposed: MPCRed. It tries to optimally redirect a user walking
within a large scale VE to maximize his free walking experience. To analyze and evaluate MPCRed, a
user study was conducted whose design is presented in the following subsections. Further, to evaluate
the potential improvement over existing RDW controllers, MPCRed was compared to another state-of-
the-art controller. For comparison, S2C [99, 44, 93, 42] (see also Section 2.1.4) was chosen. S2C was
shown to outperform other generalized steer-to-target algorithms in many conditions or at least has a
similar performance than others [42]. Hence, a comparative study was designed using a within-subjects
design. The study had two conditions, one for each RDW controller.

FORCE in [159] as another state-of-the-art controller was not chosen for comparison for the following
reasons. First, as shown in Section 6.9, it is acutally a special case of MPCRed. Second, it is not clear
how to integrate a reset technique and choose �good� terminal state costs (as discussed in Section 6.9, a
robust terminal state evaluation function does not exist). Third, with FORCE, the stage duration is tied to
the characteristics of the geometry and it is unclear how to choose it automatically for arbitrary walking
trajectories.

Another candidate for comparison is the motion compression algorithm [87]. However, by design, mo-
tion compression does not respect upper limits of the curvature or rotation gains. I.e. it does not make
imperceptibility of the used RETs a primary goal and is therefore not suitable for comparison.
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7.1.1 Equipment

Hardware The wearable VR simulator as presented in Section 3.4 was used for the evaluation. For
this study, the following components were used. The Intersense IS-1200 tracking system was used in
the 12.6 m � 6.2 m room as shown in Figure 3.5. It was running with an update rate of 180 Hz. The
tracking device was attached to an Oculus Rift [90] HMD (640x800 resolution per eye, 110 degrees
diagonal FOV), see Figure 3.2b. Participants wore the HMD and a backpack with a laptop computer
for processing the tracking data and rendering the virtual scene. The laptop was equipped with an Intel
Core i7-2630QM CPU running at 2.0GHz, 8GB RAM and an NVIDIA Quadro 1000M graphics card.
Figure 3.4 shows the wearable system in the tracking space as used for the study. Since safety margins
of 0.6 m were added to all sides of the room, the available space for the study was reduced to 11.4 m �
5 m.

Software For the design and the rendering of the virtual environment, the Unity3D [135] game engine
was used. The scene used for the study had an update rate of approximately 120 frames per second during
the study. The RDW controller, the optimization and the logging features for the study were developed as
a multi-threaded C++ library. This library is a middle-ware that gets the tracking data from the tracking
system, applies the redirection and provides the virtual position and orientation to the game engine. The
library was directly accessed by Unity3D using its native plugin feature to have minimal overhead. The
basic design of the software was discussed in Section 3.5. The logging features were used to record the
position and orientation of the user’s viewpoint in the real room and in the VE, and the computation time
for the optimization of MPCRed. A coordinate transformation was applied to the head tracking data to
correctly retrieve the center of the user’s viewpoint, see Section 3.5.2. No further preprocessing was
applied to the tracking data or the logged data.

7.1.2 Experimental Setup

Virtual Environment

To evaluate and compare RDW controllers, a VE is required that allows participants to naturally walk
through it. The VE must be larger than the real room so that redirection becomes necessary. In order to
get comparable data sets from the within-subjects experiment, the task and the geometry of the VE must
force all participants to walk the same path.

Hence, a VE was designed that constrained the walk paths so that the trajectories could be prede�ned
easily. The layout of the constructed VE is shown in Figure 7.1. It is motivated by the paths found in a
local furniture store. The size of the paths was scaled down so that the path used for the study had an
approximate length of 100 m. The VE had a corridor width of 1.6 m. The rendered view of the VE is
shown in Figure 7.2. The total area of the VE was 20 m � 19 m which is about 6.7 times larger than
the real room. The VE also contained 5 crossings to evaluate the probabilistic planning capabilities of
MPCRed. However, to have all participants take the same turns at the crossings, direction signs were
added at each crossing. Direction signs were displayed as yellow arrows on the �oor, see Figure 7.2. The
circular path for the study and the start/terminal position is also shown in Figure 7.1 (participants had to
turn left at the �rst crossing).

S2C only requires the user’s current walking direction to choose a suitable RET and cannot make use of
additional information like the VE’s geometry. In contrast, MPCRed can also deal with more information
that describes the user behavior and plan several steps ahead. For the user study a map of all possible
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Figure 7.1: Layout of the study VE and a recorded virtual trajectory. The green point marks the start/terminal
position. Participants walked clockwise. The red dashed rectangle shows the size of the real room
(start con�guration).

trajectories of the VE was chosen as a model of the user behavior for MPCRed. However, generating
such trajectories from a given geometry or points of interest is not in the focus of this thesis. E.g. Fajen
and Warren [26] and Fink et al. [28] presented dynamic walking models which can generate natural
human walking trajectories numerically. Furthermore, human walking trajectories were shown to be
highly stereotyped [40]. This justi�es the use of prede�ned trajectories. See Section 2.2.2 for further
details on long-term trajectory prediction. Because optimally planning RETs and long-term prediction
of human walking trajectories are tightly related, a longer discussion on this topic is given in Chapter 8.

Trajectory Prediction

The trajectories of the study VE were prede�ned using a bidirectional graph that also allowed cycles. An
example of a graph of a T-shaped maze is shown in Figure 7.3a. The graph’s edges modeled different
trajectory primitives. For the study, such primitives were either straight line segments for the corridors
or regular arcs for the turns. The arcs modeling the turns had a radius of 0.8 m (half of the corridor
width) and a turn angle of -90, -180, 90, or 180 degrees. Clearly, this is only an approximation of
natural walking trajectories. However, during pilot experiments this simpli�ed model has shown to be
suf�ciently accurate for MPCRed. The vertices in Figure 7.3a therefore either modeled crossings and/or
connections between different trajectory primitives. The trajectory was stored as a list of vertices where
each vertex was represented with an identi�er and its planar position. The directed edges were stored as
a list of tuples of vertex identi�ers together with a signed angle that described the turn angle (i.e. a turn
angle 0 means an edge is a straight line).

For predicting the future trajectories, a linear search through the list of all edges was used to �nd all edges
in 0.8 m range of the participant’s virtual position, see Figure 7.3b (for more complex graphs/geometries
this could be sped up by using a R�-tree data structure [5] instead of a linear search). From all edges
in range, the edge best matching the user’s intended walking direction (i.e. with the smallest deviation
angle) was selected and the user’s position was projected onto the closest point on this edge, see x mark
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(a) T crossing (b) -| crossing

(c) Long corridor preceeded by U-turn

Figure 7.2: Different views of the VE used for the evaluation. Direction signs are shown in (a) and (b).

in Figure 7.3b. If no edge was found within a 0.8 m range or the edge’s orientation was off by more
than �50 degrees from the user’s intended walking direction, no prediction was possible. In this case,
the redirection was turned off until a match was found again. In the study environment this would have
meant that the user is not following the prede�ned path which was avoided by a clearly de�ned task.

As proposed in Chapter 4, an exponential smoother was used to determine the user’s intended walking
direction. I.e. for the user study, short-term path prediction was only used to �nd the best edge in the
trajectory graph. The virtual head positions were smoothed exponentially over an approximate window
of one second (smoothing factor 0.009 at 180 Hz). If the participant was not walking (, speed� 0.2 m/s)
the exponentially smoothed facing direction was used as a direction prediction (smoothing factor 0.004
at 180 Hz). The details on exponential smoothing for path prediction were presented in Section 4.2.3.
A more complex estimator, e.g. as proposed in Chapter 5, was not necessary for this study because
the geometry of the VE made it easy to determine the correct edge/direction in the graph even with an
inaccurate predictor.

MPCRed needs to know the future trajectory within the chosen time horizon for planning ahead. Thus,
once the correct edge and the position on the edge was determined, the subsequentN (= time horizon, see
Section 6.2.1) trajectory segments had to be determined. Therefore, the trajectory primitives/edges were
re-sampled dynamically into trajectory segments of equal length l. This provided a predicted trajectory
of length Nl which represents the planning horizon distance. l was determined using the user’s average
walking speed and the prede�ned stage duration � , see Section 6.7.4. To estimate the user’s average
walking speed, the absolute value of the user’s speed between each head tracking frame was smoothed
exponentially (smoothing factor 0.001 at 180 Hz, updated only when user is walking).

At crossings, all directions were given equal probability and a forward walking assumption was applied.
I.e. when a participant arrives at a left-right-crossing, the predictor considers both left or right as future
directions and both have the probability 0.5. However, the path leading back was ignored. This for-
ward walking heuristic essentially means that instead of assuming a small probability that the user turns
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(a) Trajectory graph of a T-shaped maze. All
edges are bidirectional.

userx

(b) Edge search range (green area) for associating
a measured user position & orientation with a
directed edge and its closest point on the edge
(x mark).

Figure 7.3: Trajectory graph for storing the walking trajectories and trajectory prediction. Vertices are shown as
black bullets and edges are shown as blue lines where an arrow indicates the direction.

around, this probability is set to 0. This does not mean that a user cannot turn back, it just means that this
option is not considered for the optimization. A potential problem of the trajectory graph arises when all
outgoing edges of a vertex are considered as feasible subsequent edges. E.g. in Figure 7.3a, a feasible
circular path is given by the triangular edges within the crossing. To avoid such degenerate trajectories,
only outgoing edges that continued continuously were regarded. Hence, a pair of trajectory segments
was �rst checked for C1 continuity (the C1 continuity class consists of all differentiable functions whose
derivative is continuous).

It should be noted that although the path was fully de�ned for the participants, MPCRed considered all
future directions at crossings during the study.

Reset Technique and Wall Alerter

For both study conditions explained below, a reset technique was required. A reset stops a participant
and reorients or repositions him in the real room if a collision with the room’s boundaries is unavoidable.
A pure reorientation reset technique as proposed in [149] was used. When a reset had to be done, a large
green arrow appeared on top of the VE that instructed the participant to stop walking and turn on the spot
in the direction the arrow was pointing, see Figure 7.4. Participants had to do a full 360� turn in the VE.
However, depending on the study condition, they turned between 390� to 540� in the real room. When

(a) Start of reset (b) Reset �nished

Figure 7.4: Reset technique in the VE.
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the reset was done, the arrow changed to a tick mark (Figure 7.4b) and then disappeared after one second
to notify the participants that they may continue walking. With this reset technique, the applied rotation
gains comply with the detection thresholds determined in [118].

As safety measure, wall alerters were faded in when the participant approached the real room’s bound-
aries too closely, see Figure 7.5. The wall alerter visualized the position and orientation of the room’s
boundaries with red horizontal bars in the VE.

Figure 7.5: Wall alerters, perspective view. When the user approached the real room’s boundaries by less than 1.5
m, the position and orientation of the boundaries were visualized with red horizontal bars fading in.

7.1.3 Conditions

To evaluate and compare the performance of MPCRed, a study with two conditions was conducted. In
the MPCRed condition, the MPCRed controller was used to steer a participant while he walked along
the prede�ned path in the study VE. In the other condition, the S2C controller was used. Both conditions
were based on the same VE and path.

An initial training condition was added which employed the S2C controller as outlined below. The
training VE was a simpli�ed maze which had the same texturing and corridor width as the study VE.

Unlike S2C, MPCRed could handle other RETs like translation gains or combinations of rotation and
translation gains. However, for the sake of comparability, both controllers used the same rotational RET
and reset technique. For the rotational RET, the curvature gain �c was 1/7.5 as used by Hodgson and
Bachmann [42]. The rotation gain �q was 0.33 for rotations with and -0.24 for rotations against the head
movement as suggested in [118], see also Section 2.1.2.

S2C Condition

The S2C controller was realized as proposed by Hodgson and Bachmann [42], see also Section 2.1.4.
The damping range � to the room’s center position was 1.25 m and the damping angle was 35 degrees
(� = 0:61 rad). The determined reorientation angle � from the rotational RET in (6.8) was dampened to

�0 = �
d
�

(7.1)

if d < �, where d denotes the user’s current distance from the real room’s center position. Furthermore,
if the user’s angular deviation from the real room’s center position � was smaller than �, �0 was further
dampened to

�00 = �0 sin
j�j�2
�

: (7.2)
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These dampening equations are adapted from [42]. In other words, the rotational redirection was reduced
or turned off when a user was standing close to the room’s center or walking approximately towards it.
No damping of the applied rotation was applied and no temporary steering targets were generated for
a user walking away from the room’s center. Instead, the trajectory graph was used to retrieve a robust
direction prediction (Peck et al. [93] used a similar approach for short-term prediction). Reorientation
resets were activated whenever a user reached the boundary of the real room and turned the user towards
the center of the real room, see also [93].

MPCRed Condition

14 different actions for the MPCRed controller were de�ned. The zero action represented the action
where no redirection was applied at all. Two actions were de�ned using the rotational RET. One that
turned a participant clockwise and one that turned him counterclockwise. The other 11 actions de�ned
different rotation angles of the reorientation reset. The reset actions turned a participant�30, �60, �90,
�120, �150, or 180 degrees.

Previous testing has shown that the maximum suitable time horizon Nmax is 8 which still results in fea-
sible average computation times. Due to the simple geometry of the VE, iterative deepening as proposed
in Section 6.7.4 was not used and the time horizon was kept constant at N = Nmax = 8. The cost of the
rotational RET actions was de�ned as 1 and of the zero action as 0. Therefore, the cost of the resets must
be chosen relative to this cost. The goal was to force the controller to avoid or postpone a reset action
whenever possible. Hence, the reset cost was set to 500. Basically, this is just a large number for which
the discounted cost at the end of the horizon (�8�1 � 500) is still larger than any rotational RET action.
In other words, the controller should always use a rotational RET to avoid resets or postpone them.

The discount factor � = 0:8 was chosen. It �ts to the cost ratios for the different redirection actions and
makes sure that more expensive actions like resets are postponed as long as possible. Pilot experiments
revealed that a stage duration of � = 2:5 s is suitable. This stage duration allowed a long planning
horizon distance, i.e. N�vwalk. Given the mean walking speed vwalk during the study (see below) this
resulted in an average planning horizon distance of 12.8 m.

The stage costs were only given by the action costs except if the applied action caused a collision. In that
case, the stage costs were in�nite.

7.1.4 Participants

A total of 26 participants (19 male, 7 female) took part in the user study. Their age was between 22
and 37 years (median=28.5 years, �=4.1). The participants were recruited via a mailing list among the
department and no compensation was offered for participation. All participants had normal or corrected-
to-normal vision. Participants with corrected-to-normal vision wore contact lenses and not glasses as a
requirement. This avoided problems with adjusting the Oculus Rift HMD.

The study was conducted following the guidelines of the Declarations of Helsinki and was approved by
the local ethics committee.
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7.1.5 Procedure and Task

All participants read and signed a consent form before starting the study. Then they were asked to answer
a questionnaire to gather demographic data.

In order to eliminate training effects, the order of the two conditions was rotated and counterbalanced.
The initial training session also had the purpose to further reduce order effects.

First, the participants were introduced to the wearable VR system and received instructions how the wear
and adjust the HMD and backpack. Then, all participants were allowed to test the system in the training
VE for 5 minutes. During the training, participants received further instructions. They were introduced
to the direction signs at the crossings and what the wall alerter looks like if they came too close to the
physical wall � i.e. if they ignored the reset. Finally, they were introduced to the reset technique as
outlined above. After the training, they had to walk to the marked start position in the tracking space.
They were told that their task is to walk naturally through the study VE, follow the corridors and the
direction signs at the crossings. The walk was �nished when they arrived again at the (virtual) start
position marked with a green pillar. This procedure was repeated for the second condition.

The simulator sickness was measured using Kennedy’s Simulator Sickness Questionnaire (SSQ). All
participants answered the SSQ three times: before the training (pre-SSQ), after the �rst condition, and
after the second condition at the end of the study. Details on the used SSQ and rating scheme can be
found in Appendix B.

At the end of the study, participants answered the following three questions using a Likert-type scale
from 1 (strongly disagree) to 5 (strongly agree):

� In the �rst run, the virtual world was turning around me (or when I turned during walking some-
thing was strange)

� In the second run, the virtual world was turning around me (or when I turned during walking
something was strange)

� I felt that during resets (green arrows/360 degrees turn), I turned more physically than I turned in
the virtual world

The �rst two questions were used to check if they felt the rotational redirection while they were walking
in the VE for both conditions. The �nal question was used to evaluate the reset technique for both
conditions combined.

7.1.6 Measures

Number of Resets

By design, RDW controllers try to prevent the user from leaving the boundary of the tracking space.
Hence the most relevant performance measure is the number of wall contacts, i.e. the number of reori-
entation resets. Further, the resets cause breaks in presence and are clearly noticed by the user [126].
Finally, the number of resets is also a technical measure because it allows comparing the costs (resets are
the most signi�cant costs) between MPCRed and S2C even though S2C has no notion of cost.
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Mean Rate of Redirection

Similarly, the injected rotation for redirection is minimized. S2C only applies a rotational redirection if
the user is facing away from the center of the tracking space and MPCRed tries to minimize the cost of the
applied redirection. Hence, the mean rate of rotational redirection is also considered for the comparison.
It is de�ned as the mean of the unsigned injected redirection rotation per second for a single walk through
the study environment excluding the resets. Therefore, it measures the effect of the rotational RET only
and is independent of the number of resets. As the rotational RET is below the detection threshold by
design, this measure does not describe the user’s disturbance. Instead, it is a performance measure which
reveals the potential of the controller to reduce rotational redirection.

Other Measures

Further general measures are the total time required for a walk, the mean walking speed, and the walked
distance. To compare how the resets are avoided in both conditions, the mean time between the resets and
the standard deviation of the time between resets are computed for each participant. For the MPCRed
condition, the times required for the computation of the optimal action � combined from all participants
� are analyzed as well.

7.1.7 Methods

For comparing both conditions, 2-tailed paired-sample t-tests were performed. Therefore, the standard
deviations �, and the corresponding t and p values are reported. A signi�cance level of 0.01 is used.

7.2 Results

Out of 26 participants, 24 successfully completed the evaluation study (6 women and 18 men). One
participant did not follow the de�ned path correctly and another had problems with wearing the backpack
which caused an unnatural walking behavior. The following results are based only on the data from these
24 participants. For both genders, the order of the conditions were counterbalanced.

On average for all participants and both conditions, the distance for a single walk through the study VE
had a length of 108.6 m with a standard deviation �=6.0. The mean walking speed was 0:64 m/s, �=0.08
and the mean duration was 208 s, �=41.

One participant answered the SSQ incorrectly and was excluded from the evaluation of the SSQ. The
mean pre-SSQ score for the remaining 23 participants was 4.0 with �=3.8. The post-SSQ score after the
MPCRed condition averaged to 7.3, �=5.6 and for the S2C condition to 7.35, �=5.8. There was no signif-
icant difference between the two conditions (t(22)=0.082, p=0.935). The signi�cant differences between
the pre-SSQ and post-SSQ for both conditions were similar: pre-SSQ to S2C condition (t(22)=3.27,
p<0.01), pre-SSQ to MPCRed condition (t(22)=3.39, p<0.01). There were no problems with simulator
sickness during the study and despite the signi�cant pre-SSQ score to post-SSQ difference, the post-SSQ
scores were still low compared to previously conducted studies involving real walking in VEs, see e.g.
[12, 11, 118].
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7 Evaluation of the Proposed Redirected Walking Controller

7.2.1 MPCRed

A representative virtual trajectory recorded during the study in the MPCRed condition is shown in Fig-
ure 7.6a. The corresponding trajectory in the real room is given in Figure 7.6b and 7.6c. In both, the
virtual and the real trajectory, the resets are labeled and visible as point-like marks on the trajectory. The
corresponding participant had to do 5 resets to complete the walk. The real trajectory is split into two
parts at the third reset.
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(c) Real trajectory part II

Figure 7.6: Virtual and real room trajectory in the MPCRed condition. The real room trajectory is split in 2 parts
at the third reset ((b) �rst part, (c) second part) and colored to distinguish overlapping segments. R1
to R5 label the resets. The red dashed rectangle in (a) shows the size of the real room in relation to the
VE (start con�guration).

The evolution of the MPCRed controller over time for the trajectory in Figure 7.6 is shown in Figure 7.7.
It shows the currently estimated best cost-to-go, the computation time per stage (stage duration � = 2:5
s), and when the participant had to do a reset.

Computation Time

The mean computation time for all calculated redirection actions during the study was 82.5 ms, with
�=145.1. Typically, the computation time was below 200 ms. However, for 6 single actions the compu-
tation time was above 1000 ms and the maximum overall encountered computation time was 1826 ms.
In the study VE, the computational cost (i.e. the number of evaluated states) was in O((14 � D)8+1)
given the jCj = 14 actions, a time horizon N = 8 and a trajectory branching factor D that varied from 1
to 3. On average however, D was between 1 and 2.
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Figure 7.7: System evolution of the MPCRed controller for the trajectory shown in Figure 7.6. The duration of
each planning stage was � = 2:5 s.

7.2.2 Comparison

Number of Resets

The mean number of resets in the MPCRed condition was 6.63, �=1.44 per walk through the study
VE. During the S2C condition, participants had to do 11.25 resets on average, �=2.11. The MPCRed
controller signi�cantly reduced the number of required resets (41% reduction) compared to the S2C
controller (t(23)=8.15, p<0.001), see also Figure 7.8.

Mean Rate of Redirection

The mean rate of rotational redirection in the MPCRed condition was 0.088 rad/s, �=0.024 and during
the S2C condition 0.120 rad/s, �=0.021. The MPCRed controller signi�cantly reduced the mean rate of
redirection (27% reduction) compared to the S2C controller (t(23)=5.50, p<0.001), see also Figure 7.8.
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Figure 7.8: Results of the comparison of MPCRed versus S2C. The error bars indicate ��.
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7 Evaluation of the Proposed Redirected Walking Controller

Questionnaire

The participants answered the question whether they felt the rotational redirection during walking (�the
virtual world was turning around me�) on average with �disagree� for both conditions. In the S2C
condition, the average score was 2.2, � = 1:2 and in the MPCRed condition 2.0, � = 1:1. No signi�cant
difference between the two conditions was found (t(23)=0.94, p=0.36).

The question whether they felt the redirection during the resets was answered on average with a score of
3.0 (�neither agree nor disagree�), � = 1:4.

Other Measures

The mean task completion time in the S2C condition was 226 s, � = 42 and in the MPCRed condition
190 s, � = 32. In the MPCRed condition, the task completion time was signi�cantly lower (t(23)=5.1,
p<0.001). The fact that the number of resets was reduced signi�cantly in the MPCRed condition clearly
affected the task completion time, the walked distance, and to some extent the mean walking speed. The
same holds true for the mean time between two resets. Hence, a further comparison of these measures is
omitted.

Instead, the standard deviation of the mean time between the resets (sdTBR) is calculated to analyze
the regularity of the resets. The mean sdTBR was 7.7 s, � = 2:5 for the S2C condition and 9.4 s,
� = 5:0 for the MPCRed condition. No signi�cant difference between the two conditions was found
(t(23)=1.71, p=0.1).

7.3 Discussion

Summarizing from the results, MPCRed provides a signi�cant improvement over S2C and proves that
an optimal control based RDW controller works effectively in practice.

MPCRed’s optimization goal is to reduce the disturbance of the user caused by the RETs. As resets are
the primary disturbances, causing breaks in presence, MPCRed’s signi�cant reduction of the number of
applied resets shows its advantage over S2C.

MPCRed also required less rotational redirection to keep the user on an optimal trajectory compared to
S2C. However, as the used gains where chosen to lie below the detection thresholds, this is not necessarily
a reduction of the user’s disturbance. In fact, this is shown by the results from the questionnaire as the
participants generally answered not to have felt the rotational redirection. Furthermore, no signi�cant
difference between S2C and MPCRed was found regarding the perception of the rotational redirection.
Instead, it proves that MPCRed uses rotational redirection only if it is useful. This becomes fundamental
once stronger/perceivable gains for redirection are used. It was shown previously that such perceivable
rotation gains can still be better for avoiding breaks in presence than resets [126]. Such strong gains
should be used sparingly and only for a short time. MPCRed’s optimization will automatically make
sure that they are applied at the most effective time or position in VE (e.g. during a turn) and minimizes
their amount. By design, this is equal to minimizing the time a user is exposed to a (strong) redirection.

Preliminary tests with stronger gains were conducted. The results suggest that the number of resets could
be reduced by another 10% to 30% using actions with doubled rotational gains while these actions (cost
50) were used about 5 times (i.e. for 5 stages, each of 2.5 s duration) during one walk through the maze.
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7.3 Discussion

At the end of the study, the participants were asked whether they preferred the �rst or the second run.
However, no signi�cant difference in preference between the two conditions was found. The participants
felt more comfortable using the system at the end of the study which dominated their choice of prefer-
ence. Hence, for a conclusive evaluation of the user’s preference regarding the RDW controller, a longer
training session would be required. Only when informally asked about the number of resets they had to
perform, the participants mentioned the advantage of MPCRed over S2C.

Despite the fact that the participants generally did not notice the redirection according to the question-
naire, some comments during the user study suggest that there are some problems with the rotational
RET. The study maze contained two turns of 180 degrees. During these two turns when rotational redi-
rection was used, many participants said that this feels �strange� or that it feels like they were �drifting�.
When the rotational redirection was off or only used during a part of the 180 degrees turn, the partici-
pants had no problems. Further, no such comments were made during the 90 degrees turns. This suggests
that the relationship between curvature gain and rotation gain on curved paths might be more complex
than the max function in (6.8) and requires further research. Additionally, the time a user is exposed to
a stronger rotational redirection also has an in�uence if it is perceived by the user. Also here, further
research is required to analyze the temporal aspects of rotational RETs.

The reset technique where a user turns on the spot was simple and quick to learn for all participants.
Nevertheless, there were some problems. Several participants were aware of the rotation gain during
the reset according to the questionnaire. When informally asked about why they think they turned more
in the real room they said that they paid attention to their steps. Hence, the reason is not directly the
strength of the rotation gain but lies in the technique itself. Some participants realized how the reset
avoids a collision with the real room’s boundaries. Hence, they paid more attention to the steps they
made to rotate and realized that they rotated more than 360 degrees in the real world. Distractor based
resets as proposed by Peck et al. [94] would solve this problem as they require the user to move his head
back and forth instead of a full turn and they distract the user from concentrating on the redirection.
Therefore, users are more likely to loose track of how much he turned in the real world.

The standard deviation of the time between the resets turned out not to be a suitable performance measure
for an RDW controller. The time when a reset is required depends primarily on the geometry and the
user’s state and not on the RDW controller. Furthermore, the optimization goal is to minimize the overall
number of resets and not to distribute them uniformly.

The computation time during the whole study was low given that the number of potential states for the
planning are in the worst case (14 �D)9. On average, the number of future directions per stage D was
between 1 and 2. I.e. between 2:1 � 1010 and 1:1 � 1013 number of states would have to be evaluated.
However, this is not possible within a feasible computation time. Hence, the results prove that the used
pruning techniques in the MPCRed algorithm are necessary and effectively reduce the computation time
to a feasible range. This however comes at the expense that it is not known a priori how long the
computation will take, which explains the high variation of the computation time in Figure 7.7. E.g. at
reset 4 (see time index 120 s), the computation time was high because the user was close to a real room
corner where several cheaper actions would have caused a collision and the pruning techniques could not
cut off as many planning branches. Further, the varying number of trajectory branches D at crossings
also in�uences the computation time. A too high computation time is also a major error source for the
MPCRed controller. When MPCRed optimizes for the next action, it uses the current state. However, at
the time the action is computed and applied, the user has already moved on. I.e. the application of the
optimal redirection action is delayed by the computation time. On average, the computation time was
too low to cause a signi�cant error. But as shown in Figure 7.7 � especially when a collision with the
real room’s boundaries might happen (i.e. before a reset) � the computation time often increased to more
than 200 ms. Therefore, the computation time should be limited automatically by the algorithm even for
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7 Evaluation of the Proposed Redirected Walking Controller

simple VEs (i.e. few crossings) and few redirection actions. Hence, it is advisable to always use iterative
deepening to determine N automatically and therefore limit the computation time, see Section 6.7.4.

The size of the real room has an in�uence on the computation time as well. If the user does not reach the
real room boundaries in most cases within the time horizon, MPCRed will apply no RET or cheap RETs
only and the computation time will be low. On the other hand, for a very small room, more collisions must
be considered. During the study, it is likely that a slightly wider room would have improved the results
of MPCRed. This is because MPCRed often aligned straight trajectory segments along the real room’s
diagonal as the room was slightly too narrow (width of 5 m) which still caused a reset at the other end of
the real room.

Further error sources of MPCRed are the differences between the user’s real walking trajectory and the
prede�ned trajectories. This happens if the user walks differently than predicted or turns his head unex-
pectedly to look around. The prede�ned trajectory is only a conservative estimate of the user behavior.
Any difference between the prede�ned trajectory and the real trajectory or head turns will cause a predic-
tion error. When it comes to predicting where the user makes a turn, the prede�ned trajectory is still too
optimistic sometimes. Previous research suggest that the head starts to turn into the direction of the turn
before the whole trunk turns [37]. This anticipatory head behavior helps a person to gather information
about the future path [39]. Further, the head to trunk orientation continues to differ during the turn [111].
The prede�ned trajectories of the user study modeled the movement of the user’s whole body or trunk
but not the head movement which is required for the rotational redirection. Hence, MPCRed expected
the user’s to turn their head during the turns in the crossing (the turn segment) only, but they started to
turn their head before the crossing. I.e. there was less real head rotation left and thus less rotational redi-
rection applied during the turn segment. Models for anticipatory head movements [115] could further
reduce the prediction error and improve MPCRed.

The prediction error depends signi�cantly on the applied redirection action. E.g. if no redirection is
used, the prediction will be accurate (i.e. as accurate as the prede�ned trajectory describes the real
trajectory). If, however, a rotation gain is applied, any unexpected head turn will cause a deviation which
will accumulate. Similarly, the resets also caused prediction errors. Often the participants did not turn
accurately on the spot. Hence they performed a rotation and a translation under the in�uence of a rotation
gain. This resulted in unexpected translation and caused a prediction error.

Nevertheless, there will always be differences between the prediction of the user behavior and the real
user behavior. This is why MPCRed continuously re-plans at every stage to compensate for errors in
the prediction. Furthermore, this is why a too long stage duration � (the temporal discretization) would
negatively impact the overall result of MPCRed. In the FORCE controller in [159], � is tied to the
map of trajectories. In contrast to MPCRed, this makes it much harder to adjust the discretization and
special care has to be paid to make sure that � does not become too large. The different prediction
errors also explain why the real trajectories were different for all participants in the study. In Figure 7.7
problems caused by prediction errors can be seen. Usually, before a reset occurs, the cost-to-go gradually
increases as the user moves closer to the reset (due to the discount factor). However, at time index 90 s
the controller suddenly decided that a reset is required. This happens when the controller previously
determined that a reset is not needed but the prediction was incorrect. Also at time index 50 s the cost-
to-go oscillated before the controller de�nitely decided that a reset is required. Small prediction errors
caused these instabilities. The reason for this lies in the choice of the stage costs for the geometry. So
far, a discontinuous function was used, i.e. zero costs for positions inside the real room and in�nite costs
outside the real room. Hence, the planner planned trajectories very close to the boundary. Instead, a
continuous cost function could be employed to penalize the border area smoothly.

The following chapter summarizes the conclusions and presents suggestions for further improvements.
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8
Conclusion

The primary contribution of this thesis is a generalized control model for RDW. This control model
allows tailoring an RDW controller to speci�c requirements given by the VE, the available real room,
available RETs, and the user. In fact, most previously proposed RDW controllers were identi�ed as
special and often simple con�gurations of the proposed control model. In this model, controlling RETs
is formulated as an optimization problem which allows applying them in such a way that the user dis-
turbance caused by RETs is minimized. As it minimizes the overall disturbance and therefore also the
duration while such disturbing RETs are applied, this approach paves the way for using perceivable
RETs. In other words, the RDW controller provides the maximum free walking experience to a user
navigating in a VE by walking in a limited physical room. Often previous research on RDW suggested
that the goal is to provide a better �room compression� meaning that the focus laid on minimizing the
required size of the real room. In contrast, this thesis proposes an alternative approach: maximizing the
free walking experience in a given real room for an arbitrary VE. To achieve this, the proposed controller
can apply not only a small subset of RETs, but most of the RETs and control their parameters like their
strength.

The proposed RDW controller clearly separates the control problem from path prediction of human walk-
ing trajectories. It can use path prediction information provided by short-term and long-term predictors
to improve the free walking experience. In fact, an analysis of short-term path prediction and robust
path prediction approaches are further contributions of this thesis. It was shown that if head tracking
data is used to determine a person’s intended direction of movement, oscillations in the data caused by
the mechanics of human gait result in a poor prediction. Smoothing methods signi�cantly improve the
robustness of the prediction but they introduce a trade-off between robustness and latency. In order to
achieve a robust prediction with low latency, an improved estimator was proposed that uses a forward
walking model and a Kalman �lter to determine the intended walking direction.

Based on the control model for RDW, an ef�cient online planning controller (MPCRed) was developed
and evaluated within a user study. Within this study, long-term path prediction was prede�ned in the form
of a map of all possible walking trajectories. I.e. MPCRed had an approximate stochastic model of the
user’s behavior and used this information to optimize the free walking experience. Compared to S2C,
a state-of-the-art steer-to-target controller, MPCRed proofed its superiority as it signi�cantly reduced
the number of required resets � the most disturbing RET used during the study that caused breaks in
presence.
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8 Conclusion

However, it should also be remarked that MPCRed had a signi�cant advantage over S2C in the presented
study as it knew the future trajectories. Under this perspective, S2C actually performed quite well as
it required only about twice as many resets as MPCRed. While S2C can only use a simple orientation
prediction, MPCRed can deal with short-term and long-term prediction. However, it also requires further
information to be superior. Hence, in this con�guration it is most suitable for goal oriented tasks and/or
geometrically constrained environments which allow some sort of long-term prediction. But as S2C
is actually a special con�guration of the proposed control model, this proves that the control model
developed in this thesis can be adapted to very different setups and can exploit additional information
about the user behavior to improve the free walking experience.

8.1 Future Research Directions

Future work should focus on human path prediction methods which employ the user’s current walking
behavior to determine the future trajectories with their likeliness. Additionally, heuristics could be used
to effectively reduce the amount of considered future trajectories. Further, cost functions are needed
for different RETs including e.g. stronger or perceivable rotational RETs. The proposed model could
be used to fuse of�ine planning with online planning to effectively increase the planning horizon of
the optimization while keeping the computational costs low. The of�ine planner could instead plan
on a coarsely discretized state space with a reduced set of RETs. The resulting costs-to-go for each
discretized state could then serve as a robust state evaluation function. Finally, the proposed approach
can be adapted to plan redirection for dynamic passive haptics, where a user can sense a virtual object by
being guided/redirected to a real world proxy object. Below, these aspects for future work are outlined
in greater details.

8.1.1 Future Work on Redirection and Control

� The proposed control model is capable of minimizing the disturbance caused by RETs. However,
so far most research on RETs has studied primarily their detection thresholds and it was not re-
searched what happens when RETs are used with strength values above the detection threshold. In
order to include such perceivable RETs into the proposed controller, their perceptual costs should
be known. Furthermore, certain actions might combine several RETs. Hence, an advanced cost
model is required that can deal with such setups. E.g. when combining the translational RET with
the rotational RET to a single action, they will interact and the individual costs will not simply add
up. Recent research on the sense of agency in walking humans might provide a more general tool
to analyze detection thresholds but also to determine perceptual costs of RETs, see [63, 62].

� The translational RET was not used in the study because its effects when applied to curved tra-
jectories or when combined with the rotational RET have not been studied so far. For instance,
the application of a translational scaling effectively increases the user’s speed in the VE. Thus
it also increases the perceived angular speed when walking on a curved path. Similarly, when
combined with rotation gains both will increase the user’s angular speed. Hence, in order to use
such combinations, further research is required and more accurate models of the RETs become
necessary.

� The derived state update function in Chapter 6 was based on arc-length parametrized curves and
the user’s speed was assumed to remain constant along the curve. However, future long-term path
prediction approaches might provide temporally parametrized curves. For instance, it is known
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that users walk slower around sharp curves than on straight lines [139, 91, 38]. To model this
change in the speed and include it into the optimization of the controller, temporal models are
required. However, a fully temporal model might bring up some questions that have not been
looked at so far. For instance, how a user compensates a rotational or translational RET in the
real room. I.e. when a translational RET is applied that increases the user’s speed in the VE, does
he keep his speed in the real room constant or does he slow down to keep the speed in the VE
constant.

� The evaluation of MPCRed has shown that the biggest challenge is to deal with the computational
costs. The proposed online planning algorithm is �exible and can use most RETs. But it recom-
putes the optimal action for every stage. In contrast, pure of�ine planning computes everything in
advance but might not be feasible due to the large amount of states. However, a combination of
both techniques could be used instead. MPCRed plans ahead for a few stages de�ned by maximum
feasible time horizon. But ideally this time horizon would be as large as the time the user walks
in the VE. Hence, instead of cutting off the search at the end of the considered time horizon, the
last stage could use an approximated cost-to-go estimate (i.e. the value function) delivered by an
of�ine planner. This of�ine planner could instead plan on a coarsely discretized state space and
consider fewer RETs.

8.1.2 Future Work on Path Prediction

While different short-term path prediction approaches were proposed and evaluated in this thesis, long-
term path prediction has not been considered and was assumed to be given by a prede�ned map of
walking trajectories. But long-term path prediction is a key ingredient to the proposed controller to
effectively maximize the free walking experience. Furthermore, just an improved prediction is not suf-
�cient. MPCRed also considers the probability of future trajectories. Therefore, an advanced predictor
should also provide an estimate of the likeliness of the future paths. So far, short-term path predictors
only use the immediate walking direction for a prediction of the future path without considering natu-
ral human walking trajectories. The proposed estimator for gait parameters improves this by providing
additional information. These gait parameters essentially characterize the user’s current state like center
position, velocity, angular speed, step frequency, and so on. Hence, it should be possible that existing
long-term path models (see Section 2.2.2) can be combined with the current state information to contin-
uously determine the probability of the future paths. For instance, once a user starts to turn right at a
left-right crossing, it can be assumed that he will most likely continue to the right and not turn to the left
suddenly.

An improved path prediction is not only necessary to improve the free walking experience, but it is also
essential for the multi-user scenario and for dynamic passive haptics. In the multi-user scenario several
users share the same real room to walk in a VE (either different VEs or the same). Hence, path prediction
provides essential information to the controller so that collisions between the users can be avoided. In
dynamic passive haptics, a user is redirected to a real world proxy object to get a haptic sensation in VEs.
Hence, the user’s virtual target must be accurately predicted so that a controller can plan a trajectory to a
suitable real world proxy object.
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A
Jacobian Matrices of the Extended Kalman
Filter for Gait Parameter Estimation

A.1 De�nition the Jacobian Matrix

The Jacobian matrix of a function f(x) : Rn ! Rm is de�ned as

@f(x)
@x

:=

2

66664

@f1

@x1
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@f1

@xn
... . . . ...

@fm
@x1
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@fm
@xn

3

77775
: (A.1)

A.2 Jacobian Matrices of the Process and Measurement Model

Below, the Jacobian matrices of the process and measurement model in Section 5.2 are presented. For
brevity, the discrete time parameter k of all state variables is omitted. For instance, instead of �(k) only
� is shown. Furthermore, the noise vectors w and v are already set to 0 as for the EKF, the Jacobian
matrices are evaluated for a speci�c state estimate x̂ and the noise vectors are set to w = v = 0, see
Section 5.2.5.

To de�ne the indexing of the Jacobian matrices, the following de�nitions from Section 5.2 apply: The
state vector is de�ned as x = [px; py; pz; v;�; !; f;  f ;  l;	u; af ; al; au]T and the corresponding noise
vector is w = [wz;wv;w!;wf ;w f ;w l ;w	u ;waf ;wal ;wau ]T. The measurement function delivers the
measurement vector z de�ned as [zx; zy; zz]T and the corresponding measurement noise is de�ned as
v = [vx; vy; vz]T.

The Jacobian matrix of the process function q(�) with respect to the state, de�ned as A = @q(x;0)
@x , is a
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13� 13 matrix given by

A =

2

66666666666666666666664

1 0 0 � cos � ��v sin � 0 0 � � � 0

0 1 0 � sin � �v cos � 0 0 � � � 0
... 0 1 0 0 0 0 � � � 0
...

... 0 1 0 0 0 � � � 0
...

...
... 0 1 � 0 � � � 0

...
...

...
... 0 1 0 � � � 0

...
...

...
...

... 0 . . . . . . ...
...

...
...

...
...

... . . . . . . 0

0 0 0 0 0 0 � � � 0 1

3

77777777777777777777775

: (A.2)

The Jacobian matrix of the process function q(�) with respect to the process noise, de�ned as W =
@q(w;0)
@w , is a 13� 10 matrix given by

W =

2

6666666666666666666666664

0 �2

2 cos � 0 0 � � � 0

0 �2

2 sin � 0 0 � � � 0

� 0 0 0 � � � 0

0 � 0 0 � � � 0

0 0 �2

2 0 � � � 0

0 0 � 0 � � � 0

0 0 0 . . . . . . ...
...

...
... . . . . . . 0

0 0 0 � � � 0 �

3

7777777777777777777777775

: (A.3)

The Jacobian matrix of the measurement function h(�) with respect to the state, de�ned as H = @h(x;0)
@x ,
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is a 3� 13 matrix given by

H =

2

66666666666666666666666666666666664

1 0 0

0 1 0

0 0 1

0 0 0

�afsf sin �� alsr cos � afsf cos �� alsr sin � 0

0 0 0

afcf2�k� cos �� alcr�k� sin � afcf2�k� sin � + alcr�k� cos � aucu2�k�

afcf cos � afcf sin � 0

�alcr sin � alcr cos � 0

afcf cos �� alcr sin � afcf sin � + alcr cos � aucu

sf cos � sf sin � 0

�sr sin � sr cos � 0

0 0 su

3

77777777777777777777777777777777775

T

; (A.4)

where the following de�nitions apply

cf = cos(2�fk� + 	u +  f ) (A.5)
sf = sin(2�fk� + 	u +  f ) (A.6)
cr = cos(�fk� + 	u +  l) (A.7)
sr = sin(�fk� + 	u +  l) (A.8)
cu = cos(2�fk� + 	u) (A.9)
su = sin(2�fk� + 	u): (A.10)

The Jacobian matrix of the measurement function h(�) with respect to the measurement noise, de�ned as
V = @h(x;0)

@v , is the identity matrix, i.e.
V = I3: (A.11)
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Simulator Sickness Questionnaire

Below the SSQ as used for the user study in Chapter 7 is presented. The SSQ is adpated from Kennedy
et al. [64].

The user study in Chapter 7 had two conditions and a training session. Hence, the participants had to do
three walks with the VR simulator. In order to compare the two study conditions the following procedure
was chosen: All participants had to �ll out the SSQ three times. Once right before they started using the
simulator (i.e. before the training session) and each time when they completed a condition. However,
between the training session and the �rst condition the SSQ was not used.

Participants were asked to rate their condition according to 16 different symptoms presented below.
The rating scale was a visual analog scale where the participants had to rate their condition between
�not at all� to �severe�. This was later mapped to a discrete point scale from 0 to 6 and summed up
over all 16 questions to get the SSQ score. To facilitate the comparison between the three SSQ runs
for the participants during the study, 3 parallel columns were printed on a A3 format sheet (landscape
orientation).

Instructions on Simulator Sickness Questionnaire Sheet

1. There are three parts in this questionnaire.

� Please answer the left part BEFORE the simulator training stage starts.

� AFTER the �rst test condition, please answer the middle part of this questionnaire.

� AFTER the second test condition, please answer the right part to complete this questionnaire.

2. Using the scale below, please rate how accurately the following symptoms describe your experi-
ence.

List of Symptoms

1. General discomfort

2. Fatigue
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3. Headache

4. Eyestrain

5. Dif�culty focusing

6. Increased salivation

7. Sweating

8. Nausea

9. Dif�culty concentrating

10. Fullness of head

11. Blurred vision

12. Dizzy (eyes open)

13. Dizzy (eyes closed)

14. Vertigo

15. Stomach awareness

16. Burping
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