
D I S S . E T H N O . 3 1 5 8 1

O N T H E I N T E R P L AY O F 2 D A N D 3 D
R E P R E S E N TAT I O N S

F O R R O B O T I C P E R C E P T I O N

A thesis submitted to attain the degree of

D O C T O R O F S C I E N C E S
(Dr. sc. ETH Zurich)

presented by

F R A N C E S C O M I L A N O

born on February 17, 1995

accepted on the recommendation of

Prof. Dr. Roland Siegwart, Examiner
PD Dr. Federico Tombari, Co-examiner
Prof. Dr. Andrea Vedaldi, Co-examiner

2025



Autonomous Systems Lab
Department of Mechanical and Process Engineering
ETH Zurich
Switzerland

© 2025 Francesco Milano. All rights reserved.



A B S T R AC T

Artificial intelligence (AI) is increasingly shaping our daily lives by enabling
novel applications in the digital domain. One of the avenues with the greatest
potential for societal impact is in bringing these technologies into the physical
world, designing robots that can use AI to autonomously act in unconstrained
environments and support humans in complex tasks. A crucial challenge
for achieving this kind of general-purpose embodied intelligence concerns
the way autonomous agents perceive the world. In order to carry out tasks
involving reasoning and action, robots need to form powerful representations
of the environment and of its objects, and to be able to perceive the world as
three-dimensional. However, current robotic pipelines often rely on coarse 3D
representations that mostly encode geometry and on modules for perception
that are trained before deployment and process input data simply as 2D signals.
As a consequence of this design, 3D representations often do not sufficiently
capture semantic content required for complex tasks, while 2D perception
modules inherently lack 3D awareness.

This thesis studies the interplay between 2D modules and 3D represen-
tations for robotic perception. Our hypothesis is that a tighter integration
between these two components can provide mutual benefit and improve the
performance of autonomous agents in perception tasks.

In the first part, we investigate techniques to enforce knowledge transfer
between the 3D representation and the 2D perception module. We adopt
neural fields learned through neural inverse rendering as our 3D representation,
and propose a framework to train them jointly with a perception network,
exploiting the differentiability of both modules. We apply this framework in
the context of the continual adaptation of a semantic segmentation network as
an agent visits multiple scenes in a sequence, and use the view consistency
enforced by the 3D representation as a self-supervision signal for the 2D
network. We show that our joint training approach effectively improves the
performance of both components. We further propose to exploit the novel
view synthesis ability of the 3D representation to generate data to provide
as input to the network. We demonstrate that this generative approach not
only allows counteracting forgetting of previous knowledge as the network
is adapted to new environments, but also enables the model to continue
learning on previous scenes. We adopt our framework based on joint training
and differentiable rendering from novel views also in the context of learning
object-level representations. We combine the neural 3D representation with
a correspondence learning method and propose a framework to train a
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abstract

pose estimation network for novel objects using only real images as input.
Our approach also demonstrates the effectiveness of neural fields as flexible
object representations that can accurately model geometry and appearance
and encode task-specific features. Our proposed pipeline allows easily and
compactly incorporating new object representations, which we envision can
form a long-term database that can support robots in higher-level tasks.

The second part of this thesis follows a different vision for incorporating
3D knowledge into perception modules, focusing on structural biases for
geometry that can be incorporated into 2D architectures. We center our study
on the problem of surface normal integration, which deals with reconstructing
a surface as a depth map, starting from a corresponding input surface normal
map. We propose a novel mathematical formulation to model the relation
between surface normals and depth, and incorporate it into a framework
that allows explicitly modeling depth discontinuities and, for the first time,
enables handling normal maps captured from non-ideal (central) cameras.
We subsequently address the limited scalability of state-of-the-art normal
integration methods and propose to recast this problem as the estimation of
the relative scales of continuous surface components. Our approach reduces
the complexity of existing methods by one order of magnitude and enables
scalability to high-resolution input normal maps.

In conclusion, this thesis investigates the design, use, and interplay of
effective representations and data-driven modules for 3D-aware robotic per-
ception. We conclude by presenting an outlook for future research directions
and discussing potential developments in learning-based modules for 3D
geometry.
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S O M M A R I O

L’intelligenza artificiale (IA) sta plasmando sempre più la nostra vita quotidiana,
aprendo le porte a nuove applicazioni nel dominio digitale. Uno degli ambiti
con il maggiore potentiale di impatto sociale consiste nel portare queste
tecnologie nel mondo fisico, progettando robot che possono usare l’IA per
agire autonomamente in ambienti senza restrizioni e supportare gli esseri
umani in attività complesse. Una sfida cruciale per raggiungere questo
di tipo di intelligenza incorporata e a scopo generale riguarda il modo in
cui gli agenti autonomi percepiscono il mondo. Per svolgere compiti che
comportano ragionamento e azione, i robot devono formare rappresentazioni
flessibili dell’ambiente e dei suoi oggetti, ed essere in grado di percepire il
mondo in tre dimensioni. Tuttavia, i sistemi robotici attuali si basano spesso
su rappresentazioni 3D approssimative che codificano principalmente la
geometria e su moduli di percezione che vengono addestrati prima dell’utilizzo
e elaborano i dati di ingresso semplicemente come segnali bidimensionali.
Come conseguenza di questo design, le rappresentazioni 3D spesso non
catturano in maniera sufficiente il contenuto semantico necessario per attività
complesse, mentre i moduli di percezione 2D mancano intrinsecamente della
consapevolezza tridimensionale.

Questa tesi studia l’interazione tra moduli 2D e rappresentazioni 3D per
la percezione robotica. La nostra ipotesi è che una più stretta integrazione
di queste due componenti possa apportare benefici reciproci e migliorare le
prestazioni degli agenti autonomi nei compiti di percezione.

Nella prima parte, indaghiamo tecniche per favorire il trasferimento di
conoscenza tra la rappresentazione 3D e il modulo 2D di percezione. Adottiamo
come rappresentazione tridimensionale i campi neurali (neural fields) appresi
tramite rendering inverso neurale (inverse neural rendering) e proponiamo un
framework per addestrarli congiuntamente a una rete di percezione, sfruttando
la differenziabilità di entrambi i moduli. Applichiamo questo framework nel
contesto dell’adattamento continuo di una rete di segmentazione semantica
quando un agente visita più scene in sequenza, e usiamo la coerenza tra viste
imposta dalla rappresentazione 3D come segnale di auto-supervisione per
la rete 2D. Dimostriamo che il nostro approccio di allenamento congiunto
è efficace nel migliorare le prestazioni di entrambi i componenti. Inoltre,
proponiamo di sfruttare la capacità di sintesi di nuove viste (novel view synthesis)
della rappresentazione 3D per generare dati da fornire come input alla rete.
Mostriamo che questo approccio generativo non solo permette di contrastare la
perdita di conoscenza pregressa man mano che la rete si adatta a nuovi ambienti,
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sommario

ma permette anche al modello di continuare ad imparare sulle scene precedenti.
Adottiamo il nostro framework basato sull’addestramento congiunto e il
rendering differenziabile da nuove viste anche nel contesto dell’apprendimento
di rappresentazioni a livello di oggetto. Combiniamo la rappresentazione
neurale 3D con un metodo di apprendimento di corrispondenze e proponiamo
un framework per addestrare una rete di stima della posa per oggetti mai visti,
utilizzando esclusivamente immagini reali come input. Il nostro approccio
dimostra inoltre l’efficacia dei campi neurali come rappresentazioni oggetto
flessibili, capaci di modellare accuratamente geometria e aspetto e di codificare
caratteristiche specifiche per un compito. Il sistema proposto permette di
integrare in modo semplice e compatto nuove rappresentazioni di oggetti, che
immaginiamo possano costituire un database a lungo termine a supporto dei
robots nello svolgimento di compiti di livello superiore.

La seconda parte di questa tesi segue una prospettiva diversa per l’incor-
porazione della conoscenza 3D nei moduli di percezione, focalizzandosi su
bias strutturali per la geometria che possono essere integrati in architetture 2D.
Incentriamo il nostro studio sul problema dell’integrazione delle normali alla
superficie, che riguarda la ricostruzione di una superficie sotto forma di una
mappa di profondità, partendo da una corrispondente mappa di normali alla
superficie. Proponiamo una nuova formulazione matematica per modellare
la relazione tra le normali alla superficie e la profondità, e la integriamo in
un framework che permette di modellare esplicitamente le disconinuità di
profondità e, per la prima volta, di gestire mappe di normali acquisite da
telecamera (centrali) non ideali. Successivamente, affrontiamo il problema
della limitata scalabilità dei metodi allo stato dell’arte dell’integrazione di
normali e proponiamo di reinterpretare il problema come la stima delle scale
relative di componenti continue di superficie. Il nostro approccio riduce la
complessità dei metodi esistenti di un’ordine di grandezza e ne consente la
scalabilità a mappe di normali ad alta risoluzione.

In conclusione, questa tesi indaga la progettazione, l’utilizzo e l’intera-
zione di rappresentazioni efficaci e moduli basati sui dati (data-driven) per
una percezione robotica consapevole della tridimensionalità. Concludiamo
presentando una prospettiva sulle future direzioni di ricerca e discutendo i
possibili sviluppi dei moduli per la geometria 3D basati sull’apprendimento.
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P R E FAC E

This doctoral dissertation documents the research that I carried out as part
of my doctorate under the supervision of Prof. Dr. Roland Siegwart at the
Autonomous Systems Lab at ETH Zurich.

The work is presented in the form of a cumulative thesis, which consists of
three published articles and one manuscript currently under review. Additional
coauthored publications are brie�y discussed, to provide more context to the
overall research, but are not to be considered an integral part of this thesis.

Chapter 1 introduces and motivates the topics of our research, identi�es key
challenges, states the main objectives of this work, and presents the adopted
methodology. Each paper is then contextualized and summarized in Chapter 2,
which describes the key contributions of each publication and highlights the
relation between the individual papers. All articles that contribute to the
thesis are attached in full at the end of the dissertation. Finally, Chapter 3
summarizes the main �ndings and contributions of this work, provides an
outlook for future research directions, and presents a general discussion of
future developments in the �eld of 3D-aware perception for robotics.

Statement on the Use of Generative AI. During the writing of this dissertation,
generative AI tools 1 were occasionally employed for language reformulation,
grammar checks, and support in the identi�cation of relevant research sources.
These tools were not used for content generation, analysis, or any form of sub-
stantive academic research. Since their role was limited to the aforementioned
uses, no explicit citations are provided. The intellectual and academic content
remains entirely my own work.

1ChatGPT, Perplexity, Gemini.
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1
I N T R O D U C T I O N

We are undoubtedly witnessing an exciting time for technology and science.
Arti�cial Intelligence (AI), long thought to be more of a dream than an actually
feasible technology [42, 44, 56], has made astonishing progress in the last few
years. Advances above all in natural language processing (NLP) [81], computer
vision [ 45, 218], and generative AI [ 136] are driving innovations that have
already had a transformative impact on society, enabling applications that
are used on a daily basis by millions of people, such as multimodal question
answering, translation, and code generation [75, 77, 157].

As more and more powerful models are developed, and research and
industry investments in the �eld continue to increase, the general consensus
is that the next big challenge for Arti�cial Intelligence will lie in bringing
intelligent systems into the physical world, a problem also known as embodiment.
Although technically this term also encompasses other categories of systems
such as wearable devices and even virtual avatars [72], the type of embodied
agents that will arguably have the largest impact on our society are robots.

Robotic systems � de�ned as machines that can autonomously carry out
complex series of actions [1] � have for several decades already played a pivotal
role in the manufacturing industry, allowing the scaling and automation of
production processes. In the last decades, increasingly mobile and capable
robots have also been developed outside of automation settings, with a wide
variety of systems and products being designed, ranging from aerial vehicles
(UAVs) and autonomous cars to legged robots and humanoid robots. Many of
these systems have demonstrated an impressive degree of dexterity [20, 21, 96,
121, 135, 212] and have recently started to be deployed for tasks requiring a
high level of general understanding, such as basic household chores [2, 65, 165]
and long-horizon assembly tasks [73]. Despite the remarkable technological
achievements, however, none of the developed solutions has yet shown true
autonomy and generalization, and the capabilities of the more general-purpose
systems have so far only been demonstrated in research laboratories and
controlled settings [53].

A key challenge for developing truly intelligent agents that could in the
future autonomously act in the physical world and support humans in general
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tasks lies in their perceptionof the environment. Performing complex actions,
safely interacting with objects and with other agents, and acquiring knowledge
about the environment requires the complex interplay of several capabilities.
First, an autonomous agent needs to be able to form rich representationsof
the environment and to understand the world in terms of its structure and
constituent elements. For instance, to perform general manipulation tasks a
robot needs to be aware of the objects that it encounters and be able to describe
them in terms of their geometry, appearance, as well as physical properties
such as material and resistance to force. Second, truly autonomous and general
perception requires the ability to compose representations at a higher level
and incorporate priors on the environment and the relationship between its
entities [79], to enable reasoning about semantics and functionality. This
spatial and physicalunderstanding [ 231] more broadly includes the capability
to ground concepts in the physical world [ 102] and to build a model of causality
and intuitive physics that can explain and predict the outcome of actions in
the environment [79, 120].

While both representation learning and physical understanding are the
subject of active research, robots currently rely on perception pipelines that are
far from enabling general, physical understanding of the world. Typically, the
environment is described through coarse representations such as voxels and
noisy point clouds from depth sensors, and emphasis is given primarily to its
reconstruction in terms of geometry, often lacking the capability to incorporate
contextual information in the representations [ 23, 156]. Additionally, tasks
involving semantic understanding are typically approached through the use of
deep learning architectures that operate solely on 2D, single-view inputs. As a
consequence, this paradigm inherently ignores the fact that images originate
from a 3D world [ 233]. This aspect is particularly relevant in the context of
embodied agents that can move in an environment and physically interact
with it. It is widely agreed that physical intelligence entails a component of
spatial awareness and 3D reasoning; in other words, autonomous, general-
purpose embodied agents need to perceive and understand the world in three
dimensions, a concept often referred to as spatial AI [48, 161].

This thesis focuses on the problem of forming rich and �exible 3D represen-
tations and studying the impact of incorporating 3D information into neural
network architectures for robotic perception. We investigate techniques to
enable transfer of knowledge between 3D representations and 2D networks
and propose frameworks to form �exible representations and mathematically
describe inductive biases for geometry. By combining powerful representa-
tions, �exible training paradigms, and explicit modeling of geometrical priors,
our vision is to address the shortcomings of current robotic perception systems
and to increase their 3D awareness.

4



1.1 mot ivat ion and object ives

1.1 mot ivat ion and object ives

In this thesis, we focus on the challenges involved in the robots' perception
of the environment in which they act. In particular, we aim to investigate
solutions that advance the degree of 3D awareness of perception modules. We
de�ne the speci�c objectives in the following.

Forming �exible representations for robotic perception

Virtually all robotic interaction tasks require formalizing a 3D representation
of the environment in which the agent is located. Typical applications include
localizing and navigating in the environment, reconstructing its geometry,
and manipulating objects. In all these applications, sensor measurements are
typically integrated into coarse representations such as voxel grids [ 23, 156],
which limits the resolution of the environment reconstruction. Additionally,
many of the solutions implemented for these tasks focus on describing objects
and environment maps mostly in geometric terms.

We argue that supporting the next generation of intelligent, embodied
agents will require forming more �exible and rich 3D representations. On
the one hand, such representations should be capable of describing geometry
with a high accuracy, which is essential for precise object manipulation. On
the other hand, they should support a number of additional properties. In
particular, they should encode appearance, especially of objects, since this
often carries crucial information for interpreting the content of an incoming
observation. Furthermore, they should enable �exible storage of dense
information that can be useful in interaction tasks, such as task-speci�c
relevance, commonly referred to as a�ordance[7], or material properties. Finally,
e�ective representations should be easy to form and allow composition with
other representations and perception modules, to enable high-level reasoning.
In this thesis, we are interested in particular in representations that can be
used in combination with 2D network architectures.

Enabling knowledge transfer between 3D representations and 2D networks

Pipelines for robotic perception typically rely on a combination of 3D repre-
sentations and modules based on processing 2D images to achieve perceptual
understanding. For example, a pipeline for navigation usually relies on a 3D
map of the environment, built either a priori or incrementally during explo-
ration, and 2D neural architectures such as segmentation or object detection
networks, which process the input images that the robot's cameras collect. This
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separation between 2D perception and 3D representation creates limitations
that a�ect both components.

In particular, 2D architectures process images purely as 2D signals and
are usually trained with ground-truth 2D labels (Fig. 1.3a). This makes them
inherently unaware of 3D structure, leading to inconsistent predictions across
viewpoints and over time. Such inconsistency is especially problematic for
mobile agents, which gather observations from multiple perspectives and
require a coherent perceptual model. At the same time, 3D representations
such as maps provide the spatial structure needed for consistency, but they
typically depend on 2D perceptual modules to enrich them with semantic and
object-level information. This interdependence highlights both the strengths
and limitations of the current paradigm: 2D modules supply essential semantic
cues, while 3D maps maintain spatial coherence, yet neither alone achieves the
integrated perceptual understanding required for robust robotic perception.

We argue that learning rich representations for embodied agents entails
combining the module that operates on 2D images and the component that
provides a 3D representation of the world, so that these mutually inform one
another. To a certain extent, this hypothesis also �nds support in the way
humans learn about objects in the world: the �rst experience that toddlers
make about objects is usually based on a combination of direct physical
interaction and observing them from multiple viewpoints ( e.g., rotating them
in their hands, or moving around them) [ 197]. Rarely is a person asked to
learn about a previously unseen object by looking at single 2D images that
represent it in di�erent scenes. At the same time, the perceptual representation
of 3D entities in the environment is constantly compared to prior knowledge
about their expected properties and, if necessary, updated with new available
information [ 6, 49, 175]. In the context of cognitive science, similar arguments
have been made for several decades, including the classical study by David
Marr on the multiple stages of vision (from a primal, feature-based �sketch�
of the scene to a continuous 3D representation) [141, 142]. Over the years, a
number of works in computer vision have started to follow a similar reasoning,
with multiple works pointing to the potential bene�ts of bridging between 2D
and 3D perception for representation learning [9, 101, 129].

In this thesis, we aim to investigate the interplay between 2D and 3D
representations and focus in particular on techniques to enable knowledge
transfer between 3D representations and 2D architectures for perception tasks.

Investigating inductive biases for geometry

Robotic systems are often equipped with active sensors, such as depth cameras
or 3D LiDARs, that provide them with a direct 3D reconstruction of their
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1.1 mot ivat ion and object ives

(a) Physically implausible distortions (b) Poor reconstruction for speci�c objects

Figure 1.1:Example limitations of feed-forward methods for reconstruction. A number
of recent works have achieved impressive accuracy in 3D reconstruction from single or
multiple input images using a feedforward neural network. However, these methods
tend to produce (a) physically implausible distortions ( cf. objects on the kitchen surface
and boundaries of the chairs in the foreground) or (b) poor reconstructions for speci�c
objects (e.g. mirror on the right side). These artifacts cannot be easily detected by
examining the per-pixel output as a 2D signal, but are clearly visible when looking at
the reconstruction in 3D.

environment. Despite the increasing availability of this specialized hardware,
several factors make it desirable to incorporate 3D knowledge directly in
perceptual modules that operate on 2D images. On the one hand, several
perception tasks are either inherently 3D in nature or would bene�t from 3D
priors. For instance, semantic segmentation could exploit knowledge about
depth discontinuities to constrain predicted labels within object boundaries,
while object pose estimation and visual odometry achieve higher accuracy in
camera-to-world localization if they have access to depth estimates. On the
other hand, active sensors have several shortcomings, including their often
limited range and resolution, their sensitivity to ambient light and material
surface properties (particularly for time-of-�ight cameras), and the cost of the
devices (especially laser-based ones).

Recently, a number of works in the computer vision literature have proposed
solutions to predict the geometry of a scene from single or multiple input im-
ages using feedforward neural networks [ 19, 166, 220, 223, 243, 247]. Although
these methods have achieved impressive accuracy and generalization, they
tend to su�er from limitations such as occasionally introducing physically
implausible distortions in the geometry � for instance at the object boundaries
or in correspondence to �at surfaces � and suboptimally reconstructing spe-
ci�c objects, such as those with transparent or re�ective surfaces (Fig. 1.1).
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int roduct ion

(a) Direct regression

(b) Mid-level representations with inductive biases

Figure 1.2:Incorporation of structural biases. Our vision is to complement the dominant
paradigm of (a)directly regressing geometry as a per-pixel 2.5D or 3D output map by
(b) incorporating inductive biases that describe the mathematical relation between the
mid-level representation and the desired output. In the example shown above, surface
normals can act as an intermediate representation that is related to the desired output
depth map through a relation modeled as a mathematical integration.

Importantly, while these artifacts cannot be easily detected by examining the
per-pixel network output as a 2D signal, they become immediately visible when
looking at the output reconstruction in 3D. We argue that if one could make the
network �look� at the reconstruction in 3D � that is, incorporate priors about
3D geometry, rather than simply independently predicting per-pixel values �
many of these artifacts could be resolved. In particular, our vision is to make
use of intermediate, higher-level information such as surface normals or object
edges, referred to in the literature as mid-level visual representations[33, 151, 163],
to correct the network's predictions or directly enforce priors in the 2D modules
by exploiting their geometrical relationship with the desired output (Fig. 1.2).

For the above reasons, in this thesis we aim to investigate mathematical
formulations that describe geometric inductive biases that can be incorporated
into network architectures.

1.2 methodology

The content of this thesis is organized into two main parts according to the
objectives detailed above. The research in the �rst part focuses on identifying
�exible representations for robot perception that enable 2D-3D knowledge
transfer. In the second part of the thesis, we propose frameworks to mathe-
matically describe geometric inductive biases.
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