
���������������	�
�	��

�������
�����������	�����������������
���������������

�������	���������������������������������������������	������������
�������������������
��������

���������������	�
��������

���
���
������������
�������	���
���
��������� �����
�����!������������

���
������������������������������
�"�#�"�$

������������������������������
�
���������%�&�&�!�����'���	���&�
���������%�&�&�!�����'���	���&�(�#�'�$�)�"�)�&�����
�*�������#�#�#�+�,�-�.�(�/

�������
��������������������������
�������0�������	�����
�����������������0���������	�����
�����1�������2���	�����������!

���
���������
���������
�������������	�
�����!���
���������
�������
�������������������!�����������
�!�����	���������
�������������3���	�����
���4�������
�	���
���0�������������������'
�5���	�������	�������������	���
��������� ���������
�������������������������
���������	�������������������'

https://doi.org/https://doi.org/10.3929/ethz-b-000645817
http://rightsstatements.org/page/InC-NC/1.0/
https://www.research-collection.ethz.ch
https://www.research-collection.ethz.ch/terms-of-use


Light Source Estimation via Intrinsic
Decomposition for Novel View Synthesis

Master's Thesis

David Simon Tetruashvili
Department of Computer Science

Advisors: Prof. Dr. Martin Ralf Oswald
Dr. Partha Das
Erik Sandstr̈om

Supervisor: Prof. Dr. Luc van Gool
Computer Vision Laboratory
Department of Information Technology and Electrical Engineering

29th November 2023





Abstract

In this thesis, we propose a method for light source estimation via intrinsic decomposition within a Neural
Radiance Field-like setting. We begin by exploring a learned method to recover light sources from intrinsic
components - re�ectance, shading, and surface normals. As demonstrated, the learned mapping is unable
to properly learn the relationship between the different intrinsic components, and instead over�ts some
components while ignoring the rest. However, inference of local SH lighting, while somewhat spatially dis-
continuous, shows promise for future extensions. For these reasons, we later pivot our approach to directly
optimize global spherical harmonics lighting, in which the in-scene radiance is represented by coef�cients of
a single global basis function. With this optimization-based approach, we successfully reconstruct a coarse
estimate of the lighting of our scenes. To validate and support our method, we introduce a novel synthetic
dataset, which consists of intrinsic components of several scenes. For each scene in our dataset, we provide
geometry, shading, re�ectance, and fully diffuse and rendered passes. We hope that extensions of our work
could serve as modules of future NeRF models, enabling the joint optimization and re�nement of lighting,
geometry, and radiance.
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Chapter 1

Introduction

1.1 Motivation

Light Source Estimation is the task of recovering a description of the lighting parameters of a scene from
images. This work explores the viability of the inclusion of light source estimation into a Neural Radiance
Field representation of a scene.

A Neural Radiance Field (NeRF) [20] implicitly represents a scene via a neural network. When presen-
ted with a set of posed images (views), NeRF approximates the plenoptic function, induced by a scene via a
simple multi-layer perceptron (MLP). The plenoptic function describes the �ow of light through space in all
directions [3]. Since this approximation generalizes over scene-space, NeRFs excel at the task of novel view
synthesis – generating views not seen in the input. The MLP maps 5D spatial and directional coordinates to
a volume density and view-dependent emitted radiance at that spatial location.[20] The volume density �eld
corresponds to the scene's geometry.

Intrinsic Image Decomposition (IID) is the task of disentangling re�ectance and shading from an image.
[1] Re�ectance is independent of the lighting of the scene and corresponds to the colour of the objects in it.
Shading is a function of the geometry and lighting conditions of the scene. Recent works by Ye et al.[36]
as well as Choi, Kim and Kim[37] apply IID within a NeRF setting. This grants us access to novel view
synthesis of disentangled re�ectance and shading.

Since NeRFs learn the geometry of the scene, knowing an estimate of the intrinsic components gives us
a path to concurrently estimate the lighting conditions as well, giving us the potential of a lighting condition-
aware NeRF system in future work.

This work is of interest to us because most NeRF representations attempt to optimize entangled signal of
radiance. A decomposed representation theoretically has a lower degree of freedom compared to standard
NeRFs. A lower DOF parameterization — one which seeks lighting, re�ectance, and geometry separately
— is typically easier to optimize, which can lead to better results. Knowledge of the lighting conditions of
a neural radiance �eld would enable downstream tasks and improvements. For one, a joint optimization of
lighting, re�ectance, and shading (therefore radiance as well) within a NeRF would allow on-the-�y re�ne-
ments of the �eld's geometry, which is currently subject to noise. Additionally, a decomposed representation
would also enable scene editing and relighting.

1.2 Focus of this Work

The main goal of this thesis is to propose a method of light source estimation within a pipeline based on
intrinsic components which systems like [36, 37] can provide.

1



CHAPTER 1. INTRODUCTION

To this end, we construct the Intrinsic Dataset, an intrinsically decomposed dataset. We take Intrinsic
Dataset as a proxy output of an intrinsic NeRF model. Additionally, we create tooling which can be used to
extend the dataset with a new scene with a small amount of tweaking.

With the samples from the Intrinsic Dataset, we explore whether we can directly learn a mapping from
intrinsic components to lighting representations. We �rst attempt to predict the dominant incident light
direction from the object surface in single-light-source scenes. We expand this model to predict an omni-
directional local spherical harmonics representation of light, capable of representing multiple lights.

We adapt these to formulate a direct gradient-based optimization to �nd global lighting conditions which
best explain the scene. We implement this optimization with the intention that an extension of it will become
an additional module of a future NeRF system for light estimation.

Please note that we do not anchor our light source estimation to the scene-space, and neither do we
tackle modelling non-Lambertian effects in the scene. Both of these aspects would be natural extensions to
our method and are relegated to future work.

In summary, our contributions are as follows:

• The Intrinsic Dataset which holds intrinsically decomposed views of single-object scenes and tooling
its expansion.

• Exploration of neural mappings from intrinsic components to lights representations.

• Direct optimization of global lighting via intrinsic decomposition.

1.3 Thesis Organization

In Chapter 2 we present the theoretical background as well as relevant extensions of four related tasks of
this work – Neural Radiance Fields, Light Source Estimation, Intrinsic Image Decomposition, and Spherical
Harmonics lighting. Chapter 3 motivates and presents a technical overview of the Intrinsic Dataset – an
intrinsically decomposed dataset we have created to act as an in-place proxy of systems like [36, 37]. We
give a description of our methods in Chapter 4, where we �rst describe our proof-of-concept methods and
then give a description of our direct optimization of SH lighting on the Intrinsic Dataset. Chapter 5 presents
and gives an analysis of the hyperparameter sweeps we have carried out for the proof-of-concept methods,
and presents the experiments on the components of the direct optimization. Finally, Chapter 6 presents the
results of our experiments and ablation studies on direct optimization. We show renderings of the test splits
of the Intrinsic Dataset using found lighting. Finally, in Chapter 7 we give a conclusion and provide an
outlook on extensions and future work.

2



Chapter 2

Related Work

Since the popularization of Neural Radiance Fields [20] as a neural scene representation framework, many
works sought to extend the technique. The breadth of these works ranges from �delity enhancements [25, 27,
41], to scene editing capabilities such as relighting [22, 39]. More recently, NeRFs gained extensions such
that they could be applied toinverse rendering– obtaining scene descriptions from rendered images [35, 29]
andintrinsic image decomposition– splitting the image into intrinsic layers; obtaining an image represent-
ation which disentangles re�ectance, shading, and geometry from the render [36, 37]. These developments
open opportunities for further extensions, such as harnessing the aforementioned intrinsic decomposition
methods in solvinglight source estimationtasks within this paradigm.

Neural Radiance Fields.

Neural Radiance Fields are implicit scene representations which use simple neural networks – multi-layer
perceptrons (MLPs) – as universal approximators to learn the scene's plenoptic function [20]. The plenoptic
function is a 5D function which describes the amount of light which �ows through every spatial point in
every direction in the scene. Therefore, a NeRF stores a representation of the density of light and its radiance
within the weights of its core network, taking a collection of posed images of the scene as input.

Here, the end goal is to produce a pixel colour which would be seen from a given spatial location in some
viewing direction. To do so, [20] propose training a network to map continuous 5D (spatial and directional)
coordinates to radiance values as well as the occupied volume density. Integrating these along a ray gives
a predicted pixel colour for that ray. In this way, NeRFs treat each spatial point as a light source with an
intensity corresponding to the density at that point. NeRFs use thePhotometric loss, the mean squared error
between the predicted colour and the corresponding colour from a posed image, to train the network.

Since a NeRFs approximates the plenoptic function from a sample of known posed images, it gains the
advantage that it can preform novel-view synthesis. This task attempts to reconstruct/render the scene from
some view not yet seen or given, which we can do by querying the NeRF from that view.

Since the primary tool driving NeRFs are simple MLPs, the framework lends itself well to extensions.
[27, 25] extend internal sampling methods to increase graphical �delity. [41] attempts to quell `�oater'
artefacts emerging from ambiguities within the reconstruction. [28, 28, 30] remove the need for lengthy
training by replacing back-propagation with direct optimization of a space-�lling �eld data structure such
as a voxel grid.

On top of works extending NeRF itself, more recent works delve into solving related tasks using a NeRF-
based core, likeintrinsic image decompositionandlight source estimation. We discuss further methods in
the following sections for each of these.

3



CHAPTER 2. RELATED WORK

Light Source Estimation.

The task of light source estimation seeks to retrieve the lighting conditions of a scene given image(s) or
view(s) of it. The task is strongly coupled with the choice of representation of light. For example, assuming
an in�nitely distant light source present in all directions requires only to approximate its intensity [33, 40],
while a local spatial representation of �nite-extent point or area sources calls for spatial clustering [11].
The task is also heavily affected by the assumptions on light transport, since some lighting condition effects
which may be present in a view can explicitly break these. [23]

Light source estimation has been tackled within multiple paradigms. However, we will focus heavily
on leveraging neural representations. [7, 32, 16, 15, 24] take the neural approach and provide lighting
estimates by feeding single (depth and colour) images through their networks. Each of these methods carries
its assumption on the representation of light – [15] in particular, assumes the number of lights present as a
hyperparameter. [33] uses differentiable rendering to create synthetic OLAT (One-light-at-a-time) samples
of existing images to establish a prior for novel lighting conditions, and jointly optimizes for the scene's
materials and lighting environment map. [35], like [33], uses joint optimization of materials, geometry, and
lights, and applies multi-view photometric stereo to a NeRF model, and therefore requires multiple OLAT
samples per posed view as input.

Learning an implicit mapping between images and lighting conditions is far from the only approach. By
assuming that specularities on objects in the scene can be accurately modelled by mirror-like materials, we
can cast bundles of rays into the scene from these in a supposed direction of a light. [11] bounces ray cones
from specularities brighter than a set threshold within a SLAM process, and clusters a space-�lling voxel
grid by the number of intersections with these rays. Those voxels which count many intersections are then
good candidates for light source locations. [32] uses mirror-like specularities to reduce ambiguity during
the optimization, something that is avoided in other neural methods by the diversity and quantity of input
views through photometric consistency.

In our work, we explore learning a neural representation of light in section 4.2, and we optimize for a
lighting representation in section 4.3.

Intrinsic Image Decomposition.

Intrinsic Image Decomposition is a computer vision task which aims to retrieve two intrinsic layers of an
image, namely the re�ectance and shading.[26] According to [31, 2] we can express image formation under
the Lambertian assumption as

I = m(n; l )
Z

!
� (� ) e(� ) f (� ) d� (2.1)

whereI is the image and� is the incoming light wavelength from the visible spectrum! . m is a function of
scene geometry and lighting;n denotes the surface normal andl the direction of incoming light.e describes
the power distribution of the light source, andf indicates the sensitivity of the camera over the visible
spectrum.� is the re�ectance in the scene, and is related to the albedo or colour of the objects within it.

When we work with pixel images, we can consider each pixel to be a quantity already integrated through
eq. (2.1) and simplify the image formation equation to

I = R � S = R � 	( N ; L) (2.2)

where� is the element-wise product,R is the re�ectance image (the colour of the object) andS is the
shading image.S is analogous to them term in eq. (2.1), and therefore, stems from the geometryN and
lighting L of the scene, and thus can be decomposed into them. We can use a rendering function	 to do the
opposite and compute shading from geometry and lighting.

4



CHAPTER 2. RELATED WORK

In the simplest case, when we know a singular direction of a lightl and the surface normal vector of a
pointn, the shading function boils down to the dot product between the two bounded at zero:

	( n; l ) = max f n � l ; 0g: (2.3)

From eq. (2.2) we can also say that shading acts as a scaling term on re�ectance, but emerges from how
much of that re�ectance we can see due to the interplay of geometry and light.

While geometry can still be described in the 2D image domain (a normal vector at each point), lighting
usually cannot since it is tied to the 3D space the scene occupies. Therefore, recovering it is relegated to
inverse rendering and light source estimation tasks.

[22] focuses on disentangling lighting from geometry for the purposes of relighting, however, relies
on that the initial conditions are known. [29] further disentangles scene into visibility, material properties,
and re�ectance, and does not rely on known initial lighting. [36] constructs losses and constraint penalties
on shading, albedo components, deriving these as outputs of a spatial MLP, applying intrinsic decompos-
ition in a NeRF setting. Since the decomposition is not done on a per-image basis, the paradigm is more
granular than classical IID, since we can decompose individual pixels or bundles of pixels. Most recently,
[37] (published shortly before the completion of this thesis) foregoes employing costly Monte-Carlo integ-
ration methods to obtain a reconstruction loss and instead relies on pre-�ltered radiance layers to reduce
reconstruction to a network query.

Neural representation decomposition methods provide us with access to tackle the light source estim-
ation task within an end-to-end neural �eld setting. We use this development as inspiration for our work,
assuming the existence of a neural representation capable of accurately decomposing a scene into re�ect-
ance, shading, and geometry. We use the Intrinsic Dataset described in chapter 3 as a proxy for such a
system.

Spherical Harmonics Shading and Lighting.

Shading is an arbitrary piecewise continuous functionf s : N � L 7! [0; 1] without cast-shadows and is
governed by the orientation of the surface to the direction of incoming light. De�ning it over the surface
of a (unit) sphere is convenient since the domain acts as the space of normalsN – that is, orientations –
on which we can impose lightingL to getf s. A set ofSpherical Harmonics(SH) Y m

l forms a complete
orthonormal set of functions on the surface of the unit sphere — a linear combination of these approximates
f s with arbitrary precision given a high enough orderl . [28, 18, 33] use SH to represent low-frequency
lighting, and hence evaluate shading. Following their example, in chapter 4 we do the same.

As is, a givenY m
l : S2 7! C is a complex polynomial function, however, for the purposes of expressing

purely real functions like shading, we may de�ne a real spherical harmonics basis. We express it depending
on the sign of the degreem of each individual harmonic and combine the harmonic's real and imaginary
parts:

< Y m
l =

8
>>><

>>>:

p
2=

h
Y jmj

l

i
if m < 0

Y 0
l if m = 0

p
2<

h
Y m

l

i
if m > 0

(2.4)

Sincel � 0 and� l � m � l , we have that a set of harmonics of orderl (that is, set of all harmonics
up to and including those of orderl) has(l + 1) 2 components. Consequently, this means that to de�ne
some function onS2 via SH of orderl , we must supply a set of real-valued coef�cientsL 2 R(l+1) 2

.
ApproximatingL and in turnf s boils down to �nding an appropriateL .
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Given such a setL and a region shaded by the function it represents, we may evaluate the resultant
shading by supplying the normal of the surfacen = ( nx ; ny ; nz) to a rendering function [4]:

	 SH(n; L ) =
lX

l0=0

l0X

m0= � l0
< Y m0

l0 (n)L l0m0 (2.5)

whereL l0m0 is the coef�cient of the corresponding harmonic. For convenience, we often writeL i for
0 � i � (l + 1) 2 to denote a corresponding coef�cient (assuming an order on the set of harmonics).

Since lower-order harmonics only have the capacity to represent low-frequency smooth lighting, we
can assignL (j ) per subdivision of space to represent local lighting. A �ne-grained and sparse voxel-based
approach is shown in [28] whereas [12] opt to fully subdivides space, while [18] operates on images and
outputs per-pixel local SH lighting. This gives rise to spatially varying spherical harmonics (SVSH) which
overcomes the shortcomings of assuming a single global lower-frequency light. Spherical harmonics of
higher orders exhibit so-called ringing artefacts [13], so the literature consensus is to represent signals such
as lighting or shading by second-order SH.

Since physically plausible lighting is always a strictly non-negative function, so isf s. Some authors
offer extensions to �nd suchL which ensures	( n; L ) � 08 n 2 S2. [18] proposes a direct non-negativity
constraint as an additional optimization loss term, while [23] formulates a measurement matrixM such that
	( �; M L ) � 0 which represents the same constraint. Another approach would be to introduce a normaliza-
tion transformation to map theL -resultant function to[0; 1]. These additions are explored in section 4.3.2.
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Chapter 3

Datasets

As part of this work, we propose a small object-based NeRF-style dataset which contains ground truth shad-
ing, re�ectance, and Lambertian-only passes, in addition to lighting meta-data. In section 3.1 we present
our rationale for the creation of the Intrinsic Dataset and de�ne the speci�cation of the desired features and
properties. We give a thorough overview of the contents of the dataset created by our generation tooling
in section 3.2, while in section 3.3 we detail the implementation of these tools as well as their technical
requirements. Section 3.4 describes an expansion on the Intrinsic Dataset which enables on-the-�y genera-
tion of point-lit one-light-at-a-time (or OLAT) image/pixel samples from already existing samples. Finally,
section 3.5 gives a brief discussion of the limitations of our generation tooling.

3.1 Motivation

While there already exist datasets designed for use in intrinsic decomposition tasks, these are not necessarily
what a typical NeRF-like dataset would be. NeRF datasets typically contain many overlapping and posed
views of all surfaces in the scene [38], for example, taken from frames of a video recording. We require
a dataset which contains such views, and moreover, we need the intrinsic decompositions of each view.
Furthermore, to facilitate light source estimation, we would like the dataset to contain meta-data describing
the lighting of each scene. We would also bene�t if we have the ability to modify aspects of the scenes, like
the lighting, to extend the dataset.

For example, HyperSim [21] is a popular dataset which includes photorealistic and intrinsically de-
composed scenes with numerous lights per scene. However, it does not have a description of these lights.
Neither does it allow for easy editing of the scene nor its lighting, since the raw 3D scene representations
are not provided. [21] also requires additional pre-processing to be done to its raw image data before use
such as tonemapping, and while it does contain many posed views per scene, these are not guaranteed to
be continuous or comprehensively show all surface points of the scene. The combination of these factors
would conceivably complicate the development of our method.

To have a NeRF-style dataset with the additional features we want, we have created a simple object-
based and intrinsically decomposed dataset based on [20] which we will refer to as the Intrinsic Dataset from
now on. In this chapter, we will further motivate, present, and overview of its components, and describe its
creation. The combination of the dataset and its tooling serve as the main data resource throughout the
development of this work.

To carry out development of our method in incremental steps, we opt to create tools for intrinsically de-
composing existing Blender scene representations. With this approach, we gain the advantage of expanding
the dataset by applying the generation tools to new scenes when needed.
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CHAPTER 3. DATASETS

Figure 3.1: Overview of the Intrinsic Dataset showing several samples from thetest split of the Chair
scene. From top to bottom: Full colour render, Diffuse render conforming to the Lambertian assumption,
Albedo, Shading (excluding shadows and self-shadowing), Camera-space normal, and Depth map passes.
Samples which focus on auxiliary objects, not shown for clarity.

Figure 3.2: Overview of the Intrinsic Dataset showing several samples from thetest split of the Ficus
scene. The layout of this �gure is identical to �g. 3.1.
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Note on Terminology: For the purposes of describing the dataset, we refer to the set of all image passes
given a set of camera parameters as a `view' in the Intrinsic Dataset and any single image is referred to
as either a `pass' or simply `image' associated with that view. Later on, when discussing the generation
of OLAT samples, and especially, when discussing the dataset in the context of using it for neural model
training, the term `sample` or `pixel-sample' is used to refer to a set of all passes of a single pixel in the
dataset for any given image-sample.

We �nd it is important to �rst lay out the requirements of the Intrinsic Dataset and give their general
justi�cations. Since the Intrinsic Dataset should be useful for developing methods for light source estima-
tion via intrinsic decomposition, the dataset should include intrinsically decomposed attributes of contained
images. For development and evaluation purposes, it is desirable for the dataset to contain versions of
each view lit individually by each of the present lights in the scene, so called one-light-at-a-time or OLAT
samples/images. As explained above, we would also like to have additional variations of contained samples,
for example, versions of the images lacking specular re�ection or non-diffuse effects overall. This enables
us to �x that assumption in place and evaluate the method both when it holds and when it does not. Further-
more, the ability to apply the point-light assumption to these OLAT samples further reduces the complexity
of the sample, allowing for incremental increases in sample complexity that the method could be evaluated
on.

To enable the use of the dataset as a mock-up of a NeRF-like novel view synthesis model's output, it
must also contain enough varied samples to train a such a model. Basing the estimate from datasets used to
train various �avours of NeRF or Plenoxels [28] we would need the Intrinsic Dataset to contain about 100
samples per scene. We also desire that these views suf�ciently overlap, and collectively show all relevant
surfaces and objects in the scene. In a similar vein, for the purposes of applying machine learning methods
to this dataset, we would want to generate training, testing, and validation sample subsets for each scene.

Moreover, we would require meta-data associated with each sample in the set. In particular, the poses
and calibrations of the cameras used to generate the samples, as well as meta-data on the ground-truth
lighting. These two pieces of meta-data along with the depth buffer would enable reconstruction of the
scene in space. In the end, a desired dataset should have the following for each scene:

1. A comprehensive number of viewsI i given by camera posesC i collectively containing all objects in
the scene; each surface point should be represented in at least several dataset pixel-samples.

2. For each viewI i present in the dataset:

• The associated intrinsic decomposition, the components of which are:

– The re�ectance mapsR i carrying the chromatic content of the material in the overall view.
– The shadingSi map, which entangles the light information with the geometry of the scene.

• A diffuse version of the non-decomposed viewI (diff)
i .

• A representation of non-scale-invariant associated geometry in the form of a normalized depth
bufferD i and the surface normalsN i .

• The camera parametersC i .

3. The description of the lighting, namely of each lightL j .

3.2 Intrinsic Dataset Overview

The Intrinsic Dataset is based on the NeRF Object Dataset [20] as this dataset is widely used and �ts our
desired attributes of relative scene simplicity while still capturing enough geometric complexity to serve as
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CHAPTER 3. DATASETS

a proxy for more complex scenes. The general work�ow for the creation of the Intrinsic Dataset is to amend
existing scenes from [20], intrinsically decompose them, and derive additional meta-data from the scene
representation.

In the development of this work, two of the scenes from [20] were selected to be intrinsically decom-
posed and included into the Intrinsic Dataset. However, as we will present in section 3.3 the dataset can
be easily expanded by generating/rendering samples from 3D scene representations, so long as the scene
conforms to a few requirements. The scenes chosen for this work were the `chair' and `�cus' scenes, since
these do not predominantly display non-Lambertian effects and have signi�cantly varied geometry.

In total, for each included scene, the Intrinsic Dataset contains 100 randomly selected views with the
camera tracking towards the origin in the training and validation splits, and 200 views sampled sequentially
along a spiral trajectory in the testing split (according to code provided in [20]). In addition to these, for any
added auxiliary objects in a scene, we sample 20 views with each of these off-centre objects as the subject.
We do not include these views in the testing splits. Overall, the Intrinsic Dataset contains 480 samples for
the Chair scene, 520 samples for the Ficus scene.

We number each viewI i and each pass is named with a corresponding suf�x. We compose each view of
the following passes (see a selection of samples shown in �g. 3.1 and �g. 3.2):

• Combined (also called `full') render passI (comb)
i which shows any non-Lambertian effects present in

the scene.

• Diffuse render passI (diff )
i which shows a simpli�ed version of the combined pass excluding non-

Lambertian effects while keeping the two images as similar as possible.

• Re�ectance passR i which shows the underlying diffuse colour of each material in the scene.

• Shading render passSi which shows the shading due to geometry in the scene. This pass excludes
any shadows or self-shadowing.

• Camera-space normal render passN i which uses a common approach to render surface normals in
camera-space as pixels.

• Depth buffer passD i which stores the depth values along the positive z-axis (in the direction of the
camera) normalized to a de�ned range (between 0 and 8 units by default).

All passes are saved as RGBA images, where the alpha matt determines pixel-occupancy by an object.
The normal passes are stored as PNG-16 images, while the rest are PNG-8. Compression settings were set
to a minimum or turned off. For each of the splits in each scene, we record the camera parametersC i in
a JSON �le. Since the camera used has a square frame, we only record the horizontal �eld of view angle
(camera angle x) from which we later can derive focal length and construct the intrinsics matrixK . The
extrinsics of the camera are captured per view via its camera-to-world (c2w) transform matrix and stored in
theframes list along with its respective view number.

For each scene, we record the properties of the light present in a separate JSON �le. For each light, we
record its type (either point light or area light), its world transform matrix, colour (in RGB), and brightness
via its energy. When collecting meta-data about area lights, we additionally store the light's extent in the x
and y directions.

Finally, we also store the random number generator seed that was used to generate the data, so that the
camera placements, for example, could be reproduced (see section 3.3.3).
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chair intrinsic
train

r xxx.png
r xxx albedo.png
r xxx depth.png
r xxx diffuse.png
r xxx normal.png
r xxx shading.png
...
seed.json

test
...

val
...

lights chair intrinsic.json
transforms train.json
transforms test.json
transforms val.json

Figure 3.3: Example of the �le structure of the Intrinsic Dataset.

3.3 Generating the Intrinsic Dataset

To create the Intrinsic Dataset we adopt the existing meta-data formats and relative �le structure from [20]
to be able to reuse existing dataset parsers (such as those available in [38]). We use the source Blender
scene �les as a basis for our render passes. We make a few alterations to the scene �les before generating
decomposed samples for [20] which are detailed below. The samples themselves are generated using an
extension of the camera-posing logic used to create [20]. The extended script is responsible for four tasks:
a) Determining render settings such as resolution, b) Establishing the compositing node tree for all render
passes (see section 3.3.2), c) Sampling the camera extrinsics per view, and d) Collecting the meta-data for
each view. Each pass is then rendered in turn. An additional script collects the meta-data related to scene
lighting.

3.3.1 Alterations to NeRF Object Dataset Scene Representations

Simplifying Materials and Textures

Some materials in the original [20] use blended BSDFs which deviate too much from their diffuse approx-
imation (e.g., velvet). We �rst manually change the materials. We do this in a way that preserves as much
of the original appearance, but in doing so, gain the ability to toggle non-Lambertian effects via Blender's
render layers feature. This usually entails adding a diffuse blend layer to non-diffuse materials, which only
becomes visible once the non-diffuse effects are toggled off. Other small deviations from [20] include the
change of some materials from having near-black re�ectance to a brighter value to avoid instabilities dur-
ing gradient-based optimization. For example, the mostly black specular plant pot in the Ficus scene was
changed to a bright red colour to be able to differentiate the shading on it more clearly.
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Figure 3.4: Compositing of the Diffuse passI (diff)
i .

Insertion of Local Lighting

In addition to the main object in each scene (the chair and the �cus respectively), additional objects were
added to represent in-scene local lighting. Two or three large overhead lamp object meshes [10] were
inserted into the scene, and an area light consistent with their placement and size was added for each lamp
mesh. These were added as visible and interpretable references of the lighting conditions of each scene. The
number of lights was chosen to be 2 for the chair scene and 3 for the �cus scene, while we set their locations
arbitrarily within a short distance of the main object/origin. The orientations were hand-picked to point in
the general direction of the origin and provide varied lighting across the object. For each light, we record
the position and orientation in space via its transform matrix, its brightness, colour, and type (area light or
point light). For each scene, we record a meta-data �le containing this information for each light present,
which we store in the main directory of each scene (see �g. 3.3).

3.3.2 Compositing Render Passes

Each pass is rendered without a background and only using the locally inserted lighting without a use of
the environment emitter included in [20]. Default de-noising settings are kept, with each render taking
256 samples-per-pixel unless stated otherwise. We selectively composite the various Render Layers which
Blender automatically produces during the overall render process to generate the necessary render passes.
Note that passes which carry physical properties, speci�cally the normal and depth passes, are generated
without colour management post-processing (with the view transform set to `Raw').

Diffuse and Re�ectance Passes

The diffuse and albedo passes are created by leveraging theDiffCol , DiffDir , andDiffInd Render
Layers, which store the material colour, direct illumination, and indirect illumination for each pixel in the
image and compositing them together as shown in Figure 3.4. While the diffuse pass uses the rendering
eq. (3.1) to combine all three render layers, the re�ectance pass is only a composite of theDiffCol with
the alpha matte.

Shading Pass

Similar to the diffuse and albedo passes, the shading pass is rendered by compositing theDiffDir Render
Layer with a greyscale version of theDiffInd Render Layer. However, this pass is rendered separately
after all lights present are toggled to not cast shadows. That way we get a clean shading pass uninterrupted
by self-shadowing or occlusions.
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Figure 3.5: Compositing of the Shading passSi (with lighting set to not cast shadows).

Figure 3.6: Shader Node tree used to create a camera-space normal surface material.

Normal Pass

While Blender does provide a material which visualizes camera-space normals via theMatcap material
list, it is considered to be inaccurate as it uses a bitmap lookup texture instead of computing the normals
from the geometry of the mesh [19]. For this reason, we implement a `camera-normal material' (shown in
Figure 3.6) based on [19] which computes the pixel colour from the world-space normals taken from the
Normal Render Layer. These are then normalized to prevent numerical inaccuracies and transformed to
camera-space. The vector coordinate values are then shifted and scaled to be within the RGB colour range.
Note that the mapping assumes negative values for the z-components of the normals, since the camera-space
z-axis is taken to be positive in the direction of the camera.

In order for the `camera-space material' to not be affected by any lighting present in the scene, we treat
any primary ray intersecting scene geometry as carrying an emission of the computed colour. Any other
light path is set to a transparent material. In this way, only primary rays carry the encoded colour to the
output pass and all other light paths are ignored.

Finally, we apply this material non-destructively as a global override to all objects present in the scene,
such that the normal passesN i could be rendered.

Depth Pass

Note on RGB to Depth conversion: Although the depth passes are generated and stored in the same way as
[20], we amend them slightly in software later in the pipeline. The depth passes in [20] assume that brighter
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pixel values correspond to pixels closer to the camera, and vice versa. Later on in our pipeline we use the
convention that brighter pixel values correspond to higher depth values, i.e., those further away from the
camera, and vice versa. We do this convention conversion as this it is assumed by the various dependencies
further on in the pipeline.

The depth values themselves are rescaled to 8-bit unsigned integers from the range between 0m and
8m by default, since this range captures the included scenes well. This, by extension, means that to extract
the original depth values from the Intrinsic Dataset we also assume this range was used to create the depth
passes and use these range limits for rescaling back to concrete depth values.

Combined Pass

After the alterations to the scene representation, the combined pass is rendered using all Render Layers and
default render settings – it is Blender's default composited render output.

3.3.3 Compiling Meta-data and Sampling Views

The views are sampled in two modes: either randomly on the upper hemisphere (for the training and valid-
ation splits) or sequentially on a spiral (for the testing split). In both cases, the camera points towards either
the origin, or to a given location of an auxiliary object (such as a light) and lies a given distance from said
object set in a way to capture a signi�cant portion of it.

For splits which require randomness in the sequence of sampled views, we set a seed for the pseudo-
random number generator. This is done to maintain consistency between those sets of passes that cannot be
generated simultaneously (e.g., colour renders and shading passes for which we disable shadowing) since
the scene representations differ. This seed is written to �le and stored in the corresponding split's directory.
Since we sample passes for auxiliary objects separately, we store this seed separately. Thereafter, if a seed
�le is present, we read it for subsequent runs of the generation tool.

3.4 Deriving OLAT Samples

Sometimes it is desired to have an image or pixel sample which is lit by a single light source in the scene,
like for example in the context of material acquisition or photogrammetry. Though, it might not always be
desirable to store these on disk. In this section, we will describe the process of generating OLAT samples
via the existing passes which already exist in the Intrinsic Dataset.

Our goal is to create image and pixel samples which satisfy the Lambertian assumption while being lit
by single lights already present in the scene. Additionally, we compute these samples as though the lights
are point lights, since this is a simple setting which we can use as a proving ground for further methods. A
pass which is lit by a lightl in this way, we will callI (OLAT)

i;l .
To this end, we solve

I (OLAT)
i;l = R i � S(OLAT)

i;l = R i � (N i � 
 l ) : (3.1)

S(OLAT)
i;l is the shading obtained from the object being lit by the point-lightl and
 l is the set of light

vectors induced byl pointing towardsl from the surface points of the object. Note that we cannot use
Si here, since that pass is not derived from a single point-light, in fact, in our caseSi contains entangled
shading from all area lights in the scene.

We can computeS(OLAT)
i;l per-pixel by computing the corresponding light vectors
 l . First, we compute

the set of visible surface pointsP i in this view inR3. To �nd P i we project the depth passD i via the camera
intrinsics matrixK and pose it via the camera transform matrixC i . Finally, we compute vectors between
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P i and position of the chosen lightl which we then normalize. Carrying out this process for each viewi
and each light positionl in the scene gives the full set of singular OLAT samples.

3.5 Limitations of the Intrinsic Dataset

Though we tried to make the generation and expansion of the Intrinsic Dataset as streamlined as possible,
there are nonetheless quirks in the generation process. For one, manual editing of the scene it required. In
particular, to avoid rendering void pixels in the diffuse pass, we must ensure that all surfaces have at least
one purely diffuse material attached. Since we rely on in-scene modelled lighting, we must also manually
add these. Another issue in the generation process requires several render jobs on slightly different scene
representations. For example, the camera-space normal pass must be rendered separately from all others
since we must apply the camera-space normal material globally to the scene, while the shading pass requires
us to set all lighting to not cast shadows. While it is technically possible to set this changes programmatically
within our generation script, we found this to be unreliable and to cause properties of one pass bleeding over
to others, when ruining an entire generation batch. Therefore, the process was left as is.

Since we rely on the depth pass to compute OLAT samples, it is desirable to store depth values in a
higher bit-depth format to avoid rescaling and quantization errors, as currently these passes are stored in the
PNG-8 image format.
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Chapter 4

Methodology

In this chapter, we give a detailed overview of the methods which we have developed as part of this work.
We initially present preliminary, proof-of-concept methods. However, the limitations that those methods
posed made it necessary to shift our focus to the optimization method discussed in detail in the (chapter 6).
We �rst give a description of how we pre-process the Intrinsic Dataset in section 4.1. Next, we elaborate on
the methods used for predicting a dominant light direction with LightMLP (section 4.2.1) and granular SH
lighting with LightSH (section 4.2.2). Finally, we present a direct optimization of global SH lighting of the
scene in section 4.3.

4.1 Data Preprocessing

It behoves us to describe the common data preprocessing we do as a preliminary step in the methods presen-
ted further on in this chapter. The Intrinsic Dataset consists of 800×800 8/16-bit PNG images with trans-
parency. To be consistent throughout our methods, we �rst transform the images into the canonical range
between [0,1] for colour data, and [-1,1] for vector data and store these as 32-bit �oating-point values. The
depth pass is not transformed. Since the Intrinsic Dataset does not model a background for the included
scenes, to avoid training on invalid data samples, we always extract only the foreground or `occupied' pixels
in each image via its depth pass – a pixel is considered occupied if there exists a �nite depth value asso-
ciated with it. Unless stated otherwise, we downscale the images to a size of 400×400. We do so using
nearest-neighbour interpolation such that we do not retain interpolation artefacts in non-colour data passes
which more advanced interpolation techniques would introduce. Additionally, for directly optimizing global
SH coef�cients (see section 4.3) we randomly choose half of the available samples to decrease epoch size
due to the much smaller dimensionality of the parameter-space. In our method pipeline �gures (�g. 4.1 and
�g. 4.3) these operations are shown in orange.

4.2 Predicting Light Directions via MLP

Representing lights can be challenging to do in practice. Common representations are specialized for some
lighting conditions and cannot generalize to others. A collection of narrow locally placed spotlights cannot
be modelled via a coarse environment map, while ambient effects such as outdoor lighting are dif�cult to
capture with a collection of local lights. For example, [23, 23] choose to represent lighting via an envir-
onment map, but therefore they lack the ability to effectively model a localized light source. On the other
hand, [11] clusters light rays on a voxel grid to pinpoint local point-like light sources, and therefore works
well �nding desk lamps, but perhaps not a window illuminating a room.
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Figure 4.1: Pipeline diagram for the LightMLP which predicts single light direction vectors! l after being
fed features from Intrinsic Dataset. Concatenated normal, re�ectance, and image vectors are inputs. In
its directly supervised mode, LightMLP derives its loss via the cosine similarity to a computed ground
truth light direction! �

l (shown in yellow). A semi-supervised mode of LightMLP renders GT OLAT and
predicted OLAT pixel colours and computes the photometric loss between them. Note that the unitary
constraint (eq. (4.1)) is not shown for conciseness.

Our initial idea for solving light source estimation within a NeRF-like setting was to construct a neural
representation of lighting, leveraging a �eld formulation similar to NeRF capable of light-representation
across scene-space. Our aspiration was to later represent local lights via a spatial MLP. This way we could
leverage the potential of end-to-end training in a NeRF-like system and not be limited by a choice of a
concrete lighting representation such as an environment map or a voxel grid. To this end, we developed
proof-of-concept non-spatial models we dub LightMLP and LightSH for conciseness. LightMLP served as
a method to predict a dominant light direction from a surface point, while LightSH predicts per-pixel SH
coef�cientsL as to be able to capture more complex lighting.

4.2.1 LightMLP

Early stages of this work were concerned with evaluating the effectiveness of a simple neural representation
of light. Building from the ground up, LightMLP was intended to show if we can effectively predict the
incoming light direction vectors given inputs from Intrinsic Dataset and without providing spatial inform-
ation. Figure 4.1 shows the pipeline of this network. After loading the Intrinsic Dataset and performing
the preprocessing from section 4.1, we concatenate the normal, re�ectance, and image inputshN ; R ; I i j for
an occupied pixelj to feed to an MLP which gives us a predicted light direction vector! l in world-space.
We project the depth passD j into the scene via the camera pose to �nd the position of the surface pointx
captured by the pixel. From this, and an annotated light positionl in the scene, we �nd the ground truth light
direction! �

l = l � x
kl � x k2

also in world-space. From there we may directly compare the two to derive a loss.
For direct comparison, we use cosine similarity, as we desire that the directions align as much as possible

(shown in yellow arrows in �g. 4.1). Alternatively, we can take the two light direction vectors, along with
the normal and re�ectance atj and use eq. (2.3) to render OLAT pixel colours from both. We then apply
the photometric loss to these (shown in black arrows in �g. 4.1). To ensure that we predict valid direction
vectors, we use an unitarity constraint, which penalizes the difference of the Euclidean norm of! l from one.
We add this to our loss function with a strength multiplier� u :

L u = � u(k! l k2 � 1)2 (4.1)

During training, we compute multiple OLAT versions of each image of the scene – one for eachl
annotation – effectively increasing the number of samples by the number of lights in the scene. That way,

18



CHAPTER 4. METHODOLOGY

�0�/�3

�3�K�R�W�R�P�H�W�U�L�F���/�R�V�V�6�*�'

�)�R�U�Z�D�U�G���S�D�V�V

�%�D�F�N�Z�D�U�G���S�D�V�V

Figure 4.2: Pipeline diagram for LightSH, a variation LightMLP which predicts per-pixel SH coef�cients
over the image. Concatenated normal, re�ectance, and shading vectors are fed into an MLP which predicts
second-order SH coef�cients, and uses photometric loss between SH-shaded pixel colour and ground truth.

we hope to expand the sample space for the model and avoid over�tting to a signal from a single input
feature instead of the interplay betweenhN ; R ; I i j and! �

l .

4.2.2 LightSH

One big limitation of LightMLP is that it strictly assumes a singular and point-like light in the scene to
which all ! l point towards, something which seldom is the case. It is then also unclear what LightMLP
would predict in an unsupervised setting with multiple lights in the scene; although point-lights are known
to exhibit additive behaviour, predicting some single average light direction in the case of two point-lights
would not solve light source estimation. Later, in chapter 6 we will see that even in single light source
scenes, this representation degenerates due to over�tting.

To address this, we extend LightMLP to instead predict second-order spherical harmonics coef�cients
L per network query. Not only does this remove the problem with predicting discrete! l , we also gain the
ability to train LightSH via self-supervision, since ground truth light positionsl are no longer necessary.

Figure 4.2 shows the differences of LightSH w.r.t. LightMLP. For some input pixelj we input the MLP
with the features from Intrinsic Dataset and map them to a 9-dimensional outputL j 2 R9. We render the
predicted pixel colour by eq. (2.5) and pass it onto photometric loss.

Similar to LightMLP, the granularity of the prediction space of LightSH allows it to capture non-smooth
shading changes in the image. We hope that the weights of the MLP would retain scene lighting information,
as not to make the prediction ofL too granular and disconnected on a query to query basis. Although
LightSH is more expressive than its predecessor, we still lack an integration method which infers overall
lighting conditions of the scene from the individual per-pixelL . In fact, this would be dif�cult to do without
�rst anchoring the predictions to the scene space.

Although we note that LightSH outperforms LightMLP in reconstructing images of the scene, since
it lacks constraints and priors on the output shading and is not given spatial information to, for example,
establish shading-smoothness, it still is prone to predicting shading discontinuities along otherwise smooth
surfaces. Something that we further discuss in chapter 6.

4.2.3 Implementation Details of LightMLP and LightSH

Both LightMLP and LightSH are implemented using the PyTorch [17] autograd framework. The core of
each approach is an MLP with ReLU non-linearities. Each MLP takes in the input features without any
additional preprocessing, that is, LightMLP has 12 input nodes while LightSH has 9. Each hidden layer's
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Figure 4.3: Pipeline diagram for directly optimizing for global SH lighting. We compute a predicted pixel
colour using the SH coef�cientsL (j ) and the normal and re�ectance inputs via eq. (2.2).L (j ) is penalized for
negativity throughK = 5000 uniformly sampled evaluations off L

s overS2 by the non-negativity constraint
L neg (eq. (4.5)). We apply the photometric loss between the output of eq. (2.2) and the GT pixel colour
I j , and updateL (j )  L (j +1) with RMSProp. We experiment with a direct loss-on-shading between GT
shading and the output of eq. (2.5) (shown in yellow).

size is a constant power of two except the �nal hidden layer, which is half the size of the previous. We train
all three models for 4 epochs of non-downscaled 800×800 images without any further subsampling (i.e., the
full dataset).

LightMLP has two modes, a directly supervised mode on the GT light direction vectors! �
l and a semi-

supervised mode via the photometric loss on OLAT renders of Intrinsic Dataset (induced by! �
l ). Supervised-

LightMLP has 3 hidden layers of sizes [256, 256, 128]. It uses the cosine similarity loss and the unitarity
constraint with� u = 0 :66. In the semi-supervised mode, LightMLP has 5 layers of size 128 and one of size
64. We still apply the unitarity constraint on the light direction output with� u = 0 :9.

Both models were trained using Adam with a learning rate of4 � 10� 2 in the case of supervised-
LightMLP and2� 10� 2 in the semi-supervised mode using batches of size 104 and 32 samples respectively.
We apply a 0.2 dropout rate after each layer.

LightSH has 3 hidden layers of sizes [256, 256, 128]. It was trained using SGD with a momentum of
0.9 and a learning rate of2� 10� 2 using a mini-batch size of 40 samples. We apply a 0.25 dropout rate after
every layer.

In chapter 5, we present and discuss the parameter sweeps we executed to �nd the concrete model
parameters for both LightMLP and LightSH.

4.3 Direct Optimization of SH Lighting

Re�ecting on the shortcomings of the neural representation in section 4.2.1, we seek to replace the mapping
from intrinsic properties to a lighting representation with directly optimizing the representation based on
the properties. As presented in chapter 2, SH-based lighting is inherently a parametric representation and,
together with the photometric loss, lends itself well to be formulated as an optimization problem. We
construct a gradient-based soft-constrained optimization of spherical harmonics lighting. This gives us a
global and environmental light which can coarsely capture the scene's lighting through reconstruction. We
include a non-negativity constraint from [18, 23] to this basic model to ensure physically plausible lighting.
The overview of this pipeline is given in �g. 4.3.
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4.3.1 Optimization Setting

We seek to minimize the photometric loss between our SH-rendered pixel colours and members of the
Intrinsic Dataset. Taking a stream of sampleshN ; R ; I i from the Intrinsic Dataset as input, we want to
minimize eq. (4.2) which our lighting representation gives rise to:

L PM(L j R ; N ; I ) = ( R � 	 SH(N ; L ) � I )2 (4.2)

where	 SH is the rendering eq. (2.5). To put another way, the continuous shading functionf (L )
s : S2 7! R

induced by our choice ofL should �t the discrete shading samplesS.
The full statement of the optimization problem then becomes

L̂ = arg min
L

1
J

X

j

L PM(L j R j ; N j ; I j )

s.t. 	( N ; L ) � 0 8 N 2 S2

(4.3)

wherej is an occupied pixel andJ is the total number of these.
We desire that the optimized lightingL is physically plausible, that is non-negative, so we include the

hard constraint on	 SH(�; L ) which we formulate as a soft constraint in the next section. In chapter 5, we
demonstrate that iterative optimization alone does not suf�ce in satisfying this requirement and results in
large regions of theS2 domain being negative, especially when we do not initializeL (0) such thatf L (0)

s is
non-negative everywhere.

Having access to intrinsically decomposed shading samples from Intrinsic Dataset allows us to also
de�ne a very similar optimization objective, foregoing the re�ectance pass, and optimizing directly on shad-
ing alone:

L̂ = arg min
L

1
J

X

j

(	 SH(N j ; L ) � Sj )2 (4.4)

This should in concept carry a stronger signal, since we avoid a multiplication with potentially low re�ect-
ance values. Training with a loss-on-shading is part of our ablation studies in section 6.3.4.

We opt to apply �rst-order gradient optimization here for several reasons. First off, the photometric
objective is non-convex and exhibits many local-minima. We would like the method not to be limited by
the high-dimensionality of the chosen parameterization, since one of the most straight-forward extensions
to SH lighting is the addition of local, spatially anchored, SH kernels. Depending on how �ne the spatial
anchoring is, this would lead to the optimization parameter space becoming high-dimensional. Finally, as
before, we would like our method to be easily incorporable into NeRF-like pipelines such as [37, 36], which
already operate in the same setting.

4.3.2 Normalization and the Non-negativity Constraint

One can argue that when it comes to image or shading data, the information is conveyed on an interval scale
– ratios between values are what carry it. This would mean that as long as we can scale and shift the data to a
display domain (e.g.,[0; 255]\ Z for 8-bit images) the untransformed representation can be considered valid.
Applying this to our SH representationL , we could say that the hard constraint in eq. (4.3) is super�uous –
regardless of what the range off (L )

s is, we would be able to apply some transformationT before rendering
an image such thatT(f (L )

s ) 7! [0; 1]. The issue comes with �nding an appropriateT.
One common method is to normalize the output of the SH evaluation by the bounds of the data type used

to store it. For example, this would map a value stored as an 8-bit unsigned integer with a maximum value
of 255 to[0; 1]. However, our optimization setting is well-de�ned only on real values, and the values of

21



CHAPTER 4. METHODOLOGY

samples in the Intrinsic Dataset are intended to be manipulated within their canonical (unit or [-1,1]) ranges.
We can then choose some arbitrary real value as a threshold, and use it for normalization, clipping any
over- and under�ow. But the choice of the threshold along with clipping may stunt how expressive our SH
representation could be. Finally, we could scale each optimization batch by the maximum SH evaluation,
This would always result in the maximum shading/lighting value present per batch, which is not realistic for
the setting. The drawbacks of these normalization methods leave us with the desire to �ndL which would
give lighting and shading values also in the canonical range.

For this, [18, 23] propose non-negativity constraintL neg on the lighting, since we need not compromise
on the choice of the scaling transformation, and useL̂ as is. This constraint quadratically penalizes negativity
of K uniform samples overS2:

L neg =
X

k

�
minf 0; 	 SH (nk ; L )g

� 2

s.t. nk � U
�
S2

�
(4.5)

This leaves us with a full unconstrained optimization formulation which we can solve by gradient des-
cent:

L̂ = arg min
L

1
J

X

j

L PM(L j R j ; N j ; I j ) + � neg � L neg(L ) (4.6)

In our experiments, we see a signi�cant reduction in both negative evaluations and their magnitudes over
S2 (see chapter 6). Pushing the optimization into �ndingL̂ which maximally mapsf L̂

s to [0; 1] should in
essence preserve the expressiveness of the representation into maximally capturing the lighting conditions
of the scene.

4.3.3 Implementation Details of Direct Global SH Optimization

The iterative gradient-based optimization is a reworked version of our PyTorch [17] framework implement-
ation used for LightMLP and LightSH. The SH lighting is directly optimized over 3 epochs on the Chair
scene and over 5 epochs on the Ficus scene. We use RMSProp [14] which adapts the learning rate via a
moving average per-parameter; however, we set the base learning rate to2:5 � 10� 5. We initialize the SH
coef�cients to zeroL (0) = 0. The non-negativity constraint strength is set to� neg = 2 . Each batch consists
of 1024 occupied pixels over which we compute the average loss eq. (4.2).In all the presented �gures and
visualizations, regardless of if we achieve to retrieveL s.t. f L

s 2 [0; 1], we clip the raw output image data to
that range.
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Chapter 5

Experiments

In this chapter, we present the experiments we performed to evaluate our methods and their constituents.
Through these, we arrive at the �nal method descriptions found in chapter 4. We carry out parameter sweeps
of LightMLP and LightSH to understand the models' mapping capacities and viability in light estimation.
We gauge the effect of initialization of SH coef�cientsL on our direct optimization approach, evaluate
the effect of the non-negative constraintL neg, and explore whether a direct loss on shading would bring a
clearer loss signal and therefore better performance. We present and discuss the results of these experiments
in chapter 6.

5.1 Experiments on LightMLP and LightSH

To ascertain the model capacities for supervised-LightMLP, photometric-LightMLP, and LightSH we carry
out model hyperparameter sweeps. The sweeps govern model architecture via the layer size and the number
of layers, as well as the training procedure by the choice of optimizer, learning rate, dropout rate, and batch
size. In the case of LightMLP, we also sweep the strengths of the unitarity constraint. Speci�cally, with the
supervised-LightMLP, the choice of loss function. Note that the layer size hyperparameter dictates the size
of each hidden layer of the MLP but the last. The �nal hidden layer is set to have half the size of the ones
preceding it.

To be more speci�c, we choose the optimizer between Adam and Stochastic Gradient Descent (with a
momentum of 0.9). The loss function for LightMLP supervised on GT incident light directions! �

l chosen
between cosine similarity and mean squared error on the predicted! l and ! �

l . The unitarity constraint
strength� u is excluded from the hyperparameter sweep of LightSH since the unitarity constraint is not used
in that model. For reference and exact description of possible values of all hyperparameters, please refer to
the search-spaces and the distributions shown in table 5.1.

Each hyperparameter sweep consists of 10 independently sampled runs of 3 epochs over the full Intrinsic
Dataset. We gauge each run's performance by its validation split loss after the �nal epoch, and by visual
inspection of the output. For LightMLP, we augment the Intrinsic Dataset by rendering OLAT samples
(described in section 3.4) for each annotated light position in the scene.

The main purpose of the sweeps was to test the general viability of LightMLP and LightSH, and to gauge
the utility in expanding them. Nonetheless, we do have some preconceptions about the performance of
LightMLP vs. LightSH and on the effect of some hyperparameter choices.

Out of the two LightMLP variations, we expect that photometric-LightMLP would have less of a chance
to over�t on an average light incident direction.
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Table 5.1: Hyperparameter sweep search-space for LightMLP and LightSH. For each run in the sweep, we
choose the value of the hyperparameters according to the listed distribution. QLogU is the quantized log-
uniform distribution: it returnsqbX=qes.t. logX � U[logmin; logmax], whereq = 8 .
*Only for LightMLP. **Only for Supervised-LightMLP.

***Supervised-LightMLP sweep excluded 64 as a possible value for the layer size.

Hyperparameter Distribution

Loss Function** U(f `Cosine Similarity', `MSE'g)
Optimizer U(f `Adam', `SGD'g)

Learning Rate U[0:0001; 0:1]
Number of Layers U(f 3; 6; 10g)

Layer Size U(f 64; 128; 256; 512g)***
Dropout Rate U(f 0:15; 0:2; 0:25; 0:3; 0:4g)
Batch Size QLog8U[32; 256]

Unitarity Strength*� u U[0; 2]

Note that! l – depending on the proximity of the lightl to the object – would have a small and slowly
varying range over its surface. This is certainly the case for the scenes in the Intrinsic Dataset.

Furthermore, it is possible that due to the disconnectedness of individual predictions that the output
space of LightMLP would not be smooth, such that the average loss is small, however the output exhibits
splotchiness.

With runs of the supervised-LightMLP we expect that the cosine similarity loss would give a better
training signal than a less-forgiving MSE. The inclusion of the unitarity constraint should lead to well-
behaved vector norms. After all, it is the direction of the predicted vector that we value most, since a
non-unit vector output can be normalized before use.

LightSH has promise in that spherical harmonics are always smooth functions. Because of this, if
the model �nds a smooth output landscape w.r.t. to the inputs, it would be able to model multi-source
local lighting as the predicted SH representation varies across the object surface. We, however, note, that
LightSH does not have any extra mechanisms that would enforce or encourage smoothness of output from
neighbouring inputs. That it will predict smooth SH lighting is a hope. So we should not expect a perfectly
smooth output, but still, one that performs better than LightMLP.

In general, the effect of model size should be seen in the results; larger MLPs would have the capacity to
discriminate over small changes in the target direction vectors with LightMLP. However, there is a possibility
that a larger model has too much capacity for the relatively low-dimensional input we give it. Perhaps, the
inclusion of a spatial input would help in this regard.

5.2 Experiments on Direct SH Optimization

5.2.1 Initialization of SH coef�cients L

For any optimization problem, the initialization of its optimization parameters should be considered care-
fully. The initial point may steer the optimization to a local minimum or divergence when the optimization
objective is non-convex. When initializing weights of a neural network, it is common to initialize them
randomly.

In our optimization formulation (eq. (4.6)) we note that since we require the predicted lightingL̂ to
induce shading	 SH(�; L̂ ) 2 [0; 1] it should follow that� � � L̂ i � � for some small positive value of� ; the
SH coef�cients should be close to zero.
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We are curious about the effect of initialization ofL on the course of optimization. Would a standard
normally distributed initializationL (0)  N (0; 1) frequently result in non-optimal solutions? Would it
instead help the optimization steer away from such? On the other hand, would an initialization of non-
lighting, that is, zero lightingL (0)  0 be a good starting point? We consider it a viable candidate since it
is the simplest physically consistent con�guration ofL .

To �nd out, we construct a simple comparison between these two. We carry out 10 runs of the optim-
ization per initialization method. Each random initialization is sampled independently of each other from
N (0; 1). All runs are optimized with RMSProp with a learning rate of2:5 � 10� 5, with all other optim-
ization settings occur to those described in section 4.3.3. These runs train over the full-render passes of
Intrinsic Dataset's chair scene, and are run for several epochs until no signi�cant change toL occurs for one
epoch. We record the evolution ofL during each run for later analysis.

We expect that with enough time to converge, all runs will come to a consensus for the approximate value
of L . However, we are unsure how long convergence would take in either case on average. If our hypothesis
that in most cases the magnitude ofL̂ should be low is correct, a zero initialization would conceivably take
less optimization steps to reach that point.

5.2.2 Ef�cacy of the Non-negativity Constraint

Achieving non-negative lighting is important since it would be physically plausible. This would avoid
`wasted' model capacity to express negativity, and avoid clipping, normalizing, or scaling the shading to
form an image. For our estimates ofL to be physically plausible, we need to set� neg to an appropriate
value.

We conduct a simple search to do this. For each initialization method from section 5.2.1, we carry
out runs of our optimization while gradually increasing the non-negativity weight� neg from 0 to 3 with
increments of 0.5. This gives us a total of 14 runs. When we initializeL (0)  N (0; 1), we use a learning
rate of1:6 � 10� 4 such that all runs may suf�ciently converge within 3 epochs in tandem with the zero-
initialization.

Note that withL (0)  N (0; 1) the initial shading has no guarantee of being physically plausible, and
may very well be purely negative, or purely exceeding one overS2. Therefore, we also have no guarantee
that the representation will converge to be within [0,1].

Our hypothesis is then that in runs with� neg = 0 , negative portions overS2 will not fully go away, and
may even remain substantial in portions where little incident lighting is present. Higher values of� rm should
eliminate the issue, but setting it too high might bring imbalance to the optimization – where non-negativity
would be enforced at the expense of modelling accurate lighting elsewhere in the scene.

5.2.3 Using a Direct Loss-on-shading

We premise our method on the existence of an intrinsically decomposed neural �eld of geometry, radiance,
shading, and re�ectance. So, one could argue that instead of relying on the photometric reconstruction from
both shading and re�ectance, we ought to use shading directly to approximateL . After all, does shading not
directly indicate lighting, since the geometry is assumed to be known? Why complicate things?

We, too, had this thought, and so propose the following experiment. As we show in �g. 4.3, we can use
the track shown in yellow to derive a pseudo-photometric loss on just the shading. We would compare the
predicted shading	 SH(�; L ) to the shading passS from the Intrinsic Dataset. Pseudo-photometric, since it
acts on greyscale values of shading.

To evaluate if a direct loss-on-shading would be bene�cial to our method, we include an ablation study
on in section 6.3.4.

25



CHAPTER 5. EXPERIMENTS

26



Chapter 6

Results and Discussion

6.1 Error Metrics

Throughout this chapter, we will be using a collection of error metrics to evaluate our experiments and
results. These metrics (and their implementation details) are as follows:

• MSE is the mean squared error between corresponding render or shading image elements. In our
case, this is always a mean over the number of elements rather than the number of pixels (e.g., a three
channel RGB image of size(W; H ) would haveW � H � 3 elements in it). When applying MSE to
rendered colour pixels, we get the photometric loss we have been using for training (see section 4.3).

• LMSE is the local version of MSE and is supposed to measure a more granular metric on square
patches of the predicted and ground truth images. The intent is to capture how well each local region
is reconstructed. A sliding window is used to extract corresponding patches of each image, which
are compared via MSE. The result of the metric is the average of the MSEs of the patches. By a
recommendation in [9] the size of the patches in set to 10% of the longest image side (40 pixels in our
case). We slide the window by half of its width in each dimension each iteration. [6]

• SIL2 or scale-invariant L2 loss, also known as scale-invariant MSE, is a modi�ed MSE metric re-
commended by [6]. Since shading lies on an interval scale, many authors recommend using a scale-
invariant metric to mitigate penalties of wrongly predicting absolute scale while having the correct
intervals, or conversely, preventing good MSE evaluations when just the mean of the shading is pre-
dicted well. We use the de�nition from [34, 9, 8]:

SIL 2(I; I � ) =
1
N

X �
ln I � ln I �

� 2
�

�
N 2

� X
ln I � ln I �

� 2
(6.1)

we use� = 0 :5 whereN is the number of pixels. Before evaluation, we clip the images between
1� 10� 5 and 1 to prevent NaNs. Since all of our methods are trained on the usual MSE, this metric is
presented for reference only. LSIL2 is the local version of this metric, identical to LMSE, except that
SIL2 is used instead of MSE on each patch.

• PSNR or peak signal-to-noise ratio is a measure of distortion in an image compared to a ground truth
and is measured on the logarithmic scale. Out of all the used metrics, this is the only one for which
higher values indicate better reconstruction. PSNR is de�ned through the value of the MSE of the
input images as PSNR= 10 � log10( MAX I

MSE ) = � 10� log10(MSE) where MAXI = 1 is the maximum
possible pixel value in our images. Though we should note that (like the numeric-quantitative metrics
above) PSNR does not always correlate well with the human perception of image quality or similarity.
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Figure 6.1: Parallel Coordinates plot for hyperparameter sweep of supervised-LightMLP. Validation loss
shown on a logarithmic scale for clarity.

• DSSIM is the inverse version of the structural similarity index (SSIM) [5] metric, where DSSIM=
1� SSIM

2 . While MSE-based metrics give comparisons on the numerical values of our predictions,
DSSIM quanti�es the human perception dissimilarity between two images and, like LMSE and LSIL2,
operates on patches of these. It captures aspects of the that a simple mean error metric does not, like
differences in contrast, luminance, and structure in the images.

6.2 Results of LightMLP and LightSH

We show the parallel coordinate plots of the hyperparameter sweeps of our MLP-based model in �g. 6.1,
�g. 6.2, and �g. 6.3. We show the visual output of the best con�gurations of each model in �g. 6.4, �g. 6.5
, and �g. 6.3 respectively. From the parallel coordinate plots, we cannot discern any single combination
of parameters which would immediately stand out as the best performing. This, except for the sweep for
LightSH, where there is a clear outlier, but even then, we have not a solid stance on the reasoning. It appears
that the choice of smaller layer sizes leads to better overall validation loss. We do want to point out that the
supervised model shows better performance using the cosine loss.

Nonetheless, looking at the visual output of supervised-LightMLP, we see that mostly the predicted light
direction corresponds to GT. But we also see that the model predicts a large artefact across the surface of
the chair. This would not be ideal if we want to use these directions for light source estimation later. In any
case, this is a supervised model, which we cannot use further due to the nature of light source estimation in
the �rst place.

Photometric-LightMLP shows good visual results, however these are marred with splotchiness. This
can be easily seen in the predicted light directions, which are non-spatially coherent, to the scene or each
other's neighbours.

Finally, LightSH shows the best performance. We see that their shading reconstruction is generally
smooth, but light LightMLP lacks local smoothness. Combining this model for local SH lighting with the
global SH optimization could be considered future work.
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Figure 6.2: Parallel Coordinates plot for hyperparameter sweep of photometric-LightMLP. Note that valid-
ation loss is shown on a logarithmic scale for clarity.

Figure 6.3: Parallel Coordinates plot for hyperparameter sweep of LightSH. Note that we do not show two
failed runs out of the 10 we carried out.
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Figure 6.4: Visualized render, shading, emerging from predicted light directions of supervised-LightMLP.

Figure 6.5: Visualized render, shading, emerging from predicted light directions of photometric-LightMLP.
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Figure 6.6: Visualized render from predicted shading of LightSH.

6.3 Results of Direct SH Optimization

6.3.1 Initialization of SH Coef�cients

The results of the optimization initialization experiments are shown in �g. 6.7 and �g. 6.8. In the former,
we show the evolution of the SH coef�cients of a single representative randomly-sampled-initialization
run. The shaded regions indicate the span of the values of each coef�cient during the optimization. The
optimization consistently took 20 epochs to settle on the �nal coef�cient values. In the latter, we show
the average evolution of the SH coef�cients for runs which have all been initialized at the origin. We still
display the span of each coef�cient; however, it is indiscernible due to the low variation between runs. Runs
initialized at zero consistently converge to the same values as the sampled runs but take less time to do so.

We think there are two reasons for this. One, on average, each coef�cient must be updated for fewer
steps to reach its optimal value if we start at a point already close to it – in this case that is the origin. Second,
a random initialization often results in drastic changes in all coef�cient values in the beginning steps of the
optimization. This leads to wider spread out and therefore longer convergence.

6.3.2 Effect of the Non-negativity Constraint

We show the results of our experiments on the effect of the non-negative constraintL neg in �g. 6.9 though
�g. 6.12.

If we do not applyL neg, by setting� neg to zero, we see the following. With randomly initialized runs,
large portions of lighting evaluate to large negative magnitudes. Figure 6.10 shows that the whole lower half
of the lighting sphere is negative. We had to truncate the histogram in �g. 6.9 to be comparable to the rest.
Note that in the raw data, the evaluations ranged to a minimum of -3.9.

When we initialize the SH coef�cients to zero, yet don't applyL neg, it appears that from the start, the
optimization has no incentive to converge to a negative state. Figure 6.13 shows less than 500 evaluations
below zero in this case, and the negative solid angle in �g. 6.14 is much smaller than in �g. 6.10. Going
further, �g. 6.15 shows a decrease in the magnitudes of only those evaluations already below zero, yet the
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Figure 6.10: Visualized SH lighting on a sphere,L (0)  N ,
� neg = 0 . Orange regions mark negative evaluations.
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Figure 6.16: Visualized SH lighting on a sphere,L (0)  0,
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entire positive part of the histogram is barely changed.
This shows that applying the non-negativity constraints is viable in all modes of our method. It both re-

duces the solid angle of negative evaluations overS2 and also decreases the magnitudes of these evaluations
such that they may be neglected to clipping. This result further leads us to use the zero-initialization in our
method, since it is the more favourable setting w.r.t. plausible lighting as well.

6.3.3 Direct Loss-on-shading

6.3.4 Ablation Studies

Table 6.1: Ablation over the initialization of the SH lightingL , addition of the non-negativity constraint
L neg, and training directly on ground truth shading viaL S. Metrics are evaluated over thetest split of
Intrinsic Dataset using the `full' colour render, and are averaged over three runs. We show the evaluations of
the metrics over the RGB render image pairs, as well as the greyscale shading pairs. Lower is better, except
for PSNR.

Render Shading
MSE LMSE SIL2 LSIL2 PSNR" DSSIM MSE LMSE SIL2 LSIL2 PSNR" DSSIM

L (0) = N 0.0282 0.00722 15.39 4.15 15.69 0.06940.0373 0.00996 9.62 2.20 14.73 0.0475
+ L neg 0.0263 0.00674 14.74 3.43 15.97 0.06910.0329 0.00871 8.90 2.03 15.28 0.0429
+ L S 0.0276 0.00709 16.52 3.12 15.72 0.07110.031 0.00836 9.05 2.09 15.69 0.0427

L (0) = 0 0.026 0.00669 14.10 3.49 16.00 0.06780.0329 0.00877 8.87 2.05 15.32 0.0419
+ L neg 0.0262 0.00671 14.84 3.40 15.98 0.06880.0328 0.00875 8.87 2.03 15.34 0.0424
+ L S 0.0276 0.0071 16.74 3.05 15.72 0.07140.0313 0.00846 8.99 2.08 15.65 0.0433

We compile ablations of our direct optimization method in table 6.1. As a baseline, we see that initial-
izing L at the origin performs better on all metrics, except for the comparison of shading via DSSIM. We
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Table 6.2: Results of direct SH optimization on the chair scene.

Render Shading
MSE LMSE SIL2 LSIL2 PSNR" DSSIM MSE LMSE SIL2 LSIL2 PSNR" DSSIM

chair, diffuse,L PM 0.0134 0.00343 14.82 3.08 18.99 0.05590.0417 0.0111 8.77 2.00 14.00 0.0455
chair, diffuse,L S 0.0168 0.00433 16.68 2.67 17.90 0.06090.0313 0.00846 8.99 2.08 15.65 0.0433
chair, full, L PM 0.0261 0.00671 14.83 3.40 15.98 0.06880.0329 0.00876 8.86 2.03 15.33 0.0425
chair, full, L S 0.0276 0.0071 16.75 3.05 15.72 0.07140.0313 0.00846 9.00 2.08 15.64 0.0434

Table 6.3: Results of direct SH optimization on the �cus scene.

Render Shading
MSE LMSE SIL2 LSIL2 PSNR" DSSIM MSE LMSE SIL2 LSIL2 PSNR" DSSIM

�cus, diffuse,L PM 0.0182 0.00249 1.49 0.242 17.95 0.03940.0914 0.0139 6.78 0.923 10.46 0.0397
�cus, diffuse,L S 0.0207 0.00302 1.79 0.256 17.02 0.04530.0579 0.00913 7.11 0.978 13.23 0.0271
�cus, full, L PM 0.0354 0.00516 1.78 0.299 14.61 0.05270.0651 0.0101 6.90 0.946 12.29 0.03
�cus, full, L S 0.0364 0.0054 1.89 0.298 14.46 0.054 0.0579 0.00914 7.11 0.978 13.22 0.0271

note that the lower values in the render MSE column, when compared to those in the shading MSE column,
could likely be explained by the addition of re�ectance in the former. Here, the re�ectance with is within
[0; 1] and hence scales the shading image magnitudes down, in turn causing lower MSE. We provide SIL2
and LSIL2 metrics for reference, and note that none of our methods use these during training/optimizing.
We suggest that the lower SIL2 metrics, when comparing shading, result from the view-dependent and other
non-Lambertian effects present in the full render passes that we do not store in the re�ectance-only passes
of the Intrinsic Dataset - shading is therefore more similar by this limitation.

Adding the non-negativity constraint improves our metrics throughout all comparisons when we ini-
tialize with randomness. When we initialize with zero, addingL neg does not improve the output. This is
expected because when initialized to zero does not become substantially more negative even without the
constraint.

We observe that adding the loss-on-shading worsens the model. We note that, again, this table shows our
evaluations on the `full' render passes on the Intrinsic Dataset. When we compare the effect ofL S between
evaluations on the diffuse pass and `full' passes (like we do in table 6.2) we see that the loss-on-shading is
better on diffuse scenes. Since we do not expect purely diffuse scenes in the wild, we choose to show our
�nal results using the usual photometric loss.

6.3.5 Results on Test-split of Intrinsic Dataset

We show the �nal visual results of the SH lighting optimization in �g. 6.17 for the chair scene, and in
�g. 6.18 for the �cus scene. The average metrics over the test split of the Intrinsic Dataset are shown in
table 6.2 and table 6.3.

We observe the following:

• For both scenes, we can estimate the global lighting cues of the scene.

– From row 1 of �g. 6.17 shows that the chair is lit from above and the front, while row 3 shows
that it is not lit from the back. This is consistent with the two lights present in the scene.

– The �cus scene, which has 3 lights which light the plant from most direction, is also reconstruc-
ted reasonably with the SH
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Figure 6.17: Results on the `full' render pass of the chair scene. Left to right: GT render, predicted render,
gt shading, predicted shading, and visualized SH lighting.

Figure 6.18: Results on the `full' render pass of the �cus scene. Left to right: GT render, predicted render,
gt shading, predicted shading, and visualized SH lighting.
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• We note that our estimate of the �cus scene lighting is signi�cantly darker than GT. We think this is
due to the capacity of the global SH lighting model.

– The �cus scene has more complex and varied geometry, with many similarly oriented surfaces
(leaves) being lit differently.

– The �cus scene also has more dispersed lighting.

– This requires the SH representation to both show bring lighting everywhere, but also shading on
the bottoms of the leaves, which it struggles to do simultaneously.
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Chapter 7

Conclusion and Outlook

In this work, our main aim was to propose a method of light source estimation within a NeRF-like setting.
To do so, we leveraged recently proposed NeRF �avours capable of intrinsic image decomposition. This
enabled us to potentially use a �eld of disentangled re�ectance, shading, and geometry to infer lighting
conditions.

We found that a direct neural mapping from intrinsic components to lighting is ineffective when using
simple MLPs. In our work, these are not spatially anchored to the scene, and lack the constraints needed
to ensure smooth inferred lighting. In our exploration of these predictive models, we did not �nd model
hyperparameters which differentiate one model architecture from another. This is not to imply that all
considered models are non-viable. LightSH, even without the extra machinery of spatial or neighbourhood
constraints, performed well enough to infer an acceptable overall lighting reconstruction.

We pivot to the exploration of a direction optimization approach of SH lighting. We found that we can
retrieve a coarse global representation of lighting which is consistent with the scene's local lights. In our
experiments, we found that initializing the SH representation to no lighting gives bene�ts to the stability
and speed of the optimization. We note that although the inclusion of a non-negativity constraint did reduce
the magnitudes of non-physically plausible lighting evaluation, these were no substantial enough in the �rst
place when initializing at the origin. Rather curiously, we note that a direct loss-on-shading performs better
on purely diffuse scenes over the usual photometric loss.

7.1 Future Work

To avoid scope creep, we made conscious decisions of what to focus on in this thesis. The decision to
work with our Intrinsic Dataset instead of the (at that time unpublished) intrinsically decomposed �elds.
Hence, some avenues that we could have researched were not. We propose that future work could include
the following:

• Improvement of the Intrinsic Dataset in included view-dependant re�ectance and decompositions of
residual terms like specularities.

• Inclusion and anchoring of a local SH light representation in the scene. The addition of SVSH through,
for example, a variation of LightSH with the global representation as a basis. This would increase the
capacity of types of lighting we can estimate.

• Replacing the input from Intrinsic Dataset with samples from an intrinsically decomposed �eld. This
would require working the implementation of our work to act on ray queries instead of pixel values in
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the Intrinsic Dataset.

• Use of the lighting estimate in tandem with neural �eld training, its join optimization. Lighting cues
could be used to better understand shading and vice versa.
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