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A Deep-Unfolding-Optimized Coordinate-Descent
Data-Detector ASIC for mmWave Massive MIMO

Zixiao Li, Seyed Hadi Mirfarshbafan, Oscar Castañeda, and Christoph Studer

Abstract—We present a 22 nm FD-SOI (fully depleted silicon-on-
insulator) application-speci�c integrated circuit (ASIC) implemen-
tation of a novel soft-output Gram-domain block coordinate
descent (GBCD) data detector for massive multi-user (MU)
multiple-input multiple-output (MIMO) systems. The ASIC
simultaneously addresses the high throughput requirements
for millimeter wave (mmWave) communication, stringent area
and power budget per subcarrier in an orthogonal frequency-
division multiplexing (OFDM) system, and error-rate performance
challenges posed by realistic mmWave channels. The proposed
GBCD algorithm utilizes a posterior mean estimate (PME)
denoiser and is optimized using deep unfolding, which results in
superior error-rate performance even in scenarios with highly
correlated channels or where the number of user equipment (UE)
data streams is comparable to the number of basestation (BS)
antennas. The fabricated GBCD ASIC supports up to 16 UEs
transmitting QPSK to 256-QAM symbols to a 128-antenna BS, and
achieves a peak throughput of 7.1 Gbps at 367 mW. The core area
is only 0.97 mm2 thanks to a recon�gurable array of processing
elements that enables extensive resource sharing. Measurement
results demonstrate that the proposed GBCD data-detector ASIC
achieves best-in-class throughput and area ef�ciency.

Index Terms—Application-speci�c integrated circuit (ASIC),
block coordinate descent, data detection, deep unfolding, mas-
sive multiple-input multiple-output (MIMO), millimeter wave,
orthogonal frequency-division multiplexing (OFDM), soft output.

I. I NTRODUCTION

M ASSIVE multiuser (MU) multiple-input multiple-output
(MIMO) technology and millimeter-wave (mmWave)

communication are critical physical layer technologies in
5th generation (5G) wireless communication systems [1]–[3].
Beyond-5G systems are also believed to build upon these
technologies as their combination promises unprecedented
data rates and spectral ef�ciency. In order to deal with
the intersymbol interference caused by multipath, orthogonal
frequency division multiplexing (OFDM) remains to be the
technology of choice, e.g., 5G new radio (NR) speci�es it as the
main waveform [4]. However, hardware implementations for
some of the key baseband processing tasks in mmWave massive
MU-MIMO-OFDM systems [5], including data detection in the
uplink—which is the main focus of this paper—face several
critical implementation challenges for the following reasons:

Z. Li is with the Department of Information Technology and Electrical
Engineering, ETH Zurich, and with the Institute of Neuroinformatics, University
of Zurich and ETH Zurich. (email: zixili@ethz.ch)
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This paper summarizes and extends the results from Z. Li's MSc Thesis;
the MSc Thesis and its results are not published elsewhere.

� The large number of basestation (BS) antennas and si-
multaneously transmitting user equipments (UEs) requires
processing of high-dimensional data.

� Wideband mmWave communication requires high base-
band sampling rates, which results in a large amount of
data to be processed per second.

� In OFDM systems, data detection and its preprocessing re-
quire massively parallel processing over many subcarriers,
which necessitates highly ef�cient hardware accelerators.

These challenges require the design of ef�cient data detectors
that keep the costs and power consumption of corresponding
BS implementations within reasonable bounds.

Data detection in multi-antenna wireless systems typically
consists of (i)preprocessing, which are operations that only
depend on channel state information, and (ii)equalization,
which corresponds to estimating the transmitted symbols
using quantities computed in the preprocessing stage. As
channel state information is approximately static over an
OFDM coherence block consisting ofNT consecutive time
slots andNS consecutive subcarriers, the equalizer processes
T = NT � NS receive vectors after a single preprocessing step.
Since equalization cannot start until preprocessing is completed,
the preprocessing latency translates into the need for buffering
receive vectors before they can be fed into the equalizer [6].
Furthermore, since preprocessing must be performed only when
the channel changes, an ef�cient data-detector design should
maximize hardware-resource sharing between preprocessing
and equalization. In summary, a massive MU-MIMO data
detector that addresses the above-mentioned implementation
challenges should have the following properties: (i) small
area and low power, such that parallel independent data-
detector cores (each responsible for one or several subcarriers)
can be instantiated without resulting in excessive silicon
area or power; (ii) suf�ciently high throughput in order to
complete all data-detection tasks within the required time
constraint; and (iii) low preprocessing latency to minimize data
buffering. Needless to mention, the data detection algorithm
should achieve excellent error-rate performance, even for ill-
conditioned channel realizations that are common at mmWave
frequencies [3].

In what follows, we adopt an algorithm-hardware co-design
approach to design a massive MU-MIMO data-detector core
that meets the above listed criteria. Speci�cally, we propose a
novel data detection algorithm that enables the design of a very
large-scale integration (VLSI) implementation that achieves
high area ef�ciency at competitive energy ef�ciency, so that
one data-detector core can then be replicated to process the
data of all used subcarriers in parallel.
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A. Prior Work

To enable high throughput data detection for massive MU-
MIMO systems, a number of ASIC implementations have
been proposed [7]–[12]. Unfortunately, some of these designs
do not scale well to OFDM systems with a large number of
subcarriers due to either a relatively large implementation area
per data-detection core [9], [11], [12], low energy ef�ciency [8],
[11], or limited throughput [7], [8]. Another strain of designs
has achieved high area ef�ciency by using low-complexity
algorithms that rely on the channel-hardening assumption [10],
[12]. This assumption describes the phenomenon in massive
MU-MIMO systems by which the correlation between UE
channels reduces when increasing the number of BS antennasB
for a �xed number of UEsU [13]. However, channel hardening
doesnot hold for smallerB=U ratios, nor in channels with
strong correlation or with strong line-of-sight (LoS) components
between the UEs and the BS. The latter case is typical at
mmWave frequencies as wave propagation is predominantly
directional with few scattered paths arriving at the receiver.
Therefore, data detectors that rely on channel hardening
typically perform poorly under realistic mmWave channels.

For many existing data detectors, the preprocessing stage
involves computation of the Gram matrixG = H HH , where
H 2 CB � U is the estimated channel matrix at the BS. Zero-
forcing (ZF) and linear minimum mean squared error (LMMSE)
equalization are two prominent data detection algorithms
in massive MU-MIMO as they require low complexity and
achieve acceptable error-rate performance. Such algorithms,
however, require implicit or explicit inversion of theU � U
(regularized) Gram matrix and thereby, incur large area and
high preprocessing latency [7], [14]. To reduce preprocess-
ing complexity, many low-complexity iterative algorithms
have been proposed; see, e.g., [15]–[19]. A promising low-
complexity data detector based on coordinate descent (CD),
referred to as optimized coordinate descent (OCD), has been
proposed in [20]. The main advantage of this method is its low
preprocessing complexity as no Gram matrix must be computed,
which results in low latency. However, as we will show in
Section II-E, the performance of OCD severely degrades
under LoS channels. Moreover, our complexity analysis in
SectionII-D reveals that the total complexity of OCD, which
includes both preprocessing and equalization, increases rapidly
with the number of transmissionsT per coherence block due
to its relatively high equalization complexity.

Recently, there has been extensive research on the application
of deep unfolding to optimize the performance of MU-MIMO
data-detection algorithms [21], [22]. This approach unfolds
iterative algorithms into a neural-network-like structure and
employs deep-learning techniques to train certain algorithm
hyperparameters. For example, DetNet [23] unfolded projected
gradient descent and OAMPNet [24] optimized orthogonal
approximate message passing with only four parameters to be
learned per layer. MMNet [25] further reduced the complexity
of OAMPNet by replacing the matrix inverse operation with
a trainable matrix. Furthermore, HyperEPNet [26] utilized a
hypernetwork to train the damping factors of an expectation-
propagation algorithm. Despite the potential performance

advantages of deep unfolding, such existing deep-unfolding-
based detectors have exhibited prohibitive complexity for
hardware implementation. DetNet requires a large network with
1 M to 10 M parameters, while the complexity of OAMPNet
and HyperEPNet for one iteration scales withO(B 3) and
O(U3), respectively, due to the necessary matrix inversion in
the unfolded algorithm. Although MMNet avoided a matrix
inversion step, its per-iteration complexity scales withO(B 2),
which is unsuitable for massive MIMO systems with a large
number of BS antennas. In addition, MMNet's online learning
strategy is impractical for hardware because of its high resource
requirements. Therefore, the development of algorithms that
harness the advantages of deep unfolding while leading to
hardware-friendly architectures remains to be relevant.

B. Contributions

Motivated by the low preprocessing complexity of OCD and
the advantages of deep unfolding, we propose the Gram-domain
block coordinate descent algorithm (GBCD) with a deep-
unfolding-assisted PME denoiser, which overcomes the key
limitations of OCD. Additionally, we present a corresponding
area- and energy-ef�cient VLSI architecture and measurement
results for a fabricated application-speci�c integrated circuit
(ASIC) in a 22nm fully-depleted silicon-on-insulator (FD-
SOI) process. The resilience of GBCD against ill-conditioned
channels, as well as its low area and low power, render it
particularly attractive for massive MU-MIMO-OFDM systems.
The key contributions of the paper are summarized as follows:

� Algorithm design:We propose the GBCD soft-output
data detector by combining block coordinate descent
(BCD) [27] with a Gram-domain transformation to sig-
ni�cantly reduce the equalization complexity and the
latency of CD. BCD is further combined with a UE-
sorting scheme, resulting in robust detection performance,
even under realistic channels with strong correlation. We
also utilize an effective posterior mean estimate (PME)-
based denoiser with a hardware-friendly piecewise linear
approximation, and we optimize all of our algorithm's
parameters via deep unfolding.

� VLSI architecture:We design a VLSI architecture for
the soft-output GBCD data detector, which supports both
BOX and PME denoisers, and constellations ranging from
QPSK to 256-QAM. The VLSI architecture achieves
high area ef�ciency by reusing processing elements for
preprocessing and equalization.

� ASIC measurement:We provide measurement results for
a fabricated ASIC, and we demonstrate that our data
detector achieves best-in-class area ef�ciency among the
existing ASICs that are able to achieve good error-rate
performance under mmWave channel conditions.

C. Notation

Boldface lowercase and uppercase letters represent column
vectors and matrices, respectively; sets are written as calli-
graphic letters. For a matrixG, G A is the submatrix formed
by the columns ofG indexed by the setA , andG A ;B is the
submatrix formed by the elements ofG that are in the rows
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indexed byA and the columns indexed byB. The Hermitian
transpose of the matrixG is denoted byG H and the entry in
the mth row andnth column isGm;n . For a vectorg, the kth
entry is denoted bygk = [ g]k , and its Euclidean norm bykgk.
The real and imaginary parts of a complex numberz 2 C
arezR andzI , respectively. TheM � N all-zeros andN � N
identity matrix are0M � N and I N , respectively.O(�) denotes
the big-O complexity order andE[�] denotes expectation.

D. Paper Outline

The rest of the paper is organized as follows. Section II
proposes the GBCD algorithm with the PME denoiser and
provides a complexity and performance analysis. Section III
details our VLSI architecture and Section IV presents ASIC
measurement results along with a comparison of state-of-the-art
data detectors. Section V concludes the paper.

II. GBCD: GRAM BLOCK COORDINATE DESCENT

A. System Model

We consider the uplink of a massive MU-MIMO system in
which U single-antenna UEs1 concurrently transmit OFDM-
modulated signals to aB -antenna BS. Assuming perfect
synchronization and a suf�ciently long cyclic pre�x, OFDM
transmission decomposes the wireless channel intoW parallel
and independent subcarriers in the frequency domain. As each
data-detection problem for every subcarrier is independent, we
will focus on a single OFDM subcarrier to simplify notation.
Each UE's data stream is independently encoded at a rateR and
mapped to a constellationO (e.g.,256-QAM) of cardinality Q.
The transmit vectors 2 O U contains the symbols transmitted
by all UEs, which we assume to be i.i.d. zero mean with
varianceEs, so thatEs[ssH] = EsI U . The input-output relation
for a single subcarrier is given by

y = Hs + n; (1)

where y 2 CB is the receive signal vector,H 2 CB � U is
the uplink MIMO channel matrix, andn 2 CB models i.i.d.
circularly-symmetric complex Gaussian noise with varianceN0.

B. GBCD Detector

Optimal MIMO data detection in terms of minimizing
the vector error rate is achieved by the maximum-likelihood
(ML) data detector. For discrete constellations, ML data
detection corresponds to an optimization problem with discrete
constraints, which results in an NP-hard problem that cannot
be solved ef�ciently for largeU. As a remedy, a plethora of
approximate algorithms have been proposed to relax the discrete
constraint of the ML optimization problem to a set of convex
constraints. One promising candidate is BOX equalization,
which solves the following optimization problem [20]:

ŝBOX = arg min
z2C U

O

ky � Hz k2: (2)

1In the case of multi-antenna UEs, each transmitting one or multiple data
streams, the system model can be transformed into the form of (1), in which
the channel matrixH absorbs the effect of beamforming at each UE.

Here, CO is the tightest convex polytope around the scalar
constellation setO. To solve (2), the work in [20] proposes to
apply CD [28], resulting in the OCD data-detection algorithm.
Although the original OCD algorithm signi�cantly reduces
preprocessing complexity and requires low area in its imple-
mentation, it has three key limitations: (i) high equalization
complexity per transmission, (ii) increased latency due to
sequential processing, and (iii) degraded error-rate performance
under correlated channels or for smallerB=U ratios. While [27]
introduces BCD to decrease the detection latency of CD, the
other two challenges persist. To address all of these challenges,
we propose the GBCD detector to solve (2) by combining
BCD with a Gram-domain transformation and SINR-based UE
sorting. We further improve our algorithm's performance by
using a deep-unfolding-assisted PME denoiser, as discussed in
Section II-C.

1) BCD with the BOX denoiser:The BCD algorithm with the
BOX denoiser is the starting point of our proposed algorithm.
To derive BCD, we divide the UEs intoM blocks (or groups)
fA 1; A 2; : : : ; A M g of sizeL = jA m j = U

M ; m = 1 ; 2; : : : ; M .
BCD tries to �nd the optimal solution̂zA m for the mth block
A m at a time in (2), while all other blocks are �xed, which is
equivalent to solving the following optimization problem:

ẑA m = arg min
zA m 2C L

O

ky � Hz k2: (3)

Ignoring the constraint, the least squares solution to (3) is

vA m =
�

H H
A m

H A m

� � 1

H H
A m

�
y �

MX

j =1 ;j 6= m

H A j zA j

�
; (4)

where H A m is the matrix containing the columns ofH
indexed byA m . Since the feasible region of (3) is a box
around the constellation points, the derivative does not exist
at the boundary, so standard gradient-based optimization
methods are not applicable. Instead, we use a subgradient-
based approach [20] to solve (3) forẑA m as

ẑA m = BO (vA m ); (5)

whereBO (�) is the element-wise BOX denoiser. For a complex-
valued scalar inputv, this denoiser computes

BO (v) =

(
v if v 2 CO ;
arg minq2CO

jv � qj if v =2 CO :
(6)

2) Gram-domain BCD (GBCD):GBCD performs the same
operations as detailed above for BCD, with the difference that it
factors out the Gram matrixG = H HH and the matched �lter
(MF) vectory MF = H Hy , which are utilized in all iterations
of BCD as revealed by reformulating (4) to

vA m =
�
H H

A m
H A m

� � 1
H H

A m

�
y � Hz + H A m zA m

�
(7)

= ( G A m ;A m )� 1
�

y MF
A m

� H H
A m

Hz + G A m ;A m zA m

�
(8)

= K m r A m + zA m : (9)

Here, y MF
A m

denotes the entries ofy MF indexed by A m ,
G A m ;A m is the submatrix ofG with rows and columns indexed
by A m , andr A m = y MF

A m
� H H

A m
Hz . With the reformulation
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in (9), G and theL � L matricesK m = ( G A m ;A m ) � 1 are
precomputed during preprocessing, andr = y MF � Gz is
de�ned as the residual vector that keeps track of the remaining
noise plus interference terms throughout the GBCD iterations.

One outer iteration of GBCD consists of sequentially apply-
ing (9) and (5) for all blocksA m , m = 1 ; 2; : : : ; M , where
each new estimatêzA m is immediately used in computing the
estimates of the subsequent blocks. This process is repeated
for K outer iterations to obtain the �nal estimates. Concretely,
during thekth outer iteration, the new estimate for themth
block is z(k )

A m
= BO (v (k )

A m
), wherev (k )

A m
= K m r A m + z(k � 1)

A m
,

with z(0)
A m

= 0 . Subsequently, the residual vectorr is updated
as

r  r � G A m � z(k )
A m

; (10)

where� z(k )
A m

= z(k )
A m

� z(k � 1)
A m

; r is initialized toy MF.
Both BCD (i.e., simultaneously updating the estimates for

a block of UEs) and the Gram-domain transformation (i.e.,
factoring out G and y MF from the BCD updates in (9),
hence avoiding their computation in every iteration) improve
the effectiveness of OCD. The Gram-domain transformation
reduces equalization complexity fromO(BU ) to O(U2)
without affecting performance. BCD improves the error-rate
performance, as it applies zero-forcing in (4) to mitigate inter-
block interference (cf. SectionII-F). In the fabricated chip, we
set the block sizeL = 2 , which simpli�es the inversion of the
matrix G A m ;A m . Furthermore, we have observed that larger
block sizes do not result in signi�cantly better performance.
As we will demonstrate in SectionII-D and SectionII-E, BCD
with L = 2 strikes a good balance between performance and
complexity. Furthermore, BCD withL = 2 roughly halves
the equalization latency compared to OCD, as it decreases
the number of blocks (or, equivalently, the number of inner
iterations) fromU to U=2.

3) SINR-Based UE Sorting:The performance degradation
of CD under correlated channels is partly due to error
propagation, which results from erroneous estimation results
in early iterations. Hence, the order of coordinate descent
updates is critical for achieving good performance, especially
in correlated channels. Intuitively, in a successive interference
cancellation scheme, we want to �rst estimate the signals
of the UE block with the highest post-equalization signal-to-
interference-plus-noise ratio (SINR), subtract the estimated
symbols from the residual vector, and proceed to the next UE
block with the highest SINR. The optimal strategy is to list all
possible UE block partitions in each outer iteration, compute
the post-equalization SINR of each block, and sort them
accordingly. Such an approach would lead to high complexity
and long delay. Therefore, we resort to an approximate single-
UE SINR metric computed for the �rst iteration (without
any denoising applied) and keep the same ordering in all
subsequent iterations. In practice, replacing the block-UE
SINR computation with the single-UE SINR approximation
incurs no notable performance degradation. Moreover, direct
computation of the SINR typically involves divisions by small
numbers in case of low noise-plus-interference (NPI) variance;
this complicates its calculation with �xed-point arithmetic. To

improve numerical stability, we rather compute the per-UE
reciprocal value of the SINR as

SINR� 1
u =

� u

jGu;u j2
+

N0

Es jGu;u j
; (11)

where � u =
P U

i =1 ;i 6= u jGu;i j2. Since the values of Gu;u ,
u = 1 ; 2; : : : ; U, are positive and generally large, ef�cient
computation of their reciprocal values in hardware can be
achieved by using small look-up tables (LUTs).

We sort the UEs in ascending order based on the computed
SINR� 1

u , u = 1 ; 2; : : : ; U, and generate the corresponding
index vector� = [ � 1; : : : ; � U ]. This SINR-sorted UE list� is
then used to form UE blocks asA m = f � (m � 1)L +1 ; : : : ; � mL g,
m = 1 ; 2; : : : ; M . For example, theL UEs with the highest
SINR are grouped together in the �rst blockA 1 and estimated
�rst. Note that both the SINR values and the UE order remain
constant over a coherence block. Therefore, they are computed
only once during the preprocessing phase.

4) LLR Approximation: Due to the nonlinear denoising
operation in GBCD, there is no closed-form expression for
the exact computation of the LLR values. We therefore resort
to an approximation based on the max-log LLR values [29]
computed for LMMSE equalization

LLRu;b =
1
� u

�
min
a2O 0

b

jŝu � � u aj2 � min
a2O 1

b

jŝu � � u aj2
�

; (12)

where ŝu is the soft estimate of theuth UE's symbol, and
the setsO0

b andO1
b contain the constellation symbols whose

bth bit is 0 and 1, respectively. In GBCD, we set̂s to the
unconstrained estimatev (K ) of the last iteration rather than
the denoised estimatez(K ) , as the denoiser pulls the estimates
closer to the constellation points, resulting in overcon�dent LLR
values and poor error-correction performance. For the LMMSE
detector, the channel gain� u and NPI variance� u in (12)
can be computed in closed form as� LMMSE

u = [ A � 1G]u;u

and � LMMSE
u = Es(1 � � LMMSE

u )� LMMSE
u , where A = G +

N0E � 1
s I U . These expressions, however, do not apply to GBCD.

In OCD [20], the channel gains were approximated using the
truncated Neumann series expansion from [30]

� u �
Gu;u

Gu;u + �
; (13)

where� = N0E � 1
s is a normalization factor. For GBCD with

the BOX denoiser, we adopt the same approach. However, in
SectionII-C3, we will introduce a new approach to adapt the
value of� in order to obtain a more powerful denoiser. We then
use the approximation� u � Es(1 � � u )� u . As we will show
in SectionII-E and SectionIII-E, this approximation enables
both good error-rate performance and ef�cient computation.

C. Deep-Unfolding-Assisted Posterior Mean Estimate (PME)

Although the BOX denoiser de�ned in (6) is shown to be
effective in denoising the unconstrained estimates and is simple
to implement in hardware, it ignores the discrete nature of
the transmit constellation and only affects estimates that fall
outside the convex polytopeCO . To address this issue, we
propose to apply an entry-wise PME denoiser [31]–[33]. In
what follows, we focus on the estimate of a single UE in a
given iteration, so we omit super- and subscripts.
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Fig. 1. Exact PMEPO 0(x; !; � ) and the proposed piecewise linear
approximation ~PO 0(x; �; � ) for 8-PAM with zero-mean Gaussian noise.

1) PME Function: The relationship between the uncon-
strained symbol estimatev 2 C of each UE de�ned in (4) and
the true transmit symbols 2 O can be modeled as

v = �s + e; (14)

where� 2 R models the channel gain ande models noise plus
interference. If� and the distribution ofe are given, then we
can optimally denoisev using the posterior mean estimator
z = E [sjv], which minimizes the mean squared error (MSE)
betweens andz. Here, we assume that the prior distribution
of s is a uniform distribution over the discrete setO, with
independent real and imaginary components. We further assume
that e is circularly symmetric complex Gaussian, independent
of s with precision!= 2 (i.e., variance2=! ). Therefore, we can
decompose the complex-valued PME into real and imaginary
components as follows:

E [sjv] = E
�
sRjvR�

+ j E
�
sI jvI � : (15)

The real-valued posterior mean functionE
�
sRjvR

�
in (15)

corresponds to

PO 0(vR; !; � ) =

P
a2O 0 a exp(� ! (vR � �a )2)

P
a2O 0 exp(� ! (vR � �a )2)

; (16)

whereO0 is the
p

Q-PAM constellation corresponding toO.
The functionPO (�) operates element-wise on the entries of
its input block, and for a complex scalar inputv, it outputs
PO (v) = PO 0(vR) + j PO 0(vI).

2) Piecewise Linear Approximation for PME:The PME
function in (16) involves exponentials, which are dif�cult to
compute in hardware and suffer from numerical instability when
�xed-point computations are used. To address this issue, a max-
log approximation was proposed in [31], [32]. Nonetheless,
this approximation is complex for high-order modulations (e.g.,
256-QAM) and results in high latency when implemented
in hardware, which would reduce the throughput due to the
iterative nature of our algorithm.

Our approach to this issue is as follows. The exact PME
in (16) resembles a periodic function with sigmoid-like base
functions around each PAM constellation point scaled by� .

We therefore propose a piecewise linear function to approxi-
mate (16). The exact and proposed approximate PME functions
are shown in Figure 1. In the approximate PME, we replace the
sigmoid-like function, whose smoothness is controlled by! ,
with a piecewise linear approximation with slope parameter� ,
and keep the de�nition of the scaling factor� . The piecewise
linear approximate PME function is given by

~PO 0(vR; �; � ) =

X

k= � 


f (� (vR + 2 �k )) ; (17)

where 
 =
p

Q
2 � 1 for the

p
Q-PAM constellation and the

clipping function is de�ned asf (x) = max f minf x; 1g; � 1g.
The corresponding hardware implementation is detailed in
SectionIII-E. Next, we will delve into the estimation of the
parameters� and � in (17).

3) Deep unfolding scheme:An exact analytical computation
of the parameters� and � required in (17) is challenging.
To address this, the work in [34] proposes to calculate the
slope� through differentiation of the original PME function
for a similar piecewise linear approximation, in the context
of estimate-and-forward relays. However, this approach still
requires the exact value of! in (16), which makes this approach
not suitable for hardware implementation. Therefore, we utilize
deep unfolding [32], [33], which leverages machine learning
for automated and of�ine parameter tuning. The overall deep-
unfolding architecture of GBCD with the piecewise linear
approximate PME denoiser is shown in Figure 2, omitting
Gram computation, matched �ltering, and UE sorting, as these
modules do not require any parameter tuning. To be speci�c,
we unfold all inner and outer iterations of GBCD into a
neural-network-like structure, and set� (k ) and� (k ) as trainable
parameters — all UE blocks use the same set of parameters� (k )

and � (k ) in the kth iteration, as training different parameters
for each UE block did not lead to any performance advantage.
Additionally, we treat the normalization parameter� introduced
in (13) for LLR computation as a trainable parameter. Therefore,
for a K -iteration GBCD-PME algorithm, the model comprises
2K + 1 trainable parameters.

We next detail the employed training loss function. We �rst
convert the bitwise LLR outputs in (12) into bit probabilities
with the following well-known relation

Pu;b = 1
2

�
1 + tanh

�
1
2 LLRu;b

��
; (18)

wherePu;b represents the probability that thebth bit of the
symbol transmitted by theuth UE is equal to 1, andLLRu;b is
the LLR value for the same bit. In what follows,X u;b denotes
the binary value of thebth bit transmitted by theuth UE. The
training loss for a single transmission is given by the binary
cross-entropy (BCE)

Loss=
UX

u=1

log 2 (Q)X

b=1

� (X u;b log(Pu;b )+(1 � X u;b ) log(1� Pu;b )) :

(19)
This loss is used to train the model parameters of�ine
using stochastic gradient descent, facilitated by the Adam
optimizer [35]. To prevent over�tting, we incorporate an early
stopping mechanism with a window size of10 into the training
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Fig. 3. Complexity, measured in terms of the number of real-valued multipli-
cations of the considered algorithms, versus the number of transmissionsT
per coherence block.

system, i.e., training terminates if the loss on the validation
set does not drop for10 consecutive epochs.

To accommodate for different communication scenarios, we
train distinct parameter sets for each relevant SNR, modulation,
and channel propagation conditions (i.e., LoS or non-LoS).
For each scenario, we generate 10 000 training samples. Each
sample consists of a unique channel matrix, a transmit vector,
and the corresponding receive vector. The validation set is of
the same size as the training set but generated using different
channels. The batch size is set to be 100. The training SNR
range is from0dB to 25dB. For data detection with SNRs
exceeding25dB, the same parameters trained at25dB are
used. If the receive SNR is below0dB, then the BOX denoiser
is used to attain robust performance.

We summarize the proposed GBCD-PME algorithm, along
with the GBCD-BOX algorithm, in Algorithm 1. As will be
noted in SectionII-E, the GBCD-PME algorithm with trained
parameters provides a notable SNR gain over the GBCD-BOX
algorithm with only little hardware implementation overhead.

D. Complexity Comparison

We now investigate the complexity of GBCD, OCD, and
implicit LMMSE data detection [14] by counting their required

number of real-valued multiplications. For simplicity, we as-
sume that multiplication and division have the same complexity.
Throughout the paper, we also assume that the preprocessing
quantities are computed once per channel realization and
reused over a block ofT transmissions, while equalization
is performed for each receive vectory . Here, we consider
implicit LMMSE equalization as it has the lowest complexity
among all LMMSE implementations [14], which is achieved by
avoiding direct matrix inversion; instead, the solution vector is
found via a Cholesky decomposition of the regularized Gram
matrix followed by forward and backward substitution. Figure 3
shows an example comparison for a system withB = 128 BS
antennas andU = 16 UEs. The y-intercept of each line in
Figure 3 corresponds to the preprocessing complexity.

For the proposed GBCD detector with block sizeL = 2 , the
preprocessing phase requires2BU 2 + U(2U + 2) + 3 U real-
valued multiplications to compute the Gram matrix, SINR, and
2 � 2 matrix inversions. For each receive vector, equalization
consists of matched �ltering followed byK GBCD iterations,
which amounts to4BU + 8KU + 4KU 2 real-valued multipli-
cations. Figure 3 shows that GBCD with block sizeL = 2
does not incur any noticeable complexity increase compared to
GBCD with block sizeL = 1 , while as shown in SectionII-F,
when combined with UE sorting, setting the block size to
L = 2 signi�cantly outperformsL = 1 . Furthermore, GBCD
with L = 2 has almost half the latency of GBCD withL = 1 .

Compared to OCD, which requires low preprocessing
complexity but higher equalization complexity, incorporating
the Gram-domain transformation in the preprocessing stage
of GBCD enables more than3� reduction in complexity
for T > 10. Preprocessing of implicit LMMSE equalization
requires2BU 2 + 2=3U3 � 2=3U real-valued multiplications,
where 2=3U3 � 2=3U is for the Cholesky decomposition.
Despite the slightly higher preprocessing complexity compared
to GBCD, implicit LMMSE equalization achieves lower
complexity asT increases. However, the highly sequential
nature of the implicit LMMSE equalizer not only incurs
high latency, but also prevents the ef�cient reuse of hardware
resources. Additionally, as shown in SectionII-E, GBCD with
the PME denoiser can outperform LMMSE equalization in
terms of error rate for channels exhibiting strong correlation.
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Algorithm 1 Gram Block Coordinate Descent (GBCD) Algo-
rithm for Soft-Output Massive MU-MIMO Data Detection

1: inputs: H , y , andN0

2: parameters: O, Q, L , K , mode
3: parameters trained of�ine via deep unfolding:
4: ! = [ ! (1) ; : : : ; ! (K ) ]T , � = [ � (1) ; : : : ; � (K ) ]T , �
5: preprocessing:
6: G = H HH , z(0) = 0U � 1

7: for u = 1 to U do
8: � u =

P U
i =1 ;i 6= u jGu;i j2

SINR� 1
u = � u

jGu;u j2 + N 0
E s jGu;u j

9: end for
10: Sort elements off SINR� 1

u g in ascending order and generate
the corresponding index vector� = [ � 1; : : : ; � U ]

11: for m = 1 to U=L do
12: A m = f � (m � 1)L +1 ; : : : ; � mL g
13: K m = ( G A m ;A m ) � 1

14: end for
15: equalization:
16: y MF = H Hy , r = y MF

17: for k = 1 to K do
18: for m = 1 to U=L do
19: v (k )

A m
= K m r A m + z(k � 1)

A m

20: if mode is BOX then
21: z(k )

A m
= BO (v (k )

A m
)

22: else if mode is PME then
23: z(k )

A m
= ~PO (v (k )

A m
; � (k ) ; � (k ) )

24: end if
25: � z(k )

A m
= z(k )

A m
� z(k � 1)

A m

26: r  r � G A m � z(k )
A m

27: end for
28: end for
29: ŝ = v (K )

30: LLR outputs:
31: for u = 1 to U do
32: � u = Gu;u

Gu;u + � , � u = Es(1 � � u )� u

33: for b = 1 to log2(Q) do
34: LLRu;b =

1
� u

(mina2O 0
b

jŝu � � u aj2 � mina2O 1
b

jŝu � � u aj2)
35: end for
36: end for

E. Coded Block Error-Rate (BLER) Performance

To compare the performance of GBCD with both BOX
and approximate PME denoisers against reference data de-
tectors that are suitable for hardware implementation, we
simulate a massive MU-MIMO-OFDM system withN = 2048
subcarriers, out of whichNd = 1200 carry data. Each UE
employs a punctured rate-R convolutional code with constraint
length 7, generator polynomials[133o; 171o], and random
interleaving. Each UE encodes a block ofNd log2(Q)R bits
into Nd log2(Q) coded bits that are then mapped into one
OFDM symbol withNd data-carrying subcarriers.

We use QuaDRiGa mmMAGIC [36] to generate urban
microcell (UMi) LoS and non-LoS mmWave channel vectors at
a carrier frequency of60GHz. This simulator generates realistic

multipath fading channel realizations for the speci�ed settings.
We also emulate power control to ensure that the variation in
the receive power of the UEs is limited to� 3dB. We assume
that the BS has access to perfect channel state information
(CSI). However, as demonstrated in SectionII-G, the same
error-rate performance trends are observed with estimated CSI.

In Figure 4, we show the coded BLER for both128� 16
(which stands forB = 128 and U = 16) and 16 � 16 MU-
MIMO systems. For each system setting, we set the code rate
and modulation order to make it possible to achieve a coded
BLER of at least1%in an SNR less than20dB, as higher SNRs
are not practical. Adapting the code rate and modulation scheme
based on channel conditions, known as modulation coding
scheme (MCS) adaptation, is done in virtually all practical
wireless systems, including 5G new radio [37].

For the128� 16 system, we employ 256-QAM data with
a code rate ofR = 3=4 for LoS channels andR = 5=6 for
non-LoS channels. For the non-LoS channels in Figure 4(a),
GBCD-PME outperforms LMMSE equalization by0:2dB SNR
at 1% BLER. Furthermore, both GBCD-PME and GBCD-
BOX signi�cantly outperform OCD, which suffers from a
high error �oor. Grouping UEs into blocks, UE sorting,
and deep-unfolding-assisted PME denoising, all contribute to
successful data detection. The individual impact of each of
these techniques is explored in Section II-F.

For the highly correlated mmWave LoS channels in Fig-
ure 4(b), LMMSE equalization outperforms GBCD for target
BLERs lower than1%. However, in most modern wireless
communication applications, such as LTE and 5G NR, a target
coded BLER of10% to 1% is practically relevant [1], [38],
where GBCD-PME performs virtually on par with LMMSE
equalization. Finally, we observe that the recursive conjugate
gradient (RCG) detector proposed in [12] results in a high error
�oor in correlated channels with imperfect power control. This
is particularly evident for the implemented RCG ASIC, which
only performsK = 2 algorithm iterations. We also include
the performance of RGC withK = 6 iterations to show that
for such channels, RCG needs more iterations to achieve an
acceptable performance.

In Figures 4(c) and 4(d), we show simulation results for a
more challenging16 � 16 system, where we employ a code
rate ofR = 1=2 andK = 6 iterations with QPSK modulation.
These results show that GBCD-PME achieves a signi�cant SNR
gain compared to LMMSE equalization of4dB for non-LoS
channels and more than10dB for LoS channels at1% BLER.
While the VLSI design discussed in Section III is not tailored
to this setup with16 BS antennas, our design can easily be
adapted to such systems.

F. Individual Impact of Each Technique

Although Figure 4 shows the performance improvement
achieved by the proposed GBCD-PME algorithm compared
to the baseline methods, the individual impact of each of the
proposed techniques, i.e., UE sorting, grouping the UEs into
blocks via BCD, PME denoiser, and deep-unfolding-assisted
parameter tuning for PME, is not shown. To investigate the
effect of each one of these techniques, we start from the original
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Fig. 4. Coded BLER simulation results for a128 � 16 system with 256-QAM data in (a) non-LoS and (b) LoS channels, demonstrates that the proposed
GBCD-PME with three iterations achieves better than or near LMMSE equalization performance in the practical BLER range, while RCG suffers a notable
performance loss compared to LMMSE equalization even with six iterations. The coded BLER of a16 � 16 system with QPSK data in (c) non-LoS and
(d) LoS channels, indicates that in high load scenarios the proposed GBCD-PME can signi�cantly outperform LMMSE equalization. The curves with “(fp)” in
their labels correspond to the �xed-point performance of the implemented ASIC.

OCD, and incrementally apply each technique to �nally arrive
at the proposed deep-unfolding-assisted GBCD-PME.

The results of this experiment for the128� 16 system are
shown in Figure 5, where the legends indicate the techniques.
The starting point is the original OCD, which corresponds
to CD with the BOX denoiser (thus, the curves for “OCD”
in Figure 4 have been renamed to “CD-BOX” in Figure 5).
Since the Gram-domain transformation does not change the
system model and has no effect on the performance, BCD and
the Gram-domain transformation are applied at the same time
(indicated by “GBCD” in Figure 5). In order to analyze the
impact of deep-unfolding-assisted parameter tuning for PME,
as an alternative, we performed empirical parameter tuning
by searching for the optimal PME parameters over a grid.
Note that since there are2K + 1 parameters to be optimized
(including one for the LLR unit), an extensive grid search
over all of them is infeasible. Hence, we use a single pair of
PME parameters for all GBCD iterations and �nd the empirical

optimal value with this simpli�ed grid search. The result is
labeled as “empirical” in Figure 5.

Figure 5 shows that BCD alone does not improve the
error-rate performance notably. Likewise, the proposed SINR-
based UE sorting alone does not improve the error error-
rate performance for LoS channels (Figure 5(b)), although
it has a signi�cant impact for non-LoS channels (Figure 5(a)).
However, combining BCD with UE sorting results in a
signi�cant performance improvement for both non-LoS and
LoS conditions: In non-LoS channels, for example, we observe
a reduction of more than1:7dB in the SNR required to achieve
1% BLER compared to the original OCD (i.e., CD-BOX with
unsorted UEs). The PME with empirically tuned parameters
improves over the BOX denoiser for non-LoS channels, but
not for LoS channels. Nevertheless, using the deep-unfolding-
assisted PME denoiser outperforms the BOX denoiser by0:5dB
under both propagation conditions. These results demonstrate
that all of the proposed techniques contribute to the excellent
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Fig. 5. Coded BLER simulation results with each proposed technique applied
incrementally to the original BOX-based coordinate descent detector, OCD.

performance of the proposed GBCD-PME algorithm.

G. Impact of Channel Estimation Errors

So far we have assumed that the BS has access to perfect CSI.
In order to investigate the impact of channel-estimation errors
on the proposed algorithm, we now consider least squares (LS)
channel estimation. LS channel estimates using orthogonal
pilot sequences can be modeled asĤ = H + E, whereE
is an estimation error matrix with i.i.d. circularly symmetric
complex Gaussian entries with varianceN 0

E s U per entry.
Figure 6 shows the coded BLER simulation results with

perfect CSI and LS channel estimates as modeled above for
the LMMSE, GBCD-BOX, and GBCD-PME algorithms for a
128� 16 system with256-QAM signaling. All other simulation
settings are the same as in SectionII-E. We observe that the
proposed GBCD-PME algorithm exhibits the same relative
performance compared to the LMMSE and GBCD-BOX data
detectors, in both LoS and non-LoS channels. Therefore, we
conclude that the proposed GBCD-PME algorithm maintains
its relative performance advantages to other methods in the
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Fig. 6. Coded BLER performance under imperfect channel state information.

case of estimated channel matrices.

III. VLSI A RCHITECTURE

We now present a VLSI architecture for the proposed GBCD
detector with K = 3 iterations for a128 � 16 massive
MU-MIMO system which supports QPSK to 256-QAM. The
VLSI architecture features a recon�gurable array of processing
elements (PEs) and pipeline-interleaving, which maximizes
utilization of the PEs and achieves high throughput at low
area. In what follows, “GBCD” refers to the entire data
detector, while “BCD equalizer” speci�cally refers to the
module implementing the equalization parts from lines 17
to 36 in Algorithm 1.

A. Architecture Overview

Figure 7 depicts the top-level architecture of GBCD, com-
prising three key components: input memory, preprocessor, and
BCD equalizer.

The input memory stores the channel matrixH in a latch
array and buffers the incoming receive vectorsy in a register
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Fig. 7. Top-level architecture of the proposed GBCD detector, consisting of
input memories, a preprocessor, which performs preprocessing tasks as well
as MF, and the BCD equalizer, which performs three iterations of the GBCD
algorithm, each within a BCD module, and LLR computation.

array. As detailed in the following subsection, different modes
of operation in the array of PEs require different access patterns
into H , with the most data-intensive mode reading out eight
rows of H per clock cycle. Compared to on-chip SRAM
macrocells, the use of a latch array offers more �exible data
access during the preprocessing phase.

In the preprocessor, the recon�gurable PE array receivesH
and y to compute the Gram matrixG = H HH and the
MF vector y MF = H Hy , as well as the interference terms
� u =

P U
i =1 ;i 6= u jGu;i j2 in a time-multiplexed manner. With

the derived interference term, the SINR is then computed by
the SINR module and sent into a bitonic sorting network [39]
for UE sorting. Finally, the inverses ofU2 2 � 2 submatrices
of the Gram matrix are computed in sequence within the same
2 � 2 matrix inverse module.

The BCD equalizer comprises three identical BCD modules
and one LLR module to compute soft outputs. Each BCD
module takes charge of one outer iteration of Algorithm 1. The
details of the recon�gurable PE array and the BCD modules
are discussed in the following subsections.

B. Recon�gurable PE Array

Most existing MIMO data-detector implementations that
include preprocessing circuitry, such as those in [11], [12],
separate the PEs for Gram and MF computation in order to
optimize throughput. However, this strategy often leads to a
long idle phase for the Gram module and low PE utilization,
especially when the number of transmissions per coherence
block T is large. Furthermore, a dedicated preprocessor module
incurs additional area overhead, which is impractical for OFDM-
based multi-antenna receivers, as deploying hundreds of such
parallel engines would result in prohibitively high silicon area.
To address these issues, we introduce a recon�gurable PE array.
This design optimizes PE utilization by employing the same
PEs for Gram, MF, and interference term (� u in line 8 of
Algorithm 1) computation during different time slots. This
strategy increases utilization of the PE array to more than 90%,
and decreases the area for Gram and MF calculations by 12.5%
compared to the designs described in [11], [12] by eliminating
the need for two separate PE arrays.

The PE array is depicted in Figure 8 and comprises two types
of units: PE-A and PE-B. PE-A performs a two-dimensional
dot-product and accumulates the result. When two PE-A units
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Fig. 8. Architecture of the PE array in Gram mode (right) and internal
architectures of PE-A and PE-B (left). The PE array computes the upper
triangular part ofG in B clock cycles and then derives the lower triangular
part by conjugation. PE-A and PE-B are MAC units to compute diagonal and
off-diagonal entries ofG .

operate together, they form a complex-valued MAC unit,
namely PE-B, as shown in the lower left of Figure 8. The
PE array includes256 PE-As, which can be recon�gured into
at most128 PE-Bs depending on the operation mode. During
the Gram mode, the PE array operates with16 PE-As and
120 PE-Bs, while during the matched �ltering mode, it is
recon�gured as128 PE-B units.

The recon�gurability of the PE array is due to a dedicated
arbiter that routes the data items to the PEs depending on the
operation mode.

1) Gram Computation:During Gram computation, i.e.,G =
H HH in line 6 of Algorithm 1, the arbiter distributes the entries
of H to the PEs such that the PE array is organized as the
upper triangular array shown in Figure 8, withU PE-As on the
diagonal entries andU (U � 1)

2 PE-Bs on the off-diagonal entries.
The PE located on thei th row andj th column computesGi;j

during B = 128 clock cycles and the corresponding lower
triangular entries are derived by conjugation.

2) Matched Filtering:During the matched �ltering operation
shown in line 16, the PE array is recon�gured as aU-by-U

2
rectangular array of PE-Bs, as depicted in Figure 9(a). The
i th column of the array computes thei th entry ofy MF with
U=2 = 8 parallel PE-Bs:

yMF
i =

8X

j =1

16X

k=1

H �
i; 8(k � 1)+ j y8(k � 1)+ j ; (20)

where the external summation is carried out by a multi-operand
adder, and thej th internal summation is calculated by the PE-B
located ati th column andj th row in 2B

U = 16 clock cycles.
3) Interference Computation:As illustrated in Figure 9(b),

16 PE-As inside the recon�gurable PE array operate in parallel
to calculate the interference terms (� u 's in line 8) in the SINR,
leaving the other PEs idle in this mode. Theuth PE-A takes
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Fig. 9. Con�guration of the PE array in MF and interference computation
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of PE-Bs which computesr = H Hy in 2B=U = 16 clock cycles. In SINR
mode (b),U = 16 PE-As compute the interference term of SINR in15 clock
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charge of computing� u =
P U

i =1 ;i 6= u jGu;i j2 in U � 1 = 15
clock cycles. We emphasize that the interference computation
is the only mode that leaves some PEs idle.

C. SINR Computation, Sorting, and2 � 2 Submatrix Inverse

Concurrent to the computation of� u values in the PE
array, the scalarsau = 1=jGu;u j2 and bu = N0=(Es jGu;u j)
for all UEs are computed inU clock cycles by the SINR
module shown in Figure 7. Subsequently, this module com-
putesSINR� 1

u = au � u + bu for all UEs simultaneously in
one additional clock cycle. The SINR computation, which
corresponds to lines 7 to 9 of Algorithm 1, is therefore
completed inU + 1 = 17 clock cycles. Then, the UE
indices are sorted based on UEs' reciprocal SINR values
in ascending order using a bitonic sorting network [39],
according to line 10 of Algorithm 1. This sorting network
is suitable for parallel processing and leads to a short delay of
1
2 (log2 U)(log2 U + 1) = 10 clock cycles.

After the sorting operation, the inverse of the2 � 2
submatricesG A m ;A m , m = 1 ; 2; : : : ; U=2, are computed
sequentially using a single2 � 2 matrix inverse unit (lines 11
to 14 of Algorithm 1). Each submatrix inversion requires 2
clock cycles, leading to a total delay ofU = 16 clock cycles.

D. BCD Module

The BCD module, depicted in Figure 10, implements one
inner iteration of Algorithm 1 from line 19 to 26. This module
includes two sequential units: (i) thez-updateunit, which
performs the operations corresponding to lines 19 to 25, and
(ii) the r-updateunit that updates the residual vector according
to line 26. This BCD module repeats these steps form =
1; : : : ; U=2 to complete one outer iteration of Algorithm 1 and
then passes the results to the next BCD module.

A controller unit (CTRL) counts the inner iteration indexm,
takes the sorted indices� from the preprocessor, and constructs
themth block indexA m accordingly.A m andm are then used
in the BCD module as selectors of multiplexers to select the

Inner Iter.

z-update r-update
16xCTRL

CM

CM

C
A

C
A

r-MEM

C
A

r input

z inputz output z-MEM

input

v-update

r output

PLMPLM

Fig. 10. Architecture of the BCD module, consisting of (i) z-update module
to update the estimatesz, (ii) r-update module to update the residual termr ,
and (iii) z-MEM and r-MEM to storez andr .

part of the matrices and vectors corresponding to the current
inner iterationm. Within the z-update module, thev-update
submodule contains multipliers and adders to compute the noisy
estimatesv (k )

A m
(line 19 of Algorithm 1). The symbol denoising

step (line 20 to 24 of Algorithm 1) is then performed by a
piecewise linear mapping (PLM) module, which is detailed in
the next subsection. Finally, the z-update module calculates
� z(k )

A m
with a complex-valued adder (CA) and overwrites

z(k � 1)
A m

with the new valuez(k )
A m

in the memory module storing
the z vector (z-MEM).

Next, two columns ofG indexed byA m are fed into the
r-update unit, which implements line 26 of Algorithm 1 in 16
parallel layers, each responsible for updating one entry ofr ,
using complex-valued multipliers (CMs) and CAs. Both the
z-update and r-update units have a delay of one clock cycle.
Therefore, the BCD module needs two clock cycles to perform
one inner iteration of Algorithm 1 and2 � U=2 = 16 clock
cycles to complete one outer iteration.

E. Piecewise Linear Mapping (PLM) Module

Figure 11 shows the PLM module which implements the
BOX and PME denoisers, as well as LLR computation, all
with the same architecture. This module consists of LUTs
that store the parameters needed to implement the function
based on the selected mode. The range identi�er compares the
input with pre-computed bin boundaries (stored in an LUT
inside the range identi�er) to derive the bin index. The bin
boundaries are illustrated in the bottom of Figure 11 by vertical
dashed lines. The index produced by the range identi�er is
then provided as address to the slope LUT and bias LUT to get
the slope and bias of the corresponding bin. Then, the af�ne
mapping is achieved by multiplying the input with the slope
and adding the bias. We emphasize that the PLM parameters
for different communication scenarios are precomputed of�ine
based on trained values� and� , and are stored in the parameter
LUT depicted in Figure 7. During preprocessing, the system
parameters (i.e., modulation order, SNR and LoS or non-LoS
channel condition) are encoded as an address for the parameter
LUT. The output values, denoted as “par” in Figure 7, are
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PLM Module

InitA
ddr

Init
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A
ddr

bin boundaries

par

input output

LLR0
LLR1
LLR2

PME mode BOX mode LLR mode

biases

Bias LUTSlope LUT
Range

identi��er

Fig. 11. Architecture of the piecewise linear mapping (PLM) module.

distributed to the PLM modules and are used to initialize the
LUTs inside PLMs and the LLR module.

By implementing the approximate PME discussed in Sec-
tion II-C2 using the PLM module, our design achieves the
following advantages over the PME implementation in [8]:
(i) a uni�ed datapath applicable to all modulation orders, and
(ii) a signi�cantly lower latency in each inner iteration of
Algorithm 1, which directly translates to higher throughput.
Moreover, the PLM module can be con�gured to implement
the BOX denoiser, which provides a reliable alternative in
extreme conditions lacking ML-trained parameters for PME.

F. LLR Module

The LLR module in Figure 7 is implemented by the PLM
module in LLR mode as outlined in Figure 11. Not shown
in Figure 11 is the additional circuitry of the LLR module
required to compute channel gain and NPI variance (cf. line 32
of Algorithm 1). This additional circuitry comprises adders,
multipliers, and a reciprocal LUT for calculating 1

Gu;u + � .

G. Timing Schedule

Given the latency of each module, the timing schedule of
the proposed architecture is shown in Figure 12. The gray
hatched bars represent the preprocessing phase, while the
colored bars illustrate the equalization phase, with different
colors representing different receive vectors. Note that the
receive vectors with negative superscripts are the transmissions
from the previous coherence block.

To achieve maximum throughput in the equalization phase,
we process four successive receive vectors, e.g.,y ( t ) to y ( t +3) ,
simultaneously in a pipeline-interleaved manner. Aftery ( t )

undergoes MF, we move it into the �rst BCD module and
start MF for y ( t +1) . We repeat this process to ensure every
module is fully occupied. Since the delay of MF and each
BCD module is equal to 16 cycles for the target128� 16
system, this approach leads to full hardware utilization when
four data vectors have consecutively �ushed in. Due to this
processing scheme, a new equalized vector is produced every
16 clock cycles.

preprocessing phase

16 16 16 1616 16 16

MF

BCD M1

BCD M2

BCD M3

LLR

Gram

SINR

Sort

Inverse

128 17 10 16

equalization phase

clock cycles

Fig. 12. Time schedule of the proposed GBCD detector. The gray bars
with diagonal lines represent the preprocessing tasks, while the coloured bars
represent the equalization tasks. Varied colours denote the processing �ows
for different receive vectors.

We emphasize that the PE array needs to pause the MF when
it is computing the Gram matrix and interference term of SINR
for a new channel due to the shared recon�gurable PE array.
This resource con�ict results in an idle phase ofB + U = 144
clock cycles, during which no new data detection task can start.
Thus, the total number of clock cycles for accomplishingT
detection tasks including the preprocessing phase is16T + 144
and the throughput of the GBCD detector is therefore given by

�( T) =
T

16T + 144
log2(Q)Uf clk [bps]: (21)

The BCD equalizer is active for16T cycles. We de�ne the
equalizer utilization as:

� equ =
16T

16T + 144
=

T
T + 9

; (22)

which will serve as an important parameter in Section IV-A.
After careful pipelining, the critical path of the design goes

through the z-update module and contains two real-valued
multipliers and four real-valued adders.

H. Fixed-Point Design Parameters

To maximize area and energy ef�ciency, we exclusively use
�xed-point arithmetic. For all complex-valued signals, we use
the same number of bits for each real and imaginary part, so
we only report the number of bits for one of these parts in what
follows. The inputsH and y are both quantized to 12 bits,
while the preprocessor outputsG andy MF are represented with
15 and 18 bits, respectively. The symbol estimatez and the real-
valued LLR outputs are quantized to 11 and 18 bits, respectively.
The increased precision for some key quantities (e.g.,G or
y MF) is necessary to support higher-order constellations. The
results labeled with “(fp)” in Figure 4 show that, at a coded
BLER of 10� 2 with 256-QAM, the �xed-point SNR loss is
less than0:1dB for both mmWave non-LoS and LoS channels.
For lower-order constellations, the SNR loss due to �xed-point
arithmetic is even smaller.

IV. ASIC I MPLEMENTATION RESULTS

Figure 13 shows a micrograph of the ASIC fabricated in
22nm FD-SOI. The ASIC implements the proposed GBCD
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Fig. 13. Chip photo of the fabricated ASIC showing the GBCD core and its
main modules. (There are unrelated designs sharing the same chip area.)

detector core, which is composed of the input memory, pre-
processing, and BCD equalization modules shown in Figure 7.
The ASIC also contains input and output SRAMs for testing
purposes. Since the GBCD core includes its own input memory
module, we exclude the test SRAMs from the area and power
measurements. The GBCD core occupies a silicon area of
0:97mm2 and supports a128� 16 MIMO system with QPSK,
16-QAM, 64-QAM, and 256-QAM. We note that the fabricated
chip includes other designs as well. Hence, the GBCD detector
occupies only a small portion of the total die.

A. ASIC Measurements

As detailed in (21), the throughput� depends on the number
of transmissionsT per coherence block. Furthermore, (22)
indicates thatT affects the equalizer utilization� equ, which in
turn in�uences the average powerP. We emphasize that for
wideband mmWave communication systems, the value ofT
could be of the order of103. For example, consider an OFDM
system with2048subcarriers communicating over a bandwidth
of 500 MHz, which requires a minimum sampling rate of
1G samples per second. Assuming a coherence time of0:1ms
and coherence bandwidth of10MHz (conservative values taken
from [40]), T would be larger than1000. Therefore, our goal
is to explore the impact ofT on the power consumption and
energy ef�ciency, rather than just measuring the design at a
particularT value. However, due to the storage limit of the
input SRAM, we are unable to measure the design whenT is
larger than54. To make a comprehensive analysis and derive
the asymptotic powerP(T ! 1 ), we (i) build a theoretical
model with unknown power parameters; (ii) measure the power
at distinct values ofT; (iii) �t the model; and (iv) check the
R-square statistics to validate the �tting.

Speci�cally, we �rst model the relationship between total
power P and T according to module utilization depicted in
Figure 12 and (22):

P(T) = Ppre + � equPequ+ Psta = ~P +
T

T + 9
Pequ; (23)

where Ppre and Pequ stand for the dynamic power of the
preprocessor and BCD equalizer (cf. Figure 7) at 100%

Fig. 14. Energy ef�ciency and power vs. numberT of transmissions within
a channel coherence block at VDD= 0.8 V andf clk = 887 MHz.

Fig. 15. Frequency measurements (black lines) and power measurements
(purple lines) for different core voltages and body biases atT = 54 . Lines
with different marker shapes correspond to measurements with different forward
body biases.

utilization, respectively.Psta represents the static power and
we de�ne ~P = Ppre + Psta. We emphasize that the MF power
is included inPpre as it is computed by the recon�gurable
PE array in the preprocessor. Subsequently, we measure the
total powerP at nine distinct values ofT, ranging from6 to
54 at equal intervals, and �t the values of~P andPequ with a
nonlinear least-square solver.

Figure 14 presents the �tted curveP against T (red
line) based on the power measurements (red markers) at the
maximum frequency of887MHz for the nominal core voltage
of 0:8V with zero body biasing. The R-squared statistic of
the �tted curve isR2 = 0 :9994, close to the idealR2 = 1 for
perfect �tting. This high R-squared value demonstrates the accu-
racy of our model in (23). After �tting, the equalizer powerPequ

and asymptotic total powerP(T ! 1 ) are 367mW and
787mW, respectively. Based on (21), the asymptotic throughput
at 887MHz maximum clock frequency is7:1Gbps, which
equals to the throughput without considering preprocessing.
We further compute the energy ef�ciency asEE = P(T)=�( T)
by plugging in (21) and (23), and present the EE versusT
curve (black line) in Figure 14. As expected, the EE improves
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TABLE I
COMPARISON WITH STATE-OF-THE-ART MASSIVE MU-MIMO DATA DETECTORS

Prabhu Jeon Tang Tang Peng Liu This work
[7] [8] [9] [10] [11] [12]

Algorithm CHD LAMA EPD MPD WeJi RCG GBCD
MIMO size (B � U) 128 � 8 256� 32 128� 16 128� 32 128 � 8 128 � 8 128 � 16
Modulation [QAM] 256 256 4 to 256 256 64 64 4 to 256
Soft output No Yes No No Yes Yes Yes
Realistic channels Yes Yes Yes Noa Nob Nob Yes

Technology [nm] 28 28 28 40 65 65 22
Core voltage [V] 0.9 0.9 1.0 0.9 1.0 1.2 0.8
Max. frequency [MHz] 300 400 569 425 680 500 887
Throughput [Gbps] 0.3 0.35 1.8 2.76 1.02 1.5 7.1
Norm. throughputc [Gbps] 0.38 0.45 2.29 5.02 3.01 4.43 7.1

Gram & MF measured Nod No No No Yes Yes No Yes No
Core area [mm2 ] – 0.37 2.0 0.58 2.57 3.50 1.62 0.97 0.43
Power [mW] 18 151 127 221 650 557 120 787 367
Area eff.cef [Gbps=mm2 ] – 3.90 1.86 57.20 5.12 5.53 11.94 7.32 16.51
Energy eff.cef [pJ/b] 74.50 133.92 35.48 17.40 276.08 111.72 24.07 110.85 51.69

a Simulations in [10] show that MPD suffers from severe performance degradation in realistic correlated channels.
b Realistic channel support requires more iterations than those reported in the original work [11].
c Technology normalized to22nm at 0:8 V nominal core voltage, given the assumptions:f clk � s, Area � 1=s2 and

Power � 1=(V 2 ), wheres is the ratio of technology nodes andV is the ratio of core voltages [41].
d CHD implements the Gram and MF on chip, but the power measurement excludes these operations.
e UE number is normalized to 16, assuming that area and power scale with(U=16)2 , and throughput also scales withU=16.
f Area and energy ef�ciency are de�ned as throughput/area and power/throughput, respectively.

as T increases. The asymptotic EE of the entire design and
the BCD equalizer with 256-QAM are 111 pJ/b and 51.69 pJ/b,
respectively.

The frequency and power measurements for different core
voltages and body biases at room temperature are shown in
Figure 15, with the power measured atT = 54. At a nominal
supply of0:8V without body bias, the GBCD core runs at a
maximum clock frequency of887MHz. By increasing the core
voltage to0:9V and applying a forward body bias (FBB) of
0:4V, the clock frequency reaches969MHz, which corresponds
to a9:2% throughput increase. For low-power applications, one
can decrease the power consumption by40% from 761mW
to 461mW at 680MHz clock frequency by reducing the core
voltage to0:7V and applying zero body bias.

B. Comparison with Other Designs

Table I compares GBCD with the fabricated state-of-the-art
massive MU-MIMO data detectors. Some designs, such as [8]–
[10], do not include the Gram and MF modules and takeG
andy MF as inputs. To enable a fair comparison, we also provide
measurement results without the Gram and MF modules.
GBCD's main advantages compared to the state-of-the-art
designs are (i) superior BLER performance under realistic
channel conditions as demonstrated in Figure 4, (ii)1:4� to
18:6� higher normalized throughput, and (iii)1:3� to 8:9�
higher area ef�ciency (except for the MPD detector [10], which
suffers large performance degradation under realistic channels
according to their results).

The normalized area ef�ciency of GBCD is1:4� better
than WeJi [11] and1:3� better than RCG [12]. In terms of
normalized energy ef�ciency, GBCD outperforms the LMMSE
detector (CHD) [7] and WeJi by1:3� and2:5� , respectively,

but is outperformed by RCG by2:1� if Gram and MF
computations are excluded. We note that the higher energy
ef�ciency of RCG is partly achieved by limiting the number
of iterations to two. Note, however, that Figure 4 demonstrates
that two iterations with RCG incurs a prohibitively high error
�oor for mmWave channels. To mitigate this issue, more than
six RCG iterations are needed, which also approximately triples
the reported equalization power consumption of RCG in [12].

Both LAMA [8] and EPD [9] demonstrate good error-rate
performance with realistic channels. However, to achieve this,
LAMA suffers from low throughput and EPD from large silicon
area. Speci�cally, the area ef�ciency of LAMA and EPD are
4:2� and8:9� lower than that of GBCD. We note that EPD
exhibits a1:5� energy ef�ciency advantage over GBCD, but its
large area poses a challenge for deployment in OFDM systems,
which need small data-detector cores to process the large
number of parallel subcarriers. Moreover, EPD only generates
hard outputs, which makes it far less effective in real-world
systems that use forward error correction.

While our design exhibits inferior area and energy ef�ciency
than the MPD detector [10], simulation results from [10]
reveal that MPD suffers a high error �oor in correlated
mmWave channels. In contrast, the proposed GBCD detector
has demonstrated its effectiveness in both mmWave non-LoS
and LoS channels in SectionII-E. Therefore, for practical
scenarios, the GBCD detector is to be preferred.

V. CONCLUSIONS

We have proposed a deep-unfolding-assisted GBCD data
detector suitable for the massive MU-MIMO-OFDM uplink,
which is robust to correlated mmWave channels and enables
an ef�cient VLSI implementation. Simulations with mmWave
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channels have shown that the error-rate performance of the pro-
posed GBCD-PME is at least on-par with LMMSE equalization
when the ratio between BS antenna number and UE number
is large. The GBCD-PME also offers4dB to 10dB SNR gain
at 1% BLER compared to LMMSE equalization when the
number of UE and BS antennas are comparable. Furthermore,
GBCD-PME (often signi�cantly) outperforms all reference
state-of-the-art designs in terms of error-rate performance.

We have developed an area-ef�cient VLSI architecture for
GBCD, which can perform both BOX and PME denoising
and supports QPSK to 256-QAM modulation within the same
circuitry. We have fabricated an ASIC implementing the
proposed method for a system with128 BS antennas and
16 UEs in 22nm FD-SOI. With the proposed recon�gurable
PE array and PME approximation, the ASIC achieves a
throughput of7:1Gbps and occupies less than1mm2 including
preprocessing circuitry. Compared to fabricated data detectors
which can deal with correlated mmWave channels, our design
provides1:3� to 8:9� higher area ef�ciency.

The small silicon footprint, high throughput, and low
preprocessing latency, make GBCD the favorable choice for
multi-antenna OFDM systems, which require a large number
of parallel data-detector cores and signi�cant data buffering
for a large number of subcarriers.
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