DISS. ETH NO. 26802

DENSE MULTI-SESSION MAPPING
FOR AUTONOMOUS ROBOTS

A thesis submitted to attain the degree of
DOCTOR OF SCIENCES of ETH ZURICH

(Dr. sc. ETH Zurich)

presented by
MARIUS BRUNO FEHR
MSc ETH in Robotics, Systems and Control

born on September 26, 1989
citizen of Au SG

accepted on the recommendation of

Prof. Dr. Roland Siegwart, Examiner
Prof. Dr. Marc Pollefeys, Co-examiner

2020



Autonomous Systems Lab

Department of Mechanical and Process Engineering
ETH Zurich

Switzerland

© 2020 Marius Bruno Fehr. All rights reserved.



Abstract

The emerging ability of mobile robots to autonomously navigate in known but also previously
unknown environments has facilitated their use for many challenging applications such as au-
tonomous driving, search and rescue, industrial inspection, and household robotics. Robots
operating for an extended period or in collaboration with other robots will inevitably have to
overcome challenges related to how to represent, combine, improve their world representation
(the map), of the ever-changing environment. If a robot revisits a part of the world after a signif-
icant change happened, for example, caused by rearranging crates in a warehouse, most models
will struggle to represent the world adequately. One solution is to rely solely on representing
the current state; In the worst case, the representations will try to average the two states. The
consequences are either a complete loss of prior knowledge or corruption of the information,
ultimately rendering the map unusable for robot navigation. At its simplest, autonomous robot
navigation can be achieved purely reactive, i.e., without prior knowledge, only relying on its
current sensor data. However, if a robot, in addition to this, can consistently consolidate all
prior information of an environment, of its prior missions as well as information other robots
collected, it can exploit it for more efficient navigation. At the core of this thesis, we aim to
address these problems by developing a framework to create and maintain multi-session maps
and enable consistent dense reconstruction. At the same time, we would like to not just deal
with map changes, but leverage them to learn about the environment and the objects that move
in it. Ultimately the goal is to obtain a consistent map suitable for long-term autonomous robot
navigation.

Such a framework would need to be able to fulfill the following requirements: First, it needs
to be able to accurately and consistently co-register multiple robot maps. Second, the underly-
ing dense map representation needs to be suitable for robot navigation, allow for efficient and
increment updates, as well as remain consistent when confronted with changing environments.
Third, it needs to provide algorithms to autonomously create a map of its environment and
exploit it for navigation. The first contribution of this thesis addresses the co-registration prob-
lem. We introduce a multi-session mapping framework offering tools such as visual-inertial
bundle adjustment and visual loop closure to efficiently and consistently co-register and op-
timize robot trajectories. Moreover, the framework offers convenient integration of existing
dense reconstruction tools such as (multi-view-)stereo matching, and Truncated Signed Dis-
tance Field (TSDF)-based depth fusion. The second contribution focuses on the creation and
maintenance of dense reconstructions by proposing an incremental algorithm to update a dense
map efficiently and consistently in the presence of changes. The TSDF-based algorithm, further-
more, extracts slow-dynamic object-segments and builds up a database, continuously matching,
completing, and improving the object-segments within. The third contribution consists of a set
of algorithms in the field of autonomous robot navigation and is trying to answer the following
two questions: How to create these dense multi-session maps, and how to enable robot naviga-
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tion based on these maps? The first question is addressed by proposing an efficient algorithm
for autonomous exploration as well as demonstrating a visual-inertial teach and repeat system.
Combined, they allow a robot to enter an unknown environment and create a dense reconstruc-
tion and subsequently repeat the mission as often as required. Furthermore, we propose an
augmented planning system, leveraging depth augmentation techniques to overcome the lim-
itations of stereo and RGB-Depth sensors, further improving the planning and map building
capabilities. In summary, this thesis is presenting a framework for autonomous robots to create,
update, and maintain their representation of a changing world and exploit it for robot navigation.



Zusammenfassung

Die aufkommende Fihigkeit mobiler Roboter, in bekannten, aber auch bisher unbekannten
Umgebungen autonom zu navigieren, hat ihren Einsatz fiir viele anspruchsvolle Anwendun-
gen wie autonomes Fahren, Suche und Rettung, industrielle Inspektion und Haushaltsrobotik
erleichtert. Roboter, die iiber einen ldngeren Zeitraum oder in Zusammenarbeit mit anderen
Robotern operieren, werden unweigerlich Herausforderungen bewiltigen miissen, die damit
zusammenhéngen, wie sie ihre Weltreprisentation (die Karte) der sich sténdig verdndernden
Umgebung darstellen, kombinieren und verbessern konnen. Wenn ein Roboter einen Teil der
Welt erneut besucht, nachdem eine bedeutende Verdnderung eingetreten ist, z.B. durch das Um-
stellen von Kisten in einem Lagerhaus, werden die meisten Modelle Schwierigkeiten haben, die
Welt angemessen darzustellen. Eine Losung besteht darin, sich ausschlieflich auf die Reprisen-
tation des aktuellen Zustands zu verlassen; im schlimmsten Fall wird man versuchen, die beiden
Zustinde zu mitteln. Die Folgen sind entweder ein vollstidndiger Verlust des Vorwissens oder
eine Verfilschung der Informationen, wodurch die Karte letztlich fiir die Navigation der Roboter
unbrauchbar wird. Im einfachsten Fall kann eine autonome Roboternavigation rein reaktiv, d.h.
ohne Vorwissen, nur mit den aktuellen Sensordaten durchgefiihrt werden. Wenn ein Roboter
aber dariiber hinaus alle Vorinformationen einer Umgebung, seiner fritheren Missionen sowie
die von anderen Robotern gesammelten Informationen konsistent zusammenfiihren kann, kann
er diese fiir eine effizientere Navigation nutzen. Im Kern dieser Arbeit wollen wir diese Prob-
leme angehen, indem wir ein System entwickeln, das die Erstellung und den Unterhalt von
Multisession-Karten ermdglicht und eine konsistente, dichte 3D Rekonstruktion ermoglicht.
Gleichzeitig mochten wir uns nicht nur mit Kartendnderungen befassen, sondern diese nutzen,
um mehr iiber die Umgebung und die sich darin bewegenden Objekte zu erfahren. Letztendlich
ist das Ziel, eine konsistente Karte zu erhalten, die fiir eine langfristige autonome Roboternavi-
gation geeignet ist.

Ein solches System miisste in der Lage sein, die folgenden Anforderungen zu erfiillen: Er-
stens muss es in der Lage sein, mehrere Roboterkarten genau und konsistent zu registrieren.
Zweitens muss die zugrundeliegende dichte 3D Kartenreprésentation fiir die Roboternaviga-
tion geeignet sein, effiziente und inkrementelle Aktualisierungen erméglichen und konsistent
bleiben, wenn sie mit sich dndernden Umgebungen konfrontiert wird. Drittens muss sie Algo-
rithmen bereitstellen, um autonom eine Karte ihrer Umgebung zu erstellen und diese fiir die
Navigation zu nutzen. Der erste Beitrag dieser Arbeit befasst sich mit dem Problem der Ko-
registrierung. Wir stellen ein Kartographiersystem fiir mehrere Sitzungen vor, das Werkzeuge
wie visuell-inertiale Biindelausgleichung und visuelle SchleifenschlieBung zur effizienten und
konsistenten Koregistrierung und Optimierung von Robotertrajektorien bietet. Dariiber hinaus
bietet das Framework eine bequeme Integration bestehender Werkzeuge zur dichten 3D Rekon-
struierung, wie ( Multi-View-)Stereo-Matching und TSDF-basierte Tiefenfusion. Der zweite
Beitrag konzentriert sich auf die Erstellung und Aufrechterhaltung von dichten 3D Rekonstruk-
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tionen, indem er einen inkrementellen Algorithmus zur effizienten und konsistenten Aktual-
isierung einer dichten 3D Karte bei Anderungen vorschligt. Der TSDF-basierte Algorithmus
extrahiert aulerdem langsam-dynamische Objektsegmente und baut eine Datenbank auf, in der
die Objektsegmente kontinuierlich abgeglichen, vervollstindigt und verbessert werden. Der
dritte Beitrag besteht aus einer Reihe von Algorithmen im Bereich der autonomen Roboter-
navigation und versucht, die folgenden beiden Fragen zu beantworten: Wie lassen sich diese
dichten 3D Karten mit mehreren Sitzungen erstellen und wie kann die Roboternavigation auf
der Grundlage dieser Karten ermoglicht werden? Die erste Frage wird durch den Vorschlag
eines effizienten Algorithmus fiir die autonome Erkundung sowie durch die Demonstration
eines visuell-inertialen Lehr- und Wiederholungssystems beantwortet. Kombiniert erlauben
sie es einem Roboter, in eine unbekannte Umgebung vorzudringen und eine dichte Rekon-
struktion zu erstellen und anschlieBend die Mission so oft wie notig zu wiederholen. Dariiber
hinaus schlagen wir ein augmentiertes Planungssystem vor, das Tiefenvervollstindigungstech-
niken nutzt, um die Einschrinkungen von Stereo- und RGB-Tiefensensoren zu tiberwinden und
die Planungs- und Kartenerstellungsfahigkeiten weiter zu verbessern. Zusammenfassend stellt
diese Arbeit einen System fiir autonome Roboter vor, um ihre Darstellung einer sich veréndern-
den Welt zu erstellen, zu aktualisieren und zu unterhalten und sie fiir die Roboternavigation
nutzbar zu machen.
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Preface

This thesis is @umulative doctoral dissertatiomnd, as such, contains the most relevant publi-
cations of the author, grouped into three major parts and attached at the end.

In Chapter 1, we introduce the reader to the primary motivation of the research, highlight
challenges, and put the thesis into context. In Chapter 2, we list the contributions of each
publication and elaborate on their impact on the goals of this thesis. Furthermore, we explain
overlap and interactions between the publications. Finally, in Chapter 3, we conclude this thesis
with a summary and a short exploration of future work in this eld.






Introduction

In recent years, semi- and fully autonomous robots have been steadily taking over many gen-
erally simple, repetitive, or dangerous tasks in various industries. Many of these already es-
tablished robotic tasks still rely on a controlled or adapted environment, such as logistics, con-
struction, and mining robots, or they operate outdoors in wide-open spaces, such as delivery
drones, agricultural, and surveillance robots. These robotic solutions often fail to translate to
applications in more complex, unstructured environments, such as in homes, (crowded) public
places, shared workspaces, and applications that take robots close to the structure of buildings
and infrastructure. One of the most challenging aspects, and often one major limiting factor of
autonomous robots, is their spatial awareness. Knowing what is around the robot and where the
robot is in its environment, it is one of the core competences of autonomous robots, as itis a vital
element of navigation, path planning, and manipulation. More recently, robotic perception and
spatial awareness capabilities have pro ted signi cantly from advances in sensor technology,
resulting in smaller, lighter, cheaper, and more powerful depth perception. Structured light and
time-of- ight cameras are now providing very powerful, high-density, short-range depth percep-
tion, ideal for lightweight robots. Driven by the emerging autonomous driving industry, Lidar
technology is making giant leaps. The initially prohibitively expensive and bulky modules, re-
served for giant industry robots and vehicles, have developed into portable 3D scanners, and
will most likely soon be replaced with even more lightweight, directional, variable-resolution,
solid-state devices. Thanks to these advances, autonomous robots are on the verge of leaving
simple, controlled 2D environments behind and truly enter the 3D world, which enables more
complex robotic tasks such as using MAVs for industrial inspection when surface contact is re-
quired. The main driver of this technology is the desire to exploit the MAVS' ability to navigate

in 3D space, at heights, or in other hazardous environments. The goal is to keep workers out
of harm's way, decrease downtimes of industrial assets, and improve inspection (measurement)
accuracy, frequency, and repeatability. These inspection capabilities are especially relevant for
industries, such as gas and oil, wind energy, building and bridge construction, and maintenance.
Naturally, this also applies to other work close to structures and at heights, such as facade/win-
dow cleaning and coating.
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1.1 Challenges

At its simplest, autonomous robot navigation can be achieved purely reactive, i.e., without prior
knowledge, only relying on its current sensor data. However, if a robot, in addition to this,
can consistently consolidate all prior information of an environment, of its prior missions as
well as information other robots collected, it can exploit it for more ef cient navigation. Any
long-term autonomous inspection solution will result in repeated visits and observations of the
same environment. Ef cient and safe autonomous navigation in 3D space requires the ability
to reliably and consistently create and update a 3D map of the robot's environment, particularly
when close to structure. The increase in the amount of data and complexity from 2D to 3D,
as well as the transition from controlled and dedicated to unstructured and shared operating
environments, have given rise to new challenges for mapping and navigation research alike.
The following three questions provide a broad summary of the three most notable challenges
addressed in this thesis:

» How to handle changes in the environment between observations?
» How to co-localize and co-optimized multiple observations?

» How to autonomously navigate in order to obtain these observations?

More speci cally, regarding the rst question, we focus on the challenge posed by changes
in the robot's environment. We distinguish here between online and of ine dynamic object-
s/changes. We de ne online changes as changes in the environment while the robot is present
and caused by other robotic agents, vehicles, and humans, either by their presence or actions. In
this thesis, we focus on the of ine changes, i.e., changes in the environment that happen with-
out the robot being present or operational, such as moving furniture, crates, parked vehicles,
equipment, and infrastructure changes. Robots most commonly resolve changes in their maps
in one of two ways. Either the robot only represents the current state of the environment, dis-
carding prior information, or it attempts a fusion, without explicitly dealing with the changes.
The underlying assumption of the latter approach is that the current state will override any past
changes eventually or that the changes make up only a small fraction of the overall map. If these
assumptions do not hold, the map quickly turns useless for both localization and navigation, as
changes begin to corrupt or add clutter to the map. Furthermore, there is value in recogniz-
ing and explicitly handling changes, as they can be used to deduce information about discrete
(geometric) objects in the robots' operating environment.

The second question tackles the problem of transforming different observations into a shared
frame of reference. If we consider an observation to be one rigid map, then the question is ask-
ing for the set of transformations that register these maps. In contrast to GPS, however, indoors,
and close to structures, robots generally have only access to a drifting pose estimate, such as
visual-inertial, wheel, or lidar odometry. An observation will, therefore, more likely correspond
to an observation-speci c, non-rigidly deformed dense representation of the environment. Reg-
istration of these maps is only possible by breaking it up into locally consistent pieces, such as
sub-maps or break it down even further into individual robot poses associated with raw sensor
data. The latter would allow the full co-localization of the robot trajectories (e.g., as a pose-
graph) and, therefore, the best possible map registration within the limitations of the employed
mapping system, of course.
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The answer to the third question is highly task, environment, and robot-dependent. That is
why the answers proposed in this thesis focus on navigation in, mostly con ned, 3D spaces, and
apply to MAVs. More speci cally, we address several navigation-related challenges, such as
ef cient autonomous exploration, dealing with incomplete depth sensing, and ef cient global
path planning in prior maps.

This thesis addresses these questions by proposing a framework that autonomously creates,
accurately co-localizes, and ef ciently and consistently updates and maintains dense multi-
session maps. Ultimately the goal is to obtain a consistent map suitable for long-term au-
tonomous robot navigation. At the same time, we would like to exploit the multi-session nature
of our maps to leverage changes in them to learn about the environment and the objects that
move in it.

1.2 Objectives

In this section, we present the objectives of this thesis and the respective publications.

Consistent dense reconstruction of changing environments When observing an en-
vironment multiple times over a longer period, changes in geometry and appearance are
unavoidable. In this thesis, we focus mostly on the changes in geometry, more speci -
cally on of ine changes, i.e., dynamic objects that move/change position between obser-
vations. The rst objective is to obtain a consistent reconstruction of the static geometry
of the environment over time and prevent these changes from causing the reconstruction
to Il up with clutter or deteriorate in any other way. The second objective is to perform
these updates incrementally and ef ciently. In this thesis, we tackle this objective for
two different reconstruction techniques for Multi View Stereo (MVS) and RGB-D sen-
sor data. For MVS techniques, the goal is, therefore, to reduce the number of pictures
that need to be processed to update the reconstruction. A third objective is not simply
to discard the changes in the environment but exploit them to discover/segment objects,
associate them across observations, and complete their 3D models from multiple obser-
vations in an unsupervised fashion. We furthermore want to explore other methods of
discovering objects, even without motion/change. By combining these previous objec-
tives, the ultimate goal is to create and maintain a map representation that allows a robot
to leverage the knowledge of the static vs. the dynamic geometry, object models, and ob-
ject associations for navigation and manipulation. For a new single observation or state,
the map representation should, therefore, offer additional information based on previ-
ous observations, completing parts of objects and static geometry that are not currently
observed.

Multi-session map alignment ~ As mentioned in section 1.1, most dense map representa-
tions are not ef ciently or accurately deformable. As a consequence, non-rigid alignment
can be dif cult, and we, therefore, require the ability to align multi-session trajectories
to create reconstructions in a common frame of reference. The objective of this part
of the thesis is to build a exible multi-session mapping framework to co-register and
co-optimize trajectories from multiple observations and multiple robots. The framework
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should be scalable to enable covering a more substantial area as well as multiple obser-
vations. In the interest of generalizing the techniques proposed in this thesis for different
types of robots, the framework should apply to the wide variety of robotics platforms.
Furthermore, the framework needs to offer tools, interfaces, and data structures to allow
for dense reconstruction based on the optimized and co-registered poses.

Autonomous robot navigation for dense reconstruction The high-level objectives of
this section can be grouped into two parts: The rstis to enable a robot to autonomously
navigate an unknown environment, explore and reconstruct it in an ef cient manner. The
second is, given a prior map of the environment to navigate and obtain subsequent obser-
vations of the environment. Regarding the rst part, exploring unknown environments,
we would like to overcome the typical caveats and inef ciencies of next-best-view plan-
ners. Another issue we would like to address that is related to ef cient navigation in
unknown environments, is to deal with the effects of typical depth sensor aws. We
mean to deal with missing depth information caused by a variety of internal and external
factors when using stereo and RGB-D cameras. This missing depth information can have
a tremendous negative impact on planning, especially on conservative path planners. The
goal of the second part is to exploit a prior map of the environment to obtain another
observation. One of the most consistent ways to create a new observation of a previously
visited environment is to repeat the same trajectory. Hence, our objective is to develop a
teach and repeat framework to have a robot autonomously repeat a prior trajectory or a
trajectory shown by the operator. If the application requires independent trajectories for
subsequent observations, the robot needs to be able to perform path planning ef ciently
on the prior map. One of the most lightweight and, hence, most ef cient map represen-
tations for this type of path planning is the topological map. In order to leverage this
ef cient planning map representation, we require an algorithm to convert the prior map
into a meaningful topological map.

1.3 Approach

We organize the content of this thesis into three main parts, following the three high-level ob-
jectives de ned in the previous section. First, in Part A, we present algorithms to create, update,
and maintain a consistent dense map representation of a changing environment. In Part B, we
propose a visual-inertial based multi-session mapping framework, which provides all the tools
to co-register and align multiple robot trajectories, consisting of a pose graph and sparse visual
landmarks. The framework also contains tools, interfaces, and data structures to leverage this
alignment to create dense reconstructions. Finally, in Part C we present a set of algorithms to
facilitate the autonomous creation of and navigation on dense 3D map representations.

Part A: Consistent Dense Reconstruction of Changing Environments

In this part we summarize the approach we propose to obtain consistent dense reconstructions
from multiple observations of the same environment.
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Map Representation In order to safely and conservatively plan paths in a prior map, the
map representation needs to model the concept of known vs. unknown space. The map
representation contains information about what areas the robot has observed and what
part it has not. The most common approach is to model the world using a volumetric
representation, often a volumetric 3D grid. The most popular model uses occupancy
probability in each grid cell to model the world. While this provides a simple and easily
interpretable model, it is not a suitable representation for the geometry itself. Signed
Distance Fields (SDFs), on the other hand, have proven to be an excellent representa-
tion of geometry and are widely used in computer graphics. With Truncated Signed
Distance Fields (TSDFs), this technique also found its way into computer vision and
robotics research and has proven to be an ef cient method for depth fusion. Further-
more, [170] demonstrates how TSDFs can be used to create a Euclidean Signed Dis-
tance Field (ESDF) online, which is useful for planning as it allows for ef cient collision
checks and a differentiable eld that can be used to optimize trajectories, pushing them
away from obstacles. In this thesis, we exploit the properties of SDFs to not only create
a map that is useful for planning, but consolidate multiple observations into a consistent
map of the static environment.

Ef cient, incremental multi-view stereo reconstruction A variety of different sensors

and algorithms can be used to create a 3D model of the world. While some sensors, such
as lidar and RGB-D cameras, provide a range measurement and allow for depth fusion
direction, extracting a high-quality 3D model solely from images requires more sophisti-
cated algorithms and more computing power. In order to remain scalable, it is, therefore,
vital to select the images carefully that the algorithm uses for reconstruction. We inves-
tigate the potential of combining multiple recording sessions of a place to reconstruct
the environment selectively over time using multi-view stereo algorithms. The algorithm
identi es trajectory segments that contain new information and directs the reconstruction
and fusion effort to these parts. It does that by projecting the current map state into a
subset of the new images and scores them based on both con icting or new information.

Change detection for long-term dense reconstruction We propose an algorithm to up-
date a multi-session reconstruction of an environment incrementally and consistently. We
exploit the intrinsic properties of the TSDF grid to create a consistent reconstruction of
the static environment, i.e., remove geometry that does not persist across observations.

Dynamic object-(segment) discovery  In addition to merely removing inconsistent geom-
etry between observations, these changes can be exploited to serve as cues for segment-
ing dynamic objects. We propose an algorithm that uses the TSDF properties to identify
changes in the environment, propagate, and re ne this initial segmentation on the surface
mesh.

Incremental object database  We propose an algorithm that stores and merges object-segments,
such as the ones segmented by the change detection algorithm described above. Another
source of the object segments is by applying depth segmentation to the sensor data and
fusing these viewpoint-based segmentations in a 3D map. We then use the resulting
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global segment map to retrieve object-segments and insert them into the database. The
incremental object database then applies 3D registration techniques, such as a combina-
tion of 3D feature and projected 2D feature matching and Iterative Closest Point (ICP)
to generate proposals for object-segment matches. We use a strict outlier rejection step
based on a TSDF error metric to evaluate the proposals, both on an object-to-object and
an object-to-world. The proposed database algorithm, therefore, not only continuously
improves the object-segments in its database but also intrinsically associates them across
observations, which allows the completion of past observations by inserting the consoli-
dated object-segments.

Part B: Multi-Session Map Alignment

In this part we summarize how we address the issue of map alignment between multiple obser-
vations.

Flexible, research-focused, multi-session mapping framework Throughout our research,
we were using and contributing to a sparse visual-inertial mapping framework. This
framework uses a visual-inertial pose-graph at its core. It includes a complete set of
mapping tools, such as visual-inertial odometry, visual loop closure and localization,
bundle-adjustment, and pose-graph relaxation. Even though many of the individual parts
are based on prior publications, we developed it into a complete system, a exible testbed
for new mapping algorithms, and an opensource project to make it available to the re-
search community.

Dense reconstruction testbed  Given the focus on dense reconstruction and dense map
representations, a sparse visual-inertial pose-graph as a mapping backend might seem
counter-intuitive. However, since most dense map representations used in practice, such
as occupancy and Signed Distance Field (SDF) grids, are non-deformable, i.e., they can-
not be easily adapted to correct for odometry drift. Hence, we use the sparse mapping
techniques to co-localize and optimize the trajectories beforehand and only then generate
or update the dense map representation based on the now-registered robot poses. We de-
veloped the mapping framework to be able to attach and store images, depth maps, point
clouds, volumetric grids, and other memory-intensive data types to the pose-graph. We
implemented this with large-scale capability in mind and seamlessly read and write these
data types to the le system, including a caching scheme for faster access. Furthermore,
we developed convenient tools and interfaces to stereo- and multi-view-stereo pipelines,
as well as a TSDF map representation, turning it into a dense reconstruction testbed.

Part C: Autonomous Robot Navigation For Dense Reconstruction

This part summarizes a set of algorithms and systems developed to allow an autonomous robot
to create and use 3D maps for navigation.

Ef cient Autonomous Exploration There has been a large body of research on explo-
ration algorithms. In simple terms, there are two popular solutions to this problem: One
solution uses reactive, frontier-based methods that lead to fast decisions, but sub-optimal
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global behavior. The other solution uses sampling-based methods that allow the operator
to de ne more complex or deliberately biased exploration goals and approximate optimal
trajectories. However, in order for the latter approximation to hold at all, a large number
of samples are required. Previous work starts re-sampling every planning iteration and
discards previously observed high-gain samples. We propose to remove the robot orienta-
tion from the sampling space, and locally optimize it. Furthermore, we maintain a graph
of previously observed high-gain viewpoints. By reducing the dimension of the samples
as well as preserving promising prior samples, we signi cantly increase the ef ciency of
the exploration algorithm.

Teach and repeat Once a robot has explored an unknown environment or a human operator
is available to provide an example trajectory, we can leverage this prior information to
obtain additional observations at regular intervals (e.g., for industrial inspection). We,
therefore, propose a visual localization-based teach and repeat system can be used to
repeat a previous mission or trajectories taught by a human operator using a tablet.

Planning on incomplete sensor data ~ Any planning task will have to deal with incom-
plete sensor data, as stereo matchers and RGB-D sensors often fail to deliver a dense
depth map. We address this issue by proposing a planning system that incorporates state-
of-the-art learning-based depth augmentation to Il the gaps and leverage prior knowl-
edge. We then use these augmented depth measurements to create a dense map that com-
bines both actual sensor measurements and predictions to improve planning ef ciency.

Ef cient global planning using topological maps Volumetric grid maps can model the
world in great detail; however, a global planner often requires considerable effort to ex-
tract simple trajectories between start and goal. A considerably sparser and more ef cient
representation is the topological map. We propose an algorithm to convert TSDF maps
into topological graphs by growing convex clusters of free space. Finally, each cluster
represents a node in the graph, and connections between them are based on the underly-
ing robot trajectory and free space connections. We demonstrate this algorithm on TSDF-
maps based on sparse visual-features, which emphasizes the robustness of this method
against noise and incomplete sensor data. However, this method naturally generalizes to
dense maps obtained from RGB-D sensor and lidars.






Contributions

In this chapter, we summarize the contributions of the combined work presented in this thesis.
We structure the publications in three parts as presented in Chapter 1. In addition to summa-
rizing their contributions, we put them into the context of this thesis and discuss interrelations
between them.

In section 2.1 we summarize the contributions of this thesis, focusing on consistent dense
reconstruction in changing environments. In section 2.2, we present our work on multi-session
map alignment with an emphasis on the work done in combination with the dense reconstruction
research and, nally, in section 2.3 we list our contributions to autonomous robot navigation
for dense reconstruction.

2.1 Part A: Consistent Dense Reconstruction of Changing
Environments

Publication |

Marius Fehr, Marcin Dymczyk, Simon Lynen, and Roland Siegwart, “Reshaping our Model of
the World over Time”. InRobotics and Automation (ICRA), 2016 IEEE International Confer-
ence on2016.

Context

MVS systems have become widely available to turn a collection of photos or a video into a
dense, high-quality 3D model. At the time of the publication, most systems were still based

on recently published research, such as [2, 76, 83, 203], in the meantime, commercial solu-
tions have made these techniques available to a wide range of customers [181]. The highly
detailed 3D models that are obtained by state-of-the-art methods are computed of ine in a post-
processing step and require a signi cant amount of processing power. The underlying assump-
tion of most of these algorithms remains that the reconstructed scene is static and constant in ap-
pearance. This assumption holds for most single-session recordings. However, for applications
such as surveying and inspection, the scene appearance undergoes a continuous transformation
in both appearance and geometry. Especially for long-term or multi-agent autonomous opera-
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tions, this assumption is likely violated. There are generally two different approaches to solve
this issue. The rst is to recompute the complete reconstruction every time using the entire set
of images. Since the reconstruction effort scales exponentially with the number of images, this
strategy quickly reaches its limits. The second strategy is to drop prior information in favor
of keeping only the most recent pictures, which comes at the cost of potentially losing useful
information.

Hence, in this publication, we propose a system to create and maintain a consistent and up-
to-date 3D model of the environment using MVS techniques. MVS does not scale well to more
extensive image collections, without selecting the most relevant subset of images rst. Thus, the

rst goal is to be able to determine where to focus the reconstruction effort, which translates to
selecting a set ofimages that contain new/relevant information to update the existing model. The
second goal is to handle changes in the environment in a way that the map remains consistent
and represents the static/persistent part of the world.

Contribution

The contributions of this paper are as follows: We present a system that computes a dense 3D
reconstruction of the static environment from multiple independent trajectories. We show that
the number of images processed by the reconstruction pipeline for every new trajectory can be
reduced by focusing on uncharted areas and areas that changed between visits. We demonstrate
the performance of the system on a real-world dataset and show that the incrementally built
reconstructions are on par with reconstructions, computed from all images, in terms of coverage
and the success rate of reducing the reconstruction to the static environment.

Interrelations

In the broader context of this thesis, this publication tackles the consistent multi-session re-
construction problem, as outlined in section 1.1, for MVS systems. Obtaining dense 3D models
from images employing MVS techniques is generally more dif cult and computationally expen-
sive when compared to directly obtaining depth from RGB-D or lidar measurements. Hence,
in this publication, we additionally address the question of how to do the incremental update
of the reconstructions ef ciently, which a less critical issue for depth sensors, like the ones
used in subsequent work. Furthermore, in this work, we already use the robust large-scale,
multi-session mapping capabilities of an early versiomaiplal the visual-inertial mapping
system presented in [201]maplabis used to provide the camera positions for each image as
an alternative to relying on Structure from Motion (SfM) techniques [202, 214]. The main ad-
vantage of this approach is the fact thadplabis aware of the robot trajectories and can exploit
inertial data as well, leading to more robust pose estimates. Another important aspect of this
paper is that it explores the TSDF map representation as a solution for dealing with changing
environments.

12



2.1 Part A: Consistent Dense Reconstruction of Changing Environments

Publication Il

Marius Fehr, Fadri Furrer, lvan Dryanovski, Jurgen Sturm, Igor Gilitschenski, Roland Siegwart,
and Cesar Cadena, “TSDF-Based Change Detection for Consistent Long-Term Dense Recon-
struction and Dynamic Object Discovery”. Robotics and Automation (ICRA), 2017 IEEE
International Conference p2017.

Context

Similarly to the rst publication, we address the problem of how to create and maintain a con-
sistent and up-to-date 3D model of the environment. However, in contrast to the prior work,
where we focused on ef cient incremental updates using MVS, we address this issue in the
context of RGB-D reconstructions. Furthermore, the goal was not solely to obtain a consistent
dense reconstruction of the static environment but to leverage the changes in the environment
to discover dynamic object-segments. We then combine this information across observations to
obtain complete 3D models of the environment but also of the object-segments themselves. The
long-term goal of this approach is to enable a robot to not only continuously improve his map of
the environment but also to distinguish static from dynamic geometry. Furthermore, the robot
can exploit his prior knowledge to achieve more comprehensive awareness of his surroundings
beyond what he observes right at this moment.

Contribution

The key contributions of this paper are as follows: We present a novel estimation technique
for computing consistent 3D reconstructions in dynamic environments based on a TSDF. We
propose a change detection algorithm that allows us to segment dynamic objects in an unsuper-
vised fashion. We combine this with an incremental object database to continuously improve
the 3D models with every observation. We validate our approach in a qualitative and quantita-
tive evaluation of real-world datasets. Finally, we publish our datasets, recorded with a low cost,
mobile RGB-D tablet, including co-localized and optimized sensor poses, for the community
for further research and evaluation in long-term mapping in changing environments.

Interrelations

This publication substantially extends the capabilities of the previously published system to cre-
ate and maintain a consistent dense reconstruction. The previous publication uses the intrinsic
averaging function of the volumetric TSDF map to get rid of any inconsistencies. However,

if no clear majority of observations agree, this will lead to an inconsistent state of the map.
Furthermore, there is no special consideration for dynamic objects, other than removing them
indiscriminately. In this publication, on the other hand, we exploit another property of the SDFs
to detect inconsistencies. In simple terms, an object that is removed can only ever increase
the SDF value in a grid cell; if it increases, this means we added some geometry. Using this
property, we were able to achieve a consistent reconstruction despite the partial overlap of the
observations and signi cant changes in the environment. Furthermore, the segmentation and
fusion of the dynamic object-segments in the incremental object database allow the robot to
obtain more complete models of its environment. In practice, this means any observation, past,
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and present can be augmented by the current best estimate for both the static scene and the mod-
els of the object in it. Ultimately this augmented map allows the robot to make more informed
decisions and, for example, can improve robot navigation. Finally, we would like to highlight
that, like the previous publication, this work relies on visual-inertial mapping to non-rigidly
co-localize and optimize the robot trajectories. This time, we employed the Google Tango sys-
tem [87]; conceptually, however, the algorithms used were related to the algorithms presented
in maplah which would have been an alternative mapping solution.

Publication Il

Fadri Furrer, Tonci Novkovic, Marius Fehr, Abel Gawel, Margarita Grinvald, Torsten Sattler,
Roland Siegwart, and Juan Nieto, “Incremental Object Database: Building 3D Models from
Multiple Partial Observations”. Iimtelligent Robots and Systems (IROS), 2018 IEEE Interna-
tional Conference qr2018.

Context

This publication addresses in more detail the question of how to exploit multiple observations of
the same environment to obtain 3D models of object-segments. In our prior work, the only clue
we use to identify object-segments is motion, or to be more speci c, the ability to be moved.

In order to be able to discover object-segments that did not move in between observations, in
this work, we used geometric segmentation techniques centered around the assumption that ob-
jects are mostly convex. The main goal was to segment and accumulate these object-segments
in an incremental object database, such that over time by observing multiple instances of the
same object, as well as observing the same instance multiple times, we obtain more complete
3D models. It is important to note that in this publication, we did not use any semantic in-
formation to segment geometry. Hence, the approach is entirely unsupervised and will apply
to any environment, as long as the objects within are not highly non-convex, in which case
the proposed approach will likely over-segment the object. The decision to refrain from using
semantic segmentation techniques forced us to focus entirely on the challenges posed by associ-
ating object-segments based on appearance and geometry alone. Any subsequent combination
of semantic and geometric segmentation would then naturally lead to an overall improved ob-
ject segmentation, as demonstrated in the subsequent work by Grinvald et al. [89]. However, in
retrospect and contrast to the terminology used in our publication, a purely geometric approach
will never yield objects, but at most object-segments, since semantic information is a require-
ment to de ne an object. Hence, the term object-segments or object-hypotheses would have
been a more apt description.

Contribution

This publication contains the following contribution. We propose a novel approach to incremen-
tally build a database of object-segments from one or multiple sessions. The proposed object
completion algorithm exploits the TSDF representation to merge multiple observations of the
same object ef ciently. We, furthermore, leverage the volumetric representation in a geometric
consistency check between matches and between merged segments and the geometry of the map
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around them. The unsupervised, incremental object database is validated on several real-world
datasets, which we made publicly available.

Interrelations

This publication is a continuation of the object database efforts, presented in the previous pub-
lication. In our prior work, using motion or change as a way to segment objects generally lead
to more complete object-segments. This, in turn, facilitated the association and merging in the
database. In this publication, on the other hand, using the rather weak geometric assumption
(convexity) as the primary segmentation method proved to be very challenging. The resulting
over-segmentation of objects yielded smaller, less unique segments, with fewer geometric inter-
est points. The object representation (surfels) and association/alignment method (3D features,
RANSAC and ICP), as well as the object merging strategy, proved to be ineffective. This re-
sulted in a large number of false matches, which often lead to an ever-increasing accumulation
of segments in arbitrary con gurations, an issue we referred to as "the ball of doom." Hence, in
this publication, we revised the proposed system to address these challenges. Most importantly,
we switched from surfels to a volumetric TSDF-based representation of the object-segments.
The implicit surface representation of the TSDF offered an ef cient and reliable way to merge
two object segments, by aligning and computing the weighted average of the SDF values. A
substantial improvement from our previous solution, which employed a modi ed version of the
Floating Scale Surface Reconstruction (FSSR) algorithm [75] to compute a new surface from
two sets of surfels. Another bene t of the volumetric representation was that it allowed for more
rigorous geometric consistency checks, as in contrast to a point cloud/surfels, there is a clear
distinction between inside geometry and free space, as it is explicitly modeled in the SDF.

2.2 Part B: Multi-Session Map Alignment

Publication IV

Thomas Schneid®r Marcin DymczyK , Marius Feh?, Kevin Egger, Simon Lynen, Igor Gilitschen-
ski, Roland Siegwart, “Maplab: An Open Framework for Research in Visual-Inertial Mapping
and Localization”. INEEE Robotics and Automation Letters 3.3 (2018): 1418-1£248.

Context

In this publication, we present a exible, large-scale-capable, research-oriented visual-inertial
mapping framework. The proposed system combines years of research and lessons learned from
deploying these techniques on a large variety of robotic platforms [22, 77, 107, 168]. Most of
the components and algorithms have in one form or another been published individually, such
as loop closure [147], the visual-inertial weighted least-squares optimization [132], pose-graph
relaxation [217], map sparsi cation [49, 50] and visual-inertial odometry [16]. \Wi#tplah we

built and released a complete system that combines all of these tools and more to facilitate the
creation of co-localized and co-optimized multi-session maps. The system is centered around a
console application, which offers a set of commands performing map operations, visualization,
and introspection. A very relevant set of features and tools, in the context of this thesis, is
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the resource system and the dense reconstruction tools. Wenayalabto facilitate attaching
denser, and therefore memory intensive, measurements, such as lidar, RGB-D, meshes, and
volumetric SDF grids, to the sparse visual-inertial pose-graph. Furthermore, we integrated tools
and interfaces for stereo matching, MVS and depth fusion.

Contribution

At the time of the publication, to the best of our knowledgmplabwas the rst visual-inertial
mapping framework that integrates a wide variety of use cases within a single sységiab

is free, open-source, and has already proved to be of great use for various research and industry
projects. We strongly believe that the robotics community will harness it both as an off-the-shelf
mapping and localization solution, as well as a mapping research testbed. The contributions of
this work can be summarized as follows: It introduces a general-purpose visual-inertial map-
ping framework using feature-based maps with multi-session support. It offers a robust visual-
inertial estimator [16] tightly coupled with a localization system [147]. The system presents
examples of algorithms and data structures for modifying and maintaining maps, including map
merging, sparsi cation, place recognition, and visualization. The overall architecture highlights
the extensibility of the system that makes it well suited for research. Finally, in our publication,
we provide an evaluation of selected components of the framework.

Interrelations

In nearly all publications included in this thesisaplabplayed a crucial role, either by provid-

ing an odometry estimate, localizing the robot pose based on a prior map, or most importantly,
co-localizing and co-optimizing multi-session maps. As mentioned in section 1.1, especially
for creating dense multi-session maps, it is crucial to be able to go beyond a simple rigid align-
ment of two observations. However, a more sophisticated, non-rigid, alignment of multi-session
maps, purely based on the dense map, is dif cult due to the non-deformable nature of the com-
monly used dense map representations [105, 170]. The most common approaches are using
submapping [27, 98, 128, 232] and an underlying graph to attach depth information and re-
create / re-project / re-arrange when deforming the graph. There are a few exceptions, such as
ElasticFusion [235], that do not require a pose-graph and directly deform the point cloud. A
valid question at this point is: why use visual-inertial mapping if the nal goal is to perform
multi-session mapping for dense reconstruction? On the one hand, dense reconstruction at the
level of detail we require to identify objects does not scale well; hence a sparser representation
to achieve global consistency is bene cial. On the other hand, the dense mapping techniques
required for a reliable multi-session alignment in GPS denied environments, such as global loop
closure and localization, have not reached the level of maturity as they have for visual-inertial
mapping. However, we do agree that, ultimately, a multi-modal approach, incorporating dense
factors in the map, will bene t the overall performance of the system.
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2.3 Part C: Autonomous Robot Navigation For Dense
Reconstruction

Publication V

Christian Witting, Marius Fehr, Rik Bahnemann, Helen Oleynikova, Roland Siegwart, “History-
Aware Autonomous Exploration in Con ned Environments Using MAVs”Initelligent Robots
and Systems (IROS), 2018 IEEE International Conferenc@h8.

Context

The ability to autonomously explore a previously unknown environment is crucial to allow robot
operation in the real world. Applications that come to mind are usually search-and-rescue tasks,
robots entering caves and collapsed buildings in search of survivors. While these applications
indeed represent one of the most exciting and challenging scenarios, robots require this abil-
ity even for far more mundane tasks. From simple robotic vacuum cleaners to delivery and
inspection robots, as soon as a robot enters the real, unstructured world, it will encounter situ-
ations where a prior map is not complete or entirely unavailable. In the context of this thesis,
exploration is a requirement to create a dense reconstruction of an unknown environment fully
autonomously. Hence, referring back to the challenges in section 1.1, for unknown environ-
ments, this publication answers the question: How to autonomously navigate in order to obtain
these observations?

In 2D, comparatively simple strategies, such as wall following or greedy frontier-based navi-
gation, often lead to an acceptable result. Aerial robots, such as Micro Aerial Vehicles (MAVS),
but also ground robots with sophisticated manipulator arms or sensor setups require the ability
to explore 3D space. The increase of complexity from 2D to 3D space in combination with
the increased complexity of the con guration space of a ying robot or manipulator arm makes
many of these strategies ineffective. Some of the most popular strategies are sampling-based.
These strategies generally sample viewpoints or motion primitives from the robot con guration
space and choose from them based on an exploration gain. These next-best-view strategies ap-
proach the optimal decision with an increasing number of samples. In practice, however, the
number of samples that are explored is minimal due to expensive exploration gain calculations
and the time limit imposed to achieve a reasonably reactive planner. Hence, in this publication,
we propose a next-best-view-based exploration planner that tackles these ef ciency problems
by improving the sampling algorithm.

Contribution

In more detail, the contributions of this publication are as follows. In order to address the
ef ciency problem of sampling-based exploration, we propose to boost the Rapidly-exploring
Random Tree (RRT) planning performance by seeding it with previously sampled, but unex-
plored, viewpoints. In order to increase the ef ciency of the viewpoint sampling itself, we
propose to reduce the dimensionality of the con guration space that needs to be sampled. We
achieve this by optimizing the orientation of the samples instead of sampling it, i.e., we sam-
ple a position and only afterward decide what the best orientation would be. We furthermore
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propose to re ne the waypoints obtained by RRT by applying dynamics-aware trajectory opti-
mization techniques. Finally, we evaluate our approach extensively in simulation and validate

it in a real-world experiment. The proposed changes achieve substantial improvements in ex-
ploration ef ciency (twice as fast), computation time, and path length. The most remarkable
improvement can be observed in challenging situations, such as dead-ends, where our approach
escapes up to 20 times faster.

Interrelations

Aside from the proposed improvements to the next-best-view planning algorithm, this publi-
cation also utilizes a different map representation than most other next-best-view exploration
systems [13, 28, 41, 176]. While these approaches mostly rely on a volumetric occupancy
grid [105], we leverage our prior work on the TSDF map representation, and the incremental
ESDF generation proposed in [170]. As described in more detail in [170], this representation
has several advantages over an occupancy grid, especially in exploration, an application depend-
ing on planning, mapping, and dense reconstruction. The main advantages are more ef cient
collision checks, gradients that facilitate trajectory optimization, and the implicit surface repre-
sentation. In the context of the other publications in this thesis, it is worth noting that we also
directly perform exploration on the map representation that we propose to use for multi-session
dense mapping. Furthermore, we employedrttamlabframework for pose estimation on the
robot during the real-world experiment.

Publication VI

Marius Fehf, Tim Taubne?, Yang Liu, Roland Siegwart, Cesar Cadena, “Predicting Unob-
served Space for Planning via Depth Map Augmentation”.Attvanced Robotics (ICAR),
2019 IEEE International Conference,@919.

Context

Throughout this thesis, e.g. in [236], we always employed conservative path planning strategies.
While optimistic planning assumes that a robot observes all obstacles in its path, conservative
path planning will make a distinction between areas it has seen and therefore knows to be free
or occupied and areas it has not seen. This naturally dictates that the entire volumetric space
needs to be represented in the map, and a distinction between known and unknown space is
required. The most prevalent map representation that satis es this requirement is the volumetric
occupancy grid, such as [105]; however, volumetric SDF-based representation, such as [170] are
gaining popularity. In both cases, conservative path planning performance suffers signi cantly
if the robot's depth perception is awed or incomplete. The rst thing that comes to mind is
that a awed depth perception will prevent the robot from perceiving an obstacle. However, this
will affect conservative and optimistic path planning strategies alike. A more common scenario
that exclusively affects the conservative strategies is the failure to observe free space, hence
preventing the robot from moving. This scenario is usually caused by sensor or robot-speci ¢
aws in the depth perception due to range limitations, properties of the environment (color,
re ectivity, transparency) or occlusion (fog, smoke, self-occlusion). Hence, in this publication,
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we leverage recent advances in the eld of learning-based depth augmentation/completion to
build a planning system that can overcome these aws by leveraging prior knowledge about the
world. More speci cally, we train deep neural networks to complete a partial depth map based

on a color image and exploit these predictions in a conservative path planning system.

Contribution

The contributions of this publication are as follows. We propose and evaluate a path planning
system with an augmented depth sensor at its core that, despite the sparse depth input, reaches
promising planning performance when compared to the system using all available depth infor-
mation. Since these aws in depth perception are sensor-speci ¢ and real-world training data
with accurate ground truth are rare, one of the biggest challenges was to train a network in
simulation that successfully bridges the reality gap. We ultimately achieve this by applying a
simple but effective depth map sparsi cation algorithm during training on simulated data. The
nal network achieved results on real-world datasets on par with state-of-the-art at that time.
More importantly, the network successfully generalized to a real-world robot. We have con-
ducted thorough evaluations of the augmented planning system in online planning experiments
in simulation as well as global path planning experiments based on real-world data collected us-
ing an Micro Aerial Vehicle (MAV) equipped with an RGB-D sensor. With this publication, we
demonstrate and thoroughly evaluate the impact of these recent advances in depth augmentation
on a practical problem in robot path planning.

Interrelations

At rst glance, this publication might seem disjoint from the others. However, it addresses a
genuine challenge in robot path planning and, therefore, is closely related to the other planning-
related publication in this part. For the planning system, we, yet again, leverage our prior work
on the TSDF map representation. However, the most signi cant contribution of this publication
is the evaluation of the augmented planning system. In planning literature, evaluations in simu-
lation are widespread; however, evaluations on real-world data that go beyond proof-of-concept
experiments are more unusual as they can be prohibitively time-consuming. In order to circum-
vent this, we leveraged our prior work on multi-session, dense reconstruction, and combined
co-localization and co-optimization afiaplabwith lidar and RGB-D data. This allowed us to
construct an experiment that facilitated the evaluation of the global path planning performance
of different planning systems on real-world data with lidar ground truth.
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Publication VII

Fabian Blochliger, Marius Fehr, Marcin Dymczyk, Thomas Schneider, and Roland Siegwart,
“Topomap: Topological Mapping and Navigation Based on Visual SLAM Maps’Rdbotics
and Automation (ICRA), 2018 IEEE International Conference2ii.8.

Context

The question we are trying to answer in this part is: How to autonomously navigate in order to
obtain these (multi-session) observations? In [236], we propose an exploration system that is
capable of obtaining the rst observation, a rst map when no prior map is available. In this
publication and the subsequent one, we are proposing algorithms and systems to obtain subse-
guent observations, once an initial map has been created. More speci cally, in this publication,
we address the problem of ef cient path planning in a prior map. While a volumetric map rep-
resentation offers detailed information about the shape of the environment, they also suffer from
signi cant drawbacks. The rst that comes to mind is their size in terms of memory footprint. A
large fraction of the information stored is not directly needed or useful for planning. In contrast,
information such as traversability or a set of shortest paths connecting rooms or places needs to
be derived in order to utilize these maps for path planning. In this publication, we address this
issue by introducing a novel algorithm to extract a sparse topological graph from a volumetric
grid map.

Contribution

The contributions of this work can be summarized as follows: We propose an algorithm that
employs voxel cluster growing and merging to generate convex free space clusters from a volu-
metric occupancy grid. The proposed algorithm is capable of reliably extracting a sparse topo-
logical graph from the volumetric map that is suitable for highly ef cient global path planning
queries. To demonstrate the robustness of the algorithm, we, furthermore, propose an algorithm
to create volumetric maps from sparse visual SLAM maps. Despite the resulting noisy and
partly incomplete volumetric map, we are able to create a topological map of the area reliably.
We extensively evaluate the proposed framework using real-life datasets with different topolog-
ical characteristics and compare our navigation concept to a state-of-the-art grid-based planner.
Furthermore, we demonstrate the validity of our approach by navigating a robot based on the
topological maps in a real-world experiment in a challenging industrial environment.

Interrelations

In order to create a volumetric occupancy grid from visual data, in this publication, we used

a TSDF map representation with a modi ed integration algorithm to account for the sparsity
and noise of visual landmarks. Furthermore, this publication uses the /femphmaplab mapping
framework to obtain the visual landmarks in the rst place. Even though in this publication,
we focus on demonstrating the ability to generate topological maps from sparse visual feature
maps, this naturally applies to more dense sensor data as well, such as lidar and RGB-D maps.
Since it is based on a TSDF map, the algorithm presented in this publication will apply to the
multi-session maps presented in the rst part of this thesis as well.
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Publication VI

Marius Fehf, Thomas Schneid®r Marcin Dymczyk, Jirgen Sturm, and Roland Siegwart,
“Visual-Inertial Teach and Repeat for Aerial Inspection”.Workshop paper: 'Aerial Robotic
Inspection and Maintenance' at the 2018 IEEE International Conference on Robotics and Au-
tomation (ICRA) 2018.

Context

This publication presents a teach and repeat system for MAVs and, therefore, presents a means
to obtain multiple observations of a previously visited environment over time. The proposed
system uses visual localization to translate a localized teacher trajectory into a dynamically
feasible trajectory in a receding horizon fashion. This also allows us to generate the teacher
trajectory online and have the robot follow a teacher in real-time. The system can exploit the
motion of any visual-inertial sensor as a teacher, which means the initial trajectory can be taught
by an operator, e.g., by using a tablet, as demonstrated in the publication. However, an initial
autonomous exploratory ight planned by [236] could also serve as a teacher. We like to note
that this publication consists of a peer-reviewed video contribution to IROS (Madrid 2018)
and a publication submitted and presented at the workshop on aerial robotic inspection and
maintenance at ICRA (Brisbane 2018).

Contribution

In this publication, we present a novel, robust visual-inertial-based T&R system for industrial
inspection and demonstrate the capabilities of the system in a challenging real-world industrial
setting. We furthermore demonstrate the capability of the system to follow a teacher in real-time
in a challenging, self-similar outdoor environment.

Interrelations

Similar to [63], the proposed system was developed in collaboration with Google Tango [87]
and, therefore, uses the Google Tango visual-inertial mapping system for odometry and local-
ization instead ofmaplab In the context of this thesis, this system, applied to the industrial
inspection use-case, demonstrates, on the one hand, a possible solution on how to obtain multi-
ple observations over time, and on the other hand, the necessity of multi-session mapping.
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2.4 List of Publications

The doctoral studies resulted in or contributed to several publications: The list is sorted by rst
author's name and year.

2.4.1 Publications Included in This Thesis

 F. Blochliger, M. Fehr, M. Dymczyk, T. Schneider, and R. Siegwart. Topomap: Topo-
logical mapping and navigation based on visual slam mapBrdoeedings of the IEEE
International Conference on Robotics and Automation (ICRREE, 2018

M. Fehr, M. Dymczyk, S. Lynen, and R. Siegwart. Reshaping our model of the world over
time. InProceedings of the IEEE International Conference on Robotics and Automation
(ICRA), volume 2016-June, pages 2449-2455. |IEEE, 2016

M. Fehr, F. Furrer, I. Dryanovski, J. Sturm, . Gilitschenski, R. Siegwart, and C. Cadena.
TSDF-based change detection for consistent long-term dense reconstruction and dynamic
object discovery. IfProceedings of the IEEE International Conference on Robotics and
Automation (ICRA)pages 5237-5244. |IEEE, 2017

M. Fehr, T. Schneider, M. Dymczyk, J. Sturm, and R. Siegwart. Visual-Inertial Teach
and Repeat for Aerial Inspectiod, 2018

M. Fehr, T. Taubner, Y. Liu, R. Siegwart, and C. Cadena. Predicting Unobserved Space
For Planning via Depth Map Augmentation. IBEE International Conference on Ad-
vanced Robotics (ICAR)EEE, 2019

F. Furrer, T. Novkovic, M. Fehr, A. Gawel, M. Grinvald, T. Sattler, R. Siegwart, and
J. Nieto. Incremental Object Database: Building 3D Models from Multiple Partial Ob-
servations. IrProceedings of the Conference on Intelligent Robots and Systems (IROS)
pages 6835-6842. IEEE, 2018

T. Schneider, M. Dymczyk, M. Fehr, K. Egger, S. Lynen, |. Gilitschenski, and R. Sieg-
wart. Maplab: An Open Framework for Research in Visual-Inertial Mapping and Local-
ization. IEEE Robotics and Automation LetteB{3):1418-1425, 2018

C. Witting, M. Fehr, R. Bahnemann, H. Oleynikova, and R. Siegwart. History-Aware
Autonomous Exploration in Con ned Environments Using MAVs.Rroceedings of the
Conference on Intelligent Robots and Systems (IR#)es 5208-5215. IEEE, 2018
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2.4.2 Other Publications

* M. Dymczyk, M. Fehr, T. Schneider, and R. Siegwart. Long-term Large-scale Mapping
and Localization Using maplalarXiv preprint arXiv:1805.109942018

 F. Furrer, M. Fehr, T. Novkovic, H. Sommer, |. Gilitschenski, and R. Siegwart. Evaluation
of Combined Time-Offset Estimation and Hand-Eye Calibration on Robotic Datasets. In
11th Conference on Field and Service Robotpages 145-159. Springer, 2017

F. Furrer, T. Novkovic, M. Fehr, M. Grinvald, C. Cadena, J. Nieto, and R. Siegwart.
Modelify: An Approach to Incrementally Build 3D Object Models for Map Completion.
The International Journal of Robotics ResearSubmitted 2019

C. Gomez, M. Fehr, A. Millane, A. C. Hernandez, J. Nieto, R. Barber, and R. Siegwart.
Hybrid Topological and 3D Dense Mapping through AutonomousExploration for Large
Indoor Environments. liProceedings of the IEEE International Conference on Robotics

and Automation (ICRAR020

H. Oleynikova, Z. Taylor, M. Fehr, R. Siegwart, and J. Nieto. Voxblox: Incremental 3D
Euclidean Signed Distance Fields for on-board MAV planning.Ptaceedings of the
Conference on Intelligent Robots and Systems (IR@8)me 2017-September, pages
1366-1373. IEEE, 2017

F. Tschopp, M. Riner, M. Fehr, L. Bernreiter, F. Furrer, T. Novkovic, A. Pfrunder, C. Ca-
dena, R. Siegwart, and J. Nieto. Versavis—an open versatile multi-camera visual-inertial
sensor suiteSensors20(5):1439, 2020

2.5 List of Supervised Students

During the author's doctoral studies a signi cant effort was spent on supervising student projects.
Below, all supervised students and projects are listed. For projects that resulted in a publication
a citation is provided.

Master Thesis
Master student, 6 months full time, 30 ECTS

 Fabian Bldchliger (Spring 2017):
“Topomap: Topological mapping and navigation based on visual slam maps” [15]

* Flavio Eiholzer (Autumn 2017):
“Learning descriptors for visual sequence matching”

» Margarita Grinvald (Autumn 2017):
“Truncated Signed Distance Function based Incremental Global Segmentation Map”
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» Marco Panjek (Autumn 2017):
“Object Detection Using RGB-D Cameras”

Josua Boegli (Autumn 2018):
“Development of an online SLAM System for maplab”

Milan Schilling (Autumn 2018):
“Visual-Inertial-LiDAR Odometry using Recursive Estimation”

Juichung Kuo (Autumn 2019):
“Enhance Visual-Inertial Mapping with Semantic Loop closure”

Arno Vaillancourt (Spring 2020):
“Deep Learning For Robot Navigation”

Christoph Martin (Spring 2020):
“Virtual Cage for an Omnidirectional MAV”

Dominic Streiff (Spring 2020):

“Learning Lidar Features”

Semester Thesis

Master student, 3-4 months part time, 8 ECTS

* Flavio Eiholzer (Spring 2017):
“Semantic mapping for VI maps: Enriching sparse maps with semantic information”

Antoni Rosinol Vidal (Autumn 2017):
“Autonomous Navigation using Sparse Visual Inertial Maps with a Computationally Con-
strained MAV”

.

Julien Schroeter (Autumn 2017):
“Parameter Evaluation of 3D Keypoint Detectors”

Christian Aamand Witting (Spring 2018):
“History-aware autonomous exploration in con ned environments using mav” [236]

Christopher Prinds Bilberg (Spring 2018):
“Onboard Mapping and Localization for MAVs using maplab”

Alessandro Morra (Spring 2019):
“An Assistive Drive Controller Based on a 2.5D+ Map”

Juichung Kuo (Spring 2019):
“Semantic Landmarks for Maplab”
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Andreas Marxer (Autumn 2019):
“Depth Map Completion Based on Deep Learned Window Detection”

Hokwang Choi (Autumn 2019):
“Autonomous MAV Exploration with Reinforcement Learning”

Alberto Dall'Olio (Autumn 2019):
“Adaptive Deep Stereo Network for Collision Avoidance”

Dominic Streiff (Autumn 2019):
“Multi Camera Deep Learned Feature Tracking”

Bachelor Thesis

Bachelor student, 3-4 months part time, 15 ECTS

» Alessandro Morra (Spring 2018):
“Autonomous Exploration of a Stair Jumping Robot”

“Perception and Learning for Robotics” course project

2 Master students, 3-4 months part time, 4 ECTS
* Ossama Ahmed, Yimeng Lu (Spring 2019):
“Reinforcement Learning For Local Exploration Based on ESDF Map”

* Tim A. J. Taubner, Yang Liu (Spring 2018):
“Conservative Optimism in Planning: Predicting Unobserved Space via Depth Map Aug-
mentation”

“Seminar in Robotics for CSE”

Master student, 3-4 months part time
» Simon Frasch (Spring 2017):
“Multi-Robot SLAM”

» Andreas Hug (Spring 2017):
“Trajectory Planning for Quadrotors”
Visiting Students and Summer Projects

* Aman Jhunjhunwala (Summer 2017):
“Semantic Segmentation With PSPNet”

Hao-Chih Lin (Summer 2019):
“SuperPoint Image Features for Maplab on HoloLens Data”

Fangjinhua Wang (Summer 2019):
“Ef cient Hierarchical Visual-Inertial Pose Graph Optimization”
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2 Contributions

2.6

List of Open-Source Software

Throughout the doctoral studies, the author actively developed and co-developed software pack-
ages used for various robotic applications and development. The most notable open-source
contributions include:
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maplab

a visual-inertial mapping and localization system [201], used as testbed for many of the
author's publications,

https://github.com/ethz-asl/maplab/ ,

voxblox
a versatile volumetric TSDF map representation for both reconstruction and planning [170],
https://github.com/ethz-asl/voxblox/ ,

voxblox-plusplus

a volumetric map representation that uses geometric and semantic clues to segment the
world into objects [89],

https://github.com/ethz-asl/voxblox-plusplus/ ,

hand_eye_calibration
A toolbox for calibrating the transformation between different sensors on the robot [79],
https://github.com/ethz-asl/hand_eye_calibration/ ,

aslam_cv2

a robotics-oriented computer vision library that includes camera and distortion models,
multiview geometry, Simultaneous Localization and Mapping (SLAM) data structures
and feature tracking,

https://github.com/ethz-asl/aslam_cv2/ ,

linter
A useful tool to enforce C++ and python code style in a git repository,
https://github.com/ethz-asl/linter/ ,



Conclusion and Outlook

In this chapter, we aim to provide a summary of the ndings in this thesis following the three
topics introduced in Chapter 1, consistent dense multi-session reconstruction, multi-session map
alignment, and autonomous navigation. Furthermore, based on the ndings of this thesis and
our experience in these topics, we provide an outlook and discuss promising emerging future
branches of research.

3.1 Part A: Consistent Dense Reconstruction of Changing
Environments

Pursuing the goal of consistent dense multi-session mapping, we presented two approaches to
obtain a map of the static geometry, the long-term stable part of the environment, for MVS and
RGB-D mapping. In the context of MVS, we proposed an ef cient, incremental reconstruction
and map update strategy that allowed us to drastically reduce the number of images that need
to be processed. In a real-world experiment, we demonstrated that the resulting incremental
reconstruction is on par with a reconstruction exploiting all the images. One might argue that a
computationally demanding post-processing technique, like MVS, would be processed in cloud-
based compute server and, therefore, compute power is not the bottleneck. However, a mobile
device or robot collecting the data can exploit our metric to determine the relevant images ahead
of sending them to the cloud infrastructure. Thus, we create an additional bene tin terms of the
amount of data that needs to be transmitted over a potentially limiting network. In the context of
RGB-D mapping, we presented a TSDF-based approach to identify static geometry. In contrast
to the previous approach, we exploited the intrinsic properties of SDFs and morphological and
weight-based 3D lters to achieve a cleaner and more consistent map in a challenging and
object-rich environment. In three real-world datasets, we were able to demonstrate the validity
of our approach through the consistent convergence of the static map estimates.

For both approaches, we acknowledge their dependence on a consistent map alignment and
sensor pose estimates based on the visual-inertial mapping framework included in this the-
sis [201], or similar mapping techniques provided by Google's Project Tango [87]. However,
since scalable map alignment will inevitably require a non-rigid co-registration, we believe this
two-layered approach to be a exible and accurate solution, especially compared to rigid map
alignment, based on ICP or similar techniques.
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The second major topic addressed in this section was the discovery and segmentation of
objects or object-segments. In our rst publication, we simply visualized the changes by dif-
ferencing the static map with each observation; however, there was no concept of an individual
object. In the second publication, we exploited the motion or change of objects as a cue for
segmenting individual object-segments. Furthermore, we applied Itering, region-growing, and
clustering technigues to re ne the segmentation. Finally, using an incremental database of
object-segments, we demonstrated how the proposed approach associates and merges segments
across observations and re nes their geometry.

In the third publication of this part, we tackled the segmentation and discovery of objects in
a more general context. Where before we used motion as a segmentation cue, we centered this
work around the assumption that objects are (a combination of) convex shapes. We demon-
strated how 2D depth map segmentation, combined with fusing labels in a volumetric 3D map
(Global Segmentation Map (GSM)), allows the online segmentation of objects from dense re-
constructions. In order to further improve the object-segments, we proposed to deploy an in-
cremental object database, which has demonstrated its ability to associate, merge, and complete
object segments within and across observations, overcoming many of the drawbacks of our prior
work. Most notably, switching from a surfel-based to a volumetric TSDF-based object repre-
sentation in combination with improvements in outlier rejection greatly improved the reliability
and ef cacy of the database.

We based both segmentation approaches solely on geometric assumptions and refrained from
using any prior knowledge, such as pre-existing CAD object models or semantic information.
The intention was to be able to discover objects in an unsupervised fashion and explore the
purely shape-based matching of objects. Any object models or semantic information, such as
object classes, could naturally be integrated and improve the segmentation, as demonstrated in
this subsequent work [89]. The primary limitations we observed of the geometric approach is
a tendency for over- or under-segmentation whenever one of the underlying geometric assump-
tions was violated, e.g., the convexity.

We believe the proposed techniques to achieve a consistent dense multi-session reconstruc-
tion tackled a signi cant problem in robotics that is all to often ignored, as actual long-term au-
tonomous robots are still scarce. However, especially with recent advances in machine learning,
a geometric approach will become one of many segmentation cues as semantic understanding,
geometric priors, and map representations evolve. Continuing this line of research, we see the
following topics as the most promising directions.

Semantics and Shape Completion  As mentioned in section 2.1, we believe that without
semantic understanding, an object cannot be de ned. Objects are a combination of other
objects where only meaning/utility/name can draw the line that allows us to de ne a
single object clearly. In the simplest case, current semantic detection and segmentation
techniques for images [95, 185] can be used to reinforce geometric segmentation to either
combine or split individual over- or under-segmented object-segments into more consis-
tent, complete objects. To some degree, this has already been shown in works like [89].
Furthermore, the semantic labels can be exploited for more ef cient and robust data as-
sociation, since we will be able to reduce the number of attempted matches drastically.
A more sophisticated approach would leverage recent advances in shape completion [39]
or Semantic Scene Completion (SSC) [38, 133], where the semantic label and the shape
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are inferred jointly. Where currently object-segments need to overlap to be merged, pre-
dicted geometry could potentially be used to quantify the con dence of a match, and even
further down the line, observations could ultimately be used to improve the predictions in

turn. In this scenario, geometric methods could help to learn/discover new objects while
pro ting from semantics for matching and completing objects.

Map representation In this thesis, we predominantly used xed-resolution SDFs, stored in
a volumetric grid as a map representation. SDFs, in general, are a highly versatile im-
plicit surface representation. They are used in learning-based shape completion [37], are
well established in computer graphics [19] and mechanics [174] but are also useful for
navigation and path planning [184].

Euclidean Signed Distance Fields (ESDFs), in particular, have been employed for ef -
cient path planning and trajectory optimization. In [170] we demonstrate how to ef -
ciently and incrementally compute ESDFs from TSDFs online. Hence, we used TSDF as
a depth fusion method and representation as it satis es requirements for reconstruction
and perception, as well as navigation and planning. TSDF is a well established, ef cient
depth fusion method for 3D reconstruction [110, 113, 123, 170]. However, this method
also comes with considerable downsides. One of the major issues is that in its most com-
mon and ef cient form and implementation, it is incapable of dealing with thin structures
and surfaces. Figure 15 of [204] illustrates this very well, especially the fact that re-
ducing the voxel size will not solve this issue either. There are attempts at mitigation,
e.g., using Directional TSDF (DTSDF) [215], at the cost of memory and compute power.
Since this issue persists independent of the voxel size, multi-resolution approaches [114]
do not solve it either; however, they are naturally able to preserve more details when
compared to a xed resolution grid. This downside has a considerable effect on the ac-
curacy of TSDF-based 3D reconstructions. More importantly, it will fail to represent
these thin structures in a derived ESDF map, e.g., computed by [170], and potentially
lead to collisions. We believe that SDFs or, more precisely, ESDFs are a powerful map
representation for both robotics, reconstruction, and perception, however, deriving them
from a TSDF representation, while ef cient and convenient, has considerable downsides.
Moreover, we believe that ESDFs could be derived more reliably from other surface
representations, such as surfels or meshes, as they do not suffer from those particular
aws mentioned above. Hence in ongoing research, we were investigating how to derive
an ESDF map incrementally and online from a surfel based reconstruction system.
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3.2 Part B: Multi-Session Map Alignment

In this part of the thesis, we presented the visual-inertial multi-session mapping framework,
maplab It offers a complete set of tools and algorithms to serve as a versatile toolbox for visual-
inertial mapping research. The most important tools include visual loop closure [147], visual-
inertial weighted least-squares optimization [132], pose-graph relaxation [217], map sparsi ca-
tion [49, 50] and visual-inertial odometry [16]. The framework has been developed, deployed,
and validated on a large variety of robotic platforms [22, 77, 107, 168]. We have demonstrated
how this toolbox allowed for reliable large-scale multi-session mapping by creating a consistent
multi-session map of Zurich's old town. In our publication but more extensively in the source
code and associated documentation, we showecdhhamlabcan be used for prototyping of new
algorithms, validating its claim as a research-oriented framework.

In the broader context of this thesis, we furthermore demonstrated that this framework is a
valid approach to precisely aligning dense multi-session maps in a two-step approach. In this
context, the integration of dense reconstruction tools, such as interfaces to a MVS pipeline and
the versatile resource system, used to associate dense sensor measurements with the pose graph,
played a crucial role.

At this later pointin time, it is also worth noting that since its publication and open-sourcing, a
considerable amount of new functionality has been added, attesting to its exibility. Since there
are naturally some limitations to the applicability of visual-inertial mapping and estimation
techniques, the framework was extended with additional constraints such as GPS and wheel
odometry. Furthermore, it now offers a broader set of odometry sources as a way to build maps.
Moreover, it has seen further deployment on new autonomous platforms, such as trains [227],
an omnidirectional hexacopter [116], and a quadrupedal robot [108].

We believe that visual-inertial mapping techniques like the ones included in our framework
have reached a certain level of maturity, and they are already deployed in various robotic plat-
forms and products. The most widespread use of these techniques, however, is still in products
where the reliability of these techniques is not safety-critical, such as AR/VR or lightweight
consumer MAVs. We believe there are yet several aspects where additional research is needed,
such as reliability, generalization, and scalability. Based on our experience with deploying these
techniques on robots, we see the following directions as the most promising research branches
to address these issues:

Multi-modal and semantic mapping  Visual-inertial sensors are lightweight, passive, in-
expensive, have no moving parts, and low power consumption. This makes them ideal
for their use in mobile devices and lightweight robots, such as MAVs. There are two
other sensing modalities we would like to mention that could complement current visual-
inertial systems.

With recent advances in sensor technology both for Lidar and Time Of Flight (TOF)
cameras, these more powerful active depth sensing modalities have become lighter, more
accurate, and more affordable. Especially in the context of this thesis, where we pre-
sented systems that combine sparse visual-inertial mapping with dense reconstruction
techniques, a more holistic, multi-modal approach would be the next logical step. On
the one hand, we believe that the complementary nature of the current sensor technology,
among other things, allows the respective disambiguation of corner-cases for each tech-
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nology. Ultimately this will lead to more robust and more accurate mapping solutions.
On the other hand, Lidar technology is progressing fast, and novel sensors can provide
a measurement density that is approaching the resolution of cameras, commonly used
for visual mapping. A transfer and adaptation of mature visual mapping concepts such
as feature tracking and point feature-based localization to Lidar mapping could yield
promising results.

There is another modality we would like to mention in this context. While current vi-

sual mapping techniques are mostly geometry/appearance-based, we believe that using
semantics as a sensing modality to be crucial to improve the reliability of future mapping
systems. Semantics can be used to disambiguate sensor data and facilitate data associa-
tion for localization or deal with changes and dynamic objects in the environment [12].
Semantics could also allow for more high-level map representations, where point fea-
tures are superseded or reinforced by objects [155] and the spatial or semantic relations
between them.

Machine Learning In the proposed visual-inertial mapping system, but also most deployed
systems, there are a plethora of components with sophisticated algorithms and heuris-
tics whose parameters require expert knowledge to adapt to a new or unforeseen sce-
nario. While those components remain interpretable for an expert, data-driven machine
learning approaches could not only help generalization but also improve performance
considerably. Most notably, in the context of localization, deep neural networks have
outperformed traditional hand-crafted methods for visual feature extraction and descrip-
tion [47]. Machine learning has also successfully been used to predict the quality of
visual key points in terms of their use for localization [53]. We believe it is evident that
these data-driven approaches will become more prevalent and replace their traditional
counterparts. In the context of multi-modal mapping, we believe this to be particularly
promising, as it is unclear how to represent and associate features, or the map in gen-
eral, across different sensor modalities, which is a prototypical use-case for data-driven
methods.

A more drastic direction for machine learning is the research effort to learn an odometry
or mapping system in an end-to-end fashion. [134] and others have demonstrated the
feasibility of this approach, albeit with limitations in terms of generalization and accu-
racy. Although future advances in machine learning might be able to address many of the
remaining issues, we remain skeptical of the practicality of learning a complete system.
One important aspect is that our ability to introspect and understand complex networks
like these is still limited. While in a modularized system, redundancy and consistency
checks are easily integrated at the interfaces, an end-to-end system might remain opaque
and, therefore, unpredictable. For the foreseeable future, we believe that systems that
leverage the strengths of traditional and learning-based methods by replacing compo-
nents without a well de ned algorithmic/mathematical/geometric solution will prevail on
robotic platforms.
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3.3 Part C: Autonomous Robot Navigation For Dense
Reconstruction

In this part of the thesis, we presented different systems and algorithms in the broader con-
text of autonomous robot navigation to obtain dense reconstructions of an environment. First,
we demonstrated a system that allows a robot to explore and comprehensively reconstruct a
previously unknown environment. We presented an improved next-best-view-type exploration
planner that tackles some of the signi cant shortcomings of traditional sampling-based plan-
ners. This was achieved by sampling viewpoints more ef ciently and by preserving promising
samples from previous iterations. We validated the proposed system in extensive simulation
evaluations and conducted a proof-of-concept real-world experiment.

In line with this rst research work, we tackled another critical limitation of navigating un-
known environments. We proposed an augmented planning system that can overcome typical
depth-sensing failure modes, where the sensor is unable to provide estimates across the whole
eld of view. With a deep neural network at its core and trained only in simulation, this aug-
mented depth sensor demonstrated that it could reliably complete real depth data based on RGB
images. In an extensive evaluation, both in simulation and real-world data, we were able to
show that despite sparse depth input, the resulting path planning performance is on par with a
traditional system receiving dense measurements. We believe that the ability to infer the shape
of the environment from incomplete data or across sensor modalities is a key technology to
enable higher levels of autonomy and reliability.

After addressing navigation in unknown environments, we proposed two approaches to nav-
igate and, hence, obtain subsequent observation of a known environment. In the rst approach,
we demonstrated a method to extract a meaningful sparse topological traversability graph from
a dense map representation. The proposed cluster growing and merging algorithm aimed at
creating graph nodes representing individual convex free space clusters and the connections be-
tween them. We demonstrated how the resulting graph achieves on par planning performance
orders of magnitude faster when compared to a traditional grid-based planner. Moreover, in
order to show robustness to noise and incomplete data, we validated the proposed approach
on TSDF maps created from sparse visual landmarks only. Finally, we conducted a real-world
experiment navigating a small mobile robot across a challenging industrial environment. In the
second approach, we presented a teach and repeat system based on visual (co-)localization. Us-
ing the proposed system, we were able to show in real-world experiments how to automate an
industrial inspection task with an MAV, by demonstrating the desired trajectory with a tablet.
Fully autonomous, the robot then executed a dynamically feasible trajectory and inspected every
point of interest de ned by the teacher. Furthermore, we demonstrated how the system allows
a teacher to have the robot follow him in real-time in a self-similar outdoor environment. In the
context of this thesis and the aim to obtain multiple observations of an environment over time,
we showed the ability of a robot to replay a past mission or a mission demonstrated by a human
at a later point in time.

Based on our research and experience with deploying these systems on real robots, we will
brie y discuss future work in the eld of autonomous navigation with a focus on dense recon-
struction:
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Semantic Scene Completion  Inour research, we demonstrated the utility of depth comple-
tion for robot navigation. In our work, we presented a decoupled approach, where a single
depth map is completed based on RGB images. However, in a robotic application, the
robot inevitably fuses these depth measurements into a map representation. Therefore,
we believe that exploiting spatially and temporally related information when completing
depth perception to be crucial. This would leverage similar techniques as in semantic
scene completion [38, 133], but combine predictions incrementally with measurements.
Especially in the context of autonomous exploration, this technique could considerably
boost the ef ciency of existing algorithms. The idea would be to prevent the robot from
chasing unknown volumes/free space indiscriminately but facilitate a human-like intu-
ition to predict and prioritize based on prior knowledge and semantics. In simple terms:
There is no need to observe the complete underside of a table, as the robot is unlikely to
nd something unexpected or gain access to a new room.

Reinforcement Learning for Exploration One of the most popular approaches for more
elaborate exploration planners is the next-best-view planner. A major benetis its ex-
ibility when it comes to de ning the exploration gain. Aside from typical volumetric
exploration objectives [13, 42, 43, 236], a large variety of different objectives have been
proposed, such as image saliency [41], objects [40], radiation [152], and pose uncer-
tainty [176]. All of these approaches have one thing in common; they rely on carefully
crafted heuristics-based exploration gain functions and, in our experience, require ex-
pert tuning when deploying on different robots, sensors, or environments. Similar to
our reasoning in the previous part of this conclusion, we believe that a learning-based
approach will likely succeed where heuristics fail to generalize. However, we believe
that in a complex environment generating a ground truth exploration trajectory without
accidentally incorporating prior knowledge is impractical or might even be impossible.
Hence, unless we are aiming at imitating an existing exploration solution, such as a more
expensive system [186Jor a human teacher, a purely supervised-learning based solu-
tion does not seem likely. Reinforcement learning, on the other hand, has already shown
promising results in less complex, mostly 2D, exploration tashale strongly believe
that it will advance to achieve full 3D exploration in the foreseeable future. One of the
main challenges we see is how to transition from a purely local, reactive policy to global
awareness of the state of the map. On a more cynical note, even if reinforcement learning
can replace hand-crafted heuristics, the design of an effective reward function of such a
system might initially require a similar amount of engineering and heuristics.

ln submissionhttps://www.youtube.com/watch?v=yosb2CUbirM
ZPreIiminary results from our student projebttps://www.youtube.com/watch?v=XP9fBk-kJzU
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Reshaping our Model of the World over Time

Marius Fehr, Marcin Dymczyk, Simon Lynen, and Roland Siegwart

Abstract

An accurate estimate of the 3D-structure in the environment is key to robotic applica-
tions such as autonomous inspection, obstacle avoidance and manipulation. Recent
years have seen substantial algorithmic advances towards creating highly accurate
models of small objects as well as large scale architectural structures. Most com-
monly a rich set of images covering a static scene are used to jointly estimate the pose
of the cameras and the observed 3D-structure. For many practical application however
the assumption of static scenes and suf cient coverage by images does not hold. In
fact for industrial inspection the change in the scene is of most interest and the limited
resources on mobile platforms don't allow for extensive data captures. In this paper
we investigate the potential of combining multiple independent captures of a place to
selectively reconstruct a scene over time. We propose an incremental reconstruction
algorithm which identi es and fuses novel data into a joint model of the scene. Being
able to identify changing parts of the scene is particularly interesting for mobile appli-
cations where bandwidth, storage and processing power are limited. Through detailed
experiments, we show the potential of our approach to use multiple mobile devices to
reconstruct and update a model of the static part of the environment over time.
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Figure 4.1: Snapshots from the proposed algorithm: Data captured with a mobile device is used to reconstruct a changing scene
over time. Our algorithm ef ciently identi es changing subparts at a ne granularity and uses this information to selectively
and incrementally update and complete the model.

1 Introduction and Related Work

In recent years a multitude of accurate MVS (multi-view-stereo) systems emerged with the
ability to create large-scale 3D reconstructions from image collections [2, 76, 83]. These mod-
els have many applications such as creating models for inspection, visualization, navigation to
name a few. One of the best performing yet scalable systems is the patch-based MVS system by
Furukawa et al. called PMVS [82]. Based on an already localized image collection, e.g. pro-
vided by a sparse structure-from-motion (SfM) algorithm, PMVS computes an accurate dense
3D model. Ongoing evaluation [205, 206] has shown that PMVS is still one of the best MVS
algorithms in terms of both accuracy and coverage. Improvements to PMVS, such as CMVS
[83] create optimized view clusters for PMVS to reduce computational cost.

The above mentioned MVS algorithms all assume a static scene and perform a single re-
construction irrespective of the time the images were captured. In most application scenarios
however the scene appearance undergoes a continuous transformation due to changes in the ge-
ometry and the presence of dynamic objects. For many robotic applications the assumption of a
constant appearance over time is thus heavily violated and standard pipelines yield poor results.
This is mainly due to the fact that existing MVS algorithms are unable to handle inconsistent
measurements between different appearances of the scene. In fact all input images are treated
equally irrespective of recording time or clusters they are in.

To adapt the model over time a simple approach would be to reconstruct the entire scene
whenever new data becomes available, dropping any pre-existing knowledge about the scene.
Discarding information however means that the resulting model quality suffers and coverage
is unnecessarily reduced in areas which are actually stable over time and could bene t from
existing data.

The proposed work takes a different approach in which we aim at detecting appearance
changes in sub-parts of the scene and selectively reconstructing these parts. This allows us
to focus on areas where new data leads to the maximum information gain and model complete-
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ness while keeping a consistent model over time. This approach is particularly relevant for
mobile and robotic applications where bandwidth, compute and memory are limited.

There has been a vast amount of research in the eld of change detection between two images
which was extensively surveyed by Radke et al. [183]. In contrast to previous work however
our method is based on the change detection between images and a 3D volumetric grid, i.e.
a sparse re-projection thereof. Walcott et al. [234] introduced Dynamic Pose Graph (DPG)
and DPG-SLAM that allows a robot to update, maintain and localize against a map and detect
and label static and low-dynamic objects. However their algorithm focuses on 2D laser range
scanner data. Taneja etal. [219, 220] proposed an algorithm that detects changes of the geomet-
ric structure on the level afm3 voxels in city-scale cadastral models from sparse panoramic
image data by projecting the source images into the target images and computing a pixel-wise
inconsistency map. A classi er is applied to Iter out application-speci c irrelevant changes
(e.g. cars). However the change detection is based on continuous re-evaluation of the origi-
nal images used to create the 3D model and is therefore unsuitable for mobile platforms with
bandwidth constraints.

We make use of a Truncated Signed Distance Function (TSDF) and an occupancy based
volumetric grid similar to "Octomap" [105], which have shown to facilitate the construction
and update of 3D models. TSDFs have been proposed and successfully employed by Izadi et
al. [110] in KinectFusion to create and update precise 3D models in real-time using solely the
depth information obtained by a Kinect sensor.

Our goal is to incrementally compute a dense 3D reconstruction for a map that is continuously
extended with new trajectories. The new trajectories are either revisiting the same environment
or they are extending the existing map, in both cases we want to prevent reconstructing areas of
the map that have not changed and are already covered suf ciently by the existing reconstruc-
tion. We furthermore want the reconstruction to represent only the static part of the environment,
i.e. the parts that remain the same over all visits.

The contributions of this paper are as follows:

* We present a system that computes a dense 3D reconstruction of the static environment
from multiple independent trajectories.

* We show that the number of images processed by the reconstruction pipeline for every
new trajectory can be reduced by focusing on uncharted areas and areas that changed
between visits.

* We demonstrate the performance of the system on a real-world dataset and show that the
incrementally built reconstructions are on par wéttmpletereconstructions in terms of
coverage and the success rate of reducing the reconstruction to the static environment.

2 Methodology

Input Data: The proposed system is built on top of a collaborative multi-agent SLAM frame-
work and we therefore assume that the trajectories, the camera poses and calibration, and the
alignment of said trajectories are known. Trajectories contain the following data relevant to our
system:
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* (Color) images with extracted 2D feature tracks.
« Triangulated 3D points from the 2D feature tracks.

» Key-frame / camera poses and intrinsic calibration.

Initialization: As initial observations from a previously uncovered area become available,
the system extracts all images, camera poses and 3D points for the corresponding trajectory and
performs patch-based dense 3D reconstruction [83]. The resulting reconstruction, consisting
of 3D positions and their respective observers, is inserted into one of two different volumetric
3D grids. In both grids the observer information is used to enforce visibility constraints by
ray-tracing all observer-patch pairs and thus creating a globally consistent reconstruction of the
environment.

Update: Whenever a new trajectory is recorded that at least partially overlaps with the ex-
isting map it is aligned to the global map using keypoint-based visual loop closure and batch
optimization. At this point the reconstruction needs to be updated. A naive approach to ob-
tain an updated, globally consistent reconstruction is to recompute the model from all available
trajectories - a@ompletereconstruction. Our system offers an alternativesblectivelyandin-
crementallyperforming reconstructions and updates. First the existing model is projected into
the key-frames of new trajectories and compared to the new images. If a new image shows a
signi cant change in the environment compared to the existing reconstruction or if it depicts an
uncharted area it is selected for reconstruction. The set of key-frames that depicts changes in
the environment is then padded with neighbouring images and passed on to the reconstruction
pipeline. The reconstruction of these parts of the environment is then inserted into the vol-
umetric 3D representation. Visibility constraints are enforced in order to create a consistent,
combined reconstruction by using both the existing and the newly inserted observer-patch pairs.

2.1 Enforcing Visibility Constraints

We distinguish two types of dynamic objects: the rst type is in motion for the duration of the
recorded trajectory and is therefore immediately rejected by the reconstruction algorithm due
to photometric inconsistency. The second type of dynamic objects remains stationary for the
recording period or moves at negligible velocities relative to its environment and the camera. In
order to remove the latter from the combined reconstruction of multiple trajectories we made
use of the observer information provided by the reconstruction pipeline and applied ray-tracing
based methods. Ray-tracing demands discrete 3D data and a data structure that allows for ef -
cient spatial queries and manipulation. Hence we discretized the reconstruction by inserting it
into a volumetric 3D grid. In this paper we compare two well established volumetric grid repre-
sentations commonly used for fusing data from active depth sensors (e.g. Lidar and structured
light) - a Truncated Signed Distance Field (TSDF) grid similar to KinectFusion [163] and a 3D
occupancy grid similar to Octomap [105].

TSDF Grid

For every voxel the TSDF grid stores a signed distance to the nearest surface of the model. A
new measurement (i.e. a matched patch) is projected into the grid using rays originating from all
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Figure 4.2: The Incremental Reconstruction Algorithm: The existing reconstruction is projected into the key-frames of a
new trajectory and compared to the new images. Only uncharted or changed sections of the new trajectory are reconstructed
and merged with the existing reconstruction.

Figure 4.3: Left: Occupancy grid: decreases the occupancy probability of voxels traversed by the ray and increases it at the
measured positionRight: TSDF grid: deletes the voxels traversed by the ray and updates the signed distance to the surface
within the truncation distance.
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its observers. Every such ray eliminates all voxels in between the observer and truncation dis-
tance of the measurement and updates the signed distances within the truncation distance. For
every measurement the truncation distance is computed dynamically by propagating the match-
ing uncertainty distribution onto the rays. For the matching error we asdyimeN (0,%y). It
can thus be propagated onto a distribution on the inverse depth axis with vetiaraeefollows:
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This allows a derivation of the truncation distances for every ray/observer using the average
distance to all its co-observers as baseline:
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A TSDF grid represents the surface not as samples but as the zero-crossing of a global signed
distance function. Hence in order to obtain a surface representation we lter all voxels and keep
only the ones with a signed distance smaller than half the grid resolution. While this rather naive
approach performs suf ciently well to visualize and evaluate the results of this paper, a more
sophisticated surface reconstruction algorithm such as the Marching Cubes algorithm [144] is
preferable.

Occupancy Grid

As second volumetric representation we use a 3D occupancy grid similar to Octomap [105]
which stores the occupancy log-probability in every voxel. We adapt the sensor fusion equation
and clamping update policy from OctoMap:

- P
L(n) Alog 0 (4.4)
L(njzyt) AL(njzyt; 1) AL(Njzt) (4.5)

The clamping update policy keeps the grid updatable by enforcing a maximum and minimum
occupancy probability:

L(njzy;t) Amax (min (L(njzy:; 1 AL(Njzt),Imax )] min ) (4.6)
In contrast to the TSDF grid the occupancy grid does not directly eliminate the voxels in be-
tween observer and measurement. Instead it reduces their probability and increases it only for

the single voxel containing the observed patch. A point cloud representing the surface samples
is extracted by ltering the grid using a occupancy threshold.
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Figure 4.4: Incremental reconstruction: only reconstruct areas that have changed or are uncharted. Ray-trace observer-
measurement pairs to eliminate dynamic objects and reduce outliers.

2.2 Evaluation of the New Trajectory

We would like to integrate novel views of an area into the model while avoiding re-computation
of the model from all data. The rst step of our approach is to compute a reconstruction solely of
the new data and perform a subsequent fusion of new and existing model on the volumetric grid.
This approach already provides a signi cant reduction in computational complexity as more and
more data from the same area becomes available. However the number of images involved in
computing a globally consistent reconstruction over time can be reduced even further.

To achieve this objective our system identi es sub-parts of the trajectory which provide novel
information by computing a coverage ratio and a measure of change. The algorithm projects the
reconstruction into the key-frames on a sparse gril Qfmpies image coordinateN ;s rep-
resents the number of samples whose re-projection rays intersects with the reconstruction. Both
images are then blurred and the colors normalized to reduce the in uence of intensity changes.
The normalized imagds (projected) andy (new) are then compared using the following two
metricsm® (coveraggandm (chang@, wherelp (u,v) £ Ry (U,v)i Ip(U,v)ki:

m® g£_hits 4.7
Nsamples
m Emean(ip: Ip(i)Emean(ip)A¢tvar (Ip)) (4.8)

By taking the mean of the upper half ( 0) of the image difference distribution the metric
becomes more susceptible to smaller changes i.e. smaller dynamic objects. These two met-
rics try to capture the two main motives for updating the reconstruction: 'We observed a new
area’ and 'The scene or the trajectory changed signi cantly’. After smoothing both metrics
along the trajectory using a moving average with window §ize the images are selected for
reconstruction based on the following criterion:
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decision; &m, Et _ mi®(;t® (4.9)
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decision;
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decision; (4.10)

In order to reconstruct the changed scene part using PMVS we need to not only pass the images
for which the change detection has identi ed appearance differences, but also the adjacent im-
ages of the same trajectory. We can furthermore assume that those images are likely to contain
at least parts of the detected change which might have been too small to surpass the detection
threshold. To that end we apply an additional dilation step to the decision and propagate the
detected change to the adjacent images.

2.3 Estimating the Threshold for Scene Change

Based on two thresholdst- for change and® for coverage the algorithm selects images to

be included in the reconstruction. The latter depends on the desired density but also on the
reconstruction and volumetric grid parameters, and thus needs to be chosen depending on the
application. For the former however we are able to automatically compute an initial estimate.
When the rst observation data for an area is added to the reconstruction no coverage evaluation
is performed. However once the reconstruction is initialized, we can compute the maximum re-
projection error, i.e. the result of the comparison of the images with their own reconstruction,
and use it as an estimate for the change threshold. Naturally this method assumes the environ-
ment observed by the rst trajectory is a representative sample of the complete model.

2.4 System Implementation

We implemented our system as an extension of a collaborative visual-inertial SLAM frame-
work. The system uses Map-API [33] as a distributed database to store the mapping data. Both
the TSDF and the occupancy grid were implemented based on the highly customizable sparse
volumetric data library OpenVDB [162].

3 Experiments

3.1 Experimental Setup

We evaluated our system using seven trajectories passing through the same street with differ-
ent con gurations of parked cars. There are cars in all trajectories and every parking spot is
empty at least once. Two additional trajectories without any dynamic objects were recorded for
evaluation purposes. A trajectory contains the following data:

» Gray-scale Fish-eye camera frames and feature tracks (FREAK descriptors by Alahi et
al. [4])

* RGB narrow FOV camera frames, including images and feature tracks (Brisk descriptors
by Leutenegger et al. [131], Resolutiat240£ 690)

a4



3 Experiments

« Triangulated 3D positions from both feature tracks

¢ IMU measurements

All trajectories were recorded using Google Tango tablets [87]. Hence the Project Tango
visual-odometry pipeline provided an initial estimate for the trajectories. After importing maps
recorded by the Tango devices into the collaborative visual-inertial SLAM framework, the tra-
jectories were re ned and aligned using the framework's keypoint-based visual loop closure and
batch optimization methods [147].

Table 4.1: PMVS reconstruction parameters: For a detailed description of the parameters see [82].

Parameter Value | Parameter Value
Image cluster size 20 Matching threshold (NCC)| 0.75
Resolution level 2 Patch size (in pixel) 7
Required # observel 5 Cell size 1

Subsequently we applied both reconstruction algorithms starting by reconstructing from a
single trajectory to a reconstruction based on all seven trajectories. First we want to ascertain
that the TSDF and occupancy grid in fact improve the reconstruction results. To that end a
ground truth mesh of the street was generated using a Leica Multi-Station and the Poisson sur-
face reconstruction algorithm developed by Kazhdan et al. [118, 119]. Furthermore we compare
the two methods against one another and the unaltered PMVS reconstruction to evaluate which
volumetric grid is more suitable for our application. Hence for the unaltered PMVS recon-
struction, the PMVS reconstruction post-processed with the occupancy and the TSDF grid we
evaluated:

» The signed distance to the ground truth mesh after aligning every reconstruction individ-
ually using Iterative Closest Point (ICP).

 The relative position of the estimated surface of the rst two methods with respect to the
third method.

In a second experiment we compare the results of our change detection method to the results
of normalized cross-correllation (NCC) directly applied to the images and the result of an image
histogram correlation method. The latter method rst creates histograms (we used 10 bins) for
both the image and the re-projected reconstruction samples and then calculates the correlation
between the two. The change detection ground truth has been obtained by manually analysing
and classifying all images of all trajectories.

In a third experiment we demonstrate the performance of the entrementalagainst the
completereconstruction algorithm. To that end we evaluate:

* The success rate of enforcing the visibility constraint (i.e. removing dynamic objects
such as cars) by comparing the reconstruction with the two evaluation trajectories.

* The number of images required to compute badimpleteandincrementalreconstruc-
tions.
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Figure 4.5: Left: Comparison of the signed distance to a laser mesh of: the unaltered PMVS reconstruction, processed with
the TSDF and processed with the occupancy grid. Both volumetric grid post-processing steps show an improved reconstruction
quality compared to PMVRight: PMVS and occupancy reconstruction have been transformed with the TSDF-to-mesh align-
ment transformation to show the relative positions of the estimated surfaces. The estimated surface of the PMVS reconstruction
is consistently in front and the occupancy reconstruction behind the TSDF surface.

For this experiment we used the TSDF grid for both algorithms.

For all the presented experiments, we usettm3 resolution for both volumetric grids,
an estimated matching uncertairity of 0.8 and a re-projection sample grid resolution of 10
pixels. The reconstructions based on the occupancy grid were obtained by extracting all voxels
with an occupancy probability higher than 0.8.

3.2 Results
Reconstruction and Volumetric Grid Evaluation

In Fig. 4.5 on theleft we compare the unaltered PMVS, the TSDF and the occupancy grid
reconstruction to the ground truth laser mesh. The experiment shows that both the TSDF and the
occupancy grid in fact further improve the PMVS reconstruction. Furthermore it is shown that
the reconstruction quality remains bounded across all trajectory updates. The two volumetric
grids even exhibit a slight improvement with increasing number of trajectories. Fig. 4.5 on the
right shows the relative position of the estimated surface of both PMVS and the occupancy
grid compared to the ground truth mesh aligned to the TSDF reconstruction. An evident trend
for PMVS to be in front and the occupancy to be consistently behind the estimated TSDF
surface can be observed. While for PMVS this effect appears to be bounded across all updates,
the occupancy grid exhibits a steady separation from the TSDF surface. We will discuss the
potential causes of these shifts of the estimated surface in Section 3.3. The evaluation of the
performance of the SLAM framework in particular with respect to the handling of dynamic
objects is not part of this evaluation. We refer to [147]. The error of the Tango odometry
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Figure 4.6: Change detection resultsWe compared our change detection method with two other approaches, i.e. Normalized
Cross-Correlation (NCC) and image histogram correlation. The metrics are scaled and shifted for a better readability. The bar
plots visualize the conformance of the decisions to the ground truth. All thresholds have been chosen based on the reprojection
error as described in Section 2.3.

system is expected to be beld# of the distance traveled and registration after the batch
optimization achieves an accuracy in the range of a few cm. We have not observed any negative
reconstruction effects which we had to attribute to pose inaccuracies.

Change Detection Evaluation

Fig. 4.6 shows the change detection results for all three metrics for one sequence of six incre-
mental reconstruction updates. All thresholds have been obtained by analysing the maximum
re-projection error computed by applying the change detection metrics to the rst reconstruction
and the images that were used to compute it. The metric results have been scaled and vertically
separated for better readability. Table 4.2 shows that our approach outperforms both NCC and
histogram correlation in terms of accuracy, but more importantly for our application in terms of
recall.

Table 4.2: Classi cation results for the change detection metrics.

Metric Recall | Precision | Accuracy
Hist. CORR | 27.55% | 75.50% 50.27%
NCC 62.79% | 95.34% 75.39%
Our method | 81.50% | 90.58% 83.52%

Incremental vs. Complete Reconstruction

In Fig. 4.7 we compare the success of bothittementaland thecompletereconstruction at
creating a 3D model without dynamic objects while analysing the number of images used by
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the two algorithms. As mentioned in Section 3.1 this success rate is evaluated by re-projecting
the reconstruction into the images of the evaluation mission. lrugper leftchange met-

ric plot, 1 corresponds to the a maximum number of dynamic objects remaining tmthe
complete absence thereof. For both algorithms we observe an initial rapid decrease followed
by convergence of the normalized change metric. iflseementalreconstruction shows only
slightly larger (worse) values, thus showing that it is nearly as successful and fast (in terms of
updates needed) at removing dynamic objects aconepletereconstruction algorithm. All
dynamic objects have been removed, however foirtbeementakeconstruction more artifacts
remain, artifacts that are small and remain undetected by the change detection algorithm but
still increase the re-projection error during evaluation. The mean coverage ratio converges to
about12% for both algorithms, meaning on averat® of the re-projection samples have in-
tersected with at least part of the reconstruction. Hence our approach results in a reconstruction
that covers the same area as tioenpletereconstruction and reaches a comparable point den-
sity. The nearly constant coverage ratio over all trajectory updates also re ects the fact that all
trajectories cover the same area of the environment and a signi cant increase of the coverage
over all updates was not to be expected. At the bottom of Fig. 4.7 we show hanctemental
reconstruction signi cantly reduces the number of images required for reconstruction. There
are three key components that contribute to this reduction:

» The incremental nature of our approach meaning only new trajectories are reconstructed.
» The images that are discarded by our change detection algorithm.

* CMVS, the image clustering and ltering algorithm that precedes the PMVS reconstruc-
tion. This is the only method that reduces the number of images for bottothplete
and theincrementaklgorithm.

The number of images which needed to be processed byatimg@letereconstruction steadily
increases with every trajectory added. Despite of CMVS continuously reducing the number
of processed images by 0v&0%, after six updates the number of processed images reaches a
total of 1387 images,14 times the number of images processed by the incremental approach.
Depending on the degree of change in the new trajectory, i.e. the number of remaining cars in
the previous reconstruction and the number of new ones, the change detection algorithm reduces
the number of images by up &%. Combined with a nal CMVS step we observed a total
reduction of the number of images of upg&@% starting from the total number of images of the

new trajectory.

3.3 Discussion

We have shown that both the TSDF and the occupancy grid are able to improve a PMVS re-
construction, but due to the lack of ground truth data for the camera poses, we make no claim
about the accuracy of the absolute position of the reconstruction. However we did show the po-
sitions of the reconstructed surfaces relative to one another. PMVS, starting from the matching
candidate closest to the observer, chooses in case of matching ambiguity the rst candidate that
satis es the matching conditions. This results in a tendency to place the estimated surface sam-
ples in front of the other methods' surface. The occupancy grid on the other hand eliminates all
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Figure 4.7: Incremental vs. Complete Reconstruction:Left: The reprojection error (compared to a trajectory without
dynamic objects) on the converges for both methods at the same rate and exhibits only slightly larger (worse) values for
the incrementalreconstruction.Right: the coverage ratio converges 12% for both algorithms .Bottom The incremental
reconstruction processes signi cantly less images at every map update and the change detection step reduces the number even
further. The CMVS clustering algorithm, an additional image clustering and ltering step then makes the nal image selection.
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voxels between observer and surface element, which causes surface elements on the observer
side of the wall to be reduced with every update and therefore shifting the estimated surface
farther away from the observer. Hence we conclude that the TSDF grid is the more suitable
choice of volumetric grid for the proposed algorithm.

The employed change detection algorithm proved to be successful at identifying changed
sections of new trajectories. This is not only re ected by the results of Table 4.2 but also by
the fact that thencrementalreconstruction algorithm was successful at removing all dynamic
objects, thus identifying all major changes in the environment. In our experiment our change
detection metric slightly outperforms NCC, which we attribute to a higher sensitivity to smaller
changes in the scene. However a more comprehensive comparison with a variety of dynamic
objects would be required to make a more general claim. Due to the image color normalization
the algorithm is robust against intensity changes, however we assume the color temperature of
the light source remains constant.

The real-world experiment of incrementally building a consistent 3D reconstruction based on
multiple trajectories shows the validity of our approach by drastically reducing the number of
processed images while producing reconstruction results on par witlothpletereconstruc-
tion algorithm. We showed that after only three updates all dynamic objects have been removed
and even though subsequent trajectories introduce new dynamic objects they are consequently
eliminated. The proposed algorithm proved to be on par withctiapletereconstruction in
terms of both the success rate of removing dynamic objects as well as the reconstruction cover-
age and density.

We furthermore believe that the the proposed system is suitable for applications such as
change detection in industrial inspection and can perform well under the computational and
bandwidth constraints of a mobile inspection platform. A mobile platform evaluating its recorded
images for potential updates to the global 3D reconstruction would not require access to all the
previously recorded images but solely to a potentially sub-sampled version of the reconstruc-
tion covering its area of operation. On the mobile platform the granularity of change detection
is limited to binary decisions based on the recorded image. However on the reconstruction
server a ne grained 3D model of the detected change can be calculated during the fusion step
of previous and new partial reconstruction as seen in the title gure.

4 Conclusion and Future Work

In this paper we present a method for incremental construction and continuous updates of a
3D-model reconstructed using multiple image sequences from a mobile device. Our method
performs an ef cient, yet ne-grained analysis of the change in scene appearance and allows
identi cation of those novel views which provide the maximum information gain. The pro-
posed metric allows selecting the most relevant sub-sections of a sequence to be stored and
transmitted from the mobile device to a reconstruction backend and thus allows collaborative
3D-reconstruction over time. Besides providing an ef cient solutionifmrementalrecon-
struction, our method also provides an elegant way of detecting changes in the 3D-model which
has a multitude of applications for surveillance, monitoring and analysis for both industrial and
search and rescue robotic applications.

We demonstrate the performance of the system on a real-world dataset and show that the in-
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crementally build reconstructions are on par vatimpletaeconstructions in terms of coverage
and the success rate of removing dynamic objects from the scene.

For future work we plan to further improve robustness to lighting changes to allow identifying
stable scene components over multiple times of the year.
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Abstract

Robots that are operating for extended periods of time need to be able to deal with
changes in their environment and represent them adequately in their maps. In this pa-
per, we present a novel 3D reconstruction algorithm based on an extended Truncated
Signed Distance Field (TSDF) that enables to continuously re ne the static map while
simultaneously obtaining 3D reconstructions of dynamic objects in the scene. This is
a challenging problem because map updates happen incrementally and are often in-
complete. Previous work typically performs change detection on point clouds, surfels
or maps, which are not able to distinguish between unexplored and empty space. In
contrast, our TSDF-based representation naturally contains this information and thus
allows us to more robustly solve the scene differencing problem. We demonstrate
the algorithms performance as part of a system for unsupervised object discovery
and class recognition. We evaluated our algorithm on challenging datasets that we
recorded over several days with RGB-D enabled tablets. To stimulate further research
in this area, all of our datasets are publicly available.

Published in:
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Figure 5.1: Change Detection Algorithm: (left) One of 10 reconstructed scene observatigoenter)Reconstruction of the
static environment after 10 observatiofright) Discovered dynamic objects.

1 Introduction

The ability of a robot to perceive and map the 3D structure of its environment is crucial to many
applications such as life-long mapping and navigation. However, incrementally incorporating
new 3D observations into a consistent map is dif cult in the presence of dynamic objects. Fur-
thermore, observations are noisy and generally incomplete so that reasoning about change (and
its extent) is a non-trivial task. In this work, we propose an extension to Truncated Signed
Distance Field (TSDF) based mapping that allows us to estimate consistent 3D reconstructions
of the static map. Furthermore, our approach enables object discovery as an ongoing process
during the robot's long-term day-to-day operation. Next to robotics, our work is also applicable

to many other domains such as 3D building scanning where one wants all dynamic objects to be
removed or warehouse logistics where it is relevant to nd leftover objects and generally model
the ow of goods.

We exploit the intrinsic properties of the volumetric TSDF-grid representation of 3D geom-
etry to ef ciently and robustly detect changes between different observation of the same scene
and cluster and segment these changes into object candidates.

Our approach does not rely on viewpoint-dependent data such as camera poses, images and
depth maps, once the reconstruction of the scene is complete. It also solves existing limitations
such as assuming non-overlapping scene changes and completely overlapping observations. We
furthermore employ an incremental object database to match and store the discovered objects
and re ne their 3D model with every discovered object instance.

The key contributions of this paper are:

» A novel estimation technique for computing consistent 3D reconstructions in dynamic
environments based on a TSDF,
 a change detection algorithm that allows us to segment dynamic objects,

 a qualitative and quantitative evaluation of unsupervised object discovery and match-
ing that combines the proposed change detection algorithm with an incremental object
database, and

« a large corpus of datasets recorded with a low cost, mobile RGB-D tablet that we pro-
vide to community for further research and evaluation in long-term mapping in changing
environments.
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2 Related Work

2 Related Work

There has been some research into solving the problem of long-term autonomous mapping and
navigation for robots. Many approaches agree that in order to operate in a dynamic world the
robots representation of the environment needs to either model these dynamics or has to be
able to distinguish static from dynamic map elements. There have been different grid based
approaches to model the dynamic world for the purpose of improving 2D mapping in these
dynamic environments. Walcott-Bryaet al.[234] introduces dynamic pose graph SLAM by
adding time as an additional dimension and using change detection on an occupancy grid to
identify and discard obsolete poses. Saarieeal.[197] approximates the dynamic environ-
ment using an occupancy grid map with the assumption that each cell is an independent Markov
chain.

With the advent of low-cost 3D sensors the same problem arose also in consistent dense
long-term mapping and reconstruction and lead to an increasing amount research in this eld.
Andreassomet al.[8] applies a 3D version of the Normal Distribution Transform (NDT) to detect
not only geometry but also color changes between a reference model and a hew observation.
Saarineret al. [198] recently further improved the ef ciency and real-time capability of the
system. Even tough NDTs allow the computation of probabilistic changes it is not suitable for
surface reconstruction and hence will not allow the extraction of object surface models.

Recent publications furthermore focused on exploiting the dynamics of the environment to
learn about the scene or more speci cally about the dynamic objects. He@isfo6] employs
probabilistic sensor models for depth, color and surface normal and segments a Markov Random
Field (MRF) using graph cuts to extract dynamic objects in surfel-based reconstructions. Their
work employs spectral clustering to compute object classes, however the performance signi -
cantly decreases if the number of classes is unknown in advance. In more recent work Herbst
and Fox [97] demonstrated a system for real-time dynamic object segmentation and modelling
on desk scenes. It keeps track of multiple TSDF-based reconstructions of the scene that are
split or merged based on frame-to-model change detection. Fietren67] exploits change
detection using a free space ray-casting algorithm to learn the best segmentation method for
every dynamic object. This facilitates segmenting dynamic objects in scenes where they have
not moved yet. More recent in [69] they show how these segmented objects can then be used
for place recognition.

Ambruset al. [6] proposed a change detection system that computes a meta-room, i.e. a
3D model of the static environment, from point cloud based 3D reconstructions recorded au-
tonomously by a robotic platform. Their algorithm assumes complete observation overlap and
uses occlusion checks to distinguish real changes from segments that have been occluded by
dynamic objects and need to be added to the meta-room. The objects are then clustered by
proximity across observations and shape using global descriptors. The meta-room algorithm
has very recently been applied by Faulhameteal. [61] in a system to navigate a robotic plat-
form towards a change cluster to obtain a better, more detailed object model in the process. The
algorithms and data structures of [96], [67] and [6] require recomputation or approximation of
free-space/occupancy information or visibility/occlusion checks, whereas our approach exploits
the intrinsic properties of Truncated Signed Distance Fields (TSDFs), hence no additional such
effort is required.

Other work focuses on using the results of change detection algorithms like the ones men-
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tioned above, including the algorithm we propose here, to analyse the spatial-temporal be-
haviour of changes. Ambruet al. [7] further improve their object matching performance by
modelling the spatial-temporal distribution of change segments. Krajnik et al. [126] assumes
periodicity of the changes and calculates the frequency spectra of long-term observations of the
environment to compute the probability of a certain state and hence predict its future state.

3 Methodology

In Section 3.1 we describe how we obtain the aligned 3D reconstructions. In Section 3.2 and
Section 3.3 we introduce the change detection algorithm and dynamic objects segmentation. In
Section 3.4 we summarize the incremental object database we employ for object discovery.

3.1 3D Reconstruction
Input Data

The proposed algorithm processes aligned 3D reconstructions and therefore is built on top of a
SLAM system that is used to ensure the robots long-term localization. It provides accurate tra-
jectories and it allows us to align and optimize new ones with respect to the previously recorded
map.

Hence, we assume every observaiire O, whereN £ IOk, consists of an aligned visual-
inertial pose-graph based map with RGB-D measurements associated with each camera posi-
tion.

Representation in TSDFs

After alignment, the RGB-D data is used to create a 3D reconstruction represented in a TSDF in
the world coordinate frame. The TSDF is stored in a volumetric grid of resolutidhis allows
us to directly compare the TSDF voxel values of each observation. A single cell (voxel) of the
volumetric grid, indexed with2 z3, stores the signed distance function vafue [j t,At],
wheret is the truncation distance. It also keeps track of the voxel WeighRé and its RGB
colorc. A new depth measuremesthat observes poirit from camera positioiX is integrated
into the grid using ray tracing and the following function
(
t, sdf, t

d, sdf2[At,jt] ®-1)

wheresdf 2 [0, t] is the signed distance along the ray betw&eandP to the current voxel
center. Hence, for every voxé}, cqy andwy are fused as follows:

fn UWnAfd aWg
wn Awy
chewpAcgawgy (5.2)
wp Awy
wnh1 Av AnAwgy

frA1

CnA1l

56



3 Methodology

The volumetric grid employs a voxel hashing scheme [165] to improve the the scalability of
the reconstruction. A marching cube algorithm [144] is used for surface reconstruction.

After reconstructing the scene observations all the voxels are Itered by applying a threshold
¢ to the voxel weightv. This removes sections of the reconstruction that have received few
measurements and have therefore likely not stabilized yet. Furthermore this step helps to Iter
highly dynamic objects, e.g. a person quickly passing in front of the sensor.

3.2 Change Detection
Initialization
The algorithm keeps track of the following data:

* A multi-layered volumetric gridM that stores the TSDF griifl; with the set of voxel
indicesl; for each observation such that:

(Mi(w, if 121

8i 2[0,N] M9 & othenise (5.3)

« A sgt of all voxel indices containing measurements:
I/ izp0,N] i

» A volumetric TSDF gridS and voxel indices g that represents the current best estimate
of the static part of the world.

» Alabel gridD to store intermediate voxel label results:
D(9 2 {static dynami¢ 812 .

With the rst observationOg the reconstructiotMg is computed and stored iM and| is
initialized to Ig. S andD are initialized to the rst observation such th&t) £Mq() and
D(Y Astatic8121.

Update Overview

The update consists of incorporating a new observation into the static reconstruction (See
Fig. 5.2). A new observatio®; is made and aligned against the previous observation based

on the its sparse map using keypoint-based visual loop closure and batch optimization. The
3D reconstructiorM; is computed and stored M andl is updated with ;. From this point

onward, the original trajectory and viewpoint dependent data, such as camera poses, images and
depth maps is not needed any more for change detection. However the sparse, pose-graph-based
map and the keypoints need to be saved and ideally summarized to allow for for long term robot
localization and trajectory alignment.

After alignment the new reconstruction is compared to the current best estimate of the static
environment and coarse dynamic clusters are identi ed. The static map is updated by merging
all the voxel outside those clusters using the default weighted average update scheme (5.2). For
all voxels within the dynamic cluster we apply a more elaborate merging strategy to cope with
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Figure 5.2: Change Detection Algorithm Overview

occlusion by the dynamic object and segment the remaining static geometry from the objects.
The resulting, more ne grained, voxel labels are then applied to the mesh of the observations
and the segmentation is re ned using a region-growing algorithm. Finally we use a connected-
components algorithm to segment the changes into individual objects.

Identifying Dynamic Clusters

The scene differencing happens in two steps: First we update the lab8l gitbse labels are
coarsely identifying the dynamic clusters, while Itering out dynamic labels that originate from
noise. To that end we compare the new observadlgnwith the previous static reconstruction
Sand compute:

*qEFMmy @i s 8121s\ I; (5.4)
By applying the threshold we obtain the label gri®, such thaD(y) £dynamicif +gE p. In

order to reduce false positiiynamiclabels caused by sensor and systematic noise weDiter
using 3D erosion kernel. We de ne the kernel at index

Ko & ji-i 1 [%%Y} (5.5)

and for label,
countf, ) &{- j- 2Kq D(-) A&} (5.6)
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Figure 5.3: Filtering of label grid D: Example of the rst coarse change detection step applied to two reconstrudéfthsa)

- b) show the state of the label grizl For better visibilityD is colored by heighta) Voxel labels that are obtained by applying
athresholdheta to the raw TSDF difference of the two reconstructiolet). b) The labels are Itered using an erosion kernel
to reduce false positives caused by sensor and systematic noise in the reconstreictiatifation kernel is applied to recover
the original geometry.

A dynamiclabel atD(9) is therefore removed i€oun{fdynami¢ - ®=cjKj. We then apply a
bigger dilation kernel to the remainirdynamiclabels to recover the eroded geometry of the
true positive labels. Hence:

D(- ) Zdynamic8- 2 Kg® D(Y) Adynamic (5.7)

Fig. 5.3 shows the ltering process on the label map computed from two different observations.

Updating the Static Reconstruction

After identifying the dynamic clusters by labeling themDrwe are able to compute the con-
sistent reconstruction of the static part of the environment. To this end we exploit the intrinsic
properties of TSDF which allows us to elegantly solve the following two problems encoun-
tered by other 3D representation such as point clouds, meshes and dddfelsio we identify
changes originating from differences in scene coverage of the observatandHdow do we
identify changes caused by occlusion of dynamic objeEts® occluded geometry is needed to
complete the static reconstruction.

The former can either be solved by assuming complete overlap of the observations [6] or by
recomputing the free space information [67]. The TSDF grid already models free $pace (

t ~ w E 0) and unobserved space (¢E0) and therefore solves this problem with no additional
computational effort.

The second problem was solved in previous work [6] by projecting the detected change seg-
ments onto a sphere around the viewpoint and checking for occlusion. However this prohibits
overlapping changes, e.g. a dynamic object partially occluding another. With the TSDF grid we
can solve this without any viewpoint dependent data: Let us assume wé\haoise-free ob-
servations resulting iN perfectly aligned TSDF grids. Hence by comparing the TSDF values
f(qiy for every voxel at indeithe best estimate of the static map can simply be computed as
follows:

S(ﬂ/Ema)(f(ﬂi)ji 2[0,N]~ W(ﬂi)EO) (58)

An intuitive explanation is that adding an object can only elexreasethe signed distance
from each voxel to the next surface, whereas removing an object can onipenaarseit. With
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this in mind the static reconstructidis updated as follows: In a rst step all voxels that are
labeledstaticin D are merged witls such that:

8- 2{fj 121~ D(y £ statig

8
25(), ifWM(Ny.)ﬁEO
S(-) A, M(N,-), if wgg A0 (5.9)
" S(-)! M(N,-), otherwise
where the voxel merging operatidris de ned by the TSDF update (5.2). For all voxel labeled

dynamicwe modify (5.8) into an algorithm that accounts for the fact that waatdave noise-
free measurements and perfect alignment.

8- 2{1j 121~ D(Y) /£ dynami¢

8
S(- )1 M(N,-), if fguy AN fmn,. ) At
%S(), if fs(.)/Et"fM(N’.)G/E
M(N,-), if fsiy6/&N fmn,. ) At
) AE N ' 5.10
S0 ), if f5)E(fun, )AW (5.10)
M(N,-), if fM(Ny.)E(fS(.)Ap)

TSCIMING), i e,y fs)it B
Intuitively this algorithm iteratively approximates the static TSDF value by merging a new value

if it is close to the current estimate. If a new value is found that is signi cantly larger it replaces
the current estimate.

3.3 Dynamic Object Segmentation

In order to extract the dynamic objects we compare the reconstrudtiocio our current best
estimate of the static reconstructi8mand compute a re ned label grid; .

8- 2{fj121; » D(9) £ dynami¢

8 S
2 dynamic if fm;()Cfs)

D (- )/E> or wg.y A0 (5.11)
" static otherwise

The voxel labels are then applied to the vertices of the surface Rjettat has been com-
puted using a marching cubes surface reconstruction algorithm. These vertex labels are then
re ned using a simple mesh region-growing algorithm [207]. A region is initialized to a single
mesh face. The algorithm adds a neighboring face to the region if its normal does not signi -
cantly deviate from the regions current average normal. If a region cannot grow any more a new
region is initialized. Finally small regions are merged with neighboring regions with similar
average normal. The nal set of regions are then used to grow the dynamic label across all the
region if the ratio of dynamic faces exceeds a thresiol@hen the mesh is segmented based on
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the labels. In order to get individual objects we apply a simple connected component algorithm,

i.e. all dynamic surfaces that are connected are considered a single object. Finally all objects
are Itered based on the singular values to remove planar objects. Furthermore we impose a
minimum size in terms of number of vertices on the objects.

3.4 Incremental Object Database

The last component of the proposed system merges and tracks the extracted dynamic objects
and improves their 3D models with every object instance that is discovered. To that end we
employ an earlier version of the unsupervised incremental object database described in [80].
For the readers convenience we will brie y summarize the referenced system.

The system starts from an empty object database, no previously scanned objects or any
other training is involved. A new object, represented by its 3D point cloud, is added to the
database and the following scale, con dence, normal, 3D keypoints (ISS [243] and descriptors
(FPFH [194]) and a list of poses of matched object instances. In a cleaning/merging step the
new object is matched against the database objettt ) or a full database merging step is
started § ton). The object matching can be summarized as follows:

» 3D feature-based initial alignment using RANSAC.
* Re nement of the alignment using ICP.
* The best database matches is determined based on ICP score and inlier ratio.

« Ascale- and con dence-aware surface reconstruction algorithm [75] is used to merge the
set of matching objects and improve the object model.

4 Experiments and Results

4.1 Setup

The proposed system was implemented based on the following existing components:

We use Google Tango tablets as sensor for all our datasets, most notably its RGB-D sen-
sor which has a resolution of 320x180px and an operating range of 0.4-4.0m. Hence we
use the Google Tango [87] visual-inertial odometry and mapping framework for both the ini-
tial trajectory estimates and the alignment of individual observations. The framework creates
sparse, pose-graph based maps with associated IMU measurements, feature tracks based on
lens-invariant Freak [4] descriptors and triangulated feature matches. The sparse maps are
aligned and re ned using visual keypoint based loop closure [147] and batch optimization.
The dense 3D reconstruction is based on the Google Tango framework as well, which is closely
related to its OpenSource version OpenChisel [123].

In order to evaluate our system we recorded three challenging indoor datasets where the
individual datasets have the following purpose and characteristics:
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living-room  This is the baseline dataset and consists of 9 hand-held trajectories in a con-
trolled indoor environment, see Fig. 5.3(left). It provides nearly 100% observation overlap and
also provides depth measurements from a large variety of viewpoints for most objects resulting
in 3D models with a high coverage. The scene changes not only overlap in between observations
but the dynamic objects also come in contact with different other objects.

of ce  This dataset consists of 4 observations of a controlled of ce environment recorded
from approximately a single point at the center of the room using a tripod, see Fig. 5.4(top).
Hence the overlap of the observations is close to 100% Its purpose is to be able to compare our
approach to the meta-room algorithm which assumes a robotic platform with a pan-tilt RGB-D
sensor unit that scans a single, convex room from a central point.

lounge This is the most challenging dataset and consists of 10 hand-held trajectories in an
uncontrolled, challenging environment, a highly frequented meeting area/of ce lounge over the
course of two weeks where objects are shifted on a daily basis, see Fig. 5.1. The observa-
tion overlap varies between approx. 50 - 100% and many dynamic objects are only partially
observed.

Table 5.1 lists the parameters used to process each dataset.

Table 5.1:List of parameters used for each dataset.

Parameter ofce [ living-room [ Tlounge
Grid resolution: r [m] 0.02

Truncation distance: t [m] 0.1

TSDF diff threshold: u [m] 0.05 ] 0.07

Erosion kernel: % [voxel] 3 ] 5

Erosion kernel: ® 0.5

Dilation kernel: % [voxel] 5 7
Region-growing ratio: A 0.25

Minimum TSDF voxel weight: ¢, 10

For all experiments we align and reconstruct all observations as described Section 3. The
reconstructions are then used to compute the consistent static reconstruction. Subsequently the
most recent static reconstruction is used to extract the dynamic objects for all the observations.
Hence the result consists of a single static reconstruction and a set of dynamic object candi-
dates for every observation. The extracted dynamic objects candidates are then quantitatively
evaluated by counting the correctly identi ed dynamic object and by analyzing over- and under-
segmentation of the objects based on a hand-labeled ground truth. This means we counted the
number of objects that have been split into multiple object candidates and the ones that have
been combined into a single object candidate. Itis important to note that this segmentation met-
ric also counts objects that have been perceived as multiple objects due to the partial observation
and objects that have been in close contact with other object and without further information are
indistinguishable from a single object. We furthermore evaluate the convergence of the static re-
construction by comparing each intermediate result to a manually cleaned up version of the nal
reconstruction. For a qualitative evaluation of the proposed system for object discovery based
on the incremental object database, we gradually insert all object candidates of all observations
into the database and perform a cleaning/merging step as described in Section 3.4.
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4.2 Experiments

We will evaluate the full change detection algorithm for all datasets using the above described
metrics. A quantitative and qualitative comparison of our change detection algorithm to the
meta-room algorithm [6] was performed on thice dataset. To demonstrate the application

of our change detection algorithm as input data for object discovery, we will show qualitative
result of the resulting object classes and improved 3D models after inserting the objects into the
object database (See Section 3.4).

4.3 Results
Change Detection

Fig. 5.5 shows qualitative results of the change detection algorithm for all 3 datasets, more
speci cally the results of the dynamic object segmentatiorr€ii) for one of the observations

(top) and the nal state of the reconstruction of the static environment after processing all ob-
servationsfotton).

The algorithm successfully detects and removes all dynamic objects from the reconstruction
and results in a consistent 3D model of the static environment. Highlighted in blue are some
minor artefacts resulting from imperfect segmentation at the object/static environment bound-
aries.

Table 5.2: Evaluation of change detection based on number of correctly detected object changes.

Dataset TP FP FN Precision Recall
living-room (ours) 62 0 1 100% 98%
lounge(ours) 137 0 12 100% 92%
of ce (ours) 23 0 0 100% 100%
of ce (meta-room) 20 1 3 95% 87%

Table 5.2 shows the quantitative results of the change detection by evaluating the number
of correctly extracted dynamic objects. On the evaluated datasets we successfully maintained
100% precision while reaching high recall rates. Most false negatives are caused by ltering
out planar objects such as a partially reconstructed cushion or talderige see Fig. 5.1, or
the couch table idiving-room These misclassi cation errors happen at the very end of the
pipeline, hence the static reconstruction is still updated correctly and these errors do not lead to
a degenerate state of the data.

Fig. 5.4 shows the results of our approach compared to the meta-room algorithm [6] when
applied to theof ce dataset. Our static reconstruction exhibits fewer outliers and thus appears
slightly cleaner than the one generated by meta-room. We attribute this at least partially to
our TSDF weight based ltering as opposed to the Statistical Outlier Rejection (SOR) ltering
employed by meta-room, which lters based on the distribution of the point neighbors. Futher-
more we observe that for the meta-room algorithm segments that were occluded by dynamic
objects appear sparser than with our approach and most segmented dynamic objects leave point
artefacts behind.
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Figure 5.4: Comparison of our approach(right) to the meta-room [6] algorithm (left). Static scene after processing all

4 observations (top). Our approach exhibits a cleaner and more complete segmentation and a better completion of the scene
geometry that was occluded by objects. Extracted changes (bottom). Our extracted objects are more complete and some of the
smaller changes are missing with the meta-room based algorithm. See Table 5.2 for details.

Static Reconstruction

Fig. 5.6(a), Fig. 5.6(b) and Fig. 5.6(c) show the absolute and relative number of points whose
point-to-plane distance to the reference reconstruction is smalleith&or living-room and

of ce we observe the expected convergence, as these controlled datasets were designed such that
all static surfaces that were occluded by dynamic objects are eventually observed and thus can be
added to the static reconstruction. The datématgerequires all observations to converge but
despite the fact it was recorded in an uncontrolled environment the nal static reconstructions
contains only one small partial object artefact (center of the room, highlightétu@ and

minor artefacts near the static surface.

Object Segmentation

In contrast to the previous sections that focused on evaluating the change detection and static
reconstruction computation, in this section we will evaluate the object segmentation, i.e. how
well the segments represent complete objects. Table 5.3 shows the over- and undersegmentation
of objects. Our algorithm has a clear tendency to oversegment objects as a direct consequence
of the decision to use a connected components algorithm on the labelled mesh, i.e. to only
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