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A B S T R A C T

Humans possess a comprehensive set of interaction capabilities at various
levels of abstraction including physical activities, verbal and non-verbal cues,
and abstract communication skills to interact with the physical world, express
ourselves, and communicate with others. In the quest of digitizing humans,
we must seek answers to the problems of how to represent humans and how
to establish human-like interactions on digital mediums. A critical issue
is that human activities exhibit complex and rich dynamic behavior that is
non-linear, time-varying, and context-dependent, which are quantities that
are typically infeasible to rigorously define.

In this thesis, we are primarily interested in modeling complex processes
like how humans look, move, and communicate and in generating novel
samples that are similar to the ones performed by humans. To do so, we
propose using the deep generative modeling framework, which is capable of
learning the underlying data generation process directly from observations.
Over the course of this thesis, we showcase generative modeling strategies at
various levels of abstraction and demonstrate how they can be used to model
humans and synthesize plausible and realistic interactions. Specifically, we
present three problems that are different in modality and complexity, yet
related in terms of the modeling strategies. We first introduce the task of
modeling free-form human actions like drawings and handwritten text. Our
work focuses on personalization and generalization concepts by learning
latent representations of writing style or drawing content. Second, we present
the 3D human motion modeling task, where we aim to learn spatio-temporal
representations to capture motion dynamics for both accurate short-term and
plausible long-term motion predictions. Finally, we focus on learning an
expressive representation space for the synthesis and animation of photo-
realistic face avatars. Our proposed model is able to create a personalized 3D
avatar from rich training data and animate it via impoverished observations
at runtime.
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Our results in different tasks support our hypothesis that deep generative
models are able to learn structured representations and capture human dy-
namics from unstructured observations. Accordingly, the contributions in
this thesis aim to demonstrate that the deep generative modeling framework
is a promising instrument, paving the way for digitizing humans.
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Z U S A M M E N F A S S U N G

Um mit der physischen Welt zu interagieren, sich auszudrücken und mit
anderen zu kommunizieren, besitzen Menschen eine umfassende Reihe von
Interaktionsfähigkeiten auf verschiedenen Abstraktionsebenen, einschließ-
lich körperlicher Aktivitäten, verbaler und nonverbaler Hinweise und ab-
strakter Kommunikationsfähigkeiten. Auf der Suche nach der Digitalisierung
des Menschen müssen wir Antworten auf die Probleme finden, wie Men-
schen dargestellt und menschenähnliche Interaktionen auf digitalen Medien
erfasst werden können. Ein kritischer Punkt ist, dass menschliche Aktivitäten
ein komplexes und reichhaltiges dynamisches Verhalten zeigen, das über
die Zeit variiert, nichtlinear und kontextabhängig ist, was Größen sind, die
typischerweise nicht rigoros definiert werden können.

In dieser Arbeit sind wir hauptsächlich daran interessiert, komplexe Pro-
zesse zu modellieren, die beschreiben, wie Menschen aussehen, sich bewegen
und kommunizieren, und neue Beispiele zu generieren, die denjenigen ähn-
lich sind, die tatsächlich von Menschen ausgeführt werden. Dazu schlagen
wir vor, das “Deep Generative Modeling Framework” zu verwenden, das in
der Lage ist, den zugrunde liegenden Datengenerierungsprozess direkt aus
Beobachtungen zu lernen. Im Laufe dieser Arbeit stellen wir generative Mo-
dellierungsstrategien auf verschiedenen Abstraktionsebenen vor und zeigen,
wie sie verwendet werden können, um Menschen zu modellieren und plau-
sible und realistische Interaktionen zu synthetisieren. Im Einzelnen stellen
wir drei Probleme vor, die sich in Modalität und Komplexität unterscheiden,
jedoch in Bezug auf die Modellierungsstrategien verwandt sind. Zunächst
führen wir die Aufgabe der Modellierung menschlicher Freiformhandlungen
wie Zeichnungen und handgeschriebener Texte ein. Unsere Arbeit konzen-
triert sich auf Personalisierungs- und Generalisierungskonzepte durch das
Lernen latenter Repräsentationen des Schreibstils oder des Zeichnungsinhalts.
Zweitens führen wir die 3D-Modellierung menschlicher Bewegungen ein,
bei der wir darauf abzielen, räumlich-zeitliche Darstellungen zu lernen, um
die Bewegungsdynamik sowohl für genaue kurzfristige als auch für plausible
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langfristige Bewegungsvorhersagen zu erfassen. Schließlich konzentrieren
wir uns auf das Erlernen eines ausdrucksstarken Repräsentationsraums für
die Synthese und Animation von fotorealistischen Gesichtsavataren. Unser
vorgeschlagenes Modell ist in der Lage, einen personalisierten 3D-Avatar
aus reichhaltigen Trainingsdaten zu erstellen und ihn zur Laufzeit anhand
von unvollständigen Beobachtungen zu animieren.

Unsere Ergebnisse in den verschiedenen Aufgabenbereichen unterstützen
die Hypothese, dass “Deep Generative Models” in der Lage sind, strukturierte
Repräsentationen zu lernen und menschliche Dynamik aus unstrukturierten
Beobachtungen zu erfassen. Dementsprechend zielen die Beiträge in dieser
Arbeit darauf ab, zu zeigen, dass “Deep Generative Models” ein vielverspre-
chendes Werkzeug sind, um den Weg für die Digitalisierung von Menschen
zu ebnen.
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1
I N T R O D U C T I O N

What I cannot create, I do not understand.
— Richard Feynman

Technically speaking, humans can be seen as complex systems with diverse
and specialized interaction mechanisms. Physical activities, ranging from
locomotion to �ne-grained object grasp, are our primary means of interaction
with the physical world. When interacting with other people, we have the
ability to convey our emotions via verbal and non-verbal cues. We perform
gestures and facial expressions as a re�ection of our emotional state. To
communicate effectively and to express ourselves, we also rely on complex
and abstract tools such as writing, language, and creative skills. While we
inherently possess a comprehensive set of interactions at various levels
of abstraction, the digital mediums we typically engage with have limited
�delity. From a computational point of view, simulating rich human behavior
is beyond our reach with conventional approaches. They often operate in a
small state space and exhibit a pre-determined set of actions, ignoring the
diverse and personalized nature of human abilities. In this regard, learning-
based approaches are promising instruments that are capable of learning
the underlying dynamics directly from observations, perceiving humans,
and imitating human-like interactions. Needless to say, endowing systems
with high-�delity interactions has great potential to improve our experience
with digital systems. Consider a virtual character that looks and acts like a
human. It could serve as a virtual assistant with a human-like appearance and
behavior, or it could replace video-based communication with telepresence
when it is controlled by a user, promising an authentic virtual experience.
Similarly, a collaborative system that can infer our intentions and make
relevant suggestions could provide us with new insights and amplify our
creative potential.
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2 I N T RO D U C T I O N

To create such systems that can interact seamlessly with users, whether
it is an embodied virtual character or a collaborative interface, they need
to have similar abilities to understand the dynamics of humans and, in re-
turn, exhibit human-like features. We must seek answers to the problems of
how to represent humans and how to establish human-like interactions on
digital mediums. In this regard, the concept of digital humans aims to build
high-�delity virtual characters and digital twins of humans that are visually
indistinguishable from real humans for applications like �lming, gaming,
and virtual assistants. Rendering a photo-realistic appearance has been the
primary objective, as appearance is an important factor in our perception of
reality. To faithfully simulate the expressive nature of human interactions on
digital mediums, however, we might take a holistic view and consider all the
efforts towards the perception of humans and the synthesis of human-like
interactions under the concept ofdigitizing humans. In other words, we can
determine the scope of digitizing humans by not just how humans look but
also how humans move, interact, and communicate. Such a holistic viewpoint
not only provides human-like features to the digital avatar domain but also
enables the building of dedicated systems with adaptive and personalized
interactions that go beyond the interfaces with a hand-crafted or scripted
action space.

In this context, discriminative machine learning techniques have been
employed to infer user state by recognizing user actions or predicting user
intentions. A gesture-based control system, a handwriting recognition model,
or an image-based pose estimator can be given as an example of these
systems with discriminative behavior. Such a model aims to perceive the user
state by learning to map its inputs to a predetermined set of targets. While
discriminative approaches are adequate for certain types of applications, we
wish to explore more expressive techniques to genuinely represent humans
in digital media. Here we determine the scope of such interfaces by their
capability of perceiving humans and synthesizing human-like interactions.
More speci�cally, our focus particularly lies on generative modeling of
humans and human activities to empower systems with seamless interaction
capabilities. In this regard, the deep generative modeling framework provides
a rich toolset to overcome unique challenges along the stack of digitizing
humans. Generative models are capable of learning the underlying data
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generation process directly from the observations. We can generatively model
complex processes like how humans look, move, act, and communicate and
generate novel samples that are similar to the observations.

A critical issue here is that human activities exhibit complex and rich dy-
namic behavior that is all non-linear, time-varying, and context (i. e., person,
task, mood, content, etc.) dependent. Complex day-to-day tasks involving
coarse bodily motion ranging from locomotion to more goal-oriented house-
hold activities, subtle hand and face motions to express our emotional state,
and complex and free-form signals such as speech and drawing, all kinds
of human activities are affected by the past and guided by future actions,
exhibiting strong temporal causalities. Furthermore, embodied interfaces
such as personalized avatars or virtual assistants must posses photo-realistic
appearances with �ne geometric structures. In Fig. 1.1, we broadly categorize
relevant tasks concerning how to represent humans and model human-like
interactions. We follow a hierarchical approach with respect to the type of in-
formation they contain. In our taxonomy, the spatial information is prominent
at the top and the temporal information gets increasingly signi�cant towards
the bottom. The tasks in the upper layers typically require modeling of the
spatial information in a very high-dimensional space and focus on the visual
aspects such as appearance and shape. The lower layers correspond to anima-
tion tasks with increasing dynamics, involving non-rigid deformations such
as cloth and hair animation, facial expressions, and articulated motion. To
gain control in a high-dimensional space, it is also common to formulate the
problem in terms of a sparse set of control points (e.g., rigging in character
animation). Towards the bottom, the tasks get more complex in terms of the
underlying dynamics. We consider the activities like speech, text, drawing
or other creative skills as the artefacts of unobservable cognitive processes.
Hence, it requires learning long-range dependencies from the observations of
a rather abstract system. Finally, high-level abilities involving long-term plan-
ning and understanding abstract concepts such as conversation lie at the core
of our taxonomy. While these tasks collectively lead to an embodied virtual
character with human-level intelligence, solving each of them in isolation
may also lead to novel applications with rich interactions.

In this thesis, we are primarily interested in learning to generate human-
like interactions by capturing the underlying dynamics from the data. We
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FIGURE 1.1:The concept of digitizing humans involves a broad range of ob-
jectives. We provide a taxonomy on thespatialvs. temporalinfor-
mation axis. The tasks at the top levels are characterized by their
relations in the higher-dimensional spatial space. Towards lower
layers, underlying dynamics become an important factor and tem-
poral information gets more prominent.

particularly select application domains that are different in modality and
complexity, yet related in terms of the modeling strategies. We �rst present
the task of modeling digital ink, involving complex and free-form human
actions like drawings and handwritten text. We develop models that can
synthesize arbitrary text in user style or provide suggestions on a drawing in a
collaborative manner. We then continue with the task of modeling 3D human
motion where our models are able to make both accurate short-term and
plausible long-term predictions, without focusing on a particular motion type.
Finally, we present the task of synthesis and animation of 3D face avatars. We
focus on learning a representation space that allows for synthesizing photo-
realistic avatars as well as capturing facial dynamics and subtle expressions in
impoverished run-time conditions. Our work introduces generative modeling
strategies at various levels of abstraction and demonstrates how generative
models can be used to model humans and synthesize plausible and realistic
interactions.
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In the quest of digitizing humans, we must seek answers to the problems
of how to represent humans and how to establish human-like interactions
on digital mediums. A critical issue is that human activities exhibit complex
and rich dynamic behavior that is all non-linear, time-varying, and context
dependent, which are typically infeasible to rigorously de�ne.

1.1 T O P I C S I N T H I S T H E S I S

The tasks listed in Fig. 1.1, as well as many others, aim to model humans and
human activities at different scales. They collectively lead to virtual charac-
ters that look and behave like humans, a very long-term endeavor consisting
of many unique challenges that have already received some attention, and
novel problems are yet to appear. In this thesis, we embrace challenges in
various domains and showcase how human dynamics can be learned directly
from data. Our work can be categorized into three main strands.

1.1.1 Digital Ink

Handwritten text and sketching are free-form and complex human activities
that follow a high-level cognitive process. As being one of the most natural
and expressive ways of re�ecting personal style, it exhibits high variance
across and even within users. While learning style-invariant representations is
of high importance in discriminative approaches such as character recognition
or content classi�cation, in a generative modeling task, one must capture and
control the abstract style as well as the semantics.

Image- and sequence-based representations are the two main approaches
for modeling digital ink. The former allows image models to access the entire
drawing sample [1, 2] or handwritten letters [3, 4] and provides a holistic view
of the data. The sequence-based representation, on the other hand, stores
temporally ordered points (i. e. screen coordinates) [5, 6], preserving the
dynamics of the writing and drawing processes. It provides details about how
users perform the task such as the timings, the order of the strokes and pen
pressure. Modeling digital ink in its raw sequence format allows the models
to process user inputs directly and to augment the low-level inking interface
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with semantic features [7]. While transforming sequences into images is
straightforward and commonly used for data synthesis, the inverse operation
is rather tedious.

Our focus lies on the generative modeling of digital ink, which is able
to learn the data creation process, i. e., how we actually write and draw. To
enable applications like collaborative note-taking or handwriting editing, we
consider a scenario where models may interact with the users. Hence, the
models should be able to interpret user actions (i. e. strokes for writing or
drawing), infer style and semantics, and interact by synthesizing new strokes
in the user style. To do so, we use the sequence-based representation in a
causal framework. In other words, we formulate the task as the prediction
of the missing or future strokes where the model does not have access to
future information. One of the primary challenges in this setting is capturing
long-range dependencies in the low-dimensional screen space over a long
sequence.

1.1.2 3D Human Motion

Motion is our primary means of interaction with the physical world and also
plays an important role in our non-verbal communication. Modeling of 3D
human motion has been an established problem in the �elds of computer
vision, graphics, robotics, and HCI, with various applications including
motion capture [8], de-noising [9], keyframing [10, 11], prediction [12] and
synthesis [7, 13]. The prediction and synthesis tasks are the primary focus of
this thesis. From the learning perspective, the tasks of motion prediction and
synthesis can be jointly formulated as a generative modeling task: a model
learns to synthesize a sequence of human poses by using the past frames as
context. In other words, the model is conditioned on a seed sequence.

Humans leverage strong structural and temporal priors about continuity
and regularity in natural motion. We have the ability to forecast motion over
short-term horizons with high accuracy and can imagine probable motion
over arbitrary time scales. The dif�culty of the task is manifold. Human
motion is highly dynamic, non-linear, and over time becomes a stochastic
sequential process with a high degree of inherent uncertainty. However,
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these are hard to model algorithmically due to i) the inter-dependencies
between joints, ii) causal relationships between the past and future frames,
and iii) the in�uence of high-level activities (e.g., transition from walking
to jumping) or environment on the motion sequences. Moreover, as we are
good at perceiving motion [14, 15], we are sensitive to any discontinuity in
the synthesized motion sequences.

In this thesis, we introduce a setting embracing the challenges (i) and
(ii) across a wide range of motion types. We follow a fully autoregressive
approach, providing a �exible interface by processing a sequence step-by-
step. It enables conditioning a context motion and synthesizing future frames
of arbitrary lengths. A primary challenge in this setting is the so-calledmean
collapseproblem. In the absence of a speci�c theme such as locomotion
or scene content (iii), standard autoregressive models often converge to an
implausible mean pose due to the error accumulation during autoregressive
sampling at inference-time. To disambiguate the task, cover multiple modes,
and hence yield plausible motion predictions, the model requires capturing
intricate spatial relations between the joints as well as long-range temporal
dependencies.

1.1.3 3D Face Avatars

Modeling of 3D human faces has been an active area of research concerning
3D facial performance capture [16, 17], building 3D face models [18, 19]
or generating personalized avatars [20, 21]. It is of particular interest to get
an accurate geometry and photo-realistic appearance for the downstream
tasks such as AR/VR telepresence and character synthesis in the �lming
and gaming industry. While recent works have shown promising results
in learning animatable avatars with data from commodity hardware such
as monocular videos [22, 23], to achieve high-�delity renderings in VR
applications, it is common to rely on high-quality multi-view data [24, 25]. To
consider virtual reality as a medium for social gatherings, facial expressions,
social signals like excitement and laughter, or non-verbal cues such as a smirk
or a frown must be captured. Reconstructing photo-realistic appearance as
well as producing subtle facial dynamics faithfully are important factors
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in conveying genuine emotional states of users in applications like VR
telepresence. Such a high-�delity face avatar mode should be able to represent
a wide range of deformations on a high-dimensional mesh and texture.

In this thesis, we focus on a hybrid setting. The avatars are trained with
high-resolution and multi-view camera dome data, but they are controlled via
impoverished runtime observations such as sparse facial landmarks or partial
images from a headset. We follow the Codec Avatar pipeline of Lombardi et
al. [25] where the avatar model is implemented as the decoder of a variational
autoencoder (VAE). To maximize the reconstruction quality, the avatar model
is trained in isolation, and typically a separate run-time encoder for the
driving signal is used. The high-dimensional inputs are represented in a low-
dimensional latent space, to enable ef�cient transmission between the users
in a telepresence scenario. Given a latent code capturing the user's facial
state such as the facial deformation, eye gaze direction, and mouth pose, the
avatar model (i. e., the VAE decoder) synthesizes a view-conditioned image
of the user. In this setting, the primary challenge is learning an expressive
representation space both for the rich training data and the impoverished
runtime inputs such that the reconstruction quality is maximized and the
underlying facial dynamics are captured.

1.2 P RO B L E M S E T T I N G

Our problem can be broadly de�ned as learning of the data generation process
from a set of observationsD = f x(n)gN

n= 1 sampled from the true density
p(x). Deep generative models provide a sampling functionfq that approxi-
mates the underlying data distributionpq(x) � p(x). This approximation
serves as the foundation for our work.

The application domains we investigate in this thesis, namely digital ink,
3D human motion, and 3D face avatars, are inherently time-varying, involv-
ing rich dynamics. We explore generative modeling techniques for learning
task-speci�c sampling functionsfq. Our focus is on leveraging domain priors
as inductive biases to more effectively learn representations from the limited
datasetsD . Depending on the underlying application scenario, we use either
the unconditional or conditional generative modeling approaches. In both
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settings, the models learn how the data is generated and enable the synthesis
of novel samples that are similar to the ones in the observation setD .

We do not provide any semantic control over the generated content in the
unconditional synthesis setting, yet it is still favorable as it does not require
any labeling effort and the learned sampling function can be used as the
backbone in applications. The tasks of modeling drawings and 3D human
motion prediction are examples of the unconditional setup. We follow an au-
toregressive approach where our models learn to complete a drawing sample
or predict future motion frames. The incomplete sample can be considered
as a “self-context”, allowing us to infer the user state and implicitly control
the synthesized samples.

In the conditional synthesis setting, on the other hand, we introduce a
context variablec to the data generation process by factorizing the joint
distributionpq(x, c) = pq(xjc)pq(c) and explicitly considering the condi-
tional densitypq(xjc). Similar to the discriminative setting, this requires
observation and label correspondences1 D = f (x, c) (n)gN

n= 1. Conditional
generative models learn a mapping from the labels to the samples, which is
the other way around in the discriminative approaches. We pass the labelc
to the model as context. Text entry in our digital handwriting synthesis task
or facial landmarks and headset images for animating 3D face avatars are
examples of such a context. In contrast to the unconditional synthesis setting,
here we are able to provide an explicit control signal.

In this thesis, in addition to the domain-speci�c challenges we introduce in
Sec. 1.1, we focus on the problems of how to leverage domain priors in our
generative models and how to exploit the available context information. It is
noteworthy to mention that providing informative context may improve the
accuracy of the generated samples as it narrows down the hypothesis space
for the model. In the unconditional setting, however, the sampling space
might be multi-modal with potentially too many options.

1 We note that context-driven synthesis with unpaired data is possible. We will assume that the
dataset consists of paired samples to simplify further discussions without limiting the scope
of the thesis.
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1.3 C O N T R I B U T I O N S

The primary focus of this thesis is to build computational models that can in-
terpret humans and generate human-like interactions, touching upon various
tasks along the stack of digitizing humans.

At a conceptual level, we demonstrate how deep generative models can be
applied in the context of digitizing humans. This allows for the learning
of the underlying dynamics of how humans move and communicate, as
well as the synthesis of human-like interactions.

The contributions can be technically placed in the broader framework
of representation learning. To learn more ef�cient and effective repre-
sentations from unstructured observations, we leverage the structural
priors in network design. We also propose techniques for capturing the
long-range temporal dependencies and intricate spatial correlations in a
more abstract and structured neural representation space.

Our work introduces new settings and datasets, establishing new standards
and benchmarks for the �eld. The speci�c contributions in every task are
outlined as follows:

1.3.1 Generative Modeling of Digital Ink

Our goal is to answer the following re-
search questions: i) How to represent
latent personalized style in handwritten
text and synthesize novel text samples
in the user style? ii) How to ef�ciently
model stroke-based data including draw-
ings, sketches, and handwritten text? We
propose two algorithms to address these questions.
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In our �rst work, we propose a conditional gen-
erative model that is capable of disentangling user
style from content. While the content component is
de�ned as the set of alphanumeric characters and
punctuation marks, the style term is an abstraction
of the factors de�ning appearance, lacking a para-
metric representation. Moreover, handwriting style
is not �xed but changes temporally based on con-
text, writing speed, and other factors. It is learned
by the model and projected into a continuous-valued latent space. The key
idea underlying our approach is to treat style and content as two separate
latent random variables. Our model provides semantic control over handwrit-
ten text by allowing to use of content and style variables to edit either style,
content, or both, enabling editing of digital handwriting.

In our second work, we consider a more chal-
lenging setting of drawings and diagrams due to
the combinatorially many ways individual strokes
can be combined into a complex drawing. Our key
insight is to factor local drawing information from
global semantics, where we leverage the composi-
tional structure of ink samples. The main technical
contributions of this work lie in i) the stroke-based
representation, allowing us to decompose a com-
plex drawing into short segments, ii) a stroke autoencoder with an implicit
decoder that learns a well-structured embedding space representing local
stroke information such as shape, size, and curvature, and iii) an autoregres-
sive relational model in this embedding space that is able to capture global
structure such as the layout and dependencies between the strokes. Our de-
sign leads to more ef�cient utilization of the data and modeling capacity,
achieving better performance on complex diagram samples compared to the
established temporal models treating ink samples as a sequence of points.
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1.3.2 Modeling 3D Human Motion

We aim to design models to capture spatio-temporal patterns and learn natural
articulation. Our main research question is how to exploit the compositional
structure of the human skeleton explicitly. We propose two approaches where
each contribution pushes the state-of-the-art in 3D human motion prediction.

First, we propose a struc-
tured prediction layer (SPL)
to incorporate the spatial pri-
ors into the network archi-
tecture. Our SPL has a pri-
mary focus on the spatial de-
pendencies between joints by considering the structure of the human skeleton.
This is achieved via a hierarchy of small-sized neural networks that are con-
nected analogously to the kinematic chains of the human skeleton. Each
node in the graph receives information about the parent node's prediction,
and thus information is propagated along the kinematic chain. The proposed
layer is agnostic to the underlying network and can be used in combination
with most previously proposed architectures such as auto-regressive RNNs
or sequence-to-sequence models.

Second, we extend the SPL by
learning both temporal and spa-
tial representations. Instead of fol-
lowing the skeletal structure as in
SPL, here we learn the inter- and
intra-joint dependencies via a spatio-
temporal attention mechanism. For
every joint, we de�ne temporal at-
tention over the same joint in the
past and spatial attention over the
other joints at the same time step. The spatial attention block draws infor-
mation from the joint features at the current time step and learns to identify
the most informative joints in a context (i. e. underlying motion type). The
temporal block focuses on distilling information from the previous time steps
of individual joints. Our model learns to construct temporally coherent poses
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from individual joints by considering the temporal and spatial representa-
tions learned from the data. Furthermore, by having direct access to the past
steps, our model mitigates the error accumulation problem that is commonly
observed in RNN-based architectures, enabling synthesis of periodic motions
for longer terms.

1.3.3 Synthesis and Animation of 3D Face Avatars

Our primary research question is how to minimize the information asymmetry
between the training- and inference-time settings such that we can faithfully
capture facial dynamics from limited runtime inputs and animate 3D face
avatars. The training-time inputs consists of high-quality and multi-view data
represented as a tracked mesh and unwrapped texture, while the inference-
time data can be partial images captured by head-mounted cameras (HMC)
or sparse facial landmarks from a front-facing camera.

Our model is a conditional generative
model where the inference-time inputs can
be considered as context labels. Since our
context is unstructured (i. e., images or key-
points), we �rst learn a lower-dimensional
representation space, which is then used for
conditioning the synthesized samples. The
key idea is to incorporate the impoverished
driving signals into the training pipeline of
the avatar model. By doing so, we aim to
make the avatar model aware of the limited
runtime conditions. More speci�cally, we introduce an inference-time en-
coder that is conditioned on the runtime inputs. We then use a normalizing
�ow to learn a bijective transformation bridging the representation spaces of
training- and inference-time inputs. It learns to transform latent samples from
one domain to another, allowing us to de�ne a novel latent space formula-
tion. We treat the inference-time encoder as a conditional prior and evaluate
the likelihood of the representations from the training-time inputs under
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the learned prior that is conditioned on the corresponding inference-time
samples.

In contrast to our previously introduced works where we follow an autore-
gressive approach, here we leverage our learned conditional prior. To capture
the facial dynamics and faithfully reconstruct the expressions, we optimize
the latent representations with respect to the context (i. e., the driving signals
at runtime) at every frame. During this optimization phase, we regularize the
latent codes by evaluating their likelihood under our learned prior to prevent
them from over�tting to the imperfect observations. Our model learns an
expressive latent space that is able to represent both peak and subtle expres-
sions from impoverished driving signals. Our work also provides a promising
approach for problems with large discrepancies between the training- and
inference-time settings.

1.4 T H E T H E S I S S TAT E M E N T

Our hypothesis is that the deep generative modeling framework can be
instrumented to develop computational models of how humans move, act,
and communicate. Their ability to learn complex patterns directly from
data enables them to parameterize rich and complex human behaviors. In
return, this allows for the synthesis of human-like interactions, having
the potential to enrich user interfaces with high-�delity interactions.

In this thesis, we develop generative modeling strategies that are capable
of learning the latent dynamics of human interactions in the domains of
digital ink, 3D human motion, and 3D face avatars.

To do so, we primarily focus on the learning problem from unstructured
observations. At the technical level, we hypothesize that leveraging the
structural nature of the data as an inductive bias in the neural networks
and learning a more abstract and structured neural representation space ef-
fectively improves the modeling capacity. Across all tasks, we show that
customizing the structure of the neural network architecture to the prob-
lem yields qualitative and quantitative improvements over less-structured
baselines.
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1.5 T H E S I S O U T L I N E

We describe here the structure of this dissertation. It is divided into 6 chapters.
The remaining chapters are organized as follows:

CHAPTER 2 gives an overview of the theory and methods that provide the
foundations of this work. We cover likelihood-based deep generative
models, namely the autoregressive models, latent variable models
and normalizing �ows.

CHAPTER 3 presents temporal generative models in the latent space for
modeling digital ink. This chapter is based on our publications at
ACM SIGCHI 2018 [6] which was awarded anHonorable Mention
Best Paper Awardat the conference, and NeurIPS 2020 [26].

CHAPTER 4 presents autoregressive models where we incorporate the compo-
sitional structure of the human skeleton into the network architecture
for the task of 3D human motion prediction. This chapter is based on
our publications at ICCV 2019 [12] and 3DV 2021 [27].

CHAPTER 5 presents a representation learning approach for the synthesis
and animation of 3D face avatars. It is based on our publication at
ECCV 2022.

CHAPTER 6 summarizes our �ndings, provides a discussion of promising
future directions for the tasks we covered in this thesis, and �nally re-
�ects on potential avenues for future work in the context of digitizing
humans.
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2
B A C K G R O U N D

This chapter serves as a foundation for the subsequent chapters ondeep generative
models. We begin by introducing the deep generative modeling framework. We
then discuss common approaches that are also followed in this work, namely, the
autoregressive models, normalizing �ows, and thelatent variable models. We explain
the main ideas, discuss respective objectives, and cover relevant literature. For the
fundamentals of neural networks, we would like to refer the reader to the “Deep
Learning” textbook [28].

2.1 W H Y ( D E E P) G E N E R AT I V E M O D E L S?

The �eld of machine learning is vast and has a broad range of application domains.
One of the primary distinctions we can make is between discriminative and genera-
tive models. The discriminative models provide a predictor for a particular task by
learning a mapping between the variables. Imagine we have trained a deep neural
network that classi�es actions from human poses on the datasetD = f (x, c)(n)gN

n= 1.
The variablec corresponds to the set of action labels such as walking and sitting,
while x holds the pose information like 2D/3D positions or rotations of skeletal joints.
Then our neural network with parametersq learns to approximate the conditional
distribution pq(cjx). The model assigns higher probabilities to the likely action
classes, given a pose samplex. While this setting works well in decision-making
tasks, it does not fully address our proposed framework for digitizing humans. The
disrciminative models merely learn a mapping between two sets of variables by clas-
sifying a predetermined categories or regressing a target variable. The conditional
pq(cjx) seem to lack a high-level understanding of the underlying process [29]. The
models have a focus on extracting relevant information from the samples rather than
learning how to create one, missing the latent factors and intricate dependencies.
Recent works onadversarial samples[30, 31] show that the models make incorrect
predictions with high con�dence when the inputs are perturbed with imperceptible
noise. Most importantly, the discriminative setting lacks the ability to sample novel
samples, which constitutes the primary objective of this thesis.

In contrast, generative models seek to learn the joint distribution over all the vari-
ables, namely thepq(x, c) in our example. It is factorized aspq(x, c) = pq(xjc)pq(c)
to address the conditional generative modeling setting, allowing for sampling pose

19
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con�gurations for a given action categoryc. To provide a complete overview, let us
take a look at the other factorization:pq(x, c) = pq(cjx)pq(x). From the decision-
making viewpoint, this factorization allows for considering the likelihood or evi-
dence of a particular samplepq(x) as a weighting factor. Knowing the distribution
pq(x) is highly useful because it can be used to evaluate the likelihood of a given
sample or the corresponding sampling function allows for the generation of novel
samples, which is what we are primarily interested in. In the remaining of this chap-
ter, we drop the context variablec (i. e., labels) and focus on the density estimation
over the variablex.

Our goal is to learn how to generate data in such a way that our parameterized
densitypq(x) is an approximation of the true probability distributionp(x): pq(x) �
p(x). In the previous example, wherex is a random variable corresponding to human
poses, the densitypq(x) should assign plausible samples (i. e., samples that do not
violate anatomical constraints) with high probability. Similarly, the implausible
skeletal con�gurations should have a lower probability. We are also interested in
synthesizing new samples that are not necessarily in the dataset. Thus, we expect
our generative model to learn the underlying data generation process and estimate a
probability distribution in a high-dimensional observation space where inference
and sampling are tractable and computationally feasible.pq(x) should be expressive
and �exible to capture the latent structure in the true density directly from the
observations.

By leveraging the neural network architectures as the underlying computational
block, the deep generative models (DGMs) are capable of learning useful represen-
tations from the raw observations as well as using them to model the data generation
process. This allows DGMs to perform well in a variety of domains including im-
age [32, 33], language [34], audio [35], human pose [36] and motion [27, 37], 3D
avatars [25, 38], 3D objects [39] and even protein structures [40]. Though they are
widely applicable, training DGMs is an ill-posed problem since we aim to identify a
high-dimensional probability distribution from a �nite, and generally small, set of
samples. To address this, various perspectives on the problem have emerged, each
with their own assumptions about network design and training goals [41]. In this
thesis, we mainly followlikelihood-based techniques due to their stability during
training and the ability to use likelihood as a metric.

2.2 D E N S I T Y N E T W O R K S

Density networks provide a straightforward framework for modeling conditional
probability distributionspq(xjz) where a neural network with trainable parameters
q parameterizes the output distribution. Here the random variablez corresponds
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to network inputs that can be observable, latent random variables, or both. More
speci�cally, given an input samplez, the networkfq outputs a parametric distribution
such as the categorical or normal distributions to model integer- or real-valued
observations, respectively. For a real-valued variablex 2 RD , in the case of the
Gaussian output model, the network makes a prediction for the meanm2 RD and
the isotropic variances 2 2 RD such that

pq(xjz) = N (xjmq(z), s 2
q(z)) , (2.1)

where the mean and variance are predicted by the networkfq. It is a heteroskedastic
model as the variance is a function of the inputz [42]. The density network is
trained by maximizing the log probability density of the targets under the predicted
distributions (i. e., the log-likelihood objective). We note that maximizing the log-
likelihood objective over a Gaussian output model with a �xed variance is equivalent
to minimizing the MSE objective. In case of the Gaussian output model, introducing
variance prediction may sound like a straightforward extension to the deterministic
setting. However, the predicted variance enables sampling from the model. It can
also be used to quantify the con�dence of the model.

We can also replace the uni-modal distributions with mixture models to improve
the modeling capacity [43–45]. This can be highly effective when the problem
introduces aone-to-manymapping between the input and the output space. In this
thesis, we encountered this problem in our digital ink projects (Chapter 3) where
there are potentially more than one plausible future stroke. More speci�cally, the
network predicts both the mixing coef�cientsp as well as the component densities.
For a Gaussian mixture model (GMM), it takes the form of

pq(xjz) =
K

å
k= 1

p q,k(z)N (xjmq,k(z), s 2
q,k(z)) . (2.2)

In the mixture density networks, the underlying networkfq is shared for all the
components, where we use separate prediction layers for the GMM parametersp ,m
ands . To ensure a valid categorical distribution over the component densities, the
mixture weightsp are normalized with a softmax function such thatå K

k= 1 p k(z) =
1 and0 � p k(z) � 1. Similarly, the variances must satisfys 2

k (z) � 0, which is
achieved by using suitable activation functions such as the exponential.

2.3 AU T O R E G R E S S I V E M O D E L S

Autoregressive models (ARM) de�ne a joint distribution over the observable random
variablex and apply a factorization to model the densitypq(x). One of the appealing
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properties of the autoregressive models is their explicitness in density estimation. The
product rule allows us to factorize the joint probability as a product of conditionals
as follows:

pq(x) =
T

Õ
t= 1

pq(xt jx1:t � 1), (2.3)

wherex = f x1 � � � xTg denotes the decomposition of the random variablex.
The conditionalspq(xt jx1:t � 1) are commonly modeled as a density network (see
Sec. 2.2) by using the appropriate parametric distribution for the data (i. e., categori-
cal or Gaussian). This factorization enables the computation of theexactlikelihood
for complex observations. By following the chain rule through the decomposition,
the maximum likelihood learning is straightforward to apply:

log pq(x) = log
T

Õ
t= 1

pq(xt jx1:t � 1) =
T

å
t= 1

log pq(xt jx1:t � 1), (2.4)

where we aim to maximize the likelihood at each stept, forming a fundamental
technique that can be easily applied to a wide range of tasks without making
additional assumptions.

The dependencies in the conditional distributions in Eq. 2.3 follow the ordering
of individual entries where the number of conditional variables (i. e.,x1:t � 1) and
how they are processed are important factors in learning long-range correlations.
The ordering of the conditional probabilities is arbitrary in principle, but in practice
it follows the statistical dependencies and the type of data. The autoregressive frame-
work is a natural �t for sequential data where a factorization can be naturally applied.
Characters or words in a text, frames in a video, or timesteps in a time series are
all examples of factorization. The factorization and the corresponding dependency
structure may not always be natural in every domain. For example, autoregressive
image models decompose an image sample into pixels and follow various condi-
tional distributions as there is no natural dependency structure available [33, 46, 47].
In [39], the factorization is applied over the vertices and the faces of 3D meshes.
In our work on free-form drawings (Sec. 3.4), we determine the factorization over
the set of strokes instead of the sequence of points (Sec. 3.3). In our other work
on 3D human motion prediction (Sec. 4.3), we de�ne the dependency structure by
following the kinematic chain where every skeletal joint is considered as a random
variable.

Similarly, the underlying neural networkfq and the inductive biases embedded
in the network architecture introduce trade-offs in terms of ef�ciency and perfor-
mance. In this thesis, we implement the autoregressive framework via the Recurrent
Neural Network (RNN) and the Transformer architectures and provide an overview
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of them. Convolutional Neural Networks (CNNs) are also one of the prominent
architectures for modeling long-range dependencies [48] used in various domains,
such as audio [35], image [33] and text [49].

RECURRENT NEURAL NETWORKS . RNNs process inputsxt by recurrently updat-
ing a hidden stateht at every timestept. This approach provides a single parameteri-
zation of fq that is applied at every timestep, which is also referred as the recurrent
cell or the transition function.

ht = t q(ht � 1, xt ), (2.5)

xt+ 1 � pq(xt+ 1jxt ) = kq(ht ), (2.6)

wheret q is a deterministic transition function andkq maps the hidden state to a
probability distribution. The hidden stateht serves as a memory by summarizing all
the information until the timestept, and thus capture the long-range dependencies.
Botht q andkq are components of the generative networkfq we previously de�ned. It
is worth mentioning that the transition functiont q can be augmented with stochastic
variables to increase robustness, which we cover in Sec. 3.3.

RNNs typically suffer from exploding and vanishing gradient problems during
backpropagation through time, hindering learning of long-range dependencies. To
mitigate this issue, cells with gated mechanisms, namely the long short-term memory
RNNs (LSTMs) [50] and the gated recurrent units (GRUs) [51] are proposed.

TRANSFORMERS. The Transformer network is originally proposed by Vaswani
et al. [52] in an encoder-decoder structure for sequence transduction tasks such as
machine translation. It was extensively applied in many domains shortly after. The
Transformer architecture is solely based on the attention mechanism, dispensing
the recurrence and convolution operations that are typically used with attention.
Transformers compare every pair of inputs(xi , xj ) for an input stepxi and assign
eachxj a relevance score. In contrast to the transition function of RNNs or the
convolution kernels, the attention operation allows the Transformer network to
directly access all the elements, providing a richer context. This constitutes the main
strength of the Transformers and the primary conceptual difference between the
Transformers and RNNs and convolutions.

The attention operation computes a representation for the given input that is a
weighted combination of all other elements. It begins by computingqueryQ, key
K, andvalueV representations. Intuitively, thevaluecorresponds to the set of past
representations that are indexed by thekeys. For the element of interest, itsquery
representation is compared with allkeysvia dot-product [53]. If thequeryand thekey
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are similar (i.e., high attention weight), then the correspondingvalueis considered
relevant. Finally, the attention operation yields a weighted sum ofvaluesV:

Attn(Q,K,V,M ) = softmax
�

QK T
p

Dm
+ M

�
V (2.7)

whereDm is the internal representation dimensionality of the model and the
p

Dm

term is the scalar factor to ensure softmax stability. TheQ,K,V 2 RT� Dm are
linear projections of the inputx 2 RT� D via corresponding weight matrices. The
maskM 2 RT� T prevents information leakage from particular entries of interest in
the causal autoregressive setting. For example,M i j takes the value of� ¥ for the
entriesj > i in a sequence modeling task, resulting in a negligible attention score.

To improve the modeling capacity, this scaled dot-product attention operation
is further extended to the multi-head attention (MHA) mechanism. MHA divides
theDm-dimensional representation into subspaces determined by different attention
headsi 2 f 1..Hg:

MHA (Q,K,V,M ) = Concat
�

head(1) , . . . ,head(H )
�

W(O)

head( i) = Attn
�

Q( i) ,K ( i) ,V ( i) ,M
�

.
(2.8)

Each attention head calculatesDm/ H dimensional chunk of the representation
which are then concatenated and projected viaW(O) 2 RDm� Dm. This allows the
model to jointly attend to and gather from different representation subspaces at
different positions.

The Transformer architecture consists of encoder and decoder networks that are
stacks of several attention layers. For architectural details, we refer the reader to the
Transformer paper [52]. The encoder �rst maps an input sequencex = ( x1 � � � xT)
to a sequence of representationsz = ( z1 � � � zT). More speci�cally, thequeryQ, key
K, andvalueV representations are computed from the same inputs viaself-attention.
The decoder then generates the output sequencey = ( y1 � � � yK) givenz. In the
decoder, the attention operation makes use of the encoder representationz for thekey
andvaluepairs whereas thequeryis calculated from the target variableyk which can
be either the model's prediction or the ground-truth. The decoder's predictions are
guided by the encoder representationsz, which can be considered as transforming a
variablex into anothery in a conditional setting such as the translation task.

We use the Transformer architecture in our works in Sec. 3.4 and Sec. 4.4 for
modeling digital ink and 3D human motion. In our setting, we are interested in
estimating the densitypq(x) directly where we do not introduce a conditional
variable that can be used by the encoder. In other words, the observable variablex
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corresponds to both inputs and targets of the model. Hence, we ignore the sequence-
to-sequence architecture and use only the decoder network autoregressively via
self-attention.

EXPOSURE BIAS. The conditional probabilitiespq(xt jx1:t � 1) in Eq. 2.4 are ex-
pressed as predicting the next stepxt given the available ground-truthsx1:t � 1, named
asteacher forcing[28]. From the computational perspective, teacher forcing simpli-
�es training and addresses slow convergence and instability that might occur early
in training if the network's inputs are its past predictions.

However, this procedure may cause theexposure bias[54], a dichotomy between
the training- and the inference-time data distributions. At the inference time, we
are mainly interested in generating a full sample where we follow an ancestral
sampling procedure based on the pre-determined dependency structure and pass the
model's previous predictions as input. When the model lacks robustness to noise in
its predictions and has a tendency to accumulate errors during sequential sampling,
the test-time data distribution starts deviating from the training distribution [55].
The accumulated noise degrades the sampling quality signi�cantly.

Exposure bias is a fundamental problem of the autoregressive modeling frame-
work that may occur in any network architecture. Mixing teacher forcing with
sampling during training is one of the straightforward approaches to mitigate this
issue [55]. To make the model more robust towards its noisy predictions, the ground-
truth input data is occasionally replaced by the model's predictions during training.
It often follows a curriculum learning strategy that gradually increases the number
of predicted samples as the training is ongoing [56]. The effect of teacher forcing
becomes more tangible with RNNs as the model relies on its hidden stateh with
a �xed capacity. On the other hand, the ability of the Transformer architecture to
directly access past information alleviates this issue. We addressed the exposure bias
problem in the context of 3D human motion modeling in Chapter 4.

2.4 L AT E N T VA R I A B L E M O D E L S

The autoregressive models consider only the observed variablex to estimate the
densitypq(x). The latent variable models instead introduce a latent random variable
z to “gain control” over the data generation process. The data distribution is then
described by the conditionalpq(xjz) and the priorpq(z). The latent variable is
typically lower dimensional than the observations, acting as a bottleneck. This
inductive bias encourages the model to more ef�ciently express a sample via the
regularities in the entire dataset and hence learn a structured latent space. Intuitively,
the latent variablez) captures semantically meaningful factors about the observations
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x and the model knows the “high-level” structure of the generated sample before
fully generating it.

The joint distribution is factorized as follows:pq(x, z) = pq(xjz)pq(z). We
marginalize out the latent variable to estimate the marginal likelihoodpq(x) by

pq(x) =
Z

pq(xjz)pq(z)dz. (2.9)

The integral has no analytical solution when we use non-linear neural networks
to model the dependency betweenz andx. Consequently, the model can not be
trained via the maximum likelihood optimization. Similarly, the inference of the
latent variable, i. e., the true posterior,pq(zjx) = pq(xjz)pq(z)/ pq(x) becomes
intractable due to the marginal likelihoodpq(x) in the denominator. A possible
way to overcome this is to follow variational inference [42, 57] which allows to
approximate the true posterior such that

qf (zjx) � pq(zjx). (2.10)

VARIATIONAL AUTOENCODERS. Kingma and Welling [58] propose Variational
Autoencoders (VAEs) that use a neural network to learn aninference modelthat
parameterizes the approximate posterior distributionqf (zjx) [59]. Similarly, the
conditional likelihoodpq(xjz) is also modeled by a neural network. They are called
theencoderanddecodernetworks with parametersf andq, respectively, constituting
an autoencoder-like architecture [60]. A crucial difference to autoencoders is that
both the encoder and decoder in VAEs are probabilistic, whereas the deterministic
autoencoder's encoder network provides a point estimate. Given a data samplex,
the encoder estimates a distribution over the possible values of the latent variable
z. Then the decoder is expected to reconstruct the inputx by using samples from
this latent distribution. In practice, the inference model predicts parameters of a
distribution such as the mean and variance of a Gaussian or other suitable parametric
distribution, enabling ef�cient training, evaluation, and sampling.

The VAE framework provides a principled solution to approximate the likelihood
of the data, which enables optimizing the parametersf andq by maximizing a lower
bound to it, namely the Evidence Lower Bound (ELBO).
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log pq(x) = Eqf (zjx) [log pq(x)] (2.11)

= Eqf (zjx)

�
log

pq(x, z)
pq(zjx)

�
(2.12)

= Eqf (zjx)

�
log

pq(x, z)
qf (zjx)

qf (zjx)
pq(zjx)

�
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= Eqf (zjx)

�
log

pq(x, z)
qf (zjx)

�

| {z }
ELBO

+ Eqf (zjx)

�
qf (zjx)
pq(zjx)

�

| {z }
DKL(qf (zjx)jj pq(zjx)) � 0

(2.14)

(2.15)

The second term measures the discrepancy between the approximate and the true
posteriors via Kullback–Leibler divergence (KL-D). Since KL-D, by de�nition, is
equal to or greater than 0, dropping it provides a lower bound on the evidencepq(x),
namely the ELBO objectiveL (f , q; x). When the approximate posterior matches
the true posterior, then the ELBO is not an approximation but the exact value of the
data log-likelihood. The KL-D term can be thought of as a gap between the true
likelihood and our approximation. The ELBO objective is further decomposed as

L (f , q; x) = Eqf (zjx) [log pq(xjz)] � DKL
�
qf (zjx)jj pq(z)

�
(2.16)

Maximizing the �rst term reduces the approximation error in the data space that
is introduced by the mismatch between the approximate and the true posteriors.
Improving the approximate posterior yields more informative latent samplesz which
means that the predicted distribution (i. e.. the density network as the output model)
is more likely to sample the inputx, ensuring lower reconstruction error. The second
term can be seen as a regularizer that pushes the approximate posterior towards
the prior distributionpq(z) and prevents it from making a point estimate as in the
deterministic setting. They are typically chosen to be Gaussian such that

qf (zjx) = N (zjmf (x), diag(s 2
f (x))) , (2.17)

pq(z) = N (zj0, I ) (2.18)

We refer the reader to [61] for different interpretations of the ELBO objective.

REPARAMETRIZATION TRICK . An unbiased estimator of ther qL (f , q; x) can
be easily computed for the decoder parametersq. However, it is not straightforward
for the encoder parametersf as it involves differentiation through the expectation in
the �rst term in Eq. 2.16. To circumvent this, VAEs follow thereparametrization
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trick [58, 59] that replaces the expectationEz� qf (zjx) with Ee� p(e) by applying a
change of variables as follows:

e � N (ej0, I ) (2.19)

z = mf (x) + s 2
f (x)e (2.20)

The randomness is externalized via an independent random variable and the gradient
is calculated with respect to the deterministic encoder networkqf .

ENHANCING VAE S. Latent variable models constitute a rich class of probabilistic
models that can learn a lower-dimensional representation and infer the hidden
structure in the data. In contrast to the ARMs, however, the likelihood is only
approximated by its lower bound. For the likelihood estimation at the inference time,
the bound can be tightened via the importance weighting procedure [62]. Another
direction to improve VAEs is to introduce more powerful decoder architectures,
such as the autoregressive PixelCNN [63]. We note that this may also cause the so
called posterior collapse issue [34] where the expressive decoder ignores the latent
z. Another potential problem is that the standard Normal prior in Eq. 2.18 could
be insuf�ciently expressive and the KL-D term may lead to a mismatch between
the aggregated posteriorqf (z) = 1

N å n qf (zjxn) (i. e., average over all training
data) and the prior [64]. This results in regions in the latent space where the amount
of probability mass is highly different between the aggregated posterior and the
prior. Latent samples from those regions generally yield degraded sample quality.
To mitigate this issue, more expressive priors are proposed, such as mixture of
distributions [65], hierarchical priors [66] or �ow-based priors [67], which allow
more �exibility to learn better models.

2.5 N O R M A L I Z I N G F L OW S

Normalizing �ows models a complex and multi-modal distribution by applying
a sequence of invertible transformations to a random variable with a known and
tractable density [68, 69]. The base distribution,pq(z), that models the latent
representation space is often a simple distribution like a spherical multivariate
GaussianN (0, I ). In contrast to the VAEs, which learn an approximation to the
likelihood, normalizing �ows provides an exact likelihood estimation.
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Normalizing �ows learn a bijective mappingfq : RD ! RD between the latent
x and the observablex such that

z � pq(z) (2.21)

x = gq(z) (2.22)

z = fq(x) = g� 1
q (x). (2.23)

In line with VAEs, fq andgq correspond to the encoder and the decoder, respectively.
In normalizing �ows, however, they are just the inverse of each other, in contrast to
the two separate networks in the VAEs.

The bijective functionfq is a composed of a sequence of transformationsfq =
fK � � � � � f2 � f1, each of which produce a valid probability distribution. To be able
to transform a simple distribution into a complex one, the invertible transformations
fk are modeled with neural networks that are �exible and easy-to-learn arbitrary
functions.

Assuming that we can calculate the inverse of the mapping function and the log-
determinant of its Jacobian, then the exact likelihood of a sample can be calculated
by following the change of variables rule as follows:

log pX (x) = log pZ (z) + log
�

det

�
�
�
�
¶z
¶x

�
�
�
�

�
, (2.24)

= log pZ ( fq(x)) +
K

å
k= 1

log
�

det

�
�
�
�

¶ fk
¶fk� 1

�
�
�
�

�
, (2.25)

wherelog pq(x) = log pX (x). The �rst term is the log-likelihood of the sample
under the base distribution, and the second term, the logarithm of the Jacobian
determinant, accounts for the change of volume induced by transformations.

It is worth noting that the integration in Eq. 2.9 is no longer required and we can
evaluatepq(x) exactly. This is achieved by making a number of assumptions. First,
the latent space dimension is equal to the observable data space dimension, which
prevents us from controlling the latent space dimensionality. Second, the mapping
function fq must be invertible and the log-determinant of its Jacobian should be
calculated ef�ciently. Moreover, as we are interested in both density estimation and
sampling for data synthesis, we also require ef�cient forward (i. e.,x ! z) and
backward (i. e.,z ! x) calculations. As a result, the primary dif�culty in building
normalizing �ows is designing the transformationsfk that are invertible, easy to
evaluate, both expressive and �exible, and have a tractable Jacobian determinant [70,
71]. The basic approach is to choose transformations whose Jacobian¶fk/ ¶ fk� 1
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is a triangular matrix, enabling a straightforward calculation of the log Jacobian-
determinant.

The non-linear independent components estimation (NICE) [68], the real non-
volume preserving (realNVP) [70] and Glow [71] all introduce coupling layers
that allows for both sampling and likelihood evaluation. In Chapter 5, we tie two
representation spaces via a volume-preserving �ow network. In contrast to the com-
mon normalizing �ow works, we leverage a �ow network to learn a transformation
between two representation spaces that are both data-driven and inherently different
in terms of the amount of information provided by the inputs. Hence, we use a
�ow-based architecture to alleviate this information asymmetry.

Examples of �ow architectures with an easy to compute Jacobian-determinant but
lacking a closed-form expression for the inverse are the planar and radial normalizing
�ows [69], and inverse autoregressive �ows [72]. They are commonly used in VAEs
to achieve a more expressive approximate posterior. For more information about the
layer types and the more recent continuous normalizing �ows, we refer the reader
to [73].

2.6 S U M M A RY

In this chapter, we �rst introduced deep generative models (DGMs) as a modern
approach to density estimation where we aim to model the underlying data gener-
ation process. We then discussed the most common likelihood-based approaches,
namely the autoregressive models, latent variable models, and normalizing �ows.
We provided an overview of each of the modeling frameworks and explained partic-
ular architectures we used throughout this thesis. A takeaway from this background
chapter might be that the likelihood-based deep generative models provide a uni-
�ed framework that enables learning of the data generation process as well as
mapping the raw observations to representations via expressive and �exible neural
networks. Thus, DGMs offer a rich family of models to address practical challenges
in modeling complex human behavior directly from data.
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L E A R N I N G T O W R I T E A N D D R AW

As being one of the most natural communication medium, writing and drawing have
served as our primary mean of communication and cornerstone of our education and
culture, and often is considered a form of art [74] as being one of the most expressive
ways of re�ecting personal style. In this chapter, we focus on generative modeling of
digital ink that involves digital handwriting, drawing and sketching. We present two
models that are able to learn the data creation process (i.e., how we write and draw),
addressing computational challenges of the digital ink. We show how to develop
generative models tailored for the underlying problems by leveraging the domain
priors. We particularly focus on modelling the data in time-series representation
rather than the images, allowing us to operate on the raw ink representation. This
also enables interfacing the models with the applications directly. Digital ink data
consists of very long sequences of points with only 2D spatial dimensionality (i. e.
screen coordinates). Hence, the generative modeling task often requires learning of
the long-range dependencies and the high-level factors such as the style, letters and
drawing types.

In the �rst part, we focus oneditabledigital ink. Our goal is to develop a system
for handwritten text that allows for editing the content while preserving the user's
handwriting style. To process digital handwriting one has typically to resort to
character recognition techniques (e.g., [75]) thus invariably losing the personalized
aspect of written text. To enhance the user experience with the digital ink, we
propose a generative model that is capable of maintaining the author's original style,
thus allowing for a seamless transition between handwritten and digital text. This
is a challenging problem: while each user has a unique handwriting style [76, 77],
the parameters that determine style are not well de�ned. Moreover, handwriting
style is not �xed but changes temporally based on context, writing speed and
other factors [76]. Hence so far it has been elusive to algorithmically recreate style
faithfully, while being able to control content.

In the second part, we explore a novel approach in a more complex setup; free-
form sketching including �ow-chart diagrams, objects and handwriting. We raised
the question of how a model could complete a drawing in a collaborative manner.
The answer to this question is highly context sensitive and requires reasoning at
the local (i.e., stroke) and global (i.e., the drawing) level. To this end, we focus on
learning compositional structure of the strokes where we model the local appearance

31
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of the strokes and the global structure explicitly. We consider it as the �rst step
towards a holistic approach.

3.1 R E L AT E D W O R K

Our work touches the research areas of human computer interaction and machine
learning. In the following we mention the previous work focusing on computational
models for digital ink and relevant machine learning studies.

Understanding Handwriting. Research into the recognition of handwritten text
has led to drastic accuracy improvements [78, 79] and such technology can now be
found in mainstream UIs (e.g., Windows, Android, iOS). However, converting digital
ink into ASCII characters removes individual style. Understanding what exactly
constitutes style has been the subject of much research to inform font design [80–82]
and the related understanding of human reading has served as a source of inspira-
tion for the modern parametric-font systems [83–85]. Nonetheless no equivalent
parametric model of handwritten style exists and analysis and description of style
remains an inexact science [82, 86]. The variety of styles also poses a challenge for
the handwriting recognition systems. [87] presents a few-shot learning approach to
adapt the handwritten text recognition models to novel user styles at test time.

Pen-based interaction. Given the naturalness of the medium [88, 89], pen-based
interfaces have seen enduring interest in both the graphics and HCI literature [90].
Ever since Ivan Sutherland's Sketchpad [91] researchers have explored sensing and
input techniques for small screens [92, 93], tablets [94, 95] and whiteboards [96–
98] and have proposed ways of integrating paper with digital media [99, 100].
Furthermore many domain speci�c applications have been proposed. For instance,
manipulation of hand-drawn diagrams [101] and geometric shapes [102], note-
taking (e.g., NiCEBook [100]), sharing of notes (e.g., NotePals [103]), browsing and
annotation of multimedia content [104], including digital documents [105] using a
stylus. Others have explored creation, management and annotation of handwritten
notes on large screen displays [97, 98]. Typically such approaches do not convert
ink into characters to preserve individual style.

Handwriting Beauti�cation . Zitnick [106] proposes a method for beauti�cation of
digital ink by exploiting the smoothing effect of geometric averaging of multiple
instances of the same stroke. While generating convincing results, this method
requires several samples of the same text for a single user. A supervised machine
learning method to remove slope and slant from handwritten text and to normalize
it's size [107] has been proposed. Zanibbi et al [108] introduce a tool to improve
legibility of handwritten equations by applying style-preserving morphs on user-
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drawn symbols. Lu et al. [109] propose to learn style features from trained artist,
and to subsequently transfer the strokes of a different writer to the learnt style and
therefore inherently remove the original style.

Handwriting Synthesis. A large body of work is dedicated to the synthesis of
handwritten text (for a comprehensive survey see [78]). Attempts have been made to
formalize plausible biological models of the processes underlying handwriting [110]
or by learning sequences of motion primitives [111]. Such approaches primarily
validate bio-inspired models but do not produce convincing sequences. In [112,
113] sigma-lognormal models are proposed to synthesize handwriting samples by
parameterizing rapid human movements and hence re�ecting writer's �ne motor
control capability. The model can naturally synthesize variances of a given sample,
but it lacks control of the content.

Realistic handwritten characters such as Japanese Kanji or individual digits can
be synthesized from learned statistical models of stroke similarity [114] or control
point positions (requiring characters to be converted to splines) [115]. Follow-up
work has proposed methods that connect such synthetic characters [116, 117] using
a ligature model. Haines et al. [118] take character-segmented images of a single
author's writing and attempts to replicate the style via dynamic programming. These
approaches either ignore style entirely or learn to imitate a single reference style
from a large corpus of data. With the introduction of neural networks to handwriting
synthesis task, the models has achieved generalization across various user styles.
The works [119, 120] present approaches for of�ine handwritten text synthesis. The
proposed models generate images of handwritten characters and text by imitating
a given user style. In [3], the authors use handwriting synthesis to augment and
increase the amount of training data for handwritten text recognition systems.

Graves [45] proposes an auto-regressive model with long short-term memory
recurrent (LSTM) neural networks to generate complex sequences with long-range
structure such as handwritten text. The work demonstrates synthesis of handwritten
text in speci�c styles, however lacking a notion of disentangling content from style.
In our work [6], we decouple the content from style and represent them via separate
random variables to achieve �ne-grained control over the written text and the style.
In [121], our disentanglement assumption is further applied to style component itself
via decoupled style descriptors for character- and writer-level styles. This approach
considers writer-independent and writer-dependent character representations as well
as global writer styles, mitigating the loss of �ne-grained style attributes in the
synthesized text.
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FIGURE 3.1:Discretization of digital handwriting. A handwriting sample (top)
is represented by a sequence of temporarily ordered strokes. Yellow
and green nodes illustrate sampled points. The green nodes corre-
spond topen-upevents.

Free-form Sketches. Free-form sketching includes a diverse set of tasks from
drawings of basic doodles to more complex structures such as �owcharts. Previous
works address recognition and synthesis of free-form sketches.

To generate samples from theQuickDraw dataset [122], Ha et. al. [5] and
Ribeiro et. al. [123] build LSTM/VAE-based and Transformer-based models, respec-
tively. These approaches model the entire drawing as a single sequence of points.
The different categories of drawings are modelled holistically without taking their
internal structure into account.

Costagliola et al. [124] presents a parsing-based approach using a grammar of
shapes and symbols where shapes and symbols are independently recognized and the
results are combined using a non-deterministic grammar parser. Bresler et al. [125,
126] investigated �owchart and diagram recognition using a multi-stage approach
including multiple independent segmentation and recognition steps. [127] have
applied graph attention networks to 1,300 diagrams from [124–126] for text/non-
text classi�cation using a hand-engineered stroke feature vector. Yang et al. [128]
use graph convolutional networks for semantic segmentation at the stroke level
to extensions of theQuickDraw data [129, 130]. For an in-depth treatment of
free-form sketch models we refer the reader to the recent survey by Xu et. al. [131].

3.2 BAC K G RO U N D

3.2.1 Problem Setting

Digital handwriting or sketching can be represented via sequences of pen positions
or images as appear on the device screen. In this chapter our focus lie on modeling
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FIGURE 3.2:Strokes are illustrated in different colors for various ink samples,
namely �ow-chart (left), cat and elephant drawings (right) and hand-
written text (bottom). A stroke may correspond to both semantically
meaningful or arbitrary building blocks. A semantic entity (e.g.,
shapes or letters) may consist of a single or multiple strokes.

of the digital ink in its raw format, i.e., temporarily ordered points such that every
point consists of(x, y) 2D pen-coordinates on the device screen and corresponding
pen-up eventsp. While the pen-coordinates are integer values bounded by screen
resolution of the device,pen-uptakes value1 when the pen is lifted off the screen
and0, otherwise (Fig. 3.1).

An ink sample is formally de�ned as a sequencex= f utgT
t= 1 of lengthT where

ut represents a single point asut = ( xt , yt , pt ). Note that the distribution of sample
lengthsT is primarily determined by the device's sampling frequency as well as the
data pre-processing.

Depending on the underlying application, additional labels can be of great im-
portance. In handwriting recognition and synthesis systems, for example, character
labels are required. For every point in an ink sample, we can set a collection of
semantic labels analogous to segmentation in images. Without loss of generality,
each pointu can be assigned with the corresponding entity labelct or an indicator
for the end of the entityet . While ct speci�es which character or shape a strokeut

belongs to,et is binary-valued and set to1 if ut corresponds to the last point of a
semantic categoryc (i.e., a character, shape or a stroke).

We additionally de�ne a more coarse-grained but a semantically more informative
representation. To this end we treat the entire ink samplex as an ordered or unordered
collection of strokesx= f skgK

k= 1. Strokes split an ink sequence into segments by
the points with pen-up events (Fig. 3.2). In other words, anything we draw until we
lift the pen up is de�ned as a stroke. It is straightforward to use a stroke-based ink
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FIGURE 3.3: (Top) Our dataset offers different level of annotation, including
sentence-wide annotation (A), as well as �ne-grained segmentation
at word (B) and character (C) level. (Bottom) Samples from our
dataset, with colour-coded character segmentation. Different styles
are available, including challenging styles to segment (e.g., joined-
up cursive, right).

representation as thepenlabels already available in the data. More formally a stroke
sk = f (xt , yt )gT̄

t= 1 whereT̄ denotes the length of the ink segment andT̄ � T.

3.2.2 Dataset

In this section, we provide a summary of the digital ink datasets we use in this thesis.
We have used theIAM-OnDB, Deepwriting , DiDi andQuickDraw datasets.
TheDeepwriting andDiDi datasets are collected throughout this thesis and
made publicly available to foster future research. We provide dataset statistics and
our data collection pipeline.

IAM-OnDB and Deepwriting Handwriting Datasets. IAM On-Line Hand-
writing Database (IAM-OnDB) is the established handwriting dataset for learning
tasks [132]. It was captured with a low-resolution and low-accuracy digital white-
board and only contains annotations at the sequence level. In our �rst work (Sec. 3.3),
we require more �ne-grained annotations to disentangle handwriting content and
style. Hence, we contribute a novel dataset of handwritten text with character level
annotations.

The proposed dataset accumulates theIAM-OnDB with newly collected samples
and provides character level annotations for theIAM-OnDB samples. The uni�ed
dataset contains data from294unique authors, for a total of850181word instances
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