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Abstract

Correct diagnosis for any pathology is at the core of successful treatment. Except for
a small subset of conditions which are readily visible to the eye or touch, additional
tools for observation are critical to have a precise understanding. Today, there are a
multitude of medical imaging technologies, each with their own merits and pitfalls. Some
are commonly used together in order to complement information from each other for a
more precise observation of the patient and diagnosis of pathology. As a result, doctors
can plan and analyze treatment options for an optimal recovery. This in return allows
for increased life quality and life expectancy in the population. Consequently, number
of patients per doctor continues to grow. Besides the resources needed for an optimal
medical assessment and treatment, the increase in population per doctor demands for
assistive tools to reduce time per expert and cost per patient care, while maintaining top
quality in healthcare.

Semantic labeling (segmentation) is a �eld of research that aims to partition an image
by associating each voxel with a semantic label, which could be the tissue type, organ,
pathological state, functional purpose, etc. Segmentation is a bottleneck for applying a
multitude of new technologies for patient diagnosis and treatment, such as radiotherapy
and surgical planning. Unfortunately, manual labeling requires substantial amounts of
time from medical experts for potentially large images and volumes. Today, a lot of
clinical procedures are simpli�ed, as personalized and patient-speci�c procedures that
would require patient segmentation masks cannot be afforded for each patient.

Segmentation tools can substantially alleviate this manual burden. For both quality
assurance and liability purposes, medical expert approval or interference is important
for a segmentation tool which is to be clinically used. The interactive segmentation�eld
develops methodologies that aim to produce reasonable segmentations with minimal
time cost for the medical expert. Ideally, the user interaction routines should facilitate
expert inspection of automatically generated segmentation predictions, while allowing
for on-the-�y �ne adjustments of the segmentation proposals when necessary for the
procedure.

Traditional automatic segmentation pipelines used to require engineered features, which
are now shifting towards data-driven features with deep learningthat necessitate large
corpuses of relevant annotated datasets for supervision. Annotation efforts can be
prohibitively expensive, especially in the medical �eld, where annotations need unique
expertise and the resources are costly and limited. Active learningtechniques aim to
optimally use the available resources in order to maximize expected task performance
through informed selection of data samples to be manually annotated. This ensures the
best allocation of cost-intensive and dif�cult-to-procure manual resources.

Different medical applications can rely on images with similar or overlapping �eld-of-
views, e.g., interventions for tear of different muscles in the shoulder, or applications
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relating to different tissues in the knee such as cartilage and ligaments. Leveraging the
information from earlier applications, solutions, or annotations is crucial for affordable
and swift extension to newer targets and applications. The scenario where a framework
is expected to solve new objectives in addition to earlier ones when subjected to streams
of datasets becoming sequentially available is explored under class-incremental learning
�eld. This means that a framework initially optimized for a set of anatomical structures
should be able to extend to segment both the earlier and the incremental set of anatomical
structures, with minimal amount of additional expert labor, i.e., manual annotations.

Accordingly, different aspects of the challenges described above are studied in this
thesis. An interactive segmentation methodology based on random walker method on a
multi-scale 3D graph is proposed to ef�ciently incorporate user input to reduce manual
annotation time. New metrics in active learning are studied for selecting images to
annotate, in order to reduce cumulative annotation time. In order to reduce annotation
needs with neural networks based class-incremental learning, optimal sample selection
for segmentation is also explored in this thesis, in particular for limited sample storage
scenarios. Additionally, an automatic segmentation method by leveraging imaging
physics with graphical models is presented to require minimal annotations.



Zusammenfassung

Die richtige Diagnose für jede Pathologie ist der Kern einer erfolgreichen Behandlung.
Abgesehen von einer kleinen Teilmenge von Erkrankungen, die von blossem Auge
sichtbar oder durch Berührung fühlbar sind, sind zusätzliche Hilfsmittel zur Beobachtung
entscheidend, um ein genaues Verständnis zu erhalten. Heute gibt es eine Vielzahl von
medizinischen Bildgebungstechnologien, wobei jede ihre eigenen Vorzüge und Tücken
aufweist. Einige werden häu�g zusammen verwendet um Informationen voneinander zu
ergänzen. Dies ermöglicht eine genauere Beobachtung des Patienten sowie eine präzisere
Diagnose der Pathologie. Dadurch können Ärzte die Behandlungsmöglichkeiten für
eine optimale Genesung planen und analysieren. Im Gegenzug entsteht daraus eine
erhöhte Lebensqualität und Lebenserwartung in der Bevölkerung, wodurch die Zahl
der Patienten pro Arzt weiter ansteigt. Neben den Ressourcen, die für eine optimale
medizinische Beurteilung und Behandlung benötigt werden, erfordert die Zunahme der
Bevölkerung pro Arzt unterstützende Hilfsmittel, um die Zeit pro Experte und die Kosten
pro Patient zu reduzieren und gleichzeitig die Qualität der Versorgung auf höchstem
Niveau zu halten.

Die semantische Markierung (Segmentierung) ist ein Forschungsgebiet das darauf abzielt,
jedem Voxel im Bild ein semantisches Label zuzuordnen. Dieses kann den Gewebe-
typ, das Organ, den pathologischen Zustand, den funktionellen Zweck, usw., betreffen.
Sie ist ein Flaschenhals für die Anwendung einer Vielzahl neuer Technologien für die
Diagnose und Behandlung von Patienten, wie z.B. Strahlentherapie und Operationspla-
nung. Da ein manuelles Labelling bei potenziell großen Bildern und Volumen einen
erheblichen Zeitaufwand für das medizinische Personal bedeutet, werden heute viele
klinische Verfahren vereinfacht; personalisierte und patientenindividuelle Verfahren, die
Patienten-Segmentierungsmasken erfordern würden, können aus Zeitgruenden nicht
geleistet werden.

Mit Hilfe von automatischen Segmentierungswerkzeugen kann dieser manuelle Auf-
wand erheblich reduziert werden. Aus Gründen der Qualitätssicherung, sowie auch
der Haftung, ist die Zustimmung oder Miteinbeziehung medizinischer Experten für ein
Segmentierungswerkzeug, das klinisch eingesetzt werden soll, notwendig. Im Bereich
der interaktiven Segmentierungwerden Methoden mit dem Ziel entwickelt, sinnvolle Seg-
mentierungen mit minimalem Zeitaufwand für den medizinischen Experten zu erstellen.
Im Idealfall sollten die Benutzerinteraktionsroutinen die fachkundige Überprüfung der
automatisch generierten Segmentierungsvorhersagen erleichtern und gleichzeitig eine
on-the-�y Feinjustierung der Segmentierungsvorschläge ermöglichen, wenn dies für das
Verfahren notwendig ist.

Während traditionelle automatische Segmentierungs-Pipelines auf menschengemachten
Features beruhten, werden solche, für die Segmentierung relevanten Features, mehr und
mehr automatisch aus dem vorliegenden Bildmaterial berechnet. Dies geschieht mit Hilfe
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von tiefem Lernen, oder deep learning. Allerdings benötigt dies eine grosse Menge manuell
annotierter Datensätze. Der Aufwand für diese Annotation kann unerschwinglich sein,
insbesondere im medizinischen Bereich, wo dazu einzigartiges Fachwissen notwendig ist
und die Ressourcen kostspielig und begrenzt sind. Aktive Lerntechnikenzielen darauf ab,
die verfügbaren Ressourcen optimal zu nutzen um die notwendige Durchführung der
Aufgabe durch eine sachkundige Auswahl der manuell zu annotierenden Datenproben
zu maximieren. Dies gewährleistet die beste Allokation der kostenintensiven und schwer
zu beschaffenden manuellen Ressourcen.

Mehrere medizinische Anwendungen können auf Bilder mit ähnlichen oder überlappen-
den Bildfeldern zurückgreifen, z.B. Eingriffe bei Rissen verschiedener Muskeln an der
Schulter oder Anwendungen, die sich auf verschiedene Gewebe im Knie wie Knorpel
und Bänder beziehen. Die Nutzung von Informationen aus früheren Anwendungen,
Lösungen oder Annotationen ist entscheidend für eine kostengünstige und schnelle
Erweiterung auf neuere Ziele und Anwendungen. Das Szenario, bei dem von einem
Framework erwartet wird, dass es zusätzlich zu den früheren Aufgaben neue Aufgaben
löst, wenn die Datenströme nacheinander verfügbar werden, wird im Bereich des klas-
seninkrementellem Lernensuntersucht. Dies bedeutet, dass ein Framework, das zunächst
für einen Satz anatomischer Strukturen optimiert wurde, in der Lage sein sollte, sowohl
den früheren als auch einen inkrementellen Satz neuer anatomischer Strukturen mit
minimalem zusätzlichen Arbeitsaufwand für Experten, d.h. manuelle Annotationen, zu
segmentieren.

Dementsprechend werden in dieser Arbeit verschiedene Aspekte der oben beschriebenen
Herausforderungen untersucht. Eine interaktive Segmentierungsmethodik, die auf der
Random-Walker-Methode in einem mehrskaligen 3D-Graphen basiert, wird vorgeschla-
gen, um Benutzereingaben ef�zient einzubeziehen und so die manuelle Annotationszeit
zu reduzieren. Neue Metriken im aktiven Lernen werden für die Auswahl der zu an-
notierenden Bilder untersucht, um die kumulative Annotationszeit zu reduzieren. Um
den Annotationsbedarf bei klasseninkrementellem Lernen auf Basis neuronaler Netze
zu reduzieren, wird in dieser Arbeit auch die optimale Sampleauswahl für die Seg-
mentierung untersucht, insbesondere für begrenzte Samplespeicherszenarien. Zusätzlich
wird eine automatische Segmentierungsmethode vorgestellt, die die bildgebende Physik
graphischen Modellen kombiniert, um den Annotationsbedarf zu minimieren.
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1
Introduction

The importance of medical images is increasingly accepted in medical practice ever since
the invention of X-ray, followed by ultrasound (US), computed tomography (CT), mag-
netic resonance imaging (MRI), and others such as nuclear magnetic resonance, positron
emission tomography, functional near-infrared spectroscopy, and magnetoencephalogra-
phy. To this day, these sequences are continuously being improved; the ones with ionizing
radiation are reducing the exposure and image acquisition durations (e.g., CT [Zaech
et al., 2019]) all the while improving resolution and clarity in the reconstructed images.
After the digitalization of medical images, picture archiving and communication system
(PACS), which allows for storage and retrieval of patient imaging data and reports, has
been widely adopted in most medical facilities.

The convenience of being able to retrieve patient data and reports from PACS expedited
many medical advancements, especially through studies which explored comprehensive
populations of patient data. Volumetric images are often reconstructed on a Cartesian
volumetric grid, where image data at each grid point is called voxel, similarly to pixel for
2D images. Many clinical procedures require semantic association of image voxels to the
corresponding tissue, which is referred to as labelor class. This notion of assigning a label
to each voxel on digital images based on their semantics, e.g., clusters of voxels corre-
sponding to meaningful groups based on the desired task, is called semantic segmentation,
which will be referred to as segmentationin this thesis.

Segmentation is an invaluable tool for many clinical procedures at different stages of
patient care. For example, one can conduct morphological analysis using a dataset of a
targeted anatomical structure(s), which allows for understanding population features of
certain demographics, characteristics of certain pathologies and treatments [Wieser et al.,
2019]. Similarly, such systems when modeled with datasets of healthy and pathological
samples, can warn clinicians for abnormalities to pay attention to, acting as screening,
risk assessment, and diagnostic assistance. Example procedures include submuscular fat
in�ltration assessment for a range of pathologies (e.g., muscular dystrophies, injuries,
aging related muscle loss) [Karlsson et al., 2015], cartilage assessment to evaluate the de-
gree of osteoarthritis [Heimann et al., 2010], and diagnosis of Alzheimer disease [Magnin
et al., 2009]. Given a pathology, an accurate prognosis is also crucial for deciding on the
course of treatment; e.g., necessity for surgery, choice of medication. Once decided for
surgery, access to segmentation map (i.e., annotation map) of the patient can greatly im-
prove prospective surgical outcome. For example, given the segmentation map of a bone
pathology, a bone correction surgery can be quantitatively optimized for post surgical
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maximum degrees of movement as well as shortest rehabilitation duration [Carrillo et al.,
2019]. Similarly, patient speci�c guides can be prepared for both ensuring the correct
execution of the planned treatment, as well as minimizing error-prone operations which
can sometimes be very delicate, as with pedicle screw placement in spine [Schweizer
et al., 2013; Farshad et al., 2017]. Segmentation is also necessary for certain intra-surgical
point of care, where its applications are often categorized under computer-assisted inter-
ventions. For instance, preoperative planning is typically done on the CT / MR volume
of the patient. During surgery, differences in the patient orientation can lead to errors
when locating the incision plane. Using an imaging device compatible with the operating
theater (e.g., US), surgeons can view projections displaying the planned surgical scene
in real-time [Navab et al., 2016; Peters, 2018]. For instance, upon segmentation of the
same rigid tissue from both the pre-surgical and intra-surgical images, corresponding
transformation map can be computed, hence the planning from pre-surgical images
can be super-imposed with the intra-surgical images [Ciganovic et al., 2018]. Finally,
segmentation can also play a role in post-surgical recovery assessment of the patient;
for instance, ensuring the targeted tissue topology is consistent with predicted healing
outcome [Wieser et al., 2019].

For most applications above, manual labor of experts for segmentation is required for
personalized and patient-speci�c treatments. This limits the applicability of these proce-
dures, the alternative being sub-optimal treatment outcome and/or increased dependency
on the experience of the medical staff. Coupled with the ever increasing demand in
medical workforce [Royal College of Radiologists, 2017], mitigating the workload using
assistive tools is crucial. Automatization of the segmentation is an active �eld of research,
primarily tackled through machine learning-based frameworks in the recent years, thanks
to hardware and theoretical advancements enabling the ease of use of arti�cial neural
networks (ANNs). In computer vision, a corpus of works point out the importance of
large supervised datasets to achieve state-of-the-art performance [Krizhevsky et al., 2012;
Taigman et al., 2014; Johnson et al., 2016]. In the medical �eld, curating such datasets is
challenging for many reasons. For example, there are several different types of digitalized
medical images due to variety of imaging techniques and range of different sequences
one can acquire from the same system (e.g., T1-weighted vs T2-weighted in MRI), which
have signi�cant visual differences. Furthermore, interpretation of such images require
expertise, making the manual annotation both �nancially costly and causing additional
bottleneck due to limited human resources. Also, strict regulations on patient privacy
may prohibit sharing of such datasets under certain circumstances. This implies that
many medical facilities need to rely on their proprietary datasets, at the cost of having
less than ideal coverage of true population distribution.

It is unrealistic to expect a dataset to cover all possible degrees of variation of the
population. Consequently, blindly trusting ANN segmentation predictions for clinical
use can be unsafe. Therefore, it is important to keep a medical expert in the loop for
automatic segmentation procedures, even if to simply con�rm, for quality assurance
purposes. Note that even at such a �nal stage, it is common that an expert may �nd it
necessary to slightly modify and correct parts of a segmentation. If interactions required
for such modi�cations extend to more than a few iterations, the additional burden on
the expert can become comparable to performing a manual segmentation from scratch.
Therefore, any automatic method should account and provide the means for assistive
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Figure 1.1: Flowchart for a typical interactive segmentation framework, where x and ŷi are the
input image and predicted segmentation map after i steps of user interactions, respectively.

tools to minimize such additional input. This entails providing an environment with
a convenient interface for interaction and a smart algorithm to incorporate intended
modi�cations with as little cue as possible. Fundamentally, the underlying framework
should be able to accurately segment images without user input for most of the cases.

1.1 Interactive Segmentation

There are several toolboxes with a graphical user interface (GUI) that allow for viewing
and conducting basic medical image analysis functions for research purposes. ITK-
SNAP [Yushkevich et al., 2006; Yushkevich et al., 2017] is a lightweight medical image
segmentation tool. 3DSlicer [Kikinis et al., 2014] is an extended framework that also has
tools for registration on top of interactive segmentation. MitkWorkbench [Wolf et al.,
2005; Fetzer et al., 2014] is an ef�cient software which contains various image processing
tools. While all of these toolboxes come with a range of different interactive segmentation
methods, some of them also offer the infrastructure to add custom user plugins [Kikinis
et al., 2014; Fetzer et al., 2014]. This is crucial for embedding methodologies that can
provide clinically relevant level of segmentation performance for the intended task. A
typical interactive segmentation pipeline adopts the �owchart shown in Fig. 1.1.

1.1.1 Traditional Methods

Interactive segmentation has been tackled through a wide range of approaches. Several
existing approaches represent an image as a graphG = ( V, E) consisting of vertices V
which represent pixels or a group of pixels (superpixels) [Li et al., 2004] and edges E
between typically pairs of vertices that carry a weight. This can then be used to cast
the segmentation into an energy minimization problem. Although graphs do not keep
properties of the Cartesian coordinate system of the image, the weight w(ei j ) of the edge
ei j is typically de�ned such that it is in�uenced by the proximity of the vertices vi and
vj it connects. In addition, it is possible to encode adhoc constraints between arbitrary
vertices in graphs, e.g., factor graphs [Loeliger et al., 2007]. Below, an overview of most
common means of user interaction protocols are described.

One interaction scheme utilizes points that the user clicks on the object contour. For
this, live wire (so-called intelligent scissors) [Barrett et al., 1997; Falcão et al., 1998;
Mortensen et al., 1998] that uses dynamic-programming to wrap high-contour edges is
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a popular example, mainly thanks to real-time updates of the delineated contour and
intuitive extensions that allow for trivially �xing anchor points. In 2D, live wire approach
generates a graph from the image pixel grid connecting each pixel to its immediate
neighbors, assigning graph costs based on typically simple features, such as an edge
detector. Then the shortest path between user entered points are computed to be the
object contour using Dijkstra's shortest path algorithm. While live wire is widely adopted,
low contrast at object boundaries can lead to poor segmentation, even with plenty of user
input.

Another interaction strategy requires user to provide an approximate contour, ideally not
far off from the real one. The most commonly known method for this is active contours
(i.e., snakes) [Kass et al., 1988]. Active contours based models often have three cost terms
which they minimize for; image based Cim , internal forces of the curvature Cint , and user
interaction forces Cusr . Cim typically favors edges of the intensity map, similar to the
live wire. Cint regularizes the evolving curve in a manner to restrict deformation. Cusr

either pulls or pushes the curve towards the desired location based on the user input
during evolution of the active contours. These methods usually work fairly well, however,
they are often sensitive to the choice of the parameters. Unfortunately, parametrization
of active contours models are not intuitive and this is not suitable for low-contrast
boundaries and objects.

A different set of interactive segmentation approaches requires user to label some pixels
(i.e., seeds) from and out of the desired object to be segmented. The most popular
algorithms for this protocol are graph cuts (GC) [Boykov et al., 2006] and random walker
(RW) [Grady, 2006]. In both of these approaches, image is represented as a graph with
edges typically formed between neighboring pixels. Edge weights are often set as some
form of similarity between the vertices that connect them, ensuring similar vertices to be
harder to break off. Below, an overview of both methods, as well as their extensions are
described, followed by a unifying framework.

In GC, the minimum total cost contour that separates seed points from foreground and
background are sought as the segmentation contour. Unfortunately, GC are known to
suffer from isolated small segmentations. This is addressed with normalized cuts [Shi et
al., 2000], where the computed cuts between foreground and background are normalized
using the total edge weight between the cut region and the rest of the graph vertices, also
referred to as association measure. There are also other extensions such as GrabCut [Rother
et al., 2004] for RGB, which estimate a color model for the manually drawn bounding
box using a Gaussian mixture model, which is used to de�ne edge weights of the graph.
This is further extended in Growcut [Vezhnevets et al., 2005], which offers more �exibility
with the user interaction during the evolution of the segmentation mask and allows for
ef�cient multi-label segmentation.

In RW based segmentation, edge weights (RW biases) de�ne the likelihood of a certain
vertex label propagating to the connected vertex. Using the image intensity values Ii at
pixel i, the weight of an edge can then be de�ned as w(ei j ) = exp(� b( Ii � I j )2), where b
is a free parameter. For any given vertex, its label is then assigned as the label of the seed
that is most likely to be reached �rst, should a random walk start on that vertex. This
can be analytically computed for the whole graph [Grady, 2006] thanks to the solutions
proposed in circuit theory as the Dirichlet problem [Doyle et al., 2000]. For a segmentation
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using RW, it is guaranteed that each connected component will include a seed point of
the corresponding label.

Both GC and RW can quickly become infeasible for interactive segmentation with increas-
ing resolution and higher dimensions. Consequently, different approaches have been
studied to decrease the computational requirements for both of these methods. In GC
based methods, the challenge of reducing segmentation time is often tackled by means of
reducing the graph size [Lovász et al., 1993], e.g., creating superpixels through applying
watershed [Li et al., 2004]. In [Grady et al., 2008], the authors propose to precompute
several eigenvectors of the weighted Laplacian of the graph constructed for any given
target image of�ine for RW; i.e., prior to user interaction. This way, an approximate RW
solution can be computed in linear time, yielding several orders of magnitude increase
in speed reported in [Grady et al., 2008] while predicting segmentation maps in full
resolution. Fundamentally, if the target object is not very thin, superpixel approach can
be intuitively combined with the faster RW proposal. This is particularly important
for interactive segmentation, since the idle time of the expert while waiting for a new
segmentation proposal can thus be minimized.

Despite the difference for the intuition between them, the authors propose a uni�ed
representation of the objective functions of GC and RW in [Sinop et al., 2007; Couprie
et al., 2011], showing that they can be characterized as two different instances of a single
cost function to be optimized. A great advantage of GC and RW based approaches is
that as long as input seed points belong to the right class, segmentation results can be
iteratively re�ned until satisfactory prediction is achieved without ever needing to start
over an interactive segmentation from scratch.

1.1.2 Deep Learning Based Methods

With the rise of deep learning (DL) in the imaging community, interactive segmentation
using convolutional neural networks (CNNs) is no exception. A signi�cant portion of the
literature focuses on the simulation of user interaction and transformations applied on
the user inputs, which are subsequently concatenated with the actual input as additional
image channels. Additionally, in most instance segmentation objectives, the segmentation
is computed on a bounding box of the foreground object, typically queried in forms of a
bounding box [Wang et al., 2018a] or clicks at the extreme points [Papadopoulos et al.,
2017; Maninis et al., 2018]. Below, an overview of these methodologies are discussed.

As described before, DL methods require large datasets. In addition to being impractical,
providing manual interactions during DL model optimization would be also extremely
inef�cient. Accurate simulation of user interaction based on supervised image annotations
are therefore essential in training interactive segmentation models. In UI-Net [Amrehn
et al., 2017], scribble input is simulated through �rst a morphological operation on the
foreground object to give an initial crude contour of the foreground (erosion) and the
background (dilation). At each iteration, a random point from the error mask between
actual ground truth and predicted foreground is selected as user input. In [Bredell et al.,
2018], user interactions are mimicked through 9 � 9 blobs centered randomly within the
error mask for the training image using the ground truth annotations. In iFCN [Xu et al.,
2016], the sampling strategy to mimic real user inputs implements several heuristics:
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(1) Clicks of foreground are randomly selected from the error mask while ensuring
independent clicks are suf�ciently far away from each other and the object boundaries. (2)
Background clicks combine multiple strategies, where the �rst is similar to foreground,
but is selected among the true background mask. (3) Another strategy is to ensure
maximum coverage outside the object boundaries, and (4) generating clicks on the objects
other than the current foreground one. In [Mahadevan et al., 2018], the authors use the
same strategy as iFCN for initial input sampling. For additional iterations, the center of
the largest connected component from the error mask is used. In [Agustsson et al., 2019],
simulated user input is designed as follows: (1) False negative error regions are de�ned
as connected components from the false negatives of each class. (2) Importance of error
regions are assessed based on segmentation performance increase, should the whole
component was to be corrected. (3) User scribble input is then simulated as a Bezier curve
that starts from a randomly sampled point on the border of the most important error and
correct prediction regions, extending to two additional uniformly sampled points within
the error region. (4) After 10 such simulated curves, the longest curve that is exclusively
inside the error region is selected as the user input.

Aside from different forms of user input, several strategies for post-processing such
inputs in order to ef�ciently integrate them with CNNs as additional input channels have
been studied. In iFCN [Xu et al., 2016], the authors propose to embed user input clicks as
two different input channels for foreground and background, respectively; where input
clicks of both channels are transformed into an Euclidean distance map. In [Mahadevan
et al., 2018], a new input channel is generated for both foreground and background
user input similarly to iFCN; however, authors generate Gaussians centered on the seed
points. In an ablation study, the authors point out that distance maps lead to inferior
results compared to Gaussians. In Deep Extreme Cut (DEXTR) [Maninis et al., 2018], the
proposed method requires input of four extreme ends (i.e., extreme clicks[Papadopoulos
et al., 2017]) of the foreground object. This input is than used to generate a mask with
Gaussians centered at each extreme seed point, and provided to the segmentation network
as an additional channel next to the intensity channels (RGB). In DeepIGeoS [Wang et al.,
2019], the authors compute geodesic distance from user scribble input and concatenate
the computed maps as additional channels for the network for interactive segmentation.

Other methodological approaches for interactive segmentation include image-speci�c
model adaptation, combining scribble input with superpixels, regressing object contours
as a polygon, and merging scribbles for different object instances on an image for a
jointly predicted full image segmentation result. In BIFSeg [Wang et al., 2018a], the
authors propose a bounding box and scribble based user input combined with image-
speci�c model parameter optimization, i.e., �netuning . To achieve that, (1) a pretrained
network provides an initial segmentation within a user selected bounding box. This is
followed by (2) an updated segmentation using GC either with or without additional
scribbles of correction. The model is then (3) �netuned for the updated segmentation
of the test image. In ScribbleSup [Lin et al., 2016], the authors formulate a graphical
model on super-pixels [Felzenszwalb et al., 2004] to propagate scribble information to
the non-annotated pixels, where the unary term is de�ned based on scribbles and CNN
predictions, and the pairwise term penalizes for non-similarities among the adjacent super-
pixels. DeepCut [Rajchl et al., 2016] extends GrabCut by predicting segmentation masks
from bounding box input with the use of energy formulation from densely-connected
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conditional random �elds (CRFs) [He et al., 2004]. Given an initial bounding box,
in [Castrejon et al., 2017], the authors propose a recurrent model based on convolutional
LSTMs [Xingjian et al., 2015] that delineates object contours through vertices of a polygon,
which can be modi�ed by the user for an updated delineation sequence. In [Agustsson et
al., 2019], the authors crop Mask-RCNN [He et al., 2017] features based on extreme clicks
from the user and stack them with scribble annotations to get segmentation likelihood
of each foreground object. Different than most previous works, these likelihoods are
projected onto the full image, where the applied categorical cross entropy loss promotes
each object to “compete” on the image space.

Despite the bene�ts of interactive tools for improving annotation mask of the targeted
anatomical structure, initial accurate segmentation prediction is vital to minimize addi-
tional expert time for a given test volume. Accordingly different approaches for automatic
segmentation are described below.

1.2 Automatic Segmentation

Automatic medical image segmentation can be a challenging task depending on several
factors; such as inhomogeneities within visible tissues, low contrast on the contours,
noise in observations, limitations in the image acquisition, topological abnormalities,
and changing imaging device settings. Certain challenges can be alleviated to a degree
through adhering to application speci�c acquisition protocols, higher resolution and
signal-to-noise ratio – typically at a cost of additional waiting time and/or ionizing
radiation exposure – and pre-processing, e.g., bias �eld correction on MR [Tustison et al.,
2010].

1.2.1 Traditional Methods

Shape- and appearance-based methods are the two main directions employed frequently
for medical image segmentation. Shape-based models typically require the detection
of a certain number of landmarks on the target image, such that a reference atlas [Pohl
et al., 2006; Glocker et al., 2008; Shekhovtsov et al., 2008] or a statistical model [Cootes
et al., 1993; Heimann et al., 2009] can be initialized. Shape models were extended to
include appearance information as active shape models [Cootes et al., 1995] and active
appearance models [Cootes et al., 2001]. In general, ensuring point correspondence
between reference and target is a challenging task and is prone to errors based on the
registration outcome. Furthermore, mismatch between the reference and target �eld-of-
view for partially visible objects (i.e., anatomical structures that get split at the image
view boundaries such as proximal humerus or pectoralis major on a shoulder rotator
cuff scan) make the registration problem ill-posed. Shape models can provide plausible
segmentations with even very noisy images, where the content is not completely visible.
However, this can also yield faulty segmentation predictions that appear realistic due to
the strong conditioning on the trained shape models; e.g., topological features that do
not exist among the training samples can be erroneously “corrected” in the prediction
of a test sample with such feature. As a result, joint optimization of segmentation and
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atlas registration was shown as a prominent remedy [Wyatt et al., 2003; Wang et al.,
2006; Schmidt-Richberg et al., 2012]. This alternating approach is further improved to a
simultaneous registration and segmentation using a single reference atlas in [Gass et al.,
2014b]. In [Gass et al., 2014a], the authors fuse registrations of multiple reference atlasses
to the target image segmentation for improved results.

Appearance-based approaches widely adopt machine learning (ML), where the assump-
tion is that the intensity map holds all relevant information to discriminate voxels of the
foreground object from the background. Then, each voxel [Bauer et al., 2011; Thoma
et al., 2016] or supervoxel [Mahapatra et al., 2013] is classi�ed based on its feature vector.
Treating voxels individually for segmentation task can yield holes and islands for the
predicted foreground object due to varying levels of ambiguities between classes caused
by factors discussed earlier in Sec. 1.2, e.g., tissue inhomogeneities and noise in the
observations. The most common approach to alleviate such holes and islands is to apply
spatial smoothing through graphical formulation of the predicted segmentation output.

Despite the substantial segmentation performance improvements with DL-based methods,
a potential advantage of traditional ML over DL is the reduced dependency on large
datasets [Khan et al., 2016]. This can be attributed to the generalizability of the hand-
crafted features in traditional ML, since they were engineered based on a higher level
understanding of the imaged scene attributes. As a result, even limited amount of
samples can be suf�cient when regressing parameters to map the hand-crafted feature
space for pixel level classi�cation, e.g., using logistic regression [Kleinbaum et al., 2002].
In contrast, DL methods inherently require large amounts of data and are more prone
to over�tting when training set size is limited, e.g., typical of medical datasets, since
features need to be learned.

1.2.2 Deep Learning Based Methods

Following the recent success of DL [Krizhevsky et al., 2012; Russakovsky et al., 2015;
Simonyan et al., 2014], availability of GPU accelerated libraries [Abadi et al., 2015; Paszke
et al., 2017], and increasing investment in procuring large datasets [Everingham et al.,
2010; Russakovsky et al., 2015; Cordts et al., 2016; Wu et al., 2019], a signi�cant portion
of the research attention shifted towards appearance-based models, utilizing mainly
CNNs, including medical image analysis [Ronneberger et al., 2015; Kamnitsas et al.,
2015; Chen et al., 2016a; Greenspan et al., 2016]. Learning convolutional kernel param-
eters is intuitive for many image-based tasks. As opposed to multi-layer perceptrons,
convolutions are invariant to spatial translation, can work with non-standardized in-
put image resolutions, and have signi�cantly less parameters that need to be learned
from the data. These are certainly advantageous attributes to have in medical image
segmentation. Within the scope of a neural network, each convolutional layer has N
kernels f � i gN

i= 1 and typically corresponding biases f bi gN
i= 1. Feature map F( l ) at layer

l can then be computed as F( l ) = s(� ( l ) � F( l � 1) + b( l � 1) ), where s(�) is a non-linear
function typically picked as recti�ed linear units (ReLU) since their astounding success
in [Krizhevsky et al., 2012]. While the �nal convolutional layer for voxel prediction is
typically not subject to a non-linear operation, it is often normalized to the range [0, 1]
through sigmoid function sigmoid (x) = ( 1 + exp(� x)) � 1 for binary segmentation task
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or softmax operation softmaxc(x) = exp(xc)/ å c0 exp(xc0) for each classc when the task
is multi-class segmentation.

In UNet [Ronneberger et al., 2015], the authors propose to have a fully convolutional
segmentation architecture, where features extracted in a multi-level scale-space with
increasingly higher abstraction, achieved through max-pooldownsampling [Simonyan et
al., 2014], are concatenated on anup-samplingpath, named as skip connections, allowing for
a �ne-resolution segmentation prediction with a single forward execution, i.e., inference.
This is later expanded to 3D image segmentation in [Çiçek et al., 2016], where it is shown
that volumetric image segmentation predictions can be obtained from even sparsely
annotated training set. Due to 3D CNNs typically requiring signi�cantly elevated memory
and parameters, several works propose fusing orthogonal plane information using 2D
CNNs [Prasoon et al., 2013; Roth et al., 2014; Lyksborg et al., 2015]. In V-Net [Milletari
et al., 2016], the authors propose to use residual blocks [He et al., 2016] within each
stage of convolutional blocks allowing the trained model to converge signi�cantly faster.
In addition, the authors propose a Dice score coef�cient-based loss function for model
optimization to handle imbalance between different class voxels as

LDice = � å
c

2å i y( i ,c) ŷ( i ,c)

å i y2
( i ,c) + å i ŷ2

( i ,c)

(1.1)

where y( i ,c) and ŷ( i ,c) are the ground truth and model predictions for voxel i and classc,
respectively. Several works [Ronneberger et al., 2015; Çiçek et al., 2016; Milletari et al.,
2016; Ciganovic et al., 2019] handle the class imbalance with a weighting parameter wc

when using cross entropy loss as

LweightedCE = � å
c

wcy( i ,c) log ŷ( i ,c) (1.2)

where a good rule of thumb for the weighting parameter is the inverse of the voxel count
for a given class normalized across all classes, yielding higher penalty for the errors of
smaller structures. However, this is a hyper-parameter that needs to be considered when
optimizing a segmentation framework. Furthermore, tackling class imbalance is an active
�eld of research [Kamnitsas et al., 2017; Li et al., 2019]. There are also works combining
the two loss de�nitions above by logarithmically scaling the Dice score. In [Wong et al.,
2018], the authors use a weighted sum of the logarithmic Dice and cross entropy loss,
employing an exponential modulating factor, inspired from focal loss[Lin et al., 2017] as

Lcomb = � wDice log(� LDice)gDice + wCELgCE
CE (1.3)

where the modulating factors gDice and gCE allow for a �ner control on the penalization
scheme of easier vs. harder samples for the trained model. In [Kamnitsas et al., 2017] the
authors propose DeepMedic, a 3D CNN segmentation framework where features from a
normal and low resolution patch are extracted in parallel, to fuse local and contextual
information ef�ciently.

Thanks to the widely adopted hierarchically coarser feature fusion in most CNN segmen-
tation architectures, holes and islands of respectively false negatives and false positives are
less common than the earlier counterparts proposed before DL has become wide-spread.
Nevertheless, they can still occur based on the targeted task and one can observe more
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than desired number of connected component(s) as output. Spatial smoothing of model
predictions through graphical optimization such as CRFs have been shown to be effective
as a post-processing step [Chen et al., 2014; Christ et al., 2016; Cai et al., 2016; Kamnitsas
et al., 2017]. CRFs were later integrated into DL models as recurrent neural network
(RNN) layers, allowing for end-to-end training (CRF-RNN) [Zheng et al., 2015]. A more
recent work proposed in [Can et al., 2018] shows that using CRF-RNN can yield near
fully-supervised segmentation results with only scribble annotations.

Besides CNNs, there have been several successful frameworks that utilize RNNs for seg-
mentation. In [Stollenga et al., 2015], the authors build on top of Long Short-Term Memory
(LSTM) [Hochreiter et al., 1997] networks for image segmentation, where they pro-
pose Pyramidal Multi-Dimensional LSTMs that use 6 differently oriented convolutional-
LSTMs [Xingjian et al., 2015] in 3D to segment the full volume. The authors of [Xie
et al., 2016b] propose a novel spatial clockwork RNN to segment histopathology images,
yielding semantic information encoding between disjoint patches from a given image.
In [Andermatt et al., 2016], the authors use gated recurrent units (GRUs) [Cho et al.,
2014] for multi-dimensional (MD) 3D image segmentation, where they show comparable
performance to MD-LSTMs at lower memory requirements. The authors of [Chen et al.,
2016b] propose to use 2D UNets to extract hierarchical feature maps from consecutive
volume slices, which are then fed to a bi-directional convolutional (BDC) LSTM; yielding
a framework explicitly invariant to anisotropic voxel resolutions. Another successful
example of 2D UNets combined within RNNs is shown in [Poudel et al., 2016], where the
authors use GRUs for capturing context from neighboring slices at the coarsest feature
level of the UNets which they refer to as global-feature component.

Shape models within DL frameworks are also being investigated. In [Korez et al., 2016],
the authors propose using 3D CNNs to produce a generic vertebral body probability
maps, which are subsequently used for guiding deformable models. Later, the authors
of [Al Arif et al., 2018] use CNNs to generate a signed distance map of the target object,
which is mapped to a shape space that was computed initially using principal component
analysis, where an l2 reconstruction loss from ground truth shape parameters is employed.

1.3 Active Learning

As emphasized before, largest improvements in classi�cation and segmentation perfor-
mance in computer vision have been achieved following the introduction of DL methods
and accordingly the need for and the curation of massive datasets. This is also true for
the medical �eld, where one can typically see it in the form of challenges [Ginneken et al.,
2019]. Unfortunately, the datasets are not as massive as in computer vision. Furthermore,
publicly available dataset coverage is still very sparse compared to population variance
and the vast range of clinically relevant procedures that require segmentation. This is
mainly due to existence of many different imaging modalities (e.g., CT, MR, US), varying
intensity map characteristics (e.g., due to different vendors, proprietary imaging settings
and protocols), dataset populations not always faithfully representing target populations
due to demographic differences, and potential biases from datasets containing pathologies
and only speci�c ones thereof. Therefore, it is indeed still crucial to investigate ef�cient
means to create supervised datasets for targeted clinical applications.
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Figure 1.2: Flowchart for a typical pool-based batch-mode active learning framework. At an active
learning iteration i, the underlying framework selects a subset of images xi from X to be annotated
with manual effort of a user as yi , which are appended to the annotated image pool Y.

As covered in Sec. 1.1, there are numerous studies exploring different forms of interactive
segmentation in an attempt to minimize manual annotation time while procuring accurate
predictions.

Another approach to tackle the problem of ef�cient dataset creation is to prioritize
samples to be annotated based on the value they are expected to bring for the end task.
For example, in the clinics, there is vast amounts of images available in PACS. Instead
of random selection of images for manual annotation, an intelligent system can analyze
and select images based on expected maximum increase of segmentation performance,
should they be annotated and introduced in the training set. Active learning (AL) is
the process of identifying samples which would maximize the performance gain for a
given task once they are annotated, conditioned on the readily annotated samples so
far. This process is also referred to asacquisition function[Gal et al., 2017; Mackowiak
et al., 2018]. In Fig. 1.2 a typical �owchart for this AL process can be observed. Having
access to a large pool of non-annotated samples to query from is investigated under AL
as pool-based sampling[Yang, 2018; Budd et al., 2019]. AL is an iterative process, where at
a given time point, the acquisition function would return a set of non-annotated samples
that yields maximum expected performance gain. This setup for multiple samples being
queried and annotated at an iteration as opposed to a single sample is also referred to as
batch-modeAL [Hoi et al., 2006]. This is particularly suitable when the annotation process
in a hospital is considered since medical experts usually annotate batches of images
depending on their availability throughout their clinical responsibilities.

1.3.1 Uncertainty Sampling

When using probabilistic frameworks, a common sample selection procedure entails
sorting the unseen samples for maximum uncertainty. In Bayesian approaches, uncertainty
is divided into sub-categories, based on the source of the modeled uncertainty [Kendall,
2018]. Uncertainty in the learned model parameters, e.g., due to lack of enough training
data, is explained as epistemicuncertainty. Uncertainty due to noise in the observations,
e.g., due to sensor noise or motion during acquisition, is explained as aleatoricuncertainty.
Aleatoric uncertainty is sometimes further divided to homoscedasticand heteroscedastic
uncertainty, where the former is expected to be constant for different samples while
the latter changes for each sample, e.g., low contrast regions around the foreground
object contours. In [Lewis et al., 1994], the authors train a probabilistic classi�er for
a binary problem, then query for samples having probability closest to 0.5, since this
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occurs when the model is most uncertain. In a multi-class setting, one can achieve
the same effect by selecting samples that maximize the lowest class probability [Settles,
2009]. A more elaborate way to tackle this in a multi-class setting is to look at the
distance between the highest two class probabilities [Scheffer et al., 2001]. Lower distance
would imply model being less con�dent for the assigned class label for such samples.
Another popular approach is to query for samples x which have the highest predicted
classc entropy [Shannon, 1948] that maximizes � å c p(ycjx, q) log(p(ycjx, q). This is later
extended in [Houlsby et al., 2011] to selecting samples which are expected to maximize
the information gained about the model parameters, called Bayesian Active Learning by
Disagreement (BALD), using Gaussian Processes [Rasmussen, 2003]. In [Kendall, 2018],
the author models heteroscedastic aleatoric uncertainty by representing model prediction
as a Gaussian distribution N (mq(x), sq(x)) , where the mean mq(x) and variance sq(x)
parameters for a given sample x are regressed by the trained model. Intuitively, this
encourages the model to estimate low variance for con�dent samples while simultaneously
penalizing high variance samples less when they are actually wrong predictions.

A separate line of works investigates measuring uncertainty using an ensemble of models
as query by committee[Seung et al., 1992], where samples causing largest disagreements
between models are picked to be uncertain. Despite the signi�cant costs that arise with
training ensembles of models compared to a single one, the authors of [Beluch et al., 2018]
show the superiority of �ve networks having different random initializations for image
classi�cation task on different datasets. In [Gal et al., 2016], the authors show that one can
sample different predictions from the approximate posterior of a single network through
dropout layers [Srivastava et al., 2014] that can model epistemic uncertainty, which
they call Monte Carlo (MC) dropout. This is remarkably powerful given the negligible
additive cost of obtaining additional prediction samples. However, in [Beluch et al., 2018],
the authors comment on decreased diversity in posterior samples and overall reduced
model capacity when using MC dropout for active learning. In [Lakshminarayanan
et al., 2017], the authors propose to useproper scoring rules[Gneiting et al., 2007] as
the objective function, adversarial training [Goodfellow et al., 2014b] for smoothing the
predictive distributions, and training an ensemble for improved uncertainty estimation
in image classi�cation. In [Konyushkova et al., 2019], the authors combine geometric
smoothness priors with uncertainty measures, and they present a method to query a
planar patch [Lampert et al., 2008] from the non-annotated 3D volume for maximizing
informativeness of the annotation. In [Tagasovska et al., 2019], the authors propose
a single-model approach to quantify both aleatoric and epistemic uncertainty [Der
Kiureghian et al., 2009] using simultaneous quantile regression [Koenker et al., 2001] and
a collection of simple NNs referred to as orthonormal certi�cates, respectively. In [Graham
et al., 2019], the authors apply random transformations (i.e., �ip, rotation, Gaussian and
median blur, and Gaussian noise) on non-annotated samples to achieve an ensemble of
predictions from a single network, from which an uncertainty metric is computed as the
variance of model predictions.

In addition to sampling based on high uncertainty, some frameworks assign pseudo-
labels to the most con�dent non-annotated samples, i.e., accept model predictions as
oracle annotations, to expand the annotated set faster. In [Matthias et al., 2018], the
authors iteratively assign pseudo-labels to a subset of the non-annotated samples based
on expectation maximization while ensuring that the classi�cation entropy on the non-
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annotated set is reduced, and samples with high classi�cation entropy are queried for
annotation. Similarly, the authors of [Wang et al., 2016] assign pseudo-labels to high-
con�dence samples from the non-annotated dataset while querying most uncertain
samples based on fusion of multiple metrics [Shannon, 1948; Lewis et al., 1994; Scheffer
et al., 2001].

1.3.2 Representation Sampling

Expanding a dataset with uncertain samples is an intuitive approach to ensure con�dent
model predictions. However, DL models are prone to making con�dent mistakes [Sener
et al., 2017a], possibly in�uenced with poor population coverage. One can therefore
investigate means to cover population variance in a representative space when curating a
dataset, where the measure for coverage is sometimes referred to as arepresentativeness
metric. The authors of [Sener et al., 2017b] propose a sample set selection algorithm that
solves k-Centerproblem using the �nal fully-connected layer output of a trained network
to compute sample distances. This geometric approach is shown to have signi�cantly
better coverage of the complete sample space compared to uncertainty based sample
selection. In [Sinha et al., 2019], the authors train a variational autoencoder (VAE) [Kingma
et al., 2019] to learn a latent space from the training set and a discriminator network
for identifying if data points are from the annotated or non-annotated set of images.
The goal is to then select samples from the non-annotated data that are signi�cantly
different than the annotated ones in the latent space. In [Enguehard et al., 2019], the
authors utilize deeply embedded clustering algorithm [Xie et al., 2016a] that learns feature
representations from the non-annotated data while ensuring high performance on the
annotated dataset. In [Yang et al., 2017], the authors create an ensemble of models by
bootstrapping the annotated dataset to quantify uncertainty for a segmentation task. This
is further coupled with a representativeness metric that maximizes set-cover [Feige, 1998]
of the non-annotated dataset by the annotated subset, computed using a distance metric
in a spatially coarse feature embedding space. In [Smailagic et al., 2018], the authors
use a sampling method that selects non-annotated samples that maximize the average
distance to all annotated ones in a learned feature space.

1.3.3 Annotation-Cost Sensitive Sampling

Given that AL aims for optimized allocation of manual annotation resources, the cost
of annotating a particular sample and the forms of such an annotation is also being
investigated. In [Kuo et al., 2018], the authors impose an additional annotation-time
constraint on selected samples when maximizing an ensemble-based Jensen-Shannon
divergence [Fuglede et al., 2004] uncertainty metric. In [Bhalgat et al., 2018], the authors
present a framework which selects the form of annotation (dense annotation, landmarks,
and bounding box) that is predicted to provide best cost-sensitive value bene�t for
corresponding samples using linear programming. Similarly in [Mackowiak et al., 2018],
the authors propose a cost-sensitive AL framework that predicts both an information and
cost map for an image, where the method then leverages such maps to select patches to
request for annotation.
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1.3.4 Other Works

There are additional isolated lines of works that explore AL within other categories.
In [Wang et al., 2018c], the authors combine AL with self-paced learning [Kumar et al.,
2010]. In [Mahapatra et al., 2018], the authors use conditional generative adversarial
networks (cGANs) [Isola et al., 2017] to generate numerous informative synthetic image
samples, among which the most informative ones based on a Bayesian neural network
(BNN) [Kendall et al., 2017] are added to the training set. In [Sourati et al., 2018], the
authors employ Fisher Information [Sourati et al., 2017] to ensure diversity among the
selected samples. Provided that most DL frameworks, if not all, seek to minimize the
formulated loss function, in [Yoo et al., 2019], the authors propose training a submodule
that predicts the loss value for a non-annotated sample, using which the samples with
worst predicted loss are queried for annotation at an AL iteration. This provides a generic
metric for the acquisition function that is independent of the task.

1.4 Class Incremental Learning

Various clinical procedures focus on anatomical structures with overlapping sets. Given
the oppressing need for segmentation frameworks explained earlier in Chapter 1, many
datasets are already being annotated for different purposes in the clinics. While AL
is an option to generate a segmentation framework for each such dataset, knowledge
from the readily available datasets and/or segmentation frameworks can be leveraged to
minimize the additional manual annotations needed for the missing set of anatomical
structures. The idea of exploiting previously acquired or simultaneously available relevant
knowledge is studied extensively under transfer learning(TL).

Following a taxonomy similar to [Pan et al., 2009], the following notations are de�ned
here for TL considering image segmentation. For a sample set X = f x1, ...,xN g, xi is
an instance of image or volumetric image observation through an imaging device I . A
domain D = fX , P(X)g consists of; X , the space of all possible instancesxi , and P(X), the
marginal probability distribution. In segmentation, a task can be de�ned as T = fY , f (�)g,
where Y is the space of annotation maps, and f (�) is the objective predictive function
that attempts to map an instance xi to its corresponding annotation map yi . The objective
predictive function can also be referred to as P(yjx). In TL, the goal is to leverage
knowledge from a sourcedomain DS and task TS when optimizing the targetobjective
predictive function fT(�) for task TT in domain DT . Typically DS6= DT and/or TS 6= TT ,
while still being related. There are different subcategories within TL based on the
inequalities in the source and target. For example, the effect of domain shift DS6= DT due
to only a shift in source and target probability distributions of images, i.e., P(XS) 6= P(XT)
while XS= XT is studied under homogeneousTL. In medical image analysis, an example
for homogeneous TL can be thought of the change between the source and target domain
due to difference in the demographics of the imaged population, yielding an elevated
prior towards certain anatomy characteristics; i.e., I S = I T . In practice, even the same
demographics source and target datasets may have different marginal probability, e.g.,
due to the selection process being biased on a targeted study. When XS 6= XT , this is
investigated as heterogeneousTL. An intuitive example for heterogeneous TL would be
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Figure 1.3: Flowchart for a typical class incremental learning for segmentation framework. For each
stream of new dataset, i.e., images and their corresponding annotation maps for the segmentation
task of the stream, the class incremental learning framework updates the segmentation framework
to account for the union of all past segmentation tasks. In addition, depending on the problem
constraints, the class incremental learning framework can also store a subset of the dataset from
the current stream to be used during the optimization for the next stream of data.

when image acquisition settings are changed (I S 6= I T); e.g., T1- vs. T2-weighted MRI,
leading to a different space of intensity map observations.

The setting where a framework is expected to incrementally learn to perform well on
new classes given their corresponding training data is known as class-incremental learning
(CIL). CIL is also essential for lifelong learning[Thrun, 1998; Mitchell et al., 2018], in which
the storage of all past training sets is not a viable solution given its memory footprint.
Ideally, CIL frameworks (1) should be able to cope with streams of datasets (e.g., made
available at different time points) having partial coverage of the space of the classes, (2)
should have suf�ciently accurate objective predictive function for all observed classes,
and (3) should have scalable computational and memory requirements [Rebuf� et al.,
2017]. Following the notation above, a typical CIL framework can be presented as in
Fig. 1.3.

Formally, the task for CIL at an incremental step i can be de�ned as Ti = fT i � 1
S

Tincg,
where the tasks are accumulated and Tinc is the incremental task, constituting to the
segmentation task for the classes annotated in the incremental datasetYinc . Similarly, the
aggregated domain can be noted asD i = fD i � 1

S
D incg. It is important to point out that

at an incremental step i, the dataset D i � n from the past often needs to be either dropped,
subsampled, or modi�ed subject to a criterion; e.g., g(D i � n), due to storage constraints.
CIL methodologies are often investigated relating to the two approaches described below.

1.4.1 Rehearsal

Under the assumption that the domain and task are fairly similar to the targeted ones,
pretraininig a model on a large source dataset can allow for learning features that are
also relevant for the targeted dataset. Finetuning is the process of continuing model
optimization of the pretrained model using DT and TT . Finetuning on a new task causes
a NN to forget knowledge from before, i.e., signi�cant drop in the old task performance,
also referred to as catastrophic forgetting[McCloskey et al., 1989]. One approach to retain
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knowledge is by including information from the past task(s) in the optimization process,
also known as rehearsal. In [Li et al., 2016], the authors train a body of shared network
parameters throughout the incremental tasks along with task speci�c parameters using a
combination of cross-entropy and distillation loss [Hinton et al., 2015], where the latter
allows for rehearsal. Distillation loss can be seen as a fuzzy cross-entropy loss with an
extended softmax operator s(c,t ) (x) = exp(xc/ t )/ å c0 exp(xc0/ t ) having a temperature
parameter t as

Ldist (yi � 1, ŷi ) = � å
c

s(c,t ) (yi � 1) log s(c,t ) ( ŷi ) (1.4)

where higher temperature yields softer probability distribution over classes. In [Rebuf�
et al., 2017], the authors �rst use a CNN to learn a mapping function from image space
to an embedding space for image classi�cation problem. Then, they employ a classi�er
inspired by nearest-mean classi�er [Mensink et al., 2013] from this embedding space as
the objective prediction function. During the model training, catastrophic forgetting is
tackled through the use of (1) exemplarsamples, which are chosen as the samples closest
to the class mean in the learned embedding space for the old classes and (2) an additional
distillation loss [Hinton et al., 2015], which helps to preserve old class knowledge thanks
to such exemplar samples. In [Shin et al., 2017], the authors propose to train generative
adversarial networks (GANs) [Goodfellow et al., 2014a] to sample from the old dataset
distributions to counter catastrophic forgetting, which they call generative replay. At each
incremental training step, new samples and samples generated from the previous step
are mixed at a prede�ned ratio for both training a new generator and a classi�er, where
the latter can retain knowledge of old datasets thanks to synthetic samples from the
generator.

1.4.2 Model Growing and Selective Weight Update

Another line of research and literature tackling CIL focuses on growing the network
complexity over time. In [Xiao et al., 2014], the authors study the hierarchical ontology
of natural object classes, growing additional branches on the trained model for similar
classes as an iterative re�nement as the observed number of classes increase. In [Terekhov
et al., 2015], a block of new neurons are branched out from the existing network at
different layers for each new task. In addition to growing model complexity, the authors
also impose a sparsity constraint in [Terekhov et al., 2015], such that each neuron is
active for only a limited number of training samples. Similarly, in [Rusu et al., 2016],
all layers of an entire model grow laterally at each incremental learning step, increasing
the model complexity to learn necessary complementary features for the new tasks
at the cost of substantial increase in the model parameters. In addition, the authors
experiment with two metrics to analyse knowledge transfer in their experiments; (1)
perturbation sensitivity, which observes the degree of performance drop when noise
is injected at different parts of the trained model, and (2) Fisher sensitivity, where the
authors compute a modi�ed diagonal Fisher of the objective predictive function with
respect to the normalized network activations to measure sensitivity of the predictions to
changes in the representation.

In [Kirkpatrick et al., 2017], the authors present elastic weight consolidation for NNs,
where changes in learned parameters that are important for old tasks are penalized
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signi�cantly, facilitating less essential parameters to adapt for the objective predictive
function of the new task. The penalty for changing a parameter qj is embedded in the
loss function L Ti

using the corresponding diagonal element of the Fisher information
matrix F as

L Ti
(q) = L Tinc (q) + å

j

l
2

Fj (qj � q( i0,j) )
2 (1.5)

where Ti is the unison of past tasks and the incremental task Tinc , and qi0,j is the j th network
parameter of the model state prior to the current stream of data. A similar concept along
the lines of expendable model parameters has been studied earlier in [LeCun et al., 1990],
where the authors use the second derivative of the objective function with respect to
model parameters to prune unimportant weights from the trained network.

In [Seff et al., 2017], the authors point out that sequential training of GANs on streams
of datasets (e.g., generative replay [Shin et al., 2017]) would make them susceptible to
catastrophic forgetting. To counter this, they alter the update scheme for the generator
network by adopting elastic weight consolidation, where changes in the parameters of
the generator are weighted based on the empirical Fisher information [Zenke et al., 2017].
In [Sprechmann et al., 2018], the authors propose an episodic memory-based parameter
adaptation inspired by the theory of complementary learning systems [McClelland et al.,
1995; Leibo et al., 2015; Kumaran et al., 2016], where a NN is complemented with a
non-parametric memory component that stores past experiences for quick adaptation of
the NN parameters, similarly to attention mechanisms [Vaswani et al., 2017; Fu et al.,
2019].

1.5 Thesis Goals

Given the above background and motivated by several image analysis needs in healthcare,
segmentation of anatomical structures in medical images is an essential tool for many
clinical procedures ranging from diagnosis and treatment planning, to intra-surgical
guidance and post-surgical controls. The goal of this thesis is to develop methods
that can minimize the effort and time required from medical experts in generating
patient segmentation maps, paving the way for enabling previously impractical clinical
procedures to become routine. For this purpose, it is a goal of this thesis to investigate
techniques that best utilize user time for interactive segmentation. Performance of the
underlying segmentation algorithm is imperative in minimizing the user interactions
needed. Accordingly, automatic segmentation methodologies that are robust to limited
annotated data, in particular through enforcing ultrasound propagation physics based
constraints are herein studied. Provided that large datasets have great impact on DL-
based algorithms, novel metrics for active learning are explored in this thesis to ef�ciently
generate datasets. Furthermore, extending frameworks to segment additional anatomical
structures with minimal additional annotations are herein developed.
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1.6 Thesis Outline and Contributions

In the pursuit of the aforementioned goals, the structure of this thesis is outlined below.

In order to minimize redundant user input, leveraging correlation in the voxel contents
in 3D is important in interactive volume segmentation. However, ensuring spatial consis-
tency of segmentation predictions in 3D can be challenging for high resolution medical
images. In Chapter 2, an interactive segmentation tool that utilizes a learned classi�er
and a random walker approach in 3D to segment a foreground object through sparse
blobs of user input is presented. Online waiting period for new iterations of segmentation
proposals after each user input is greatly reduced through a novel multi-resolution exten-
sion of the random walker algorithm. The proposed method is evaluated on shoulder MR
volumes of different acquisition settings and resolutions for the segmentation of humeral
bone. The segmentation accuracy and the time expenditure of the proposed method at
different user interaction stages are observed and compared to other publicly available
interactive segmentation tools. This work has been published in a peer-reviewed journal
as [Ozdemir et al., 2017].

In order to ensure minimal amounts of user interaction iterations, the underlying segmen-
tation method should already be very accurate and robust to errors, even in the presence
of a limited number of training samples. For a lot of medical imaging techniques, physics
of the acquisition device and scene can be exploited to apply constraints on the segmenta-
tion algorithm to prevent irrational false predictions. In Chapter 3, a novel bone surface
delineation framework for ultrasound (US) B-mode images using graph formulation to
enforce US propagation physics in the presence of bone tissue is developed. The proposed
framework utilizes a logistic regression classi�er for quantifying likelihood of soft tissue
and shadow under bone surface from a set of hand crafted features. In a factor-graph
optimization problem, a specially designed pairwise cost is used to enforce the order of
soft tissue, bone surface, and acoustic shadow that, given physics, should be encountered
along US propagation. The proposed method was published in a peer-reviewed confer-
ence paper as [Ozdemir et al., 2016], where comparisons with other state-of-the-art works
are studied using a dataset of US images of diverse anatomical regions. This work has
been later extended in Chapter 4 to a simpli�ed graphical formulation that is equally
powerful in encoding physics of US propagation as image segmentation constraints. This
approach consists of only soft tissue and shadow labels, where the contour between these
two labels implicitly indicate the bone surface delineation. In addition, the bone surface
likelihood estimates can be incorporated into the pairwise cost constraints without the
need of an additional label. This work is currently under review as [Ozdemir et al., 2020].

Due to the vast range of clinical procedures and imaging protocols, speed and hence
ef�ciency in curating a segmentation dataset for a targeted structure is crucial. For
this purpose, multiple active learningstrategies for segmentation task are investigated
in Chapters 5 & 6. In Chapter 5, a more ef�cient uncertainty quanti�cation method
compared to the state-of-the-art [Yang et al., 2017] is presented using MC dropout [Gal
et al., 2016]. Furthermore, the representativeness metric has been extended to embed more
discriminative attributes using the full latent space and a novel information maximization
constraint enforced on this latent space during model training. Finally, a novel approach
to combine the uncertainty and representativeness metrics has been introduced and
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compared with an earlier approach. The results of this work on a dataset of shoulder MR
volumes for the task of four musculoskeletal tissue segmentation have been presented in a
peer-reviewed conference paper as [Ozdemir et al., 2018a]. Additionally, a novel method
focusing on image sampling using Bayesian inference in a representation space learned by
an information maximizing VAE is proposed in Chapter 6. The image sampling function
(i.e., acquisition function) proposed in this work aims to quickly align the distributions
of the annotated sample set with the non-annotated sample set using a simple latent
space. The presented representativeness metric was quantitatively studied using the same
shoulder MR dataset. This work is currently under review as [Ozdemir et al., 2019a].

A strategy to apply class-incremental learningfor segmentation task is presented in Chap-
ters 7 & 8, where knowledge distillation is used to retain prior knowledge of old classes
while extending a pretrained network to segment additional classes using a dataset of
new class annotations. In addition, several strategies have been proposed to minimize
additional storage and computational power requirements by means of selecting exemplar
image slices from the current stream of dataset. Preliminary results of this work on a
dataset of shoulder MR volumes was presented in a peer-reviewed conference paper
as [Ozdemir et al., 2018b], where three different scenarios for the old and newly intro-
duced datasets are investigated. First and second scenarios explore the segmentation
performance when a balanced or extremely imbalanced old class to new class annotation
datasets are provided, respectively. The third scenario inspects the feasibility of knowl-
edge transfer when the new class annotation dataset has a domain shift from the old class
annotation dataset. This work has been extended with an in-depth analysis on a larger,
publicly-available knee MR dataset, also studying the affects of old class to new class
annotation dataset ratio. It has been published in a peer-reviewed journal as [Ozdemir
et al., 2019b].

This thesis is concluded in Chapter 9 with brief summary of the proposed methods and
contributions, and a discussion on potential future research directions.





2
Interactive Segmentation in MRI
for Orthopedic Surgery Planning:
Bone Tissue

Planning orthopedic surgeries is commonly performed in computed tomography (CT)
images due to the higher contrast of bony structure. However, soft tissues such as muscles
and ligaments that may determine the functional outcome of a procedure are not easy to
identify in CT, for which fast and accurate segmentation in MRI would be desirable. To
be usable in daily practice, such method should provide convenient means of interaction
for modi�cations and corrections, e.g., during perusal by the surgeon or the planning
physician for quality control. We propose an interactive segmentation framework for MR
images and evaluate the outcome for segmentation of bones. We use a random forest
classi�cation and a random walker based spatial regularization. The latter enables the
incorporation of user input as well as enforcing a single connected anatomical structures,
thanks to which a selective sampling strategy is proposed to substantially improve the
supervised learning performance. We evaluated our segmentation framework on 10
patient humerus MRI as well as 4 high-resolution MRI from volunteers. Interactive
humerus segmentations for patients took on average 150 s with over 3.5 times time-gain
compared to manual segmentations, with accuracies comparable (converging) to that
of much longer interactions. For high-resolution data, a novel multi-resolution random
walker strategy further reduced the run-time over 20 times of the manual segmentation,
allowing for a feasible interactive segmentation framework.

2.1 Introduction

1-in-7 people in the US has an orthopedic impairment, and orthopedic complaints
are the most common reason to seek medical care. The common imaging modality
used in orthopedic scenarios is plain X-ray or Computed Tomography (CT), due to
its high contrast for bones. For example, orthopedic surgical planning is commonly
performed on CT images, where the bone structures can be identi�ed easily [Fürnstahl

This chapter has been published as: Firat Ozdemir, Neerav Karani, Philipp Fuernstahl and Orcun Goksel, “Interactive
Segmentation in MRI for Orthopedic Surgery Planning: Bone Tissue”, In: International Journal of Computer Assisted
Radiology and surgery (IJCARS), Vol. 12, No. 6, pp. 1031-1039, 2017, doi: 10.1007/s11548-017-1570-0
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et al., 2016]. However, a satisfactory surgical outcome cannot always be guaranteed
considering merely bony anatomy in the planning, due to close interactions with the rest
of the musculoskeletal system. In other words, an ideal functional outcome should also
take into account interactions with muscles and tendons. For instance, rotator-cuff is a
musculoskeletal complex anatomy, where the interaction of muscles, bones, and tendons
de�ne the functionality. Indeed, many of the orthopedic conditions are due to (shoulder)
rotator-cuff problems, which in most cases have major impact on the quality of life due
to pain and weakness. Nevertheless, segmenting such soft-tissue accurately in CT is
not straight-forward; therefore, in daily clinical routine, rotator-cuff surgery (commonly
performed for tears) is either not planned in detail or planned qualitatively with aid
of additional imaging modalities. Additionally, rotator cuff injuries are most common
in patients above age 40, and hence number of surgeries is projected to increase with
increasing life expectancy as well as with diminishing post-surgical complications thanks
to minimally-invasive arthroscopic interventions. Functional surgery planning is an
ultimate vision in orthopedic surgery, nevertheless necessitating techniques to accurately
segment all musculoskeletal structures.

MRI can be an alternative to CT by providing soft tissue contrast. Nevertheless, segmen-
tation in MRI overall is a major challenge due to high image inhomogeneities within each
anatomical structure, large inter-patient variations, and intensity variations due to bias
�eld [Despotović et al., 2015]. Even bones that are straight-forward in CT pose a challenge
to segment in MRI. In this work, we focus on the task of segmenting bones in MRI.
Besides orthopedic planning, this is relevant and potentially applicable also in several
different clinical contexts, such as attenuation correction in PET-MR [An et al., 2016],
MR-guided high-intensity focused ultrasound [Preusser et al., 2015], and orthopedic
diagnosis of children such as for trauma.

Although several automatic MRI segmentation approaches have been proposed [Dodin
et al., 2011; Koch et al., 2011; Gass et al., 2014b], these often do not translate to widespread
clinical practice due to possible case-speci�c failures and the need for an operator's quality
check and potential correction. Such corrections may quickly become quite tedious, and
potentially leading to correcting close to as many slices as a manual annotation would
require [Criminisi et al., 2008]. Therefore, various semi-automatic tools have been
proposed to keep the human in the loop [Zhu et al., 2014; Yushkevich et al., 2006].
However, these tools either require user training and online parameter setting, or are very
sensitive to user-interaction. Hence, manual segmentation of each 2D MR slice is still the
common clinical practice, despite being very cumbersome and time consuming. In this
work, we present an interactive segmentation tool to accelerate the manual segmentation
process while also allowing for natural integration of user interactions and corrections, if
needed for a clinical use-case. Our goal is then to enable segmentations that are within
an acceptable proximity of manual segmentation, with substantially reduced time and
effort investment.

2.2 Methods

A random forests(RF) classi�er is trained using a proposed selective sampling strategy,
that takes into account the remaining segmentation steps. At each new user interaction
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iteration (see details in Sec. 2.2.4), arandom walker(RW) algorithm is used to produce
a bone segmentation proposal by combining the user interaction with the probability
map predicted from the trained RF. We propose a multi-resolution RW strategy that can
handle high resolution or large (FOV) images still in short interaction time.

2.2.1 Random Forests

Despite their straight-forward foundation, random forests [Breiman, 2001] have proven
their reliability in classi�cation problems across different domains [Verikas et al., 2011].
An RF consists of tsize decision trees (DTs). Constraints on the depth of the DTs prevent
the RF from over�tting to the training data, while the number of DTs in the RF contributes
marginally to the classi�er performance until the algorithm converges. Additionally,
trained RFs can be analyzed to make assumptions on the contribution of additional trees
and assess the importance of different features (i.e. using out-of-bag samples that are not
used for training), given that suf�ciently large number of DTs are trained.

Although the bone tissue may appear relatively distinct from its surrounding in some MR
images (e.g. Fig. 2.1a), this is not always the case around joints and near image border due
to �eld inhomogeneities. Pure intensity information is also not suf�cient to de�ne bone
surface especially near tendon and ligament insertions, where automatic methods might
fail by “leaking”. Accordingly, we utilize a set of higher order image features focusing on
local statistics, textural information, curvature extraction, anisotropy [Kirsanova et al.,
2002], and spatial neighboral information [Thoma et al., 2016; Zheng et al., 2008] for RF
training for maximum bone (i.e. humerus) differentiation from the background.

Statistical Features of different orders are extracted using cubic patches of edge length
t stat centered at each voxel. Although the sensitivity of human vision is limited to
statistics of �rst and second order, studies claim the signi�cance of higher order statistics
for discriminating boundaries [Petrou et al., 2006]. Therefore, we have statistical features
(Fstat) computed from the intensity map ( M int ) consisting of mean (1st order), variance
(2nd order), skewness (3rd order), and kurtosis ( 4th order) at 3 t stat scales, constituting to
a total of 12 dimensions. Examples of skewness and kurtosis can be seen in Figs. 2.1k & l,
respectively.

Texture Map extraction is essential for analyzing additional features emerging from
spatially localized frequencies. For this purpose, Gabor �lters are widely used in signal
processing [Mahapatra et al., 2013] due to their high customizability to capture targeted
frequency band along an orientation with localized spatial domain as

G(x, y, stex,x, stex,y, ftex, qtex) = g(x, � ) cos(2p ftex(x cos(qtex) + y sin(qtex))) (2.1)

where ftex is the �lter frequency, qtex is the orientation variable, and the 2D Gaussian
function g(x, y, stex,x, stex,y) is de�ned as,

g(x, y, stex,x, stex,y) = A exp
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where sx and sy are the variances along the plane with axes x and y, and A =
1/ (2ps tex,xstex,y) is a normalization factor. By convolving Gabor �lters along the principal
3 planes with M int , we generate texture maps M x

tex, M y
tex, and M z

tex (cf. Figs. 2.1b, c, d).
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Figure 2.1: For a given MRI slice (a), a subset of features are visualized using JET colormap; texture
maps M x

tex (b), M y
tex (c), and M z

tex (d), anisotropy features (e), (f), (g), and (h), curvature map M curv

(i), patch variance (j), patch skewness (k), and patch kurtosis (l).

Curvature Map can bring additional discriminating information when differentiating
different tissues [Mahapatra et al., 2013]. Similarly, we extract the curvature map ( Mcurv )
as r � T(DIs) where Is is a Gaussian smoothed MRI with variance scurv , and T(�) is a
hard-threshold function with threshold t curv , such that noise ampli�cation is suppressed
(see Fig. 2.1i).

Anisotropy Features can be used to pronounce different orientational structures at the
cancellous bone, cortical bone, and surrounding muscles. We extract the anisotropy
features (Fani) through computing the entropy centered at each voxel as,

anio = � å
g

po
g log(po

g ) (2.3)

where po
g is the probability distribution for a given patch with orientation o and size t ani

for the image map g. We extract Fani along the 4 diagonal and 3 main axes' orientations
in 3D from image maps M x

tex, M y
tex, M z

tex, and Mcurv (cf. Figs. 2.1e, f, g, h) such that it
constitutes of 7 � 4= 28 feature dimensions.

Context-Integrating Features are especially useful when discriminating bone structures
within the proximity of the humerus, since shoulder anatomy is densely packed with
layers of muscles, tendons and fat. Therefore, contextual information of the spatial
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neighborhood when describing the humerus is of great importance when differentiating
structures that may look alike locally. By incorporating spatial shifts at multiple scales
of different image maps, we aim to embed relative orientation and distance dependent
information centered for each voxel. To account for noise, we smooth the image maps
with a cubic kernel of edge length kcont prior to extraction of contextual features ( Fcont).
Fcont are collected from all 5 maps (M int , M x

tex, M y
tex, M z

tex, Mcurv ), along 14 directions
(such asFani , but this time both directions along each orientation), and at 3 neighborhood
scalest cont; creating a total of 210 dimensions.

Location Features give an important prior for the classi�er. Based on the spatial position
of the humerus in the training data, a normalized quanti�cation along each axis is
extracted to produce 3 location features (Floc). Although the input images FOV is not
strictly �xed, for a given protocol, it is observed that the normalized position of the
humerus is mostly kept in a similar region.

In total, the extracted feature space consists of M int + M x
tex + M y

tex + M z
tex + Mcurv +

3Floc + 12Fstat + 28Fani + 210Fcont=258 dimensions.

2.2.2 Random Walker Regularization

The random walker segmentation algorithm [Grady, 2006] is often used for segmenting
medical images [Dakua et al., 2009; Maier et al., 2008], thanks to its robustness, even in the
presence of only weak priors. Given a set of user selected labels (seed points) and pairwise
edge weights between the voxels of the image, RW simulates a random walk [Pearson,
1905] from each unlabeled pixel, consecutively ensuring that each connected component
for its prediction will include a seed of its label.

Like other graph-based algorithms, the execution time for RW increases dramatically
with the size of the images. Therefore, several ideas for speeding up RW algorithm have
been proposed in the literature [Grady et al., 2008; Andrews et al., 2010].

Conventionally, image intensities are used to estimate the pairwise connection costs
between voxels. While this can be suf�cient in some imaging modalities (e.g. CT), it
may be insuf�cient for MRI due to intensity irregularities within the target. We use the
prediction probability map of the RF classi�er on the test image for the edge weights
between nodes as,

w( i ,j) = exp(� a(pRF( i) � pRF( j)) 2) (2.4)

where a is a regularizing constant, w( i ,j) is the weight between voxels i and j, and pRF( i)
is the probability of voxel i belonging to the background.

2.2.3 Boosting Classi�er Accuracy Near Target Contours

Traditional segmentation approaches target maximizing the Dice score. For this purpose,
a classi�er should be ideally trained with a maximum number of points that span
the complete set of possible structures viewed in MRI. Unfortunately, in practice it
is not possible to have access to such data. To compensate for this, we aim to not
maximize the performance of each block in our segmentation pipeline, but instead to
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Figure 2.2: Difference between (a) uniform sampling, (b) random sampling, and (c) SeS methods
are represented on a sample slice.

maximize the cumulative performance. Hence, we construct our learning method with
the aim to maximize the segmentation performance posterior to spatial regularization, i.e.,
considering trivial user input. We describe how sampling of the training data contributes
to this below.

selective sampling Memory constraints generally prevent the use of all available
voxels. Either uniform or random sampling (cf. Figs. 2.2a & b) is typically used to sample
a subsetGs of the set of all voxels. While this should lead to higher classi�cation scores in
the whole image; such class imbalance would highly in�uence the classi�er in regions
that are not necessarily relevant for the particular task of segmentation of the humerus
(i.e. inside lungs, outside patient, or even other bones). Our aim is to extract samples from
only crucially important voxels, even if it means that there will not be samples to train
our classi�er for trivial background points. Thus, we use a selective sampling scheme
that prefers voxels that are close to the contour of the target organ for both foreground
and background regions [Thoma et al., 2016] (cf. Fig. 2.2c). This allows us to include
a higher number of discriminating voxels from the contour of the target organ in the
training dataset. Given the nature of our proposed tool, a simple user interaction can
easily correct for segmentation errors that are suf�ciently far away from the contour of
the target organ. Samples along the border of foreground and background are picked
with a probability of p(x) = Z � 1 exp(� x/ bSeS), where x is the distance to the contour,
bSeSregulates the exponential decay and Z is a normalizing factor.

2.2.4 Proposed Framework

Our framework consists of an of�ine and an online part. In the of�ine part, features
extracted from training data and corresponding expert annotations are used to train a
model to classify the humerus as shown in Fig. 2.3a. The online work�ow is shown in
Fig. 2.3b, with the steps listed below:

1. Select/Load target image in the GUI.

2. Select region-of-interest ROI.

3. Annotate small blobs of correct foreground and background on arbitrary image
slices using standard GUI segmentation tools.
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Figure 2.3: (a) Of�ine model training and (b) online work�ow schematic

4. Run multi-resolution RW.

5. If segmentation not satisfactory, go back to step 3.

It should be emphasized that in a clinical setup, the feature extraction and classi�cation
on the test MRI can be performed of�ine in the time between patient MRI acquisition
and expert humerus segmentation.

2.2.5 Multi-Resolution Regularization

Despite its satisfactory performance, solving the RW approach is computationally ex-
pensive for big graph structures, such as the our volunteer data. For this purpose, we
propose a multi-resolution RW approach which consists of coarse-resolution RW (cRW)
and �ne-resolution RW (fRW). After the user roughly picks a ROI, the ROI is sub-sampled
by a factor of ssub and the cRW is run. cRW segmentation is then super-sampled into
original resolution with nearest neighbor sampling (cf. Fig. 2.4b).

Using the cRW result, a margin of 8mm is de�ned around the delineation between
foreground and background segmentation (cf. Fig. 2.4c). Using the voxels within this
margin in �ne-resolution, a new graph is constructed where the innermost voxels are
labeled as foreground and outermost voxels are labeled as background. fRW is run
on this small graph and the segmentation results are replaced with the corresponding
point segmentation of cRW results (cf. Fig. 2.4d). While a RW is also performed locally
in [Gueziri et al., 2016], it is based on dilating a user-drawn inner contour, which is
undeniably more cumbersome than our proposal as it requires the user to draw along
the complete inner-contour of the foreground.

Figure 2.4: Humerus from sample slice (a) is segmented with cRW (b). Generated margin around
the delineation (c) is used for fRW, which then gives the �nal segmentation result (d).
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2.3 Experiments and Results

2.3.1 Dataset

MRI Data: We used a dataset of 10 preoperative 1.5 Tesla MR images of the left shoulder
from patients (ethics #KEK-ZH 2013-035). We used water-saturated Dixon sequences
quantized in 12-bit grayscale. 4 images had a voxel spacing of 0.91� 0.91� 3mm3 and
image size of 192� 192� 64 voxels with 1.7 ms TE, 20ms TR, and 10° �ip angle. The
remaining 6 images had a spacing of 0.83� 0.83� 3mm3 and 144� 192� 56 voxels with
2.39 ms TE, 20 ms TR, and 10° �ip angle.

We also tested the scalability of our method on 4 high-resolution MRIs of (near) isotropic
0.78� 0.78� 0.9mm resolution and 256� 256� 176 voxels, which are collected from
volunteers (right shoulder) with water-saturated Dixon sequence with 2.39 ms TE, 7.12ms
TR, and 12° �ip angle. Prior to feature extraction, we normalize MRI intensities between
0 and the mean of highest 5% intensity values on an image.

Annotations: Clinical experts segmented the humerus in all the images in the sagittal
plane (having the highest resolution) for gold standard (GS) annotations. Additional man-
ual annotations by 2 experts indicated inter-annotator variability with a mean (standard
deviation) Dice score of 0.94 (0.01) for 10 patients. On average, manual annotations of the
patient dataset took 552s (> 9mins), whereas volunteer data annotation took 51min 33s.

2.3.2 Experiment

Software/Hardware Setup: Our proposed segmentation tool utilizes the Medical Imaging
Interaction Toolkit (MITK) framework [Wolf et al., 2005] (v2015.05.2 built with ITK 4.7.1,
VTK 6.2.0, Qt 5.5.1), which is a free open-source framework for the development of
interactive medical image processing software. After initializing the MITK GUI, the user
follows the steps de�ned in Sec. 2.2.4. Annotation of foreground and background blobs
can be done using any built-in plugin of MITK. In our experiments, we commonly used
the delineation (Add) feature of the standard Segmentationplugin. All other steps are
conducted using the features of our plugin. All experiments were performed on an Intel
2.4GHz i7 CPU laptop with 8Gb RAM.

Evaluation Setup: We conducted a leave-one-out experiment with the 10 patient images.
We used the open-sourceEvaluateSegmentationtool [Taha et al., 2015] to compute standard
performance evaluation metrics; i.e. Dice similarity score, average Hausdorff distance
(aHD), and symmetric Hausdorff distance (sHD), with respect to the manual annotations.
For evaluation of our proposed algorithm, the user was instructed to segment the testing
image for each fold using our segmentation tool until a satisfactory segmentation is
achieved.

Method Parameters: At each fold, Gs= 5 � 104 training samples have been picked using
SeS with exponential decay factor of bSeS= 12mm from the 9 training images, equally
for both humerus and background. The out-of-bag mean squared error with increasing
number of trees tsize can be seen in Fig. 2.5a. Accordingly, an RF with tsize= 50 is seen to
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Figure 2.5: (a) Out-of-bag mean squared error vs. tsize and (b) Out-of-bag feature importance vs.
Feature number, where the Fcont features are indicated.

be suf�cient and was trained on the 258-dimensional features extracted from the points
sampled above.

For Fstat, we set patch edge length t stat=[ 2, 8, 20] mm. While extracting M tex along 3
main axes, we constructed 3 2D Gabor �lters with variances stex=[ 4, 4, 12] mm, frequency
ftex= 16mm, and orientation qtex= p / 2 rad. For constructing the curvature map, we set
kernel variance scurv = 2mm and threshold t curv = 0.01mm. Fani have been extracted
using t ani = 20mm. Context features have been extracted from image maps smoothed
with a cubic kernel of kcont = 3mm. Along 14 directions, we have extracted Fcont at scales
t cont = [ 4, 8, 16] mm. Looking at Fig. 2.5b, one can see that most features have similar
amount of contribution based on the out-of-bag test scores. An uncanny peak at the
end of the feature space occurs through the contribution of the Floc features. The reason
for location priors highly contributing to the classi�er training is likely due to the MR
technicians centering the humerus (head) in the FOV during MRI acquisition.

Random walker was run on a graph with edge-weights based on Eq. (2.4) and with
a= 103. The segmentation (spatial regularization) time of the high-resolution volunteer
data was unacceptably high for interactive performance ( � 35s) with the original method.
Therefore, we used the multi-resolution RW strategy proposed in Section 2.2.5. We
empirically set the subsampling factor ssub = 2, which gave the best result for speed gain
and accuracy.

2.3.3 Results

Evolution of segmentation performance at each iteration when using our proposed
method is shown in Fig. 2.6 with circle markers for each patient. The score at time= 0
correspond to RF classi�cation. On average, a total of � 150s was suf�cient to achieve
converging accuracy with patient data regardless of the evaluation metric compared to
552s of the manual annotation. For different initial errors in accuracy, after just one or
two iterations, all the target images quickly converge to their long-term segmentation
performance.

Given that the initial interaction has the highest impact and convergence to satisfactory
segmentation performance is quickly reached, we conducted an additional experiment
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(a) (b) (c) (d)

Figure 2.6: (a) Dice score, (b) aHD [voxels], and (c) sHD [voxels] for each patient where quick
protocol are shown with � . Scores attime = 0 correspond to RF classi�cation alone. Each patient
is represented with a consistent color code across (a), (b), and (c). (d) Distribution of time spent
during ROI selection, user interaction and random walker computation with respective median
values 23.8 s, 30 s, and 6.5 s.

where the expert is instructed to interact once and only on a single 2D slice while trying
to quickly draw very rough “blobs” of inside and outside regions ( quick protocol). Perfor-
mance of these segmentations are represented with� marker for each patient in Fig. 2.6.
We observed that such single interaction plus the computation time took 62 s (std: 6 s) on
average for the patients while having mean (std) Dice score of 0.89 (0.05). Experiment
setup has also tracked time spent during user interactions and RW segmentation for
each iteration. Looking at Fig. 2.6d, one can see that user interaction along with RW
segmentation takes on average 35 s per patient and the rest of the time is spent on ROI
selection during the single iteration segmentation experiment. To observe inter-user
variability, a second user also segmented all patient images with the quick protocol.
While the mean (std) Dice score dropped to 0.85 (0.04), the segmentation time was also
reduced to 55 (6) s.

Multi-resolution RW allows the user to re-interact with the image if the cRW segmentation
is notably incorrect around a contour. However, we did not allow re-interaction for this
experiment setup in order to have a fair comparison with full-resolution RW. Although
speed gains were only marginal for the patient data, multi-resolution approach speeds
up the RW over 3 times on average with the volunteer data when user selects a ROI. If
RW is run on the full volume, time-gain of multi-resolution RW still goes over 8 times.
Furthermore, we observed accuracy improvement when ssub=2 for most of the volunteer
data, which could be related to the fact that our proposed fRW relies on seed points
generated automatically after the margin around cRW class border is created. Given the
assumption that automatically picked seed points for fRW were correct, higher accuracy
performance could be explained. Our segmentation accuracy with multi-resolution RW
on volunteer data is shown on Fig. 2.7. Although the number of slices required to be
annotated greatly increases with the resolution increase, convergence to a high accuracy
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Figure 2.7: (a) Dice score, (b) aHD [voxels], and (c) sHD [voxels] for segmentation of volunteer
dataset (each volunteer is represented with a different color) using proposed segmentation tool.
Scores at time= 0 correspond to RF classi�cation.

is again achieved on average after � 150s. Although Hausdorff distance fairs similar to
patient data, Dice score is even higher with the volunteer data at an average of 0.93. This
suggests that trained model requires even less user interaction when the acquired image
has higher resolution.

2.3.4 Comparison to Alternatives

Variations of the Proposed Method: Given the relatively similar level of out-of-bag im-
portance of features (cf. Fig. 2.5b), an exhaustive feature selection test was not performed,
since only marginal improvement is anticipated. However, if the context features Fcont

were to be removed entirely, the remaining 48 features leads to an average Dice score
decrease of 0.05 on the classi�cation results. We tested RW segmentation also using the
intensity map alone, instead of classi�er probabilities, using the quick protocol with
the same RW seeds on patient data (cf. Figs. 2.8a & c). This resulted in the mean (std)
Dice score to drop by 21.5% to 0.67 (0.15). This observation supports our choice of using
higher-order features with supervised classi�cation.

Conventional Interactive Methods: In order to compare our method with other interac-
tive works, we experimented with two popular tools on patient data; the latest stable
versions of ITK-SNAP (clustering-based active contours [Yushkevich et al., 2006], version
3.6.0), and Slicer (with the Fast GrowCut [Zhu et al., 2014] extension package, version
4.5.0). The former achieved a mean (std) Dice score of 0.68 (0.15), while having a mean (std)
segmentation time of 87 (25) s (cf. Figs. 2.8a & d). Fast GrowCut segmentation achieved re-
sults comparable to our approach, with a mean (std) Dice of 0.90 (0.04) (cf. Figs. 2.8a & e),
albeit a mean (std) segmentation time of 151 (16) s, including a Dicom loading time of 51 s
(compared to 3 s in MITK). This is 2.5 � slower than our quick protocol runtime of 62 s.

2.4 Discussion and Conclusions

In this work, we have proposed an interactive segmentation tool which can substantially
speed up manual segmentation through incorporation of a learned classi�er. During user
interaction, the proposed quick protocol achieved a segmentation accuracy close to that
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Figure 2.8: (a) Distributions of humerus segmentation Dice scores over the patient dataset for 1st

user (quick prot_1) and 2nd user (quick prot_2) using the proposed quick protocol; RW applied
directly on the input images using the same seed points (Intensity RW); clustering-based active
contours implementation of ITK-SNAP (Active Contours); and Fast GrowCut method developed
for Slicer (Fast GrowCut). (b-e) show segmentations on a sample slice for quick prot_2, Intensity
RW, Active Contours, and Fast GrowCut, respectively.

of inter-annotator agreement. Experiments show that our tool brings > 3.5 folds of speed
gain on average with a Dice score of 0.91 and Hausdorff distance of 5.6 voxels averaged
over all patients. With a single slice user interaction, our speed gain is over 9 times the
manual segmentation while having averaged Dice score and Hausdorff Distance of 0.89
and 8.2 voxels respectively.

Using our novel multi-resolution RW extension, we speeded up segmentation time of high
resolution volunteer data over 20 times on average. Taking our tool as the foundation,
we aim to experiment with including other musculoskeletal anatomy in the supervised
learning system to further improve our results and to reduce user interaction possibly to
the point of quality assessment in the future.



3
Graphical Modeling of Ultrasound
Propagation in Tissue for Automatic
Bone Segmentation

Bone surface identi�cation and localization in ultrasound have been widely studied
in the contexts of computer-assisted orthopedic surgeries, trauma diagnosis, and post-
operative follow-up. Nevertheless, the (semi-)automatic bone surface segmentation
methods proposed so far either require manual interaction or complex parametrization,
while failing to deliver accuracy �t for clinical purposes. In this work, we utilize the
physics of ultrasound propagation in human tissue by encoding this in a factor graph
formulation for an automatic bone surface segmentation approach. We comparatively
evaluate our method on annotated in-vivo ultrasound images of bones from several
anatomical locations. Our method yields a root-mean-square error of 0.59 mm, far
superior to state-of-the-art approaches.

3.1 Introduction

Radiography (e.g., X-ray, CT, �uoroscopy) is the conventional technique for imaging
bones, however it involves radiation exposure. Ultrasound (US) has been proposed
as a safe, real-time imaging alternative for certain applications such as bone surface
localization for diagnosis and routine orthopedic controls, e.g. [Hacihaliloglu et al.,
2009; Jain et al., 2004; Quader et al., 2014; Cheung et al., 2013]; and for intra-operative
guidance in computer-assisted orthopedic surgery (CAOS), e.g. [Hacihaliloglu et al., 2013;
Scepanovic et al., 2005]. Nevertheless, identifying bone surface is a challenging task, since
US suffers from a range of different artifacts and presents low signal-to-noise-ratio (SNR)
in general. The methods proposed in the literature require manual interaction or complex
parametrization limiting their generalizability.

Although ultrasound raw radio-frequency can be used to segment bones [Hussain et al.,
2014], its availability for routine clinical applications from commercial US machines is still

This chapter has been published as: Firat Ozdemir, Ece Ozkan and Orcun Goksel, “Graphical Modeling of Ultrasound
Propagation in Tissue for Automatic Bone Segmentation”, In: International Conference on Medical Image Computing
and Computer-Assisted Intervention (MICCAI), Springer Lecture Notes in Computer Science, vol. 9901, pp. 256-264,
Athens, Greece, Oct 2016, doi: 10.1007/978-3-319-46723-8_30
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Figure 3.1: a) An in-vivo bone US. The red line indicates the mid-column, along which the plots
show: b) B-mode intensity, c) PS [Hacihaliloglu et al., 2009], d) shadowing feature [Karamalis et al.,
2012], e) shadow and f) soft-tissue probabilities from the trained appearance model cf. Section 3.2.1.

quite limited. Considering conventional B-mode imaging, early work focusing on bone
surface segmentation utilized intensity and gradient information, e.g. [Daanen et al., 2004].
In [Hacihaliloglu et al., 2009] the authors exploited phase congruency from [Kovesi, 1995]
to introduce phase symmetry(PS) in 2D and 3D to identify bone fractures by aggregating
log-Gabor �lters at different orientations. This enhances bone surface appearance as
seen in Fig. 3.1(c). The tedious parameter selection phase of log-Gabor �lters for PS
was automated later in [Hacihaliloglu et al., 2011]. Inspired by gradient energy tensor
from [Felsberg et al., 2005], PS was also used to de�nelocal phase tensor(LPT) metric
and was studied for enhancing bone surface appearance for registering statistical shape
models to 3D US images [Hacihaliloglu et al., 2013]. Despite its high sensitivity, the major
drawback of PS is its low speci�city; i.e., it gives false positives at interfaces between
soft tissue layers (Fig. 3.1(c)). Therefore, most works using PS alone require manual
interaction, e.g., selection of a region-of-interest (ROI) around expected bone surface,
or post-processing to remove false positives. Note that PS is a hard-decision, giving
almost binary (a very high dynamic range) response, from which post-processing may
not always recover from, leading to suboptimal solutions. Alternatively, in [Quader et al.,
2014]con�dence in phase-symmetry(CPS) was introduced to enhance bone surfaces in US
by uniformly weighting PS, attenuation and shadowing features; the latter two stemming
from con�dence maps[Karamalis et al., 2012] based on random walks. The shadowing
feature is exempli�ed in Fig. 3.1(d). These earlier works either lack a principled approach
to combine the available information, e.g., image appearance and physical constraints of
ultrasound, or rely strongly on PS for bone surface. Herein, we propose a novel graphical
model, which is robust to false-positive responses, by introducing physical constraints of
ultrasound-bone interaction combined in a principled way with appearance information
from a supervised learning framework.

3.2 Methods

Despite the fact that soft-tissue interfaces and bone surface may both appear as hy-
perechoic re�ections, there is a fundamental difference at bone surfaces: Due to the
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 3.2: Sample features from a US image (a), where �n denotes �lter kernel scale from �ne “1”
to coarse “3”: (b) Median 3, (c) Entropy 2 (d) Attenuation, (e) Gauss3, (f) Column-long s, (g) LBP1,
(h) Rayleigh �t_error.

relatively higher acoustic impedance of cortical bone, it causes an almost total re�ection
of transmitted ultrasound energy. This leads to a bright surface appearance and, behind
this, a dark or incoherent appearance due to lack of ultrasound penetration. Accordingly,
we categorize the US scene in three classes:bonesurface (B), shadowbehind this surface
(S), and other (soft) tissue(T). We model their appearance using supervised learning with
the following features.

3.2.1 Image Features and Learned Appearance Models

2D image patch and 1D image column features are employed, the latter approximating
the axial propagation of focused beams. Features regarding statistical, textural, and
random walks-based information are extracted at different scales as listed in Table 3.1,
where Scale-spaceindicates kernel sizes, i.e., the edge length of square kernels or length
of vector kernels. A subset of the features for a sample US image is depicted in Fig. 3.2.
Below they are brie�y summarized.

Local-patch statistics . Simple and higher-order statistical features are used.

Random-Walks . Features from the literature such as con�dence maps mx,y from [Kara-
malis et al., 2012]; and, based on this, attenuationax,y = norm

�
å w(mx,y � mmin )

�
and
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shadowing sx,y = norm
�
å w mx,y / mmin

�
from [Quader et al., 2014], where norm (.) is the

unity-based normalization and w is number of pixels in the patch are applied.

Column-wise and integral statistics . Intuitive metrics motivated by the re�ection and
attenuation effects acting in a cumulative manner as ultrasound propagates are also
employed from the far-side of the image to a point.

Local Binary Patterns . In order to capture textural (speckle) information visually, we used
well-known Local Binary Patterns[He et al., 1990] and Modi�ed Census Transform[Froba
et al., 2004], which relate the intensity at a point to its neighbors.

Speckle characteristics. A last feature is included from an ultrasound physics perspective:
It is known that the appearance of fully-developed speckle can be characterized locally
by Rayleigh, Nakagami, or similar distributions. At locations where ultrasound SNR
is low, e.g., behind bone surface, although it may be possible to get a high intensity
(with high gain, etc), the content would be mostly other noise (e.g., electrical), which
will likely follow a Gaussian or uniform distribution. Accordingly, we used the �t of
a Rayleigh probability density function(pdf) to patch intensity histograms to quantify its
speckle characteristics, i.e.,:

�t_error = jj pdf Rayleigh � hist(patchi ) jj (3.1)

where pdf Rayleigh is the maximum likelihood �tted distribution and the second term is
the normalized histogram of patch intensities.

To capture scale-space information, patch-based features are extracted at multiple scales
(see Table 3.1). At a point i, this leads to a feature vector of fi of length 44 populated
by the above-mentioned features. From these features extracted at all image locations
of annotated sample images, two discriminative binary classi�ers are then trained to
construct independent probability functions p( fi j labeli ) for classesS and T, below and
above the annotated bones respectively. For bone surfaceB, we use phase symmetry
PS, converted to a likelihood as exp(� PS/ s0). For a given test image, we cast the bone
segmentation as a graph labeling problem shown below.

Table 3.1: Features extracted at different kernel space-scales for US transmit wavelength (l ) and
pixels (px).

Filter Group Type Filter Names Scale-Space

Intensity Pixel intensity (Fig. 3.2(a)) 1 px

Local patch statistics
Mean, median (Fig. 3.2(b)), variance, standard

deviation, skewness, kurtosis, entropy (Fig. 3.2(c))
3,6,12l

Random Walks
Con�dence Map [Karamalis et al., 2012], Shadowing [Quader et al., 2014],

logShadowing, Attenuation [Quader et al., 2014] (Fig. 3.2(d))
1 px

Column-wise statistics 0th order (Fig. 3.2(e)), 1st order, 2nd order, 3rd order 2,5,11l

Integral statistics Integral, weighted integral, standard deviation 5,11,31 l

Local Binary Patterns
Local Binary Patterns [He et al., 1990],

Modi�ed Census Transform [Froba et al., 2004]
-

Speckle characteristics Rayleigh �t_error (Fig. 3.2(h)) 12 l



3.2 methods 37

Figure 3.3: (a) Unary cost calculation and (b) Pairwise edge connections for i) 4-connected, ii)
directional 4-connected, iii) proposed con�guration. Horizontal, vertical and jump-edge connections
are denoted with H, V and J respectively.

Table 3.2: Pairwise cost de�nition for horizontal (H), vertical (V) and jump (J) edges.

(a) (b) (c)

YH ( i , j) T(j) B(j) S(j)

T(i) k1 1 1

B(i) 1 k2 1

S(i) 1 1 k1

YV ( i , j) T(j) B(j) S(j)

T(i) k2 k3 ¥ 1

B(i) ¥ 1 k2 k3

S(i) ¥ 1 ¥ 1 k2

YJ( i , j) T(j) B(j) S(j)

T(i) 0 0 ¥ 2

B(i) ¥ 1 ¥ 3 0

S(i) ¥ 1 ¥ 1 0

3.2.2 Encoding Ultrasound Physics on Graph Edges

For spatially consistent results and removing false local responses, Markov Random Fields
(MRF) is a common regularization approach. In MRF, the image is represented by a graph-
ical model, where pixels are the nodes and inter-pixel interaction (e.g., regularization) are
encoded on the edges. A maximum-a-posteriori solution involves the minimization of a
cost function in the following form:

å
i

Y ( i) + må
i

å
j2N i

Y ( i , j) (3.2)

where Y (�) and Y (�, �) are the unary and pairwise cost functions and N i is the neighbour-
hood of node i. One can then obtain a regularized labeling (segmentation) solution, e.g.,
using common Potts potential for pairwise regularization and the label models above as
unary costs, as seen in Fig. 3.3(a).

MRF uses undirected edges as in Fig. 3.3(b.i), and thus can only encode bidirectional
information. Regarding ultrasound, we know that it travels axially, thus different types of
interaction occur between vertical (V) and horizontal (H) pixel neighbours in the image.
Different pairwise costs for such neighbours can be set using a directed factor graph as in
Fig. 3.3(b.ii). For horizontal edges, we use a Potts-like model in Table 3.2 (a), where same
labels on both ends are penalized less, with parameters k1 and k2 in range (0, 1) since
neighboring pixels shall be more likely to be of the same class. For vertical edges, what
we know is following: 1. soft tissue T starts from the skin; 2. once the bone surfaceB is
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Figure 3.4: (a) Comparison of algorithms (best scores are shown in bold), (b) average accuracy vs.
tolerance margin, and (c) F1 score; where we propose CFG" & BFG.

encountered, the rest of the image (below that location) should be shadow S (no more
T); and 3.S cannot start without encountering B �rst. Constraint 1 above is enforced
by a unary constraint on top image pixels (skin), and the latter two are enforced using
the vertical pairwise costs in Table 3.2 (b), where ¥ 1 prohibits transitions that violate
these conditions. Consequently, starting from the transducer the encountered labels
(downward) should be in this strict order: T! B! S. Thanks to factor graphs, vertical
transitions can also be penalized, if desired, differently than horizontal ones, controlled
by parameter k3 (=1 for isotropic penalty).

Re�ection of ultrasound at bone surface generates a hyperechoic band, the thickness of
which depends on various factors (e.g., ultrasound frequency). Accordingly, after the label
switching to bone surface B, it should not continue as B until the bottom of the image, but
instead switch to S shortly after. We encode this with an additional so-called jump edge
(J) connected from each pixel to the onel pixels below, as in Fig. 3.3(b.iii) (green). With
the costs given in Table 3.2 (c), this enforces the thickness of surface appearance to be
exactly l pixels: ¥ 2 prohibiting S below T, setting a lower bound of l ; and ¥ 3 prohibiting
both ends from being B, setting an upper bound of l . For J,¥ 1 still enforces the right
order of transmission. We call this novel connectivity and cost de�nition as bone factor
graph(BFG). This is optimized by off-the-shelf tools to obtain segmentation.

3.3 Results and Discussion

37 US images were acquired using a SonixTouch machine (Ultrasonix, Richmond, Canada)
with L14-5 transducer at depths [3, 5] cm with frequencies {6.66,10} MHz (depending on
body location). B-mode images had an isotropic pixel resolution of 230 µm. Collected
data include bones in the forearm (radius, ulna), shoulder (acromion, humerus tip), leg
(�bula, tibia, malleolus), hip (iliac crest), jaw (mandible, rasmus) and �ngers (phalanges).
Following [Jain et al., 2004], bone-surfaces were delineated in the images by an expert at
locations where it can be distinguished with certainty; i.e., non-annotated columns mean
either no bone or not visible.
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We ran 6-fold cross-validation experiments. For learning probability models, L2-regularized
logistic regression was used from LIBLINEAR library 1. Factor graphs were implemented
using OpenGM library 2. For transmit wavelength l at a given ultrasound frequency,
l = 4l , s0 = 10� 3, m= 1, k1 = k2 = 0.5 and k3 = 0.3 are used for the experiments. We
utilized the Sequential Tree-Reweighted Message Passing (TRW-S) algorithm for graph
optimization.

To compare BFG with alternatives, we also implemented MRF with edge connectivity in
Fig. 3.3(b.i) and Potts pairwise potentials, and conventional factor graphs (CFG) without
the jump-edge potential with edge connectivity in Fig. 3.3(b.ii) and potentials in Table 3.2(a-
b), and with parameters given above. As these implementations gave arbitrarily poor
results for our evaluation metrics due to many false negative in comparison to BFG,
we applied the following post-processing steps to improve these alternative methods
to a comparable level. We �rst thinned the result to single pixel using morphological
thinning [Lam et al., 1992]. Subsequently, if there are multiple occurrences of bone
detection, only the lowermost pixel is kept to avoid false positives within the soft tissue.
We denote these two post-processing steps with (�" ). Considering typical state-of-the-art
PS methods, most require the selection of a ROI around actual bones, since multiple
re�ections are extracted. We compared our method with [Hacihaliloglu et al., 2011],
where the highest PS response per column (PSmax) was proposed as an automatic way of
identifying the bone surface. Since this yielded relatively poor results as it was, we also
applied ( �" ) to PS as an alternative technique, which we refer as state-of-the-art. We also
compared with con�dence-weighted phase symmetry(CPS) from [Quader et al., 2014]. This
similarly yields many false negatives, so we report its post-processed version CPS" . For
BFG, simply the midpoint of l -thick B was output.

We used common bone-detection evaluation metrics: symmetric Hausdorff distance
(sHD), one-way Hausdorff distance (oHD), and RMSE of detected bone surface to the
closest gold standard (GS) point. Quantitative results averaged over 6-folds are seen in
Fig.3.4(a), indicating that our algorithm outperforms other approaches. We also looked at
the classi�cation accuracy of surface detections. We considered a detection pixel correct if
it is within a tolerance margin around the gold standard annotation. Accordingly, we
generated a classi�cation result (i.e., true/false positive/negative) for each column and
computed accuracy score over those for the image. In Fig. 3.4(b), average accuracy of
three best methods are seen as the tolerance is changed. The accuracy of BFG is 86%
whereas PS" is 65% at 1 mm; 92% vs. 72% at 2 mm; and 95% vs. 79% at 4 mm margin,
respectively. BFG outperforms the others at all operating points.According to [Phillips, 2007],
error tolerance in CAOS is 1 mm excluding operator error. Choosing this as an example
operating point, we also calculated F1 scores as in Fig. 3.4(c). This shows the robustness
of our method across all test images, compared to alternatives. A qualitative comparison
between BFG, PS" , and GS is seen in Fig. 3.5.

A computer with Intel i7 930 @ 2.80GHz and 8GB RAM is used for the experiments.
Results were computed in 2 min on average with a non-optimized Matlab implementation,
where the majority of time is taken by feature extraction; which can be in the future
accelerated by parallel computation or feature selection, albeit was not the focus of this
chapter.

1 https://www.csie.ntu.edu.tw/ � cjlin/liblinear/
2 http://hci.iwr.uni-heidelberg.de/opengm2/
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Figure 3.5: Sample qualitative results show robustness (top row) to false detections in soft tissue
interfaces; (bottom,left&center) to shadowing and reverberation artifacts inside bone; (top,center)
separate bone surfaces, e.g. radius and ulna; (right) images demonstrate typical failures.

3.4 Conclusions

In this work, we have presented a novel graph representation of ultrasound-bone in-
teraction for a robust and fully-automatic segmentation of bone surfaces. Our method
performs superior to alternative techniques, demonstrating clinically-relevant perfor-
mance for a diverse range of anatomical regions. In the future, we will improve its speed
for real-time surface detection, e.g., for registration of pre-operative models to real-time
US data for navigation and guidance.



4
Delineating Bone Surfaces
in B-Mode Images Constrained by
Physics of Ultrasound Propagation

Bone surface delineation in ultrasound is of interest due to its potential in diagnosis,
surgical planning, and post-operative follow-up in orthopedics, as well as the potential
of using bones as anatomical landmarks in surgical navigation. We herein propose a
method to encode the physics of ultrasound propagation into a factor graph formulation
for the purpose of bone surface delineation. In this graph structure, unary node potentials
encode the local likelihood for being a soft tissue or acoustic-shadow (behind bone
surface) region, both learned through image descriptors. Pair-wise edge potentials encode
ultrasound propagation constraints of bone surfaces given their large acoustic-impedance
difference. We evaluate the proposed method in comparison with four earlier approaches,
on in-vivo ultrasound images collected from dorsal and volar views of the forearm. The
proposed method achieves an average root-mean-square error and symmetric Hausdorff
distance of 0.28 mm and 1.78 mm, respectively. It detects 99.9% of the annotated bone
surfaces with a mean scanline error (distance to annotations) of 0.39 mm.

4.1 Introduction

National Ambulatory Medical Care Survey and American Academy of Orthopaedic
Surgeons report that each year around 6.8 million patients seek medical attention for
bone fractures in the US, among which almost 900,000 require hospitalization. According
to International Osteoporosis Foundation, approximately 1.6 million hip fractures occur
worldwide and it is expected to increase 3 to 4 fold by 2050 [Gullberg et al., 1997; Cooper et
al., 1992]. Additionally, vast proportion of vertebral fractures are unrecognized; up to 45%
in the Americas and 29% in Europe [Delmas et al., 2005]. In Asia, underdiagnosis is even
more signi�cant due to the population mostly living in rural areas [Mithal et al., 2009],
leading to limitations in access to hospitals and necessary diagnosis equipment. Due to
the high vulnerability to orthopedic conditions in daily life, there is an increasing interest
and focus on improving orthopedic imaging and other complementary technologies.

This chapter is currently under review as: Firat Ozdemir, Christine Tanner and Orcun Goksel, “Delineating Bone
Surfaces in B-Mode Images Constrained by Physics of Ultrasound Propagation” arXiv preprint, arXiv:2001.02001, 2020
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Figure 4.1: Sample US image showing (a) layers of hyperechoic bands between soft tissue layers
and the hyperechoic appearance (red arrow) of the bone surface, (b) the shadow below the bone
surface.

Bone surface localization and segmentation are bene�cial for many orthopedic procedures
including diagnosis, surgical planning, intra-surgical guidance [Ciganovic et al., 2018],
and follow-up care. While accurate diagnosis is essential for best treatment, additional
imaging contrast or visual anatomical aids would allow for better surgical planning and
intra-operative guidance; both improving surgical outcomes and enabling less invasive
surgical alternatives.

Although X-ray radiography or computed tomography (CT) can reveal orthopedic diag-
nostic information, they are also major sources of synthetic radiation [González et al.,
2004]. Ionizing radiation should be particularly avoided for vulnerable patients, e.g.,
children and pregnant women [Brenner et al., 2001]. Furthermore, conventional clinical
X-ray imaging shows insuf�cient contrast for certain musculoskeletal tissue conditions
such as �brosis [Cady et al., 1983; Pillen et al., 2011]. Ultrasound (US) may provide an
additional or alternative imaging modality for diagnosis and treatment. Albeit its low
signal-to-noise ratio (SNR), US is a non-ionizing, real-time, low-cost, portable and hence
widely accessible imaging option.

In US imaging, acoustic impedance difference between layers of tissues cause US signal
to re�ect, inducing the hyperechoic bands seen in B-mode images, see Fig. 4.1. Since the
impedance difference between the bones and their surrounding tissues is relatively large,
almost all incident acoustic power re�ects, hence casting a shadow behind the bones, with
any tissue below this point practically invisible as illustrated in Fig. 4.1. The thickness of
the observed hyperechoic band at a bone surface depends on multiple factors including
the imaging wavelength and the orientation of the US transducer relative to the bone
surface [Jain et al., 2004]. Although there are US radio-frequency (RF) raw data based
bone localization techniques, e.g. [Wen et al., 2007; Hussain et al., 2014], RF data access
is not commonly available in commercial US systems, let alone its realtime streaming.
Therefore, most techniques in the literature utilize commonly available beamformed,
demodulated, and dynamic-range adjusted brightness(B)-mode images.

Given the increased B-mode intensity values at bone surfaces, earlier studies in localizing
bone surfaces use gradient or edge based approaches [Daanen et al., 2004].Phase symmetry
(PS) [Kovesi, 1995] is the aggregation of US images �ltered with different orientation
and scale log-Gabor kernels; and PS was shown in [Hacihaliloglu et al., 2009] to greatly
emphasize the hyperechoic bands visible at bone surfaces. Unfortunately, many hypere-
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choic bands between soft tissue layers show locally similar properties to bone surfaces,
hence also yielding a high PS response, causing false positives. Despite its low speci�city,
PS has shown to provide satisfactory bone localization performance within manually
selected regions of interest [Hacihaliloglu et al., 2009]. Later works expanded PS to 3D
US [Hacihaliloglu et al., 2015], automatized its parametrization [Hacihaliloglu et al., 2011],
and used phase tensors for registering statistical shape models to 3D US [Hacihaliloglu
et al., 2013]. With the aim of suppressing false detections, con�dence in phase-symmetry
(CPS) [Quader et al., 2014] was proposed by combining PS with attenuation and shad-
owing maps extracted from US image, resulting in so-called con�dence maps[Karamalis
et al., 2012]. In [Baka et al., 2016], a machine learning approach is suggested to estimate
a likelihood map of bone surface, where the likelihood map is then used in the cost
term for a dynamic programming delineation of the bone surface. Later, in [Baka et al.,
2017] additional features were extracted with a random forest classi�er to segment bone
surfaces. Further studies utilizing dynamic programming and combining phase tensors
suggest additional improvements [Hacihaliloglu, 2018]. In [Villa et al., 2018], a fully
convolutional network (CNN) is trained on the con�dence map [Quader et al., 2014], PS,
and the B-mode ultrasound images to delineate bone surfaces. Later, additional deep
learning based methods fused with phase tensors were proposed to accurately segment
bone surfaces [Alsinan et al., 2019; Wang et al., 2018b]. In a recent study, state-of-the-art
bone surface delineation accuracy is shown to be achieved with a standard CNN-based
end-to-end learning approach [Ciganovic et al., 2019], hence substantially reducing the
inference time. It is noteworthy to emphasize on the in�uence of available datasets in
works utilizing CNNs, where works with relatively smaller datasets ( 300+ images) report
substantially inferior results when a CNN is trained using US images alone [Alsinan
et al., 2019; Wang et al., 2018b].

In this work, we model the physics of US propagation and interaction with bone surfaces
for delineating such surfaces. We encode such information in a graph formulation, where
we de�ne the bone surface as the posterior interface between two graph labels for soft
tissuelying above and acoustic shadowcast below the bone surface. Pairwise potentials
are used with directed edges to encode US propagation, where vertical edgesencourage
the label interface to align with the hyperechoic surfaces visible in the image, while
enforcing an acoustically plausible order of labels. In particular, when going downward,
once the shadowing is initiated, then no tissue shall be visible anymore. Horizontal
edgesencourage spatial smoothness of the resulting labels and hence bone delineations.
Using a set of handcrafted features and annotated US images, we train binary classi�ers
for assigning unary potentials to the graph nodes at each image pixel. Solving this
factor graph with directed edges, the bone surface is delineated as the border between
tissue and shadow labels. We compare this with our implementations of [Hacihaliloglu
et al., 2013] and [Quader et al., 2014], as well as with our earlier work [Ozdemir et al.,
2016], which uses a separate additional label for the bone surface andjump edgesat all
graph nodes to enforce a given thickness of bone surface appearance. In contrast, we
propose herein a novel bone surface de�nition that yields itself to a binary graph labeling
problem, validated through extensive evaluations and comparisons. We also investigate
an extended set of features, such as local texture, curvature, and Haar-like features.
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4.2 Material

For evaluations, 37 US images from a diverse range of anatomical regions, including
forearm (radius, ulna), shoulder (acromion, humerus tip), leg (�bula, tibia, malleolus),
hip (iliac crest), jaw (mandible, rasmus) and �ngers (phalanges) from one volunteer were
collected, which we will refer to as diverseUSdataset. In addition, 415 US images from the
dorsal and volar sides of the left forearm from another volunteer were collected, which will
be referred to as forearmUSdataset. Experimental data was acquired using a SonixTouch
machine (Ultrasonix, Richmond, Canada) and an L14-5 linear transducer. The former
dataset (diverseUS) was bilinearly resampled for isotropic one pixel per wavelength
resolution within the scope of our earlier work [Ozdemir et al., 2016]. For both datasets,
an imaging frequency of 6.66 or 10 MHz was used depending on the body location.
The collected B-mode images had a depth within [30, 50] mm with a pixel resolution
within [0.064, 0.232] mm. Gold-standard (GS) bone surface delineations were annotated
following the guidelines in [Jain et al., 2004]. DiverseUS dataset additionally includes soft
tissue and acoustic shadow annotations. Hence, diverseUS is used for all the training and
hyperparameter optimization whereas forearmUS is used only for evaluations, without
any further training or parameter tuning to also study generalizability.

4.3 Methodology

When localizing and segmenting bone surfaces on US, there are three different structures
of interest; Bone surface that is visible as a hyperechoic band perpendicular to the axis of
US propagation, Shadow below a bone surface due to re�ected and highly attenuated US
signal, and remaining soft Tissues that are not inside the bone nor are shadowed. Below
we �rst introduce the classi�ers we use for determining the likelihood of the above classes
per image region. Then, we present the proposed factor graph structure and potentially
applicable formulations to impose the physics of US propagation.

4.3.1 Classi�cation of Ultrasound Image Regions

Although both bone surfaces and soft tissue interfaces may appear similarly in US images,
near complete re�ection and posterior attenuation of US signal leads to a shadowed
region underneath bone surfaces. Its identi�cation in the presence of noise may become
ambiguous as shown in Fig. 4.2; for instance, shadow not appearing completely hypoe-
choic due to US artifacts such as multiple re�ections and reverberations. We resolve
such ambiguities in a probabilistic, learning-based framework based on relevant US
image features. For this given binary classi�cation problem, we use LogitBoost[Friedman
et al., 1998], which is a logistic additive method similar to AdaBoost, but requiring less
computational power. As weak learners we use simple trees, leading to boosted decision
forestsfor the local classi�cation task.

Features are extracted at varying scales from 2D image patches as well as from 1D
column vectors aligned with the propagation axis of US, as listed in Table 4.1 and
shown for a sample set in Fig. 4.3. For this given binary classi�cation problem, we use
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Figure 4.2: Underneath the bone surfaces (red arrows), one can observe noise such as reverberations
(blue arrows) or multiple re�ections (green arrows) which may create ambiguity to infer shadowing
and thus the bone surface above as the structure-of-interest.

LogitBoost[Friedman et al., 1998], which is a logistic additive method similar to AdaBoost,
but requiring less computational power. As weak learners we use simple trees, leading to
boosted decision forestsfor the local classi�cation task. Features we utilize are described
below.

Local Patch Statistics: Lower-order statistics such as mean and variance can separate
T and S regions thanks to the speckle noise and various tissue-layer re�ections present
within the former but not the latter. Additionally, entropy and higher-order statistics
such as skewness and kurtosis may help with separating noise in S regions from T.
Furthermore, we compute median, standard deviation, and energy (i.e., sum of squared

Table 4.1: List of 56 features extracted at different kernel space-scales for US transmit wavelength
(l ) and pixels (px).

Feature Types Feature Group Names Scale #

Intensity Pixel intensity 1 px 1

Local patch statistics
Mean, median, variance, standard deviation

skewness, kurtosis, entropy, energy
3,6,12l 24

Random Walks
Con�dence Map [Karamalis et al., 2012],

Shadowing, logShadowing, Attenuation [Quader et al., 2014]

1 px

2,5,11l
4

Column-wise (CW) local CW local statistics (order 2f 0, 1, 2, 3g) 5,11,31l 12

& cumulative statistics Sum, mean, standard deviation - 3

Local Binary Patterns
(normal & extended) Local Binary Patterns

[Ojala et al., 1996] and Modi�ed Census Transform [Froba et al., 2004]
- 4

Speckle characteristics Rayleigh �t error 12 l 1

Local texture Gabor �lter response ( q=p /2 f =16Hz) � =[2, 4] mm 1

Local curvature Curvature response - 1

Haar-like features Center-surround Haar features 2,5,9,15,25,30 px 5
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image con�dence map Rayleigh �t error patch variance patch median

1st ord. CW local stat. 2nd ord. CW local stat. LBP extended LBP CW cumulative mean

CW cumulative std. curvature map Haar features Attenuation feature Shadowing feature

Figure 4.3: For an example US image, a representative subset of corresponding feature maps are
shown.

intensities) within local patches. Eight features extracted at 3 patch scales yield a total of
24 features governing local patch statistics.

Random-Walks based Statistics: Based on the random-walks framework [Grady, 2006],
con�dence maps ( mconf) from [Karamalis et al., 2012] aim to quantify the con�dence
in the information seen in a US image at pixel resolution. Assuming the top row of a
US image to be in contact with the transducer, each pixel's virtual “strength” to reach
the transducer is solved. Con�dence maps are computed through random walks on an
undirected graph with higher edge costs for diagonal and horizontal connections, since
only a few transducer elements are assumed to contribute to a given scanline of the US
image with diagonal signal transmission being less likely. Taking con�dence maps as
its basis, attenuation (ACPS) and shadowing ( SCPS) metrics were proposed for enhancing
bone surfaces in US [Quader et al., 2014]. Having con�dence map mconf for image I , the
attenuation metric at position x is given by

ACPS(x) = Z � 1
A å

i
(mconf(x) � min (mconf(wi (x))) ) (4.1)

where wi (x) corresponds to the neighborhood patch around x at scalei and min (mconf(wi (x))))
thus stands for the minimum of the con�dence map value within wi (x). ZA is the nor-
malizing factor to map ACPS to [0, 1]. Similarly, the shadowing metric is computed
by

SCPS(x) = Z � 1
S å

i

mconf(x)
min (mconf(wi (x)))

(4.2)

where ZS normalizes SCPS(x) to [0, 1]. We include {mconf, ACPS, SCPS} along with log(SCPS)
in our feature space.
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Column-wise (CW) Local and Cumulative Statistics: Since signal propagation is in the
axial plane along the scanlines, we run different kernels along this axis to emphasize
characteristics of different interfaces at varying scanlengths. Using Gaussian kernels at 3
different scales, we compute smoothed 1D gradients of up to 4 orders at a given image
location along (vertical) US propagation axis, which we call CW local statistics. These
yield to 3� 4=12 features from gradient convolutions. While lower order characteristics
look similar, combination of higher-order gradients can be important for differentiating
the classes.

Although local characteristics are important, cumulatively observing all pixels along the
scanline below a given point can be instrumental for determining the label of that pixel.
For example, commonly hypoechoic regions such as blood vessels can be distinguished
from shadow by observing any non-hypoechoic location below that region. Therefore, we
also apply cumulative scanline-long �lters where all axial (vertical) information below
a given pixel is summarized with 3 column-wise features: sum, mean, and standard
deviation of all pixels below the given pixel down to bottom of the image. These 3
features are called cumulative statistics.

Local Binary Patterns (LBP): LBP [Ojala et al., 1996] feature is known to be a powerful
texture descriptor [Ahonen et al., 2006]. Aside from low computational complexity, its
invariance to monotonic intensity changes (e.g., due to changing US imaging gain or
time-gain-compensation settings) makes LBP attractive for US texture discrimination.
LBP descriptors are typically represented in 8 bits, where the intensity of each pixel is
thresholded with its 8-connected immediate neighbors in a consistent order to generate a
binary vector. In [Froba et al., 2004], Modi�ed Census Transform (MCT) was proposed
for a robust threshold value as the mean of a 3� 3 neighborhood, adding invariance to
illumination change and noise.

In addition to the 3� 3 pixel region used in LBP and MCT, we propose to also include
every second pixel in each 5� 5 neighborhood like in a checker-board pattern. Then, for
an extended LBPfeature, the differences of pixel pairs that are symmetric with respect
to the center pixel are thresholded by 0. For an extended MCT, the differences of these
opposing pairs are thresholded with the difference between the center pixel intensity and
the mean intensity of the 25 pixels in the given neighborhood. These features remain
invariant to slow intensity changes while being sensitive to spikes at multiple orientations
and widths. These small variations could be descriptive when discriminating bright
re�ections at bone surfaces from soft tissue and shadow regions. These 4 features above
are extracted at a single scale.

Speckle Characterization: In B-mode images, even in the absence of specular re�ections,
coherent noise from scattering cause the typical US speckle texture. Fully-developed
speckle intensities can be characterized by Rayleigh, Nakagami, or distributions of similar
nature. Such characterization may help to differentiate tissue speckle “noise” (texture)
from other potential noise source, e.g., in shadowed regions S, the latter likely containing
different distributions due to different nature of origin, e.g., electric noise. Accordingly,
we use the �tness of a patch histogram to Rayleigh distribution as a feature as follows:

FITR(x) = jj hist(w(x)) � pdf R(w(x)) jj (4.3)
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where the �rst term is the normalized histogram of the pixel intensities within patch w
centered at x, and the second term pdf R is the maximum-likelihood �tted distribution to
this histogram. We implemented pdf R in Matlab as

pdf R(w(x)) = raylpdf (w(x)jrayl�t (w(x))) (4.4)

where rayl�t (�) is the maximum likelihood estimation of the Rayleigh scale parameter for
the given data [Johnson et al., 2005] andraylpdf (�j� ) is the Rayleigh probability density
function [Evans et al., 2000] for the given parameter. Due to high computational demand,
we used a single patch size, leading to a single feature.

Local Texture Response: Spatio-temporal information from an image can be extracted
using Gabor �lters tuned at different frequencies and spatial orientations of interest. For
�lter frequency f and orientation q, a set of Gabor �lters

G(x, � , f , q) = g(x, � ) cos(2p f (x1 cos(q) + x2 sin(q))) (4.5)

can be de�ned, where g(x, � ) is the 2D zero-mean Gaussian functions characterized by
different variances � , and xi are the components of x. A Gabor �ltered image, called the
local texture map, is included among our features.

Local Curvature Response: Image curvatures may be useful for discriminating soft tissue
layers and bone surfaces. We include image curvature in 2D as a feature as de�ned
in [Schnabel et al., 1995] as

K(x) = �r �
r I (x)

jjr I (x)jj
(4.6)

where r� and r are divergence and gradient operators, respectively.

Haar-Like Features: Haar-like features [Viola et al., 2001] are widely used in fast object
detection tasks, thanks to their fast computation by exploiting integral image proper-
ties. We extract Haar-like features at 5 different scales in the form of center-surround
features[Lienhart et al., 2002], where a smaller square is subtracted from a larger co-centric
square.

4.3.2 Graph Formalization of US Interaction with Bone Surface

Although the learned classi�ers above may already suppress some false-positive de-
tections and false-negative delineation gaps, these utilize potentially ambiguous and
sometimes contradictory local image descriptions. Indeed, incorporating global image
context can help in resolving local ambiguities, and hence is essential for resolving
false bone surface detections. For instance, a tissueT appearance inside a shadow S
region can only be explained and resolved by either concluding the appearance being
an artifact in the shadow (hence correcting the appearance to label S) or realizing that
the falsely-presumed bone surface supposedly casting that shadow is potentially a tissue
interface instead (hence correcting the region lying above the actual shadow to label T).
CPS is an approach to combine PS with global US properties through linear weighting.
Although this may emphasize bone surfaces, the resulting segmentation performance was
found in [Ozdemir et al., 2016] to be inferior to PS, due to CPS responding only when
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Figure 4.4: Pairwise edge connection representations for (i) the Potts model, and our proposed (ii)
directed lateral and scanline edges as well as (iii) bone factor graph (BFG).

Table 4.2: Pairwise cost de�nitions for (a) horizontal H, (b) vertical V, and (c) jump J edges.
¥ 1 discourages undesired label neighbourhood, which would disobey the physically-expected
T! B! S label order. ¥ 2 ensures a bone surface before shadow. ¥ 3 and ¥ 4 ensure a limited
thickness for the bone surface. k parameters control the spatial regularization.

(a) (b) (c)

YH ( i , j) T( j) B( j) S( j)

T( i) k1 1 1

B( i) 1 k2 1

S( i) 1 1 k1

YV ( i , j) T( j) B( j) S( j)

T( i) k2 k3 ¥ 2

B( i) ¥ 1 k2 k3

S( i) ¥ 1 ¥ 1 k2

YJ( i , j) T( j) B( j) S( j)

T( i) 0 0 ¥ 3

B( i) ¥ 1 ¥ 4 0

S( i) ¥ 1 ¥ 1 0

k1 2 [0.1, 1]

k2 2 [0.1, 1]

k3 2 [0.1, 103]

¥ i =104

there already is a PS response. Alternatively, global contextual constraints can be incorpo-
rated naturally and more accurately through a graph formalization of this segmentation
problem. Below we describe two alternative approaches; with and without an explicit
bone surface label, where the nature and advantages are comparatively described and
evaluated in the following sections.

Graphical Model and Pairwise Edge Potentials. We represent the US image as a
Markov random �eld (MRF) with the following energy

å
i

Y ( i) + må
i

å
j2N i

Y ( i , j) (4.7)

where Y (�) and Y (�, �) are the unary nodal and pairwise edge cost functions and N i is
the neighbourhood of node i. A 4-connected edge con�guration is used for the graph
representation and connectivity of the pixels in the image as shown in Fig. 4.4(i).

For spatial regularization of labels, a trivial option is a Potts-like pairwise model, where
any edge e( i , j) connecting nodes i and j will be penalized higher when the labels differ,
i.e. l ( i)6= l ( j). This is seen in Table 4.2(a) whenk1< 1 and k2< 1. This table assumes
directed edges. For MRFs with undirected edges, one can consider only the lower triangle
of YH ( i , j).
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US Propagation Edges

In order to enforce the strict propagation prior of US, lateral edges, also referred to as
horizontal ( H), and edges along the US scanline, similarly referred to as vertical (V), are
herein proposed to have different pairwise energy de�nitions. For no bone in the scanline,
all nodes should be tissue T. For a top-to-bottom traversal of the US image in depth, if and
once a bone surface is encountered, the labels in this said scanline should strictly follow
the order: T, B, and S, since after the bone surface only shadow can be visible. Such
an order can be enforced in a graphical model, only using directed edges; i.e., allowing
e( i , j) 6= e( j, i). For de�ning such directed edges, we use factor graphs [Kschischang et al.,
2001], with which we encode the above-mentioned scanline order as a propagation prior
using direction-dependent weights between vertically-neighbouring nodes.

With the motivation above, a pairwise cost scheme for vertical neighbours shown in
Table 4.2(b) was proposed in [Ozdemir et al., 2016], summarized below for completeness.
Large penalties (represented with ¥ 1) prohibit undesired vertical neighbourhoods; i.e.
preventing B! T, S! B, and S! T assuming directed edges pointing the US propagation
direction (downward). ¥ 2 ensures a layer of bone surfaceB to exist at any T! S transition.
Parametersk2 and k3 allow to weight encountering a bone interface with respect to the
continuation of the same label as shown in Table 4.2(b). For the horizontal edges, no
meaningful physics priors can be foreseen, but the anatomical connectivity can be utilized
as a geometric prior for spatial regularization with Potts potentials where homogeneity,
i.e., e( i , j) can be penalized lower when i = j than otherwise, as seen in Table 4.2(a). Here
we de�ned a separate penalty k1 for S and T pixels compared to k2 for B, since a large
class imbalance is expected. Note that in a typical image there would be large regions
of shadow S and tissue T, in comparison to bone surface B pixels. Therefore, we use a
larger horizontal weight k2 for bone surface, which requires stronger agreement among
unary potentials for continuity in the lateral direction.

Jump Edge

Despite the above constraints, graph solutions with a surface stretching over several
centimeters thickness (e.g., with two or more layers of tissue re�ections being combined
as a thick bone surface) are still valid solutions. In contrast, in B-mode images the bone
surfaces appear as hyperechoic bands of �nite thickness, due to the limited (pulse-length
related) axial resolution of ultrasound among other factors [Jain et al., 2004]. Accordingly,
we enforce bone surfaceB to vertically be a �nite-width layer, the thickness l of which
can be de�ned as a function of US frequency l . In order to enforce such given thickness,
we use additional jump (J) edges that connect each node to another one preciselyl nodes
below, as shown in Fig. 4.4(iii) and with the costs given in Table 4.2(c). A large penalty ¥ 3
(similarly to ¥ 2) prohibits any direct transition from T to S within l nodes, thus requiring
a label B at an horizon of l – effectively putting a minimum vertical thickness constraint
of l + 1 on the posterior of B. Additionally, ¥ 4 prevents the two ends of a jump edgebeing
both B, effectively constraining the maximum vertical thickness of any posterior B band
to l + 1. These two above constraints combined ensure all detected bone surfacesB to
be exactly l pixels thick vertically. The cost term ¥ 1 in Table 4.2(c) acts similarly and
concurrently to YV to ensure the logical order of T! B! S.

The factor-graph model combining J, V, and H edge de�nitions as shown in Fig. 4.4(iii)
for bone surface segmentation in US images was calledbone factor graph(BFG) in [Ozdemir
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et al., 2016]. This, however, has several shortcomings in design, parametrization, and
computation: First, the bone thickness parameter l above is hard-coded into the graph
formulation and thus it needs to be empirically de�ned a priori, which is not a trivial
task. Moreover, this surface thickness l would in practice not be invariant, but would
depend on depth from surface, focusing depth, surface inclination, aberrations, image
post-processing operations, etc. Furthermore, the given jump edges above increase the
total number of edges by � 50%. Indeed, given that the actual bone surface (not the US
appearance) is a layer of in�nitesimal thickness, any need for a separate label B to that
end is actually questionable. To address these points we herein propose an alternative
simpli�ed graph structure, where the bone surface is encoded in the edges rather than a
separate label, as described below.

Bone-Responsive Edges

We modify the above model by removing the jump edges as well as discarding the label
B, and instead encoding bone surface likelihood on vertical T! S edges. This yields
a simpli�ed directed graph as seen in Fig. 4.4(ii). In this work, we use the pixel-wise
PS response to de�ne the bone-responsive edge potentials locally; i.e., the vertical edge
potential is rede�ned as YV ( i , j)= k3 fPS(xi ) for l ( i)= T and l ( j)= S, where k3 is a weighting
constant as shown in Table 4.3 and

fPS(xi ) = e
PS(xi )

� ZPSs0 (4.8)

where PS(xi ) is the phase-symmetry response at the image position xi of node i, ZPS is
the normalization factor to scale PS values across a given image to the range[0, 1], and s0
regulates an exponential decay. For horizontal edges we use the earlier Potts-like spatial
smoothing model, as shown in Table 4.3(a). Since the vertical edges are conditioned on
a spatially varying function (PS, in this scenario) as in conditional random �elds, we
refer to our proposed model above as conditional bone graph(CBG). An overview of CBG
framework is shown in Fig. 4.5.

4.3.3 Implementation

PS is computed as the sum over different orientations r= 1, ...,Nr and scalesm= 1, ...,Nm

as follows [Hacihaliloglu et al., 2009]

PS(x) = å r å mb(jer,m(x)j � j or,m(x)j) � tr c

å r å m

q
e2
r,m(x) + o2

r,m(x) + e
(4.9)

where tr is an orientation dependent noise threshold, bac= max(a, 0), and er,m and or,m

are, respectively, the real and imaginary components of image I �ltered (convolved) with
the 2D Log-Gabor �lter Gr,m(w, f ). In other words,

er,m + jor,m = I � (F� 1(Gr,m(w, f ))) , (4.10)

where j=
p

� 1 is the imaginary unit, F� 1 represents the inverse Fourier transform opera-
tor, and Gr,m(w, f ) can be customized in spectral domain as

Gr,m(w, f ) = exp

 

�
( log(w/ w0)) 2

2( log(km/ w0)) 2 �
(f � f r )2

2s2
f

!

(4.11)
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Table 4.3: Pairwise cost de�nitions for horizontal H and vertical V edges on conditional bone
graph (CBG). ¥ 1 discourages undesired label neighbourhood, which would disobey the physically-
expected T! S label order. k parameters control the spatial regularization. fPS(�) embeds the local
bone surface likelihood for regulating T! S transitions.

YH
CBG( i , j) T( j) S( j)

T( i) k1 1

S( i) 1 k1

YV
CBG( i , j) T( j) S( j)

T( i) k2 k3 fPS(xi )

S( i) ¥ 1 k2

Figure 4.5: Overview of the presented framework CBG, where the components within the red
contour are valid only for the proposed BFG con�guration.

where parameters f r , w0, km, and sf allow to de�ne the �lter orientation, center frequency,
scaling factor, and angular bandwidth of the band-pass �lter, respectively.

Given these potential de�nitions, we seek the maximum a posteriori (MAP) solution for a
given graphical model. Note that an exact inference may not always be possible, since
submodularity cannot be guaranteed with conditional edge potentials and the directed
edges prevent the use of many graph solvers. Accordingly, all graphical models given
above were implemented in OpenGM and solved using Sequential Tree-Reweighted Mes-
sage Passing (TRW-S), which uses a dual ascent algorithm and allows for an approximate
inference regardless of problem de�nition.

4.4 Experimental Setup and Evaluation

For evaluations and comparisons, we optimized the proposed algorithms in multiple
aspects, including hyperparameter and feature selection (details are provided in the
Appendix).
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4.4.1 Performance Metrics

As gold-standard (GS) bone surface for evaluations, only the bone surfaces visible with
suf�cient con�dence were annotated. Hence, non-annotated GS image columns (US
scanlines) indicate no visible bone surface, either due to the actual in-existence of a bone
or due to a potential ambiguity in its existence or con�dent localization. Based on such
under-segmentationas GS, we compute common metrics such as root-mean-square error
(RMSE), mean Euclidean distance (MED) and one-way Hausdorff distance (oHD) only
from the GS with guaranteed bones to the automatic delineation with potential errors.
Furthermore, in order to compute symmetric Hausdorff distance (sHD), we evaluate
delineations only for US scanlines where GS annotations exist. Provided that Hausdorff
distance can be too prohibitive, we also report 95-percentiles for oHD and sHD; denoted
as oHD� , and sHD � , respectively.

Although RMSE, MED, oHD, and sHD measure different aspects of segmentation per-
formance, we found them to be incomplete for assessing bone surface delineations with
respect to GS annotations. With RMSE and oHD, major errors at some scanlines can be
compensated with more accurate segmentations found at neighboring scanlines; and sHD
may be unfair by introducing a very large penalty, e.g., for a single falsely-detected pixel
at a far distance. To assess the segmentation performance for each scanline separately, we
therefore utilize two additional metrics: For each scanline where both manually (GS) and
automatically segmented bone surface exists, the average distance error to all predictions
along the scanline is measured, and their mean over the image is reported as mean scanline
error (MSE). To quantify false detections, i.e. false negative rate, we report the ratio of
the number of scanlines with only GS but no delineation output to the total number of
scanlines with GS annotations, called herein the miss percentage(MP).

4.4.2 Parameter Optimization

After a set of initial empirical tests and in view of earlier works such as [Hacihaliloglu
et al., 2009; Hacihaliloglu et al., 2011], we �xed the parameters regarding Log-Gabor �lter
scale (Nm= 1), ratio k/ w0= 0.25, and ensemble tree size (tsize= 50). For the remaining 8
parameters of CBG we ran a grid-based parameter optimization with respect to bone
surface delineation. These 8 parameters are the number of orientations in PS computation
(Nr ), fPS decay parameter (s0), fPS angular frequency ( w0) which we reported in spatial
units as l PS= 2p / w0, weighting coef�cient of pairwise potentials ( m), and pairwise edge
cost parameters (k1, k2, k3), and half the angle of coverage (\ PS) of the Log-Gabor �lter,
i.e.

f r =

8
<

:
p /2 � \ PS+ 2(r � 1) \ PS

Nr � 1 , for r > 1

p /2, otherwise
(4.12)

Based on preliminary experiments, viable parameter ranges shown in Table 4.4 were used
in a grid search. We used a single combined metric as optimization objective, namely the
mean metricgiven by the mean of conventional metrics RMSE, oHD, and sHD, as these
assess various aspects of a delineation.
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Table 4.4: Tested range of optimized parameters.

Parameter l PS \ PS Nr s0 m k1 k2 k3

Range [25, 75] px [p /12, p /3] [1, 3] [0.01, 10] [0.1, 5] [0.1, 1] [0.1, 1] [0.1, 1000]

We followed a bootstrapping based approach to generate different subsets of samples
from diverseUS to run cross-validation for parameter optimization. In a pseudo-random
manner, we generated 5 different sets Si , such that each sample from diverseUS is left out
once. Then, we ran a 6-fold cross-validation on each Si for the parameter optimization.
For each parameter setting the averagemean metricacross all crossfolds was computed
to identify the best parameter set si that maximizes the average crossfold performance
within Si .

4.4.3 Method Standardization

Some methods and bone localization algorithms in the literature, such as PS, do not
necessarily aim for a complete and accurate delineation of the bone surface, but rather
act as a �lter aiming to enhance the visibility of bone surface in an US image. Hence,
their output may additionally contain tissue interfaces and/or they may return multiple-
pixel thick bone surfaces, which would both skew the proposed evaluation metrics to
their disadvantage. In our preliminary tests, such simple baseline approaches compared
very unfavorably to our proposed methods for the given metrics. To enable a fair
quantitative comparison and to maximize the delineation performance of these algorithms,
we introduce and compare two standardization techniques as post-processing steps: For
PS we apply (�)max [Hacihaliloglu et al., 2011], with which the detection with the highest
response along each scanline is picked as the bone surface. We also employ(�)" where
�rst a morphological thinning [Lam et al., 1992] is applied on any segmentation result,
and then for each scanline the deepest (lowermost) bone surface detection is selected as
the output delineation [Ozdemir et al., 2016]. We apply (�)" postprocessing to PS and CPS.
For BFG, any bone surface response is alwaysl pixel thick, so for any hairline delineation
we simply pick the mid-pixel of BFG output vertically. In CBG, no post-processing is
needed since the bone surface is given implicitly as a thin layer at the interface between
the regions with posterior T and S labels.

4.5 Results

4.5.1 Implementation

Computations were performed on an Intel i7 4.00GHz CPU with 16 GB available RAM.
We refactored our earlier BFG implementation [Ozdemir et al., 2016] leading to speed
improvements in feature extraction and classi�er training.

Code will be available in https://github.com/firatozdemir/US-Bone-Seg
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Table 4.5: For each subsetSi , the optimal parameter set (si ), and the average cross-validation scores
in [mm] using LogitBoost classi�er are shown.

Set l PS \ PS Nr s0 m k1 k2 k3 RMSE oHD sHD mean

S1 25 p /3 3 0.01 5 0.1 0.1 100 0.56 1.59 3.37 1.84

S2 25 p /12 1 0.1 5 0.1 1 100 0.56 1.45 3.28 1.76

S3 25 p /3 3 0.01 5 0.1 0.5 100 0.42 1.35 2.77 1.51

S4 25 p /3 3 0.1 5 0.1 1 100 0.67 1.82 3.33 1.94

S5 25 p /12 1 1 5 0.1 0.5 100 0.79 1.96 2.88 1.88

From the results in Table 4.5, it can be seen that half of the hyperparameters have the same
optimal values across different sets Si . Hence, CBG hyperparameters are set accordingly
as l PS = 25, \ PS = p /3, Nr = 3, s0 = 0.01,m= 5, k1 = 0.1, k2 = 0.5, and k3 = 100.

Given that the parameter optimization of all methods were conducted on the diverseUS
dataset, test images from forearmUS dataset were bilinearly interpolated to match the
pixel resolution of diverseUS. For the quantitative evaluations, we resize the segmentation
results to match the initial GS resolution of forearmUS. This is done by bilinearly resizing
the segmentation distance map and thresholding based on the forearmUS GS resolution.

4.5.2 Evaluation Results

We evaluated bone surface delineation performance of the compared methods on the
forearmUS dataset. In Table 4.6 we present a quantitative comparison of the proposed
CBG with BFG [Ozdemir et al., 2016], PS [Hacihaliloglu et al., 2011], CPS [Quader
et al., 2014], and UNet [Ciganovic et al., 2019]. PS and CPS required no training and
were parameter-optimized on diverseUS. BFG and CBG were trained and parameter-
optimized with hold-out sets on diverseUS. UNet was trained on another dataset of
only forearm images. Considering a fair comparison given a limited training set with
potential domain-shift, we compare below the methods that can cope with such practical
limitations.

It is seen that PS delineation results can be greatly improved by a simple post-processing
step (�" ), over its (�max) alternative used in earlier works [Hacihaliloglu et al., 2011].
Indeed, for some metrics (RMSE, MED, oHD, and MP), PS" even outperforms BFG on the
forearm dataset, contrary to earlier �ndings in [Ozdemir et al., 2016]; although BFG still
yields a substantially improved ( 40%) sHD compared to PS" . Using only the diverseUS
training, our proposed method CBG achieves the best performance in all metrics except
MP. The improvement of CBG over PS" for these metrics range from 14%(MED) to 54%
(sHD), average being 32%. Similarly, CBG improves our earlier proposed method BFG
42%on average for these metrics. For all metrics except MSE, both BFG and CBG achieve
performance superior to inter-annotator variation reported for this dataset in [Ciganovic
et al., 2019]. Since neural networks require a large training set and are susceptible to
domain shift, the UNet would have been quite disadvantaged if trained on diverseUS, due
to its limited 37 images, among which only few are of the forearm region. We therefore
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presented here UNet results trained with another forearm dataset of 1385 images from
a different subject, with which UNet then expectedly outperforms all other methods
substantially, in agreement with [Ciganovic et al., 2019]. Given that it is not always
practical to annotate and train on large sets of a targeted anatomy, UNet results reported
in [Ciganovic et al., 2019] are herein only presented as a reference. Other works in
literature using a similar experiment setup (SonixTouch US machine) report UNet results
of 2.43 mm [Alsinan et al., 2019] and 0.39 mm [Wang et al., 2018b] for MED metric when
only B-mode US images were used as input, where training set sizes were 300 and 415
images, respectively.

In Fig. 4.6, a collection of qualitative results are presented, where the bone surface
delineations are demonstrated for images yielding the best, median, and worst scores
for four quantitative metrics. Results for our proposed method CBG are on the odd
columns. As a comparison and a baseline, bone surface delineation of PS" are shown in
alternating columns. It is seen that PS" results in many false positive detections, even
within the visible bone surface scanlines (GS), which is re�ected in its high sHD error.
For instance, PS" often detects a bone surface per scanline regardless the existence of a
real bone, mainly due to hyperechoic bands within the soft tissue, e.g., subcutaneous
tissue. Such false detections can be mostly avoided in BFG and CBG since to similar
patterns are commonly visible and hence can be learned by the classi�ers from diverseUS.
Another common pitfall observed in PS " is that detections can bounce abruptly between
deep and shallow regions. While there can be multiple bone tissues as well as gaps in
between them in a given US image that justify such jumps, a continuous surface is often
expected throughout a single bone surface. Both BFG and CBG can often avoid such
false detections thanks to globally optimized factor graph constraints. It is also seen in
Fig. 4.6 �rst row that despite appearing very similar to bone surface, the connective tissue
between two bones (radius and ulna) is often correctly identi�ed as background in CBG
thanks to graphical formulation. Upon inspection of the worst performing image samples,
one can notice that false negatives for CBG occur when there is shadow appearing region
with a smooth and continuous hyperechoic band above; e.g., �rst and last columns in
Fig. 4.6. Based on visual inspection, metrics sHD and MSE were found to be more
representative of perceived delineation quality, whereas oHD was not very correlated
with visually pleasing bone surface delineations.

4.6 Conclusions

Earlier works on bone surface localization in US images such as using maximum phase
symmetry (PS) [Hacihaliloglu et al., 2011] or intensity gradient [Jain et al., 2004] often
required many assumptions and manual interactions. Deep learning based techniques
have already shown strong improvements in bone surface delineation problem. However,
such methods require large annotated datasets, which are often not available for a targeted
anatomical structure. For automatic bone surface delineations, we have herein proposed a
method to incorporate US physics as constraints into image analysis. We have introduced
a graph formalization, in which the US interaction with bone surfaces and resulting
shadows are encoded as graph edge potentials. We have used an ensemble training
method to compute unary potentials of labels for soft tissue and acoustic shadow. The
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Figure 4.6: Images yielding the best, median, and worst scores for four main evaluation metrics
for our proposed method (CBG) and for PS " for comparison. The red and blue overlays show the
method segmentations and the gold standard annotations, respectively. The quantitative score of
each image is displayed below itself.
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Table 4.6: Delineation performance measured by RMSE, one-way Hausdorff distance (oHD),
symmetric Hausdorff distance (sHD), mean scanline error (MSE), miss percentage (MP), mean
Euclidean distance (MED), and 95 percentile oHD (oHD � ) and sHD (sHD � ) on forearmUS dataset.
UNet (that was trained on another forearm US dataset) and inter-annotator scores reported
in [Ciganovic et al., 2019] are also presented herein as a reference.

Results! RMSE oHD sHD MSE MP MED oHD � sHD �

Methods# [mm] [mm] [mm] [mm] [%] [mm] [mm] [mm]

PS" [Ozdemir et al., 2016] 0.34 1.03 3.89 0.68 0.0 0.24 0.74 2.16

PSmax [Hacihaliloglu et al., 2011] 3.31 6.76 13.75 8.48 0.0 2.59 6.14 13.22

CPS" [Quader et al., 2014; Ozdemir et al., 2016] 1.74 3.58 4.79 1.2240.76 1.39 3.17 2.25

BFG [Ozdemir et al., 2016] 0.56 1.47 2.31 0.680.02 0.42 1.14 1.76

CBG 0.28 0.75 1.78 0.390.10 0.20 0.56 1.26

UNet [Ciganovic et al., 2019] 0.18 0.46 1.15 0.14 — — — —

Inter-annotator [Ciganovic et al., 2019] 0.91 2.56 2.69 0.13 — — — —

transition between the two posterior labels localize the bone surface in a given image. In
the future we aim to formulate our US physics constraints within the scope of recurrent
neural networks. We believe imaging physics shall be incorporated more in image
analysis tasks, and this work to be a step in that direction.

4.7 Appendix

4.7.1 Feature Selection

Some of the features proposed earlier in Section 4.3.1 may not be necessary for a particular
classi�cation task, or when used together, some features may not bring signi�cant gain to
the learned model. This is not favourable due to additional computation time needed
for each feature. There are various methods for feature selection for learning algorithms.
Trying every feature subset combination is intractable, due to the large number of
possible combinations (2N f � 1 for N f features). A common method is the greedy backward
elimination, where the feature with the least in�uence on the trained model is removed
from the feature space one at a time and a new model is trained, sequentially eliminating
features until a single feature is left or another stopping criterion (e.g., a large performance
drop) is reached. Out-of-bag (OOB) error of a classi�er is a common metric for estimating
the in�uence of each feature on the classi�cation task.

Since some of our features are extracted ef�ciently at multiple scales at once, we group all
scales of a given feature in the feature selection and determine their group performance
as the maximumOOB importance in that feature group, which is called the group OOB
importance. In each iteration of our feature elimination process, the remaining features
(groups) are used to train both shadow and tissue classi�ers on a chosen training set Si .
Then, the feature group with the lowest group OOB importance is determined separately
for each classi�er for elimination from that classi�er in the next iteration.
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In Fig. 4.7, we show the performance drop in the mean metric value (mean f ) for the
unused samples of diverseUS in subset S5 when greedy feature selection is done for
both shadow and soft tissue classi�ers. Note that removed features vary between the
two classi�ers. The leftmost bar represents mean f when all feature groups are used, and
each consecutive bar indicates meanf after the removal of the feature group in the axis
label underneath that bar. In addition to the delineation-accuracy based approach for the
feature subset selection, one can also check for any potential computation-time based
feature (group) elimination for a large speed gain in feature extraction at the expense
of minor loss of accuracy. In Fig. 4.8, we show the feature extraction time for both the
most relevant 7 feature groups based on greedy feature selection (cf. Fig. 4.7) as well
as all feature groups with more than 30ms computation time. Surprisingly, the union
of the most relevant 7 feature groups for the two classi�ers ( S & T) consist of 8 unique
feature groups, which are con�dence map, CW cumulative mean, CW local statistics,
(log-)shadowing feature, patch entropy, energy and kurtosis, and Rayleigh �t error.

In Fig. 4.7, it can be observed that meanf increases substantially when less than 7 feature
groups are left in the feature selection, while it is relatively stationary with more groups.
Following our intuition earlier, it is not surprising to see that the column-wise cumulative
mean feature is among the most descriptive features for both of the classi�ers albeit
having very little computational footprint. Another signi�cant feature for both classi�ers
is the log-Shadowing feature, which is derived from shadowing feature, used in earlier
methods such as CPS [Quader et al., 2014]. Among patch statistics, path entropy is found
to be the most relevant for the classi�ers. This can be attributed to signi�cant difference of
the information content between the soft tissue and acoustic shadow. It can be observed
in Fig. 4.8 (right) that Rayleigh �t error has the largest computational cost while also being
of large importance for the classi�ers, especially for the shadow label. This is followed
by patch kurtosis and skewness features having the same feature extraction time, even
though kurtosis is found to be substantially more important than skewness.

One can expect feature importance to vary slightly based on the dataset properties,
however, the conducted greedy analysis as well as the average feature computation time
can provide intuition for different experiments setups, e.g., applications prioritizing time
vs. performance.
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Figure 4.7: Change in mean metric (mean of RMSE, oHD, sHD) for f diverseUSg nS5 after sequen-
tially removing the least out-of-bag important feature groups for LogitBoost trained classi�ers
for (top) shadow and (bottom) soft tissue label. Both labels have the same mean metric values by
design, but the removal order of feature groups do change for the two classi�ers.

Figure 4.8: The pie chart (left) depicts the relative computation times of the union of the most
important 7 feature groups for both classi�ers S & T. Although it is among the top feature groups,
computation time of CW local statistics is not displayed due to being negligibly low compared to
the rest. Note that log-shadowing and shadowing features are grouped as (log-/Shadowing) as
they can be computed together with little overhead. (Right) Mean computation times of feature
groups with > 30 ms computation.



5
Active Learning for Segmentation by
Optimizing Content Information for
Maximal Entropy

Segmentation is essential for medical image analysis tasks such as intervention planning,
therapy guidance, diagnosis, and treatment decisions. Deep learning is becoming increas-
ingly prominent for segmentation, where the lack of annotations, however, often becomes
the main limitation. Due to privacy concerns and ethical considerations, most medical
datasets are created, curated, and allowed access only locally. Furthermore, current deep
learning methods are often suboptimal in translating task knowledge between different
medical imaging modalities. Active learning can be used to select an informed set of
image samples to request for manual annotation, in order to best utilize the limited
annotation time of clinical experts for optimal outcomes, which we focus on in this work.
Our contributions herein are two fold: (1) we enforce task-representation of images at the
network abstraction layerthrough a proposed penalization scheme for information maxi-
mization, and (2) we propose a Borda-count based sample querying scheme for selecting
samples for segmentation. Comparative experiments with baseline approaches show
that the samples queried with our proposed method, where both above contributions
are combined, result in signi�cantly improved segmentation performance for this active
learning task.

5.1 Introduction

Several medical applications such as patient-speci�c surgical planning utilize segmen-
tations. Due to limited resources of expert physicians, detailed manual annotations are
often not possible, even when desired anatomy may be visible with suf�cient contrast
using non-invasive imaging modalities such as MRI and ultrasound. Deep learning
has shown encouraging performance for segmentation [Baumgartner et al., 2018; Chen
et al., 2016a], but often only when suf�cient amount of labeled data for a target anatomy

This chapter has been published as: Firat Ozdemir, Zixuan Peng, Christine Tanner, Philipp Fuernstahl and Orcun
Goksel, “Active Learning for Segmentation by Optimizing Content Information for Maximal Entropy” In: Medical
Image Computing and Computer Assisted Interventions (MICCAI) Workshop on Deep Learning in Medical Image
Analysis and Multimodal Learning (DLMIA), Springer Lecture Notes in Computer Science, vol. 11045, pp. 183-191,
Granada, Spain, Sep 2018, doi: 10.1007/978-3-030-00889-5_21
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is available. Medical image data across different medical centers is often not uniform,
for instance with respect to machine manufacturer, imaging settings, and cohort demo-
graphics. Thus, studies and corresponding annotations are only carried out in isolated
datasets, with dif�culties in merging information with data sharing, patient rights, and
con�dentiality concerns. Hence, a suf�ciently large dataset for a given task needs to
be labeled. Active learningaims at maximizing the prediction performance through an
intelligent sample querying system so that the limited expert annotation resources can be
properly managed as opposed to training on a randomly selected next batch of samples
which would contain a lot of redundancy. In a clinical environment, one can imagine that
expert(s) will allocate a �xed amount of annotation time per time interval (i.e., week),
hence the correct use of this time (i.e., on most valuable samples) is essential. Therefore,
the segmentation framework would be initially provided a very limited labeled dataset,
which will be extended with a certain batch size of samples intelligently selected at each
iteration of the active learning.

Intuitively, the prediction con�dence of a learned model can be used as a surrogate metric
for its potential accuracy, in order to propose the most uncertainpredictions for future
manual annotation. In [Gal et al., 2016], MC dropout is proposed to sample from the
approximate trained model posterior, which can be used to quantify an uncertaintymetric
through variations in the model predictions for a given input. Based on this, several
approaches of querying the next batch of data are studied and compared with uniform
random sampling in [Gal et al., 2017]. Unfortunately, it is intractable to assess conditional
uncertainty of multiple samples; e.g. would i th sample be still as uncertain as before
once j th sample is queried and trained for. Thus, it is intuitive to select a representative
subset of these uncertain samples to reduce redundancy. Using a simpli�ed version
of DCAN [Chen et al., 2016a] architecture (which has won the �rst place in the 2015
MICCAI Gland Segmentation Challenge [Sirinukunwattana et al., 2017]) for the purpose
of faster training, a state-of-the-art method was proposed in [Yang et al., 2017] to select
optimal sample images to annotate. First, a batch of uncertainsamples is chosen based
on the mean variance of multiple network predictions, followed by picking a subset of
these using maximum set coverage[Feige, 1998] over theimage descriptorsof these samples.
Recently in [Ozdemir et al., 2018b], a content distance[Gatys et al., 2016] concept was
proposed to quantify the similarity between two images, for selecting representative
samples in class-incremental learning.

Herein we propose two main novelties for querying samples at an active learning step:
(1) we add an additional constraint on the abstraction layer[Ozdemir et al., 2018b]
activations during training to maximize information content at this level. We show
that this additional constraint improves sample suitability that boosts segmentation
performance from active learning. (2) Instead of the two step sample querying procedure
(i.e., �rst select based on uncertainty, then cull using representativeness), we propose a
Borda-count based method. This alone provides improvement over the state-of-the-
art [Yang et al., 2017]; and when used in conjunction with our novel constraint above, it
yields even further segmentation improvement.
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Figure 5.1: DCAN network for Suggestive Annotationwith additional spatial dropout layers. nch
is the number of �lters in respective block, BN is batch normalization, and ncl is the number of
classes. In consecutive bottlenecks, the �rst block uses convolution �lter in shortcuts to match
tensor size while the second does not.

5.2 Estimating Surrogate Metrics for Representativeness

Background. In [Yang et al., 2017], multiple FCNs were trained to estimate uncertainty
for a given image through variation in their inferences. To make the FCN predictions
diverse, the annotated dataset was also bootstrapped when training each model. However,
training several models is a costly operation and with larger number of models, one
should bootstrap a smaller portion of the already-minimal dataset available in the early
stages of typical active learning scenarios.

In our work, as a baseline, we implemented an improved version of the Suggestive Anno-
tation framework [Yang et al., 2017]. We added dropout layers (cf. Fig. 5.1) to allow for
MC dropout [Gal et al., 2016], through which one can compute the voxel-wise variance
across ni inferences, and average it over all input voxels. The �rst step in querying
samples is to pick the most uncertain nunc samples Sunc from the set of non-annotated
data Dpool . For representativeness, “image descriptor” I c

i of every image Ii 2 Dpool is
computed as described in [Yang et al., 2017] at the abstraction layer, labst (cf. Fig. 5.1).
Using cosine similarity dsim ( Ii , I j ) = cos( I c

i , I c
j ) between the descriptors of images Ii and

I j , the maximum set-cover [Feige, 1998] over Dpool is computed using descriptors from
Sunc for the top nrep images. We call this method of using uncertainty and the above
image descriptor (ID) as UNC-ID hereafter.

Content Distance. The image descriptor I c
i averages the spatial information at the

corresponding layer activations. While this allows for a spatially invariant means of
representing a given image at a very abstract level, higher order features extracted at this
stage would be blurred by this process. Alternatively, layer activation responses Rl ( Ii ) of
a pretrained classi�cation network at a layer l can be used to describe the content of an
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image Ii [Gatys et al., 2016]. Then, content distance (dcont) between images Ii and I j is
de�ned as the Euclidean distance between their responses at layer l as

dcont( Ii , I j ) =
1
N

N

å
k

jj Rl ,k( Ii ) � Rl ,k( I j )jj 2 (5.1)

aggregated over each feature channelk. A similar notion can be applied to active learning
problems, where input images are described by the activation response at the labst of the
currently trained network (cf. Fig. 5.1).

Encoding Representativeness by Maximizing Entropy. Content distance de�ned in
Eq. (5.1) allows for �ner content discrimination than image descriptors [Yang et al., 2017].
However, it has been suggested that activations at a single layer may not be suf�cient for
accurate content description [Ozdemir et al., 2018b]. This is likely to particularly apply to
segmentation networks, since network weights until labst are not optimized to describe
the input image. Therefore, it has been proposed to stack activations from multiple layers.
For a typical segmentation network, storing all layer activations of Dpool can quickly
diverge to an unfeasible size. Alternatively, one can try to increase information content
at the labst through maximizing its activation entropy [Shannon, 2001] along the feature
channels. Entropy loss can then be de�ned as:

Lent = � å
x

H (R̃( labst,x) ) (5.2)

where R̃( labst,x) is the softmaxed activation vector consisting of all channels for the spatial
location x, and x iterates over the width and height of the layer labst. Hence, total loss for
the trained network becomes Ltotal = Lseg + l Lent, where Lseg is the segmentation loss,
and l is used to scale the entropy loss Lent.

Optimization of the network weights through entropy maximization is a novel regu-
larization. Lent alone would have a tendency to alter network weights to only increase
information, which may also encourage randomness. With an appropriate l , the network
is forced to optimize parameters for the segmentation task while also increasing “useful”
information content at the abstraction layer; as opposed to producing just noise at labst.
Hence, additional content description for a given image can be retrieved from a single
layer activations, making it a feasible alternative. We refer to this method, where an
entropy-based content distance (ECD) is used, as UNC-ECD.

5.3 Sample Selection Strategy

For active learning, one should emphasize that the initial data size can be very small. Until
the model parameters are optimized for a suf�cient coverage of the data distribution, the
de�ned “uncertainty” metric might be misleading. As a result, one can explore different
ways to combine multiple metrics when querying samples instead of the conventional
2-step process. An intuitive way to combine two metrics mk and ml would be to use
wkmk + wl ml , where wk, wl are weights. However, uncertainty and representativeness
metrics de�ned in Sec. 5.2 are not linearly combinable, even if normalized, due to
non-linear unit increments. Therefore, we propose to use Borda count, where samples
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Table 5.1: Dataset acquisition consisted of 2 different settings, which were merged together through
resampling and zero padding of images from setting #2.

Setting #volumes Left/Right vox res. [mm] image size [px] TR [s] TE [s] FA [°]

#1 20 9/11 0.91 � 0.91 � 3.0 192� 192 � 64 20 1.70 10

#2 16 8/8 0.83 � 0.83 � 3.0 144 � 144 � 56 20 2.39 10

(a) Dice score (b) MSD [mm]

Figure 5.2: Comparison between our implementation of the baseline method (UNC-ID) with
random sampling (RAND) and only uncertainty-based (UNC) active learning methods. Training
on 100% of the data (Dpool ) is shown as upperbound. (a) Mean Dice score and (b) mean surface
distance (MSD) with error bars covering the standard deviation of 5 hold-out experiments at every
evaluation point.

are ranked for each metric, and the next query sample Ii � is picked based on the best
combined rank:

i � = arg min
i

å
mk2Sm

frank (mk( Ii )) (5.3)

where Sm is the set of metrics mk to combine, and the frank function sorts the images
based on the metric mk. When we use the ranking in Eq. (5.3) for samples selection,
we denote this in our results with “+”, e.g. content distance with uncertainty is named
UNC+ ECD. In an active learning framework, the methods mentioned until now can
be denoted as UNC+ID, UNC+ ECD for ranking based sample selection and UNC-ID,
UNC- ECD for uncertainty selection followed by representativeness selection.

5.4 Experiments and Results

We have conducted experiments on an MR dataset of 36 patients diagnosed with rotator
cuff tear (shoulders) according to speci�cations shown on Table 5.1. In an effort to
regularize the dataset, setting #2 images have been resized to match the voxel resolution
of setting #1, and then zero padded to match the in-plane image size of setting #1. The
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(a) Dice score (b) MSD [mm]

Figure 5.3: Comparison of the baseline method (UNC-ID) with ranking based sample selection
(UNC+ID) and the combination of our proposed extensions (UNC+ ECD). Training on 100% of the
data (Dpool ) is shown as upperbound. (a) Mean Dice score and (b) mean surface distance (MSD)
with error bars covering the standard deviation of 5 hold-out experiments at every evaluation point.
The mean Dice score of UNC+ECD was statistically signi�cantly higher than the baseline in 4 of 5
experiments (one-sided paired t-test at the 0.05 level).

data has expert annotations of two bones (humerus & scapula) and two muscle groups
(supraspinatus & infraspinatus + teres minor). Experiments have been conducted using
NVIDIA Titan X GPU and Tensor�ow library [Abadi et al., 2015].

For all compared methods, we have used the modi�ed DCAN architecture shown in
Fig. 5.1, training it on 2D in-plane slices with the parameter nch = 32. We used Adam
optimizer with a learning rate of 5 � 10� 4, dropout rate of 0.5, ni = 17, and minibatch size
of 8 images during training. At each active learning stage, including the initial training,
models were trained for 8000 steps, which took about 48 mins. Uncertainty metric is
aggregated over the foreground classes to represent their mean uncertainty. We used
cross-entropy loss at the softmax layer (cf. Fig. 5.1) for the Lseg. Weight l for scaling Lent

in methods UNC- ECD and UNC+ ECD is empirically set to l = 1/ (360� j Rlabst j).

To provide quantitative results, we have evaluated Dice score coef�cient and mean surface
distance (MSD). In an effort to ef�ciently utilize the available dataset, we have generated
5 hold-out experiments where the initial training set Dan, the non-annotated set Dpool ,
the validation set (all slices from 2 patients) and the test set (all slices from 9 patients)
are randomly picked. All experiments are initially trained on 64 slices. For every active
learning step, nrep = 32 and nunc = 64 is used. In Figs. 5.2 & 5.3, we show the Dice score
and MSD of different methods evaluated for the test set at 11 stages of active learning
ranging from 4% up to 27% of the Dpool . Conducted experiments are shown in two
groups to increase clarity: (1) Comparison of our implementation of the baseline (UNC-
ID) to uniform random sample querying (RAND) and sample querying based only on
uncertainty (UNC) as seen in Fig. 5.2; (2) Building on top of (1), improvements of ranking
(UNC+ID) and the gain from Lent during training and representativeness capabilities of
dcont for sample querying, UNC+ ECD (cf. Fig. 5.3). In Fig. 5.4, we show an example
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(a) Gold Standard (GS) (b) GS+Baseline (c) GS+Proposed

(d) Baseline (e) Proposed

Figure 5.4: Segmentation of a test volume comparing baseline (UNC-ID) with proposed method
(UNC+ ECD) after the �rst active learning step. Segmentation of two muscles overlaid on GS
annotation (red) for (b) baseline and (c) proposed method. (d) Some of the substantial differences
are pointed out by red arrows.

cross-section from a test volume, where segmentation superiority of our proposed method
(UNC+ ECD) when compared to baseline is already visible after a single active learning
step.

We conducted one-sided paired-sample t-tests at the 5% signi�cance level on the mean
Dice scores over all active learning steps for each hold-out experiment for UNC+ ECD
being superior to UNC-ID. Performance of UNC+ ECD was statistically signi�cantly better
in 4 of 5 experiments.

5.5 Discussions & Conclusions

At early steps of active learning, one can see that the only uncertainty-based query
sampling method (UNC) performs similar to random sample querying (RAND), with
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UNC only improving soon after � 12%of Dpool is used in training (cf. Fig. 5.2). While
UNC-ID already yields better segmentation performance than just uncertainty-based
sampling, by simply using ranking, one can see that the baseline method achieves a
more substantial boost at early stages of active learning (see UNC+ID in Fig. 5.3). This
behavior suggests that the surrogate uncertainty metric can give a bad approximation
when the trained data size is fairly low; i.e., initial step(s). However, the suboptimal
segmentation performance gain can be compensated with representativeness, and even
further improved when given a higher priority; i.e., ranking instead of 2-step sample
querying.

Upon combination of the proposed additional information maximization constraint dur-
ing training and ranking combined with content distance at sample querying (UNC+ ECD),
we have observed the best Dice score on average at all active learning steps among the
compared baseline and ranking extensions of the baseline methods. Other possible com-
binations of our proposed extensions (UNC-CD, UNC+CD, UNC- ECD) yielded inferior
performance to UNC+ ECD, and hence are not included in the quantitative comparisons
to reduce clutter.

In this chapter, we have comparatively studied the impact of different sample selection
methods in active learning for segmentation. We have proposed 2 novel ways to query
samples for active learning, which also can be combined to further boost performance
during active learning steps. Compared to a state-of-the-art method, we have shown
our proposed method to yield statistically signi�cant improvement of segmentation Dice
scores.



6
Active Learning for Segmentation
Based on Bayesian Sample Queries

Segmentation of anatomical structures is a fundamental image analysis task for many
applications in the medical �eld. Deep learning methods have been shown to perform
well, but for this purpose large numbers of manual annotations are needed in the �rst
place, which necessitate prohibitive levels of resources that are often unavailable. In an
active learning framework of selecting informed samples for manual labeling, expert
clinician time for manual annotation can be optimally utilized, enabling the establishment
of large labeled datasets for machine learning. In this paper, we propose a novel method
that combines representativenesswith uncertainty in order to estimate ideal samples to
be annotated, iteratively from a given dataset. Our novel representativeness metric
is based on Bayesian sampling, by using information-maximizing autoencoders. We
conduct experiments on a shoulder magnetic resonance imaging (MRI) dataset for the
segmentation of four musculoskeletal tissue classes. Quantitative results show that the
annotation of representative samples selected by our proposed querying method yields
an improved segmentation performance at each active learning iteration, compared to
a baseline method that also employs uncertainty and representativeness metrics. For
instance, with only 10%of the dataset annotated, our method reaches within 5% of Dice
score expected from the upper bound scenario of all the dataset given as annotated (an
impractical scenario due to resource constraints), and this gap drops down to a mere 2%
when less than a �fth of the dataset samples are annotated. Such active learning approach
to selecting samples to annotate enables an optimal use of the expert clinician time, being
often the bottleneck in realizing machine learning solutions in medicine.

6.1 Introduction

Technological advancements allow for both longer life expectancy and higher quality of
life. These both increase demand on medical personnel, who are also expected more and
more to perform personalized and patient-speci�c procedures, such as surgical planning
via morphological approaches [Fürnstahl et al., 2016] or functional simulation [Péan
et al., 2017]. To that end, even when it is possible to see target anatomical structures in
an imaging modality such as MRI, CT, or ultrasound, it is still often the bottleneck to

This chapter is currently under review as: Firat Ozdemir, Zixuan Peng, Philipp Fuernstahl, Christine Tanner and Orcun
Goksel, “Active Learning for Segmentation Based on Bayesian Sample Queries” arXiv preprint, arXiv:1912.10493, 2019
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automatically identify and delineate (segment) them. Due to limited resources for manual
annotations, patient-speci�c procedures are still not a common practice for most clinical
applications.

In the recent years, deep learning (DL) has shown encouraging performance for segmen-
tation when suf�cient amount of annotated data for the anatomical structure of interest
is available. Annotating a suf�ciently large dataset by medical experts is a time- and
hence cost-intensive undertaking. The idea of active learningis to identify the samples
that, once annotated, will bring the most value, which can be de�ned, e.g., as the gain in
segmentation performance of the learned model. In an iterative process, the developed
framework selects a new set of samples – also referred to asbatch-modeactive learning – to
be manually annotated at each active learning iteration. This is inherently feasible in the
clinical environment, where medical experts anyhow annotate small batches of images at
different intervals based on their availability between daily clinical responsibilities. In a
clinical setting, typically at each annotation session, image data to be annotated is loaded
from a picture archiving and communication system (PACS). A pool-basedactive learning
system can thus intervene at that stage, in order to intelligently determine which volumes
or which image slices to display and request the user to annotate.

Active learning with DL remains a challenging problem, since DL solutions do not
typically generalize well to unseen samples. Hence, there have been a wide range of
approaches in the literature to improve sample selection in active learning. Most of these
works can be grouped under uncertaintyand representationbased sampling methodologies.
Uncertainty Sampling. In [Gal et al., 2017; Gal et al., 2016], it was shown thatdropout
layers can be used at inference time to sample from the approximate posterior, so-called
Monte Carlo (MC) dropout. This gives �exibility for sampling as many posteriors as
desired, with virtually zero cost added during training; i.e., a similar cost for training a
single model as opposed to an ensemble. Then, the disagreement among posteriors, e.g.,
variance, can be used to quantify the uncertainty. In [Matthias et al., 2018] a classi�cation
approach was proposed, where “pseudo-labels” are assigned on non-annotated samples
using a network trained on a small annotated sample set. The objective at an active
learning iteration is then to keep prediction accuracy as high as possible on the annotated
sample set while using MC dropout to query for the most uncertain non-annotated
samples to be annotated. In [Konyushkova et al., 2019], the proposed method queries
a patch from 3D volumes using a combination of geometric smoothness priors and
entropy-based novel uncertainty measures.
Representation Sampling. Uncertainty quanti�cation with DL models can lead to out-
of-distribution samples being ignored in the active learning process [Sener et al., 2017a].
Consequently, population coverage for active learning is widely investigated. In [Sener
et al., 2017b], the authors propose a greedy sample selection algorithm using the last
fully connected layer of a Convolutional Neural Network (CNN) to solve maximum set-
cover [Feige, 1998] between the pool of all images and the unison of currently annotated
samples and the next sample to be queried. In [Yang et al., 2017], a similar representation
sampling method is coupled with uncertainty sampling when tackling active learning
for semantic segmentation. The authors compute uncertainty measure as the variance
of predictions from multiple CNNs, where each CNN is trained with a bootstrap of the
available dataset. Next, a representative subset of the most uncertain samples are sought
by computing the angle between image descriptorvectors xid , de�ned as the spatially
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averaged activation tensor from the CNN where the spatial resolution is the coarsest.
Distance metric approaches in high-dimensional spaces suffer from the so-called distance
concentration[François, 2008], which is a limitation of both works [Sener et al., 2017b] and
[Yang et al., 2017] above.

Note that with the methods described above, the not-yet-annotated dataset is only weakly
integrated at any stage prior to quantifying a �tness metric of samples from that dataset.
In other words, a posterior estimated from the relatively small annotated dataset is taken
to be a good predictor of the complete dataset distribution. This is a strong assumption,
especially at early active learning iterations when the annotated set size is still small.
Powerful tools are proposed for unsupervised DL, such as Autoencoders (AEs) [Bengio et
al., 2007], which learn to map (encode) the high dimensional input space onto a manifold
of substantially lower dimensions, such that it can reconstruct the high dimensional input
with a second mapping function (decoder). Variational autoencoders (VAEs) [Kingma
et al., 2013] build on AEs, with additional regularization enforced in a latent space.
This regularization constraint penalizes the encoder part of the network such that the
training dataset is mapped onto a known prior distribution of some random variables,
often modelled as standard normal distribution. Intuitively, this regularization promotes
the creation of a continuous latent space of the observed samples. In ideal conditions,
this means that traversing the manifold from the latent vector of one image to another,
one can generate realistic samples that change from the former image to the latter. In
active learning, having such an embedding space explaining the non-annotated data is a
formidable source of information that can readily be exploited in order to ensure that
key samples from the given population are queried for annotation early on. In [Zhao
et al., 2017] the authors show that latent space of VAE can be suboptimal, hence they
propose the method infoVAE, which uses Maximum-Mean Discrepancy (MMD) [Gretton
et al., 2006; Li et al., 2015] instead of the KL-divergence measure as MMD learns a more
continuous and informative latent space representation. Recently the authors of [Sinha et
al., 2019] presented an active learning framework where they train a VAE on all available
images in an adversarial fashion with a discriminator classifying between annotated
and non-annotated samples. Then, sample selection can be done with the discriminator
using the latent space of the trained VAE, potentially solving the distance concentration
problem in high-dimensionality of earlier works.

In the medical �eld, UNet [Ronneberger et al., 2015] and DCAN [Chen et al., 2016a] are
some of the most popular neural network architectures for segmentation. Most work
in the �eld of medical image analysis have adopted the UNet approach, thanks to its
intuitive structure and consistently high performance in pixel-level tasks, such as [Zeng
et al., 2017; Milletari et al., 2016; Ozdemir et al., 2018b; Salehi et al., 2017]. On the other
hand, DCAN won the 2015 MICCAI Gland Segmentation Challenge [Sirinukunwattana
et al., 2017]. Thanks to its deeply supervised [Lee et al., 2015; Guo et al., 2019] architecture,
DCAN can be trained faster, thereby being particularly attractive in active learning [Yang
et al., 2017].

In earlier work [Ozdemir et al., 2018a], we achieved state of the art results in active
learning for the segmentation of a shoulder MR dataset. Inspired by [Yang et al., 2017],
we proposed to have metrics quantifying both uncertainty and representativeness for
selecting the next batch of samples. In contrast to [Yang et al., 2017], we used variance
from MC dropout samples [Gal et al., 2016] as an uncertainty metric, experimented with
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different representativeness metrics, explored different means to combine uncertainty
and representativeness measures, and proposed a latent space regularization term that
promotes maximizing its information content during training of the segmentation network.
Although the optimization of maximum entropy in the latent space can be counter-
intuitive for segmentation, our results in [Ozdemir et al., 2018a] showed that it can help
ensure to generate a discriminative representation of the image dataset.

In this work, we approach the representativeness measure from a probabilistic point of
view, where we optimize for the MMD [Gretton et al., 2006] divergence using VAEs to
learn meaningful latent features which follow a Gaussian distribution. This is herein
studied for a segmentation task using a Bayesian approach for an ef�cient coverage of
the entire set of images with the signi�cantly smaller set of annotated images. Our
representation sampling is agnostic to the current and future tasks, i.e., independent
of the task. Similarly to [Sinha et al., 2019], we herein adopt the idea of VAEs for a
low dimensional representation for sampling. Additionally, we herein incorporate an
uncertainty-based sampling criterion to further promote relevant sample selection. We
utilize VAEs particularly with MMD, which was shown in [Zhao et al., 2017] to improve
latent space representations. Note that for our purposes, in contrast to earlier works,
an additional training for representation sampling is not needed at new active learning
iterations, which is an important advantage since the pool of medical image datasets can
be vast and prohibitive for regular additional training in the clinical setting.

6.2 Methods

6.2.1 Notation

Below we de�ne the notations used in this manuscript.

Dataset. Let the pool of all images Dpool consist of images f xg and their annotations
f yg, the latter of which in an active learning iteration would be partially inaccessible
for images not yet annotated. At a given active learning iteration t, there would then

be a readily annotated dataset D (t)
an � Dpool . The not-yet-annotated dataset is referred

to as D (t)
non = D (t)

pool n D (t)
an , which in practice have only images available. For brevity,

we will omit the active learning iteration representation (�) (t) for descriptions within
an iteration and use this only for formulations that affect multiple iterations. Note that
typically jDanj � j Dpool j, since active learning would be redundant if the set sizes were
of similar cardinality. We will treat these sets as random variables, hence observations
from the annotated and the pool image sets then become xan � Xan and xpool � Xpool ,
respectively. At an active learning iteration, i.e., prior to each manual annotation session,
a method should select a set of samplesSquery to be annotated, where Squery � Dnon .
Once annotated by the user, these samples will be appended to the annotated dataset

along with their manual annotations, yielding D (t+ 1)
an for the next iteration of active

learning.

Architecture. The architecture of our fully convolutional networks (FCNs) for segmenta-
tion follows a DCAN-like structure [Yang et al., 2017], where the receptive �eld of the
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convolutional kernels increase through max-pooling operation, creating spatially coarser
feature maps while increasing the number of feature channels being learned. We call the
spatially coarsest level of the network as abstraction layer[Ozdemir et al., 2018a], which is
relevant for the baseline method we will be comparing against. Segmentation models are
trained using pairs of images and annotations f xi , yi g 2 Dan. For all VAE-based methods,
the learned embedding space Z 2 Rnlat is de�ned by nlat latent variables. VAE models
are trained using only images f xi g 2 Dpool . Without loss of generality different network
architectures can also be envisioned for our active learning approach proposed in this
work. What is essential is to accommodate necessary modules in the segmentation model
to be able to quantify uncertainty, and estimate a latent space that can represent the image
population in the form of a normal distribution for representativeness quanti�cation.

6.2.2 Quantifying Uncertainty

Model uncertainty expected from segmenting a non-annotated image is undoubtedly one
of the most important cues to aim for in active learning. However, uncertainty is not
inherently quanti�ed in most CNNs. Consider a conventional supervised segmentation
task using dataset Dan. For an observation x, the task can be formulated as computing
the maximum a posteriori p(yjx, Q), where Q is the set of learned model parameters
using Xan and Yan. This can be formulated as

y� = arg max
y

Z
p(yjx, q)p(qjXan,Yan)dq

� p(yjx, Q) s.t. Q = arg max
q

p(qjXan,Yan) ,
(6.1)

where the maximum a posteriori for q is instead learned due to the impracticalities for
integrating over high dimensional q. This then leads to deterministic predictions for y. In
order to approximate p(yjx, q), MC dropout is proposed in [Gal et al., 2017] to sample
from model parameters, aggregating desired number of posterior predictions with only
additional inference operations.

In order to leverage the bene�ts of MC dropout, we modify the DCAN architecture [Yang
et al., 2017] with additional spatial dropout layers [Tompson et al., 2015], similarly to [Oz-
demir et al., 2018a]. First, we infer a tensor of segmentation predictions p(y= l j x, q̂) 2 RnMC ,N

for label l given each draw of model parameters q̂ depending on the random dropouts,
where nMC is the number of MC dropout samples, and N is the number of the input
image pixels. Next, we compute the uncertainty map for label l as the variance of each
pixel prediction over nMC inferences. Finally, we compute a scalar uncertainty measure
as the spatial average of this uncertainty map, yielding

munc(y = l ) =
1
N

N

å
n= 1

var
h
p(y = l j x, q̂) (n)

i
(6.2)

where p(y= l j x, q̂) (n) is the vector of nMC predictions at pixel n. In the multi-class setting
where each anatomy is similarly important, we estimate the model uncertainty for the
segmentation task as the mean of scalar uncertainty measures for each segmentation
label.
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6.2.3 Maximum Likelihood Sampling in Latent Space

Note that the above quanti�cation of model uncertainty for an observation xi is condi-
tioned on the annotated dataset Dan but not on Dpool . The latter is ideally needed for
a good sample prediction for the image population. Below, we describe an approach
to take into account the potential domain shift from the already-annotated to the entire
dataset using unsupervised learning.

The goal is to populate an image set Xan such that it provides a suf�ciently good repre-
sentative summary of Xpool . For this purpose, consider a mapping function fenc : xi 7! zi ,
where each observation xi from Xpool is mapped onto Z 2 Rnlat , a continuously de�ned
latent space with a desired probability distribution, e.g., a multivariate normal.

Intuitively, a batch of new queries for manual annotation from Xnon after an active
learning iteration t should represent the distribution statistics of Xpool with an emphasis
on the space that is unlikely for the distribution of Xan. In other words, queried samples

xi should not be redundant due to readily existing samples in X (t � 1)
an . Provided that the

mode of the latent space Z will encode the most frequent attributes of Xpool , the ideal
sample x� can be queried as

x� = argmax
xi 2 Xnon

p(zjxi , Xpool )
p(zjxi , Xan)

. (6.3)

Over iterations, samples queried based on x� will align the posteriors p(zjXan) and
p(zjXpool ), making representations of observations from Xan cover both breadth and
mode of Xpool , hence achieving the desired objective. To compute Eq. (6.3), we utilize
Bayesian inference as

p(zjxi , X) =
p(xi , X jz)p(z)

p(xi , X)
=

p(xi jX, z)p(X jz)p(z)
p(xi jX)p(X)

. (6.4)

The right hand side contains the equivalent of the posterior p(zjX), allowing for a simpler
representation as,

p(zjxi , X) =
p(xi jX, z)p(zjX)

p(xi jX)
µ p(xi jX, z)p(zjX) . (6.5)

In order to approximate fenc, we train an infoVAE [Zhao et al., 2017] with the complete
pool of images Xpool using MMD for latent space regularization as LinfoVAE = LAE +
LMMD , where

LMMD (qjj p) = Ez� q,z0� q[k(z, z0)] + Ez� p,z0� p[k(z, z0)]

� 2Ez� q,z0� p[k(z, z0)] ,
(6.6)

p is the prior, q is the posterior inference in the latent space via the encoder, and k(z, z0)
is the distance in a kernel space. We choosep(z) to have a standard normal distribution
and use a Gaussian as the kernel mapping k(z, z0) = exp(�jj z � z0jj / 2s2), where s= 1.
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Figure 6.1: Toy example for Bayesian sample querying. Solid curves: Probability density function
(pdf) of qf (zjXpool ) (blue) with m= 0, s= 1 along with pdf of qf (zjXan) with hypothetical m= � 1,
s= 1.5 (orange). Dashed red curve: non-normalized pdf of underrepresented samples in Xan given
by ratio qf (zjXpool )/ qf (zjXan).

Thereon, the true posterior inference p(zjx) is approximated with qf (zjx), where f is the
learned parameter set of the infoVAE encoder. Hence, we can approximate Eq. (6.3) as

x� � argmax
xi 2 Xnon

[log(qf (zjxi , Xpool )) � log(qf (zjxi , Xan))] (6.7)

and Eq. (6.5) asqf (xi jX, z)qf (zjX). Accordingly, we project samples from (i) Xan and (ii)
Xpool onto the latent space of the infoVAE. Next, to compute qf (zjX), we �t a multivariate
diagonal Gaussian to both projections, separately. Finally, we estimate the likelihoods
qf (zjxi , Xan) and qf (zjxi , Xpool ) using the error function erf(x) = 1p

p

Rx
� x exp (� t2)dt, as

follows:

qf (zjx, X) � 1 + erf
�

�
jx � mX j

sX
p

2

�
, (6.8)

where mX and sX are the parameters of the �tted Gaussians. In other words, we use
the �rst half of the cumulative distribution function of the �tted Gaussian since it is
symmetric around its expected value mX .

Fig. 6.1 illustrates this for a toy example, where x� would be selected based on maximizing
the likelihood of being sampled from the non-normalized distribution shown with the
dashed red Gaussian. Additional experiments corroborating our intuition are provided
in the Appendix.

6.2.4 Comparative Evaluation

We de�ne 5 methods for analysis and comparison:

! FCNRandom; a simplistic baseline approach of randomly selecting the samples to
annotate; i.e., random querying of nrep samples.

! FCNUncertainty ; the most uncertain nrep samples based on Sec. 6.2.2 are queried in each
active learning iteration.

! FCNBaseline; a baseline similar to [Yang et al., 2017], with the main difference being
additional spatial dropout layers in the architecture, and using the uncertainty metric
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described in Sec. 6.2.2 (instead of training 3 FCNs with different bootstrapped subsets
of the available Dan and using variance across FCNs as in [Ozdemir et al., 2018a]).
Consequently, the computational cost is reduced by a third and the entire Dan is observed
by the trained model. To be precise, �rst a set Sunc of the most uncertain nunc elements
from the non-annotated dataset Xnon are selected. Next, image descriptorxid 2 Rnabs of
each sample in Xnon is computed as the global average pooling applied at the coarsest
layer activations, where nabs is the number of feature channels of the corresponding
layer. The representativeness metric can then be computed using the following similarity
measure

dsim (xi , xj ) = cos
�

xid
i , xid

j

�
(6.9)

between the two xid vectors for any two images xi and xj . In an iterative manner,
we populate a representative sample set Srep � Sunc by adding the currently most
representative sample x�

rep via [Yang et al., 2017]

x�
rep = arg max

xj 2SuncnSrep
å

xi 2 Xnon

dsim (xi , xj [ Srep) . (6.10)

This maximizes maximum set-cover [Feige, 1998] on Xnon based on the dsim metric.

! FCNBSQ; Bayesian sample querying, our proposed method, selects samples to be an-
notated based on the intersection of the most uncertain (Sec. 6.2.2) and representative
samples following Eq. (6.7). Speci�cally, we �rst select the most uncertain samples from
Xnon . Then, we form Srep � Sunc following Eq. (6.7) with nrep samples to be queried for
annotation for the next active learning iteration.

! FCNUpperbound ; the upper bound using as a reference in our quantitative analysis. The
upper bound uses the same segmentation architecture as the above compared methods,
but is trained on the complete Dpool in a supervised setting; i.e., assuming we already
know all annotations at each sample query iteration.

6.2.5 Implementation

For all compared methods, we used a modi�ed DCAN architecture [Ozdemir et al.,
2018a] trained on 2D image input for the segmentation network using inverse frequency
weighted cross entropy loss. Data augmentation of horizontal �ip was randomly applied
to images with 0.5 uniform probability during training. When training, Adam optimizer
was used with a learning rate of 5 � 10� 4 and a mini-batch size of 8 images. For both
training and inference, dropout rate was set to 0.5, with nMC = 17 for MC samples. At
each active learning iteration including the initial training, models were trained for 8000
steps. We trained an infoVAE with 5 convolutional blocks in both encoder and decoder
on downsampled images of size 96 � 96, and we assigned dimensionality of the latent
space asnlat= 200. For infoVAE training, Adam optimizer with learning rate of 5 � 10� 5

and a mini-batch size of 32 images was used. Preprocessing of image-wise normalization
was applied for the infoVAE training. We used l2-norm for the reconstruction loss LAE .
The methods were implemented and tested with the Tensor�ow library on a cluster of
NVIDIA Titan X GPUs.
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Table 6.1: Dataset consists of 2 different acquisition settings, which are merged together as shown
in the 3rd row. The depth resolution D is 64 or 56, depending on the acquisition setting.

Setting #volumes voxel res. [mm] digital res. [px]

#1 20 0.91 x 0.91 x 3.0 192 x 192 x 64

#2 16 0.83 x 0.83 x 3.0 144 x 144 x 56

Total 36 0.91 x 0.91 x 3.0 192 x 192 xD

(a) (b)

Figure 6.2: Cross-sectional view of 2 sample subject volumes along with expert annotations of
humerus (red), scapula (blue), supraspinatus (yellow), and infraspinatus together with teres minor
(green).

6.3 Experiments

Dataset. We have conducted experiments on an magnetic resonance imaging (MRI)
dataset of 36 shoulders acquired with Dixon sequence with two slightly varying acqui-
sition settings, resulting in the speci�cations shown in Table 6.1. For a more uniform
dataset, images of the higher resolution setting #2 were bilinearly interpolated to match
the voxel resolution of the coarser dataset, and then zero padded to match the digital
resolution of the images of that latter setting #1. The data has expert annotations of two
bones (humerus & scapula) and two muscle groups (supraspinatus & infraspinatus +
teres minor). A cross-sectional view of two subjects along with the superimposed expert
annotations are shown in Fig. 6.2. Ground truth annotations of setting #2 were resized to
match setting #1 using nearest neighbor interpolation. All experiments were conducted
on the Total dataset listed in Table 6.1.

Evaluation Metrics. For quantitative results, we evaluated Dice coef�cient score and
mean surface distance (MSD) metrics as commonly used metrics in medical image
segmentation. Dice score isDice(M l

S, M l
G) = 2jM l

S \ M l
Gj/ (jM l

Sj + jM l
Gj), where M l

S is
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the binary predicted segmentation mask and M l
G the ground truth mask for label l . MSD

is computed symmetrically between the contours of segmentation prediction ( CS) and
ground truth ( CG) for each label l as,

MSD(Cl
S, Cl

G) =
å p2Cl

S
d(p, Cl

G) + å p02Cl
G

d(p0, Cl
S)

jCl
Sj + jCl

Gj
(6.11)

where d(p, C) is the closest Euclidean distance from point p to surface C. To compute the
contour for a binary mask, we subtract its morphologically eroded version from itself
using an erosion kernel of 3 � 3 � 3. Average Dice and MSD scores over the four given
anatomical structures of interest are reported herein.

Experimental Setup. Typically, expert annotations on MR volumes are conducted for all
image slices of a volume at once when this is fetched manually from the PACS. However,
this may lead to suboptimal use of limited annotation resources due to redundancy of an-
notating potentially similar images in a volume. A PACS compatible software can indeed
fetch only the desired slices (2D images) from various volumes for annotation. Therefore,
we conducted experiments for both slice-based and volume-based active learning. The
former assumes the feasibility of random slice access and annotation query within Xpool
whereas the latter treats each subject volume as an indivisible entity.

In an effort to ef�ciently utilize the available dataset, we generated 5 holdout sets using
a pseudo random number generator where dataset splits were performed to roughly
respect a jDpool j/validation/test ratio of 70%/ 5%/ 25%, with each subject being strictly
in a single set. This yields to the following number of subjects: 25/2/9. Then, slices
of roughly one volume (i.e., 64 slices for slice-based and all slices of a single subject
for volume-based experiments) were randomly picked for each holdout set, to de�ne

the initial training set D (0)
an and this initial set was kept constant across tests of different

methods to ensure comparability.

6.4 Results

2D Image Slices. All slice-based experiments were initially trained on 64 slices. For
every active learning iteration, nunc = 64 and nrep = 32 is used. In Fig. 6.3, we show
the Dice score and MSD of different methods over active learning iterations evaluated
using the test set over 11 iterations, representing annotations from 4% up to 27%of the
complete set Dpool . One can see that all compared methods achieve higher segmentation
performance than randomly querying samples ( FCNRandom). While the holdout set
averages of Dice and MSD of FCNUncertainty and FCNBaseline sometimes intersect, our
proposed (FCNBSQ) clearly outperforms all compared methods, shown as the purple
curve in Fig. 6.3. To highlight the improvement that our proposed method brings over the
baseline, we also present in Fig. 6.4 the Dice score difference of the two methods with the
highest quantitative performance, i.e., FCNBSQ and FCNBaseline. In Fig. 6.4(a) it can be
observed that the Dice scores ofFCNBSQ averaged over holdout sets are strictly superior
to FCNBaseline at each presented iteration. In Table 6.2, we list the mean and standard
deviation of Dice score differences from the upper bound at different active learning
iterations for the top two performing methods, FCNBSQ and FCNBaseline. Therein, one
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(a) (b)

Figure 6.3: Average Dice score and mean surface distance (MSD) results of 2D image slice exper-
iments for compared methods. Upper bound marks the average performance when trained on
entire Dpool , i.e. the images of all 25 training volumes.

(a) 2D Image Slices (b) 3D Image Volumes

Figure 6.4: Dice score difference for each corresponding holdout set represented as box plot of
their quartiles between the top two competing methods; FCNBSQ and FCNBaseline. Red lines show
the median value, the blue boxes range from 25th to 75th percentiles, and purple stars show the
mean values. Overall positive values show superiority of FCNBSQ over FCNBaseline, especially at
earlier iterations.
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Table 6.2: Dice score difference of FCNBSQ and FCNBaseline from upper bound for corresponding
holdout set. Scores are from 2D Image Slice experiments and are presented as mean (� standard
deviation) [%]. Lower values resemble closer performance to the upper bound.

Annotation %

d(Dice) [%] 4 6 8 10 12 14 16 19 21 23 25 27

FCNBaseline 19.8 (4.5) 12.2 (2.7) 8.8 (3.2) 5.9 (2.8) 4.8 (2.3) 3.6 (1.8) 3.1 (1.7) 2.6 (1.6) 1.9 (1.5) 1.5 (1.6) 2.7 (1.3) 1.1 (1.6)

FCNBSQ 18.5 (5.3) 10.6 (2.6) 7.4 (2.0) 5.3 (1.7) 3.7 (1.4) 2.8 (1.3) 2.5 (1.3) 2.0 (1.2) 1.5 (1.2) 1.2 (1.1) 1.2 (1.1) 0.7 (1.3)

Table 6.3: Dice score difference of FCNBSQ and FCNBaseline from upper bound for corresponding
holdout set. Scores are from 3D Image Volume experiments and are presented as mean (� standard
deviation) [%]. Lower values resemble closer performance to the upper bound.

#Annotated volumes

d(Dice) [%] 1 2 3 4 5 6 7 8 9 10 11 12

FCNBaseline 55.9 (6.0) 37.4 (4.1) 27.4 (5.5) 18.7 (8.7) 14.5 (7.3) 12.3 (5.1) 10.5 (5.3) 8.7 (2.8) 6.3 (2.1) 5.2 (1.8) 5.6 (1.4) 4.0 (1.4)

FCNBSQ 52.4 (5.0) 34.5 (2.1) 25.2 (6.4) 17.2 (4.1) 12.6 (3.7) 9.5 (4.1) 7.5 (2.4) 5.4 (1.9) 4.9 (1.8) 3.7 (1.6) 3.2 (1.5) 2.8 (0.9)

can see the percentage of the dataset that was annotated for these two methods in order
to reach a segmentation performance within different tolerance limits from the upper
bound.

3D Image Volumes. In these experiments, the networks were initially trained on the

slices of a single random subject (D (0)
an ), and an active learning iteration consists of

evaluating the respective scores of each method as an aggregation over a complete subject
volume. For FCNBSQ and FCNBaseline, the set sizes ofSunc and Srep are �xed to nunc = 2
volumes and nrep = 1 volume.

Dice score and MSD of the compared methods for volume-based experiments are shown
in Fig. 6.5. Segmentation performance is evaluated at every active learning iteration, for a
total of 11 iterations, using the same test set that was used for slice-based experiments. In
the volume-based experiment results, where the annotation of entire volumes are added
at each active learning iteration, the advantage of the compared methods appear more
subtly, due to the larger range of Dice scores; e.g., Dice scores ranging approximately
from 0.3 to 0.9 as opposed to 0.65 to 0.9 in Fig. 6.3. Dice score improvement usingFCNBSQ
over FCNBaseline can be seen in Fig. 6.4(b), where we show their Dice score differences
between each holdout as boxplots. One can see thatFCNBSQ has improved average Dice
score over FCNBaseline on every evaluation point (cf. 6.4(b) purple stars). In order to have
a precise understanding of the Dice score gap of the competing two methods from the
upper bound, we present the mean and standard deviation of Dice score differences of
FCNBSQ and FCNBaseline in Table 6.3.

6.5 Discussion

Our preliminary experiments with VAE compared to infoVAE corroborate the claims
in [Zhao et al., 2017] where the variance of the latent space was overestimated. Fur-
thermore, active learning of segmentation through Bayesian sample querying using the
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(a) (b)

Figure 6.5: Average Dice score and mean surface distance (MSD) results of 3D volume experiments
for compared methods. Upper bound marks the average scores performance when trained on all
25 training volumes.

above-mentioned VAE network trained on Xpool showed lower performance compared
to FCNBSQ. Since we are strictly interested in the representational power of the latent
variables for a given image, poorer performance on active learning evaluations indi-
rectly support the claim of “learning un-informative latent variables” when using KL
divergence [Zhao et al., 2017].

The advantage of FCNBaseline over FCNUncertainty only becomes evident after a suf�ciently
large Dan is achieved (� 10% in Fig. 6.3). One can also draw a similar conclusion by
looking at Fig. 6.4(a), where the superiority of our proposed method is most prominent in
early iterations of active learning, and it almost monotonically decreases over time. This is
inline with our previous �ndings in [Ozdemir et al., 2018a] that an image descriptor based
representativeness metric for Srep may be redundant, if not adverse, until an adequate
portion of the complete set is annotated.

All methods for the 3D volume experiment approach upper bound at a slower rate
compared to the slice-based experiment (cf. Tables 6.2 & 6.3). This can be due to having
less options to select from (i.e., total of 24 volumes at �rst active learning iteration) when
compared to slice-based. This hypothesis would be in line with the reasonable expectation
that certain slices have signi�cant importance for the segmentation task while others
(e.g., at the borders of the �eld-of-view) are less important in a given volume, whereas
when a volume is given as a whole, the utilizable information therein is more uniform.
Another point of interest is that after 6 volumes, FCNUncertainty achieves performance
closer to FCNBSQ. This can possibly be due to the fact that our dataset consisted of 2
different settings (cf. Table 6.1); where FCNBSQ may have early on queried for key sample
volumes from both settings to represent the Total dataset, while FCNUncertainty may have
eventually seen key samples only after roughly 5 iterations of active learning. Another
explanation can come from the design choice of assigning nunc = 2 volumes and nrep = 1
volume, heavily restricting the sequential representativeness metric to pick one of the two
options.
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Upon comparison of the slice-based versus volume-based experimental setups, one can
see the importance of querying slices as opposed to full volumes (e.g., Dice score gap
from the upper bound in early iterations of active learning on Tables 6.2 & 6.3), i.e.,
achieving better outcomes with less effort from experts. Furthermore, a Dice score gap
of approximately 5% from the upper bound is achieved with FCNBSQ after merely 8
volumes (32%of Dpool ) in volume-based experiments, whereas a similar score is reached
as early as10%for slice-based experiments. In slice-based experiments, this gap drops
to 2% when less than a �fth ( 19%) of the images are annotated; which equals to only
� 2852D image annotations, yielding a suf�ciently high performance, compared to � 1500
annotations necessitated for the upper bound scenario.

6.6 Conclusions

In this work, we have proposed a novel method to quantify representativeness of a
sample from a large unsupervised dataset using Bayesian inference in the latent space of
MMD VAEs. We have shown that by using a learned mapping function onto a simple
latent space and sample selection to align probability distributions in this space, the
representational power of a subset of samples approach to that of the complete set, for
the complex case of MR imaging.

Our results support the proposed approach being a suitable candidate for sample query-
ing for the segmentation task in active learning. Although our experimental dataset
already harbors domain variation from two different acquisition settings, additional
diversity is common in the clinical setting. Consequently, the advantage of our pro-
posed sample picking approach is expected to be more pronounced, by achieving a good
coverage of the complete pool of images with only few active learning iterations and
annotations. The main hypothesis herein is the representability of a dataset in the latent
space as a continuous and Gaussian distribution. Future work shall investigate other
means of dataset representations.

6.7 Appendix

6.7.1 Further on Bayesian Sample Querying

In this section, we conduct additional experiments to both visualize and quantify rep-
resentativeness power of our Bayesian Sample Querying (BSQ) approach. Although
this work has investigated active learning for segmentation, experiments on simpler
image-level classi�cation tasks can clearer convey the merits of BSQ. For instance, there
are datasets of handwritten digits (e.g., MNIST [LeCun et al., 1998] with 10 classes) and
additional upper- and lower-case letters (e.g., EMNIST [Cohen et al., 2017] with 62 classes)
that contain grayscale images. With the assumption that each character has different
representative attributes, one can observe the entropy change over the proportion of class
labels for the queried samples. In the ideal case, the distribution over the proportion
of class labels should become uniform within the annotated dataset over time, causing
the entropy to increase. However, the categorically de�ned class labels can only be used
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as an auxiliary measure, since visual attributes, e.g., number of strokes, are not equally
distant between classes. Furthermore, the degree of variation within samples of different
digits and letters varies heavily. Consequently, one can attempt to observe and interpret
the learned latent space under different constraints such as initially class-imbalanced
annotation sets.

6.7.2 Experiment Setup & Results

Assuming that a latent space can capture all necessary degrees of variation using a few
dimensions, we train an infoVAE for two setups; (1) MNIST dataset ( s1, 60k samples)
using nlat = 5 dimensional latent space and (2) MNIST and EMNIST dataset (s2, � 758k
samples) using nlat = 10 dimensional latent space, with a simple and mostly convolutional
architecture similar to [Zhao et al., 2017]. Next, we conduct 5 experiments, each simulating
another imbalanced draw of the initial set of annotated data. Accordingly, ninit = 10
samples are drawn from the dataset randomly with probability pc(x) depending on the
classc, where the priors for 3 randomly selected classes are reduced in each experiment by
an order of magnitude. This is followed by niter = 30 iterations of nrep = 10 representative
sample queries, where the queried sample indices are determined using Eq. (6.7). Note
that there is no uncertainty measure, since we are not assessing a classi�er performance.1

Class Entropy. As aforementioned, one can compute the entropy across classes; i.e.,
H (c) = � å C

c p(c) log p(c), where p(c) = 1/ M å M
i d(yi = c), for the M samples in the

annotated dataset at each sample query iteration. Accordingly, the entropy values as new
representative samples are queried for setups s1 and s2, respectively, are shown in Fig. 6.6.
It can be observed that for each experiment in both dataset setups, the entropy value, as
expected, is steadily increasing over iterations as new samples are queried.

Latent Space Coverage. Alternatively, one can also observe the evolution of �tted normal
distributions in the latent space. Let q(f ,si ) (x) be the learned mapping function onto the
latent space Zsi 2 Rnlat of a corresponding experimental setup ( si ). For a query iteration

t, we map all samples from the annotated set D (t)
an to the respective learned latent space

and calculate the mean and standard deviation for each dimension to �t a multivariate
diagonal Gaussian. In order to qualitatively present the parameters of the �tted Gaussians
in 1D, we treat each dimension of the multivariate Gaussian as a univariate Gaussian, and
compute the parameters of the product of nlat univariate Gaussians following [Bromiley,
2003]. In Fig. 6.7, the evolution of the �tted Gaussians are shown for all �ve experiments
throughout 30 query iterations for both setups s1 & s2, where the y-axis is shifted to the
mean value of the entire pool of images mz�

pool
. It can be seen that the �rst few iterations

counter the shifted mean of the imbalanced initial annotated set. The following iterations
evolve around the mean of the Xpool . Eq. (6.7) promotes selecting samples away from
already annotated ones, which encourages covering the same range of representative
attributes as Xpool with substantially fewer samples. Consequently, Xan has a higher
standard deviation in the representative space, which is also observed in Fig. 6.7. These
empirical results corroborate the hypothesis that Eq. (6.7) promotes selecting samples that
cover the mode and breadth of the distribution of Dpool in the representational space.

1 Code will be available in https://github.com/firatozdemir/AL-BSQ .
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(a)

(b)

Figure 6.6: Entropy over the class proportion in the annotated dataset for 30 sample query iterations
for the setups (left) s1 and (right) s2. The upper limit is given by a uniform class proportions.
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j)

Figure 6.7: The product of the �tted normal distributions on each latent dimension displayed
using their mean and standard deviation for the setups (a-e) s1 and (f-j) s2 for 30 sample query
iterations. d(z) represents the axis shifted by the mean of the entire pool of images. Each row of
image corresponds to an experiment, i.e., a different random selection of initial annotated dataset.





7
Learn the New, Keep the Old:
Extending Extending Pretrained Models
with New Anatomy and Images

Deep learning has been widely accepted as a promising solution for medical image seg-
mentation, given a suf�ciently large representative dataset of images with corresponding
annotations. With ever increasing amounts of annotated medical datasets, it is infeasible
to train a learning method always with all data from scratch. This is also doomed to
hit computational limits, e.g., memory or runtime feasible for training. Incremental
learning can be a potential solution, where new information (images with annotations of
existing or new anatomy) is introduced iteratively. Nevertheless, for the preservation of
the collective information, it is essential to keep some “important” (i.e., representative)
images and annotations from the past, while adding new information. In this work, we
introduce a framework for applying incremental learning for segmentation and propose
novel methods for selecting representative data therein. We comparatively evaluate our
methods in different scenarios using MR images and validate the increased learning
capacity with using our methods.

7.1 Introduction

With the growing interest in automatic and semi-automatic analysis of patients, available
data size for research is continuously increasing. Even for a single anatomical structure,
soon it may become infeasible to retrain a network when a newly available data is
introduced. On the other hand, one can expect to see variations in image properties across
iterations of new data due to various factors, e.g. mechanical differences across imaging
device brands, physiological differences across imaged subjects. Furthermore, although
various datasets from similar modality are often available, they belong to different studies,
hence they have different �eld-of-view (FOV), image acquisition parameters, and/or
annotated anatomy. For instance, some MR modalities (i.e., ultra short TE) are often
used to analyze bones and tendons thanks to its high contrast. However, a study on

This chapter has been published as: Firat Ozdemir, Philipp Fuernstahl and Orcun Goksel, “Learn the New, Keep the
Old: Extending Pretrained Models with New Anatomy and Images” In: International Conference on Medical Image
Computing and Computer-Assisted Intervention (MICCAI), Springer Lecture Notes in Computer Science, vol. 11073,
pp. 361-369, Granada, Spain, Sep 2018, doi: 10.1007/978-3-030-00937-3_42
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Figure 7.1: Schematic of the proposed convolutional network at incremental step i + 1. Additional
layers (“Head”) at step i + 1 are shown with Hi+ 1. Second layer at coarsest level is calledabstraction
layer. D i denotes the exemplar datain Sec. 7.2.2.

diagnosis or healing quanti�cation of Achilles tendon often do not allocate resources for
proximal bone tissue annotation. Similarly, for an osteotomy planning, often only bones
are annotated to generate surgical guides. Aggregation of annotation knowledge across
different anatomy, modality & dataset are not well investigated; however, it is of growing
interest in the machine learning community [Hinton et al., 2015; Li et al., 2016] as in the
form of an “evolving” classi�er. To the best of our knowledge, increasing label problem
has neither been tackled for segmentation nor in medical community.

For class-incremental learning problem, initial works include �netuning [Girshick et
al., 2014]; however, it is well known [McCloskey et al., 1989] that this results with
“catastrophic forgetting.” Later on, learning without forgetting (LwF) [Li et al., 2016] has
been proposed, which utilizes distillation loss [Hinton et al., 2015] such that when new
classes are being added to a network, �nal activation response of the previous classes are
also used for backpropagation. With iCaRL [Rebuf� et al., 2017], authors extend on LwF
by proposing a strategy for selecting an exemplardataset, which keeps a “representative”
subset of the earlier training data for the existing classes, and put an upper bound on
required memory requirements. In [Yang et al., 2017], authors suggest a novel way to
pick representative samples to train on, for the purpose of maximizing performance for
binary segmentation task of gland cells at a next training iteration.

In this work, our novelties are in line with blocks that are necessary to expand class-
incremental learning for segmentation task; extending distillation loss to segmentation
without an assumption on mutual exclusivity of classes. We propose alternative methods
for picking representative samples to sustain segmentation accuracy of prior classes.
To the best of our knowledge, this is the �rst work extending distillation loss for class-
incremental segmentation.

7.2 Incremental Head Networks

7.2.1 Conservation of Prior Knowledge with Distillation

In medical image analysis, a lot of anatomies show similarity in their statistical priors
(i.e., bones). Similarly to the idea of �netuning a pretrained VGG [Simonyan et al.,
2014] network for different digital image classi�cation task, one can train a model with
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a dataset of anatomy Ax and then �netune it for a new dataset of anatomy Ay, as
to utilize knowledge obtained from dataset of Ax when learning Ay. Based on the
application, maintaining segmentation capability of anatomy Ax can be equally important
(e.g. functional modeling), albeit the two annotated dataset being collected from different
patients/studies. It is possible to use distillation loss [Hinton et al., 2015; Rebuf� et al.,
2017] in order to retain the segmentation accuracy of Ax, while exploiting learned prior
statistical knowledge to learn Ay even with more limited annotation resources.

Inspired by the idea LwF [Li et al., 2016] from classi�cation, we propose a segmentation
framework for class-incremental learning. At an initial training phase, we train a U-
Net [Ronneberger et al., 2015] like network (cf. Fig. 7.1 without Hi+ 1) with a �rst dataset
D init using desired classi�cation loss Lc. In order to disambiguate between initial and
incremental training, we will refer to the old and new steps as i and i + 1, respectively.
Prior to incremental training, all available dataset Da = D i+ 1 [ D i is passed through
the pretrained network in order to produce prediction probabilities for the old classes,
including their respective background. For old classes ci , these predictions pci are then
used for retaining the network's segmentation accuracy. For incremental training, a
new network is then constructed with an additional head Hi+ 1 as shown in Fig. 7.1.
The parameters for the the network (cf. Fig. 7.1) except for Hi+ 1 are initialized using
the previously trained model. During incremental training, for given mini-batch B we
optimize the following loss:

Ltotal =

8
<

:
aLc + ( 1 � a)Ld , if B 2 D i+ 1

Ld , otherwise
(7.1)

where a 2 [0, 1] is a weighting scalar, and Ld is the distillation loss de�ned as:

Ld = å
c( j)
i 2ci

p
c( j)
i

i log yc( j)
i (7.2)

where pc( j)
i and yc( j)

i are the predicted probabilities for class j 2 ci for the initially trained
network and the old class heads Hi in the new network.

While it would be ideal to retain all prior training dataset when introducing a new label,
this is not a scalable solution due to computational challenges discussed before. An
extreme case is to remove all prior data from incremental learning; i.e., D i = fg [Li
et al., 2016]. The method proposed above is called in the following as LwfSeg. When
incrementally learning with datasets of similar properties, LwfSeg may prove suf�cient
to preserve old class segmentation capacity. Unfortunately, there can be signi�cant
amount of variation in image data across different iterations of training, e.g. different MR
�eld inhomogeneity due to different patient pro�les, differences across used machine
brands. This can lead to a false guidance of the network with an effort to retain old class
knowledge.
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7.2.2 Selecting Representative Samples

One can select a subset of the training data to be kept for future incremental learning
processes. For classi�cation tasks, a potential approach to choosing representative samples
is to observe the feature space right before the �nal network layer (i.e., embedding
space) [Rebuf� et al., 2017; Haeusser et al., 2017], where each input sample is represented
with a class-discriminating vector.

Although an intuitive extension for segmentation is to use this embedding space, this is
not directly applicable. Finding “most representative” pixels per class in the embedding
space is not very helpful. Even if one aggregates a representativeness metric over all
pixels at the embedding space as to get a scalar value per input image, it is not clear how
to account for the ratio of the foreground pixels accordingly. Therefore, we propose the
following two alternatives.

Maximum Set Coverage over Most Certain Sample Abstractions: Using dropout layers,
one can compute con�dence of a trained model for a given input image I through Monte
Carlo estimates [Gal et al., 2016] by computing inference tMC times. A typical way to
get a scalar uncertainty value from an image is to aggregate the uncertainty over all
pixels. In [Yang et al., 2017], in a microscopy segmentation context, authors select samples
based on maximum uncertainty for maximizing performance gain in a next round of
training. An ideal exemplar set should contain slices with highly discriminative class
attributes, which can be quanti�ed through high con�dence (i.e., least uncertainty) for
class-incremental task, in order to prevent “catastrophic forgetting.” For typical medical
images where foreground labels are underrepresented, or completely missing in a slice
when this anatomy is not intersecting, high con�dence samples are likely to fall on images
with only background. As a remedy, one can choose kc most certainslices for each class

among images where corresponding class label exists, creating a “most” certainset Sj
c for

every class j.

As an effort to further reduce the kept training data, we aim to select a representative

subset of Sj
c. Similarly to [Yang et al., 2017], we use spatially averaged activations at the

abstraction-layer(cf. Fig.7.1) of our network to represent a given image as a vector I R
abs.

In an iterative fashion, we then create a representativeset Sj
r � Sj

c with kr elements for
each classj in order to maximize set coverage [Hochbaum, 1997] over the full training set
Sa, using cosine similarity between each I R

abs. We call this method Abstraction exemplar-
based incremental Segmentation (AeiSeg). Although one can use a faster method to pick

samples for the set Sj
r , the iterative set coverage approach ensures maximum set coverage

even if in future some of the picked exemplar samples need to be removed; i.e., due to
storage constraints.

Maximum Set Coverage over Content Distance: Albeit being a fast proposition, similar-
ity across spatially averaged activations [Yang et al., 2017] at abstraction-layerhave limited
image representation capability, as no objective function directly optimizes for image
representation. Instead, we use the activations of a pre-trained VGG network at multiple
layer levels to describe “content” of an input image, which is inspired by [Gatys et al.,
2016]. A VGG network trained on ImageNet [Russakovsky et al., 2015] has convolutional
�lters tuned for object recognition and localization task. Hence, its layer responses aim to
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(a) (b)

Experimental Scenarios

initTrain incTrain

Case 1 4 Hum 4 Scap

Case 2 6 Scap 1 Hum

Case 3 4 Hum 3 Scap*

(c)

Figure 7.2: Learning an incremental network f 1&2
i+ 1 for classes 1&2 with new images Ii+ 1 and

annotations of new structures S2
i+ 1, given a pre-trained and frozen network f 1

i . Left: Representation
of LwfSeg. Middle: Additional loss in AeiSeg and CoRiSeg for augmenting the new network (left)
with exemplar images Ii . Right: Experimental scenarios depicting initial (init) and incremental (inc)
datasets for humerus (Hum) and scapula (Scap). Case 3 incTrain (*) was conducted on a different
MR sequence (water-saturated Dixon).

distinctively represent objects present in a given image invariant to their spatial location.
Based on this, a distance metric de�ned over the activations of such a network can give
an accurate relative quanti�cation of any two images from a dataset. Let Rl , f ( Ii ) 2 R wl ,hl

be the activation response of a VGG16 network at layer l , �lter f , width wl and height hl
at the corresponding layer for a given image Ii . We compute the content distance

dcont = å
l2 L, f 2 Fl

l l jj R
l , f ( Ii ) � Rl , f ( I j )jj

2
2 (7.3)

as the mean squared distance between activation responses of two imagesIi and I j , where
L and Fl are the sets of all convolutional layers and their respective �lters of the trained
VGG network, and l l is a normalizing factor to ensure distance at each network layer l
contributes uniformly. We call this method Content Representativeness-based incremental
Segmentation (CoRiSeg).

7.3 Experiments and Results

Our experimental dataset consists of 9 Dixon sequences of left shoulder collected with
1.5 Tesla at resolution of 0.91 mm x 0.91 mm x 3 mm, corresponding to 192 x 192 x 64
voxel resolution. Humerus and scapula bones were annotated by an expert. Our goal
is to combine knowledge from different data for a network that can segment both
anatomical structures. We evaluated our proposed method for the three scenarios
shown in the table in Fig. 7.2. One volume each was �xed randomly for validation and
testing each of all scenarios. The �rst scenario (Case 1) tests a typical setting where
different anatomies were of interest and thus annotated in separate studies. The second
scenario (Case 2) aims to observe advantages of incremental training with minimal
effort, i.e., incrementally annotated data, giving insight on an extreme case where a
single volume annotation is provided. The last scenario (Case 3) studies the feasibility
of combining learned segmentation information from different anatomy and images of
different contrast. The methods were implemented with Tensor�ow [Abadi et al., 2015]
and ran on an Nvidia Titan X GPU. Proposed network is implemented in 2D, hence 64
image samples per volume given in Fig. 7.2. For a fair comparison, we �xed all parameters
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Table 7.1: Dice coef�cient [%] and average symmetric surface distance (SurfDist) [mm] of networks
trained only for humerus (HumSeg) and scapula (ScapSeg), �netuning, and our proposed incre-
mental learning methods (cf. table in Fig. 7.2). Best scores of incremental methods are shown in
bold.

Case 1 Case 2 Case 3

Dice SurfDist Dice SurfDist Dice SurfDist

Method hum scap hum scap scap hum scap hum hum scap hum scap

Upper-

bound

HumSeg 96.7 - 0.36 - - 82.9 - 5.38 96.7 - 0.36 -

ScapSeg - 88.1 - 0.67 88.5 - 0.66 - - 84.6 - 0.93

Baseline �netuned 0.1 86.2 41.22 1.08 13.4 79.8 16.41 7.54 0.0 83.8 65.93 1.21

Proposed

LwfSeg 95.9 87.5 0.88 1.51 73.2 87.3 6.08 7.12 66.0 79.1 13.32 2.86

AeiSeg 96.1 82.9 1.31 2.27 74.8 63.5 7.09 36.52 94.2 76.7 2.68 3.20

CoRiSeg 96.3 82.8 0.89 2.30 78.7 90.2 5.38 13.51 94.8 78.7 1.56 2.03

across different models to kc = 50, kr = 30, a = 0.5, tMC = 29, used a mini-batch size of
8 images, and trained all models for 1000 epochs. Our network (cf. Fig.7.1) has a �rst
convolutional layer with 64 �lters and the amount of �lters double at every coarsening
level. Each convolutional layer is proceeded with a batch normalization and ReLU
activation. For CoRiSeg, we use a VGG16 network [Simonyan et al., 2014] pre-trained
on ImageNet [Russakovsky et al., 2015]. While a VGG trained on a medical image set
would be expected to provide more accurate dcont score, training set size of ImageNet is
not matchable by any annotated medical database. We used Dice similarity coef�cient
and average symmetric surface distance for evaluating segmentation performance across
tested methods (cf. Table 7.1). We compared our proposed methods: LwfSeg with its
extensions with exemplar sets AeiSeg and CoRiSeg. Upper bound cases are presented
with networks trained on only a given anatomy/dataset, i.e., without any incremental
learning and hence without the need to preserve “old” (extra) information. We also
show results from �netuning for comparison, although catastrophic forgetting is a known
problem. In Fig. 7.3, we showcase qualitative results from different scenarios (cf. table in
Fig. 7.2).

7.4 Discussions

As seen, with �netuning, the shared network body gets re-tuned to adapt to the new
incremental data, almost completely forgetting the initial classes. Proposed segmentation
extension of learning without forgetting (LwfSeg) performs relatively well in all cases.
For every scenario, both proposed methods using exemplar sets either outperform or
achieve performance as close to LwfSeg for the old class. CoRiSeg achieves the highest
Dice score for the old data, suggesting that for selecting exemplars the maximum set
coverage over content distance using the pre-trained VGG network is more effective than
averaging at abstraction-layer (AeiSeg). In addition, in Case 2, where the incremental
dataset is severely handicapped, both LwfSeg and CoRiSeg surprisingly outperform
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(a) Gold Standard (b) CoRiSeg Case 1 (c) HumSeg Case 2

(d) CoRiSeg Case 2 (e) LwfSeg Case 3 (f) CoRiSeg Case 3

Figure 7.3: Segmentation of the test volume with different methods.

HumSeg. While it is expected for a network trained on 1 volume (64 images) to perform
poorly, incremental networks are seen to achieve higher segmentation performance,
suggesting that shared-body layers potentially learned to extract bone-generic knowledge.
Should this be shown for a wider range of bone structures, it would be critically relevant
for orthopedic applications in the future. When the incremental dataset is introduced
from a different imaging sequence in Case 3, one can see the great advantage of keeping
exemplar samples; i.e., 28.8% increase in Dice score of CoRiSeg compared to LwfSeg.
While the performance difference is less obvious for the new class, the change in old class
scores suggests distillation loss to have provided false “guidance” on the new dataset with
LwfSeg, i.e. trying to retain old class segmentation performance without any exemplar
samples. Since �netuning does not need to remember the appearance of humerus (bone)
in the other image modality, it outperforms with scapula in Case 3. We expected VGG
trained for object classi�cation (on ImageNet) to select better exemplar images for our
task. Indeed, compared to CoRiSeg, using the UNet trained by us for dcont yielded 1.6%,
0.7%, and 0.07% worse Dice, respectively, for each Case.

Note the high average symmetric surface distance in some of the proposed incremental
methods, i.e., AeiSeg and CoRiSeg in Case 2; LwfSeg in Case 3. These are due to small
blobs of false positives far from the target anatomy (cf. Fig. 7.3). These blobs could
possibly be removed with a trivial post processing step (e.g. morphological operations,
largest connected region, conditional random �elds, user input), which is beyond the
objective of this chapter. Additional randomized hold-out test sets for Case 3 showed
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little variation ( � 2% Dice) in results, while the proposed AeiSeg and CoRiSeg were still
over 27% Dice better than LwfSeg in retaining old class info. We will conduct extensive
evaluations in future.

7.5 Conclusions

In this work, we have proposed a solution for applying class-incremental learning to
segmentationusing a distillation objective function (LwfSeg). However, with increasing
size of labels and variability in medical images, we have shown that LwfSeg may become
suboptimal without an exemplar dataset. To address this, we have proposed two novel
methods to select representativeimages based on abstraction layer response (AeiSeg) and
content distance (CoRiSeg); which imposes no restrictions on the incremental data size or
#classes. We have evaluated the proposed frameworks on three different scenarios that
often exist in medical image analysis community and shown that the proposed methods
achieve performance similar to the upper-bound conditions. LwfSeg showed promising
ef�ciency in retaining old class segmentation performance, which was improved further
with proposed extensions with exemplar selections. To the best of our knowledge, this
work is the �rst to show class-incremental learning in medical image segmentation
(LwfSeg), and its extensions with intelligent exemplar selection (AeiSeg & CoRiSeg),
CoRiSeg being our favorite with its intuitive design and higher performance. In the future,
we will extend incremental training to additional anatomical structures and imaging
modalities.



8
Extending Pretrained Segmentation
Networks with Additional
Anatomical Structures

For comprehensive surgical planning with sophisticated patient-speci�c models, all
relevant anatomical structures need to be segmented. This could be achieved using deep
neural networks given suf�ciently many annotated samples, however datasets of multiple
annotated structures are often unavailable in practice and costly to procure. Therefore,
being able to build segmentation models with datasets from different studies and/or
centers in an incremental fashion is highly desirable. We propose a class-incremental
framework for extending a deep segmentation network to new anatomical structures
using a minimal incremental annotation set. Through distilling knowledge from the
current network state, we overcome the need for a full retraining. We evaluate our
methods on 100 MR volumes from SKI10 challenge with varying incremental annotation
ratios. For 50% incremental annotations, our proposed method suffers less than 1% Dice
score loss in retaining old-class performance, as opposed to 25% loss of conventional
�netuning . Our framework inherently exploits transferable knowledge from previously
trained structures to incremental tasks, demonstrated by results superior even to non-
incremental training: In a single volume one-shot incremental learning setting, our
method outperforms vanilla network performance by >11% in Dice. With the presented
method, new anatomical structures can be learned while retaining performance for older
structures, without a major increase in complexity and memory footprint; hence suitable
for lifelong class-incremental learning. By leveraging information from older examples,
a fraction of annotations can be suf�cient for incrementally building comprehensive
segmentation models. With our meta-method, a segmentation network is extended with
only a minor addition per anatomical structure, thus can be applicable also for other
network architectures.

This work has been published as Firat Ozdemir and Orcun Goksel, “Extending Pretrained Segmentation Networks with
Additional Anatomical Structures”, In: International Journal of Computer Assisted Radiology and Surgery (IJCARS),
Vol. 14, No. 7, pp. 1187-1195, 2019, doi: 10.1007/s11548-019-01984-4
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8.1 Introduction

In 2014, there were more than 1 million hip and knee replacement surgeries in total in the
US, which is expected to grow even more up to 171% by 2030. Based on the records from
2000 to 2014, revision surgeries are similarly expected to increase more than 142% by
2030, summing up to almost 200 thousand [Sloan et al., 2018]. Patient-speci�c planning
and execution of interventions can help to make the surgeries more precise, reducing
revision and correctional interventions. With the increasing life expectancy, growing
population, and the major impact of orthopedic conditions on quality of life, personalized
interventions should not burden the already increasing costs. A major source of cost
comes from the resources required to model anatomical structures of a patient (e.g., in
order to plan guides for osteotomy, craft/pick the right implants for replacement surgery).
Furthermore, additional musculoskeletal structures (i.e., muscles, tendons, ligaments)
which may in�uence the surgical outcome are often completely ignored in interventional
planning. In pursuit of surgical planning for functional outcomes, accurate segmentation
of many anatomical structures of interest is essential.

Convolutional Neural Networks (CNNs) are suitable candidates for surgical planning
since their inference is fast and they can handle complex segmentation tasks [Ronneberger
et al., 2015; Baumgartner et al., 2018; Yang et al., 2017; Ozdemir et al., 2018a]. For an
ultimate goal of functional planning, all relevant anatomical structures will eventually
be needed. However, conventional CNNs require plenty of data with corresponding
annotations, and manual annotation is costly, especially in the medical �eld given the
need for clinical expertise. Intuitively, for similar tissue types (e.g., different bones)
knowledge from one class annotation can be transferred for segmenting another. Follow-
ing satisfactory segmentation performance for a given set of anatomical structures (e.g.,
through CNNs), available resources for manual annotation can then be directed to any
remaining anatomical structures of interest. Furthermore, with a successful knowledge
transfer method, a diminishing amount of additional annotations per structure could be
suf�cient in the long term.

The most straightforward way to extend a pretrained network is the so-called �netuning ,
i.e., to continue optimization for a new dataset, with potentially new class labels. This,
however, has been shown to causecatastrophic forgetting[McCloskey et al., 1989] on the
previous dataset/task(s). Class-incremental learninghas the potential to address this issue,
since the goal is to achieve high performance on both new and old class categories, while
having a bound on or a relatively slow increase of computational cost and memory
footprint [Rebuf� et al., 2017; Castro et al., 2018; Ozdemir et al., 2018b]. The state-of-
the-art approach for class-incremental learning for classi�cation task, iCaRL [Rebuf�
et al., 2017], exploits the concept of knowledge distillation [Hinton et al., 2015] to retain
old-class classi�cation performance. Distillation [Hinton et al., 2015] has been initially
introduced for training simpler networks using the output of trained complex-network
as “soft targets”. Other applications of distillation for preserving old-class classi�cation
accuracy have been shown in [Rebuf� et al., 2017; Li et al., 2016].

It is essential in lifelong learning to estimate/bound the expanding needs of computational
power and memory footprint. In [Rebuf� et al., 2017], an approach was proposed to keep a
prede�ned number of total samples, so-called exemplars, as a representation of previously



8.2 methods 97

observed data. In a different domain, known as Active Learning for Segmentation, querying
“representative” samples was shown as an alternative for selecting a subset from a larger
sample set [Yang et al., 2017; Ozdemir et al., 2018a]. For this purpose, a maximum set-
coverage [Hochbaum, 1997] problem was solved iteratively; as an alternative to picking
samples that are closest to a prede�ned number of cluster means in a latent feature space
as in [Rebuf� et al., 2017]. While lifelong learning is not a new concept, to the best of our
knowledge, it has not been explored for class-incremental segmentation in the imaging
community.

In this work, we propose a meta method as an architectural extension to any given
network, in order to enable incremental learning for segmentation. Although we conduct
our studies on a UNet similar to [Ronneberger et al., 2015; Baumgartner et al., 2018], our
proposed extension is simple and can easily be adapted for most other segmentation
architectures. We further show the signi�cance of distilling knowledge from the previous
state of the network when incrementally adapting to new data. In addition, we also
demonstrate the bene�t of keeping informative samples throughout a lifelong learning
scenario. We have presented the preliminary results of this work in [Ozdemir et al.,
2018b]. Our speci�c contributions herein are:

1. Analysis on the larger and publicly available SKI10 dataset, targeting the knee
anatomy and related surgical interventions.

2. Multiple experimental settings to assess feasibility and generalizability of our
proposed framework.

3. Study of incremental set imbalance.
4. Investigating physical image resolution effects on our incremental learning.

Below, we �rst describe our proposed architectural changes on a typical network to
enable class-incremental segmentation. Then, we explain how knowledge from previous
dataset is retained through distillation. We also propose to increase knowledge distillation
through informative sample retention.

8.2 Methods

In most medical imaging modalities, appearance of the same tissue, even if in different
anatomical structures (e.g., two different muscles) are similar or related. Therefore, train-
ing separate networks for datasets of different structures which share similar contextual
and/or texture content may be redundant, if not suboptimal. Below we describe our
proposed method in the context of class-incremental learning. Without loss of generality,
consider incremental step i when an incremental datasetD i is introduced, for the model to
be extended with the knowledge therein. Given our class-incremental focus, we mainly
consider the setting where D i contains new classes. The cumulative set of all previous
data, i.e. f D j j j = [ 0, ..,i � 1]g, is then called the old dataset.
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Figure 8.1: Architecture proposed for lifelong learning for segmentation. D i incremental dataset
and its corresponding headHi for predictions, Fj exemplar set (only for AeiSeg) and corresponding
heads H j where j 2 [0, ..,i � 1].

8.2.1 Incremental Learning of New Structures.

We propose a cost-effective framework as a solution to lifelong learning for class-
incremental segmentation. Our idea is to modify a generic segmentation network (e.g.,
a UNet), where an additional block of convolutional layers is appended in parallel at
the end of the network bodyas shown in Fig. 8.1 to incorporate new information at each
incremental step. We call each branching by such additional convolutional layers as a
head(cf. H in Fig. 8.1), where a head can be segmenting one or more target structures.
While such extension is computationally rather inexpensive in terms of the number of
additional parameters to be optimized, it turns out to be suf�cient to combine and alter
the generic features extracted at the network bodywhile the corresponding headis trained
for a speci�c dataset.

8.2.2 Retaining Knowledge Through Distillation.

In the proposed multi-headedarchitecture, the majority of the learned kernels will be
shared for all the heads. In order to prevent catastrophic forgetting, one has to ensure
that the old heads f H j j j = [ 0, ..,i � 1]g can retain their segmentation performance for
the classes in the old dataset. This can be achieved for the purpose of incremental
learning through so-called soft targets[Hinton et al., 2015]. Herein, prior to training with
a new dataset D i , we generate soft targets t j for the existing segmentation labels, as
the softmaxed logits from all old heads f H j j j = [ 0, ..,i � 1]g for the new images in D i .
The aim is to take the corresponding soft targets also into consideration for all weights
that concern a given head (i.e., shared body and the convolutional blocks in the head)
when optimizing the network weights for the incremental dataset. Hence, the network is
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jointly optimized for both segmenting the incremental dataset D i and producing the same
prediction proposals t j for the old heads. While any objective function of choice Lseg can
be used for the new head, all old heads are meanwhile optimized for the distillation loss

Ldis = å
j

å
c

w(c)
j t(c)

j log p(c)
j , (8.1)

where j 2 f 0, ..,i � 1g is an identi�er for the old heads, t(c)
j is the soft target for class

c in head j, w(c)
j is the desired weighting scalar for the corresponding class and head,

and p(c)
j is the prediction proposal of head j for class c during the incremental training.

Total loss then becomesLtotal = Lseg + Ldis , which is de�ned for the training stage as
an aggregate over all pixels normalized by the number of pixels. We call this approach
LwfSeg , a naming inspired by Learning without Forgetting [Li et al., 2016]. LwfSeg is a
viable option when sharing patient image data for lifelong learning may be problematic
due to ethic and privacy concerns, whereas a trained model could be shared with ease.

8.2.3 Keeping Informative Samples

In an incremental learning setting, in addition to distillation loss, keeping samples from
the original old datasets could greatly help anchor the incrementally learned models
to original data. This becomes of ever growing interest, as more and more medical
image datasets are being made publicly available while the numbers are expected to
grow further. One can, for instance, utilize such datasets for transfer learning by �rst
pretraining models with these and then class-incrementingthem with an own proprietary
dataset, e.g. as in [Ozdemir et al., 2018b]. For retaining knowledge from such a pretraining
dataset, the most intuitive approach would be to simply keep all the samples from the
original dataset to use these for an Lseg loss when optimizing the corresponding head.
However, such an approach is not scalable and would lead to major limitations both for
storage of such ever-growing data and for processing during training to ensure iterations
over all such data; aggravating further at each incremental learning stage. An informed
subset of the old dataset would help in focusing limited training resources.

Ideally, one can try ( i) to determine samples that are most representative of the entire old
dataset; i.e., cluster means of the representations of the dataset distribution (similar to
class means in [Rebuf� et al., 2017]). However, given the class imbalance within datasets,
it is likely ( ii ) that some of such representative image clusters will be redundant for the
segmentation task at hand; e.g. consecutive slices from a 3D volume. In order to account
for both of these conditions (i) and (ii), we propose to �rst pick a large batch of samples
for which the trained model is “con�dent” [Ozdemir et al., 2018b], and then to prune
them with the aim of maximizing how well they represent the entire dataset [Yang et al.,
2017].

8.2.4 Model Con�dence Approximation.

Estimating model con�dence for a CNN prediction has been of major interest in research,
with several approaches proposed. Although conventional CNNs are deterministic during
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inference by nature, a recent study [Gal et al., 2016] proposed a simple way to obtain
Monte-Carlo estimates from an architecture through the use of dropout layers [Srivastava
et al., 2014] at test time. UsingnMC prediction samples f Sk( I [x], c) j k=[ 1, ..,nMC ]g for a
given class c and a �attened image I2RZ with Z being the number of pixels, we herein
estimate the model con�dence m for a prediction using the average pixel variance per
Monte-Carlo dropout sample as follows:

m( I , c) =

8
>><

>>:

�
1
Z

Z

å
x= 1

var
� �

Sk( I [x], c)g
�

, if class c in I

� ¥ , otherwise .

(8.2)

This computes the variance along the dimension k for Sk( I , c) 2 RZ � nMC , where the result
is averaged spatially over all pixels x. Any image I in which a class of interest c is not
annotated is ignored.

During an incremental step, out of the previous dataset D i � 1 we pick a con�dent subset
Ei � 1 of images and annotations to preserve, where Ei � 1 contains nconf � jcj images I for
which m( I , c) is maximized for each class c, and jcj is the number of classes in D i � 1.

8.2.5 Sample Pruning.

Within the procured set Ei � 1, there could be many samples which are almost identical
(e.g., neighbouring slices in 3D) for which the trained model is equally con�dent. Hence,
redundant samples can be reduced by dropping samples which have similar looking
alternatives. Although similarity can be quanti�ed using intensity-based metrics (e.g. via
difference or correlation) or hand-crafted features, data-driven features from a network
trained on a particular dataset for a particular task would be expected to better represent
discriminative aspects of images relevant to that given task within that given dataset.
Accordingly, similarly to image descriptors in [Yang et al., 2017] we represent an image I
as a vector by global average pooling of the feature map (i.e., averaging over the spatial
dimensions) at the layer of information bottleneck, i.e. the so-called abstractionlayer seen
in Fig. 8.1. We can then de�ne a distance metric to quantify how similar one image is
to another within D i � 1 by using any similarity metric of choice (e.g., inner product or
cosine similarity) between two such vectors. Given such distance metric, any clustering
technique can then be used to �nd representative images spanning this vector space. We
use maximum set coverage[Hochbaum, 1997] to �nd a representative set Fi � 1 � Ei � 1 by
iteratively populating F with up to nrep � nconf images picked from Ei � 1 using the above
image descriptor distance. Fi � 1 is then the set to keep from dataset D i � 1. At incremental
step i, the union of all sets kept from all previous increments can then be indicated as
[ i � 1

j= 0Fj .

During the incremental training, batches are randomly generated from either incremental
dataset D i or the union exemplar set [ i � 1

j= 0Fj . If the batch consists of exemplars from
Fj , then the corresponding head H j and the shared body weights are updated based
on the distillation loss Ldis computed at the prediction of head H j . Otherwise, as in
LwfSeg, the model weights are updated based on the segmentation loss Lseg for the
new head Hi and the cumulative distillation loss at the older heads, i.e. å i � 1

j= 0 Ldis (H j ).
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We call the above-described extension of LwfSeg by preserving an exemplar dataset as
Abstraction-layer Exemplar-based Incremental Segmentation (AeiSeg).

8.3 Experiments

Data. We have comparatively studied our proposed class-incremental methods on
publicly available MR Dataset SKI10 MICCAI Grand Challenge [Heimann et al., 2010].
The dataset consists of 100 knee volumes (10,874 2D slices) collected at over 80 centers
from different vendors with a voxel spacing of 0.4 � 0.4 � 1.0mm. Due to varying
�eld-of-view, voxel resolutions of volumes are not consistent in SKI10. In order to best
utilize available computational power, we resized all in-plane (sagittal) image slices to
224� 224px and used this resolution during training unless stated otherwise. Reported
results in the section below respect the original image resolution of 0.4� 0.4mm, which
we achieved through bilinear upsampling of the network logits per label, prior to �nal
segmentation. The majority of images are T1-weighted from 1.5 T MR machines, although
images from 1 T and 3 T machines as well as some T2-weighted images also exist in
SKI10. Since the imaging settings are not available, we treated all images equally in our
experiments.

Studied Methods. We compared our methods �rst with two basic non-incremental
approaches: CurSeg(a single head model trained solely on the previously available
dataset; i.e. current dataset,D i � 1) and IncSeg(a single head model trained solely on the
incremental dataset). Due to a lack of state-of-the-art, as a naive baseline�netuning was
also evaluated in the following experiments to serve as a lower bound. For the �netuning
method, to allow a direct comparison with LwfSeg we apply the same multi-headed
architecture, but after appending a new head for the incremental data we use only Lseg

as the objective function for the incremental dataset D i . To serve as a lower-bound for
exemplar selection, we create an additional class-incremental learning method with the
same architecture; random exemplar-based incremental segmentation (ReSeg). For each
class, ReSeg randomly selects exemplars among the images where corresponding class
pixels exist. Without loss of generality, for extended evaluations we used annotations
of femur bone vs. background as the current (Cur) dataset D i � 1, while tibia bone vs.
background as the incremental(Inc) dataset D i . To study generalizability per structure
order, we also repeated some experiments for the opposite incremental order, i.e. Cur
being the tibia and Inc being the femur.

Experimental Scenarios. Similarly to a leave-patient-out approach, the dataset was split
into current, incremental, validation and test sets per patient volume, preventing slices
from a volume to exist in more than one set (cf. Table 8.1). In some scenarios many
images and annotations may exist for incremental learning, whereas in other settings
only a very small set may be available, also referred to as few-shot or one-shot learning.
Ideally, after training with a large dataset, one should need only a small set of new
anatomy annotations, leveraging appearance similarities and common information in the
�eld-of-view. In order to study the effects of incremental dataset size, we experimented
with 4 different incremental ratios (IRs) from current to incremental dataset as shown
in Table 8.1, where the incremental dataset size is logarithmically scaled. Given 70
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Table 8.1: Data partitioning for experiments. IRXX represents (rounded) ratio XX% of incremental
(Inc) annotated volumes to previously available (Cur).

#Volumes IR100 IR17 IR04 IR01

Current (Cur) 35 60 67 69

Incremental (Inc) 35 10 3 1

Validation 5 5 5 5

Test 25 25 25 25

volumes for training, a range of current-to-incremental dataset ratios are then tested,
from a balanced set of 35/35 (= 100%) in the IR100 experiment to an extremely small
incremental set of 1 volume (1/ 69 = 1.44%� 1%) in the IR01 experiment, i.e. one-shot
learning.

Implementation Details. The proposed modi�ed UNet architecture is developed for 2D
images with single channel, where the number of �lters n�l at the �rst convolutional layer
is 32. The rest of the layers follow the same architecture as UNet, where the number of
�lters are de�ned as 2l n�l where l is the level of spatial coarsening. We set all heads to
consist of 2 convolutional layers each with n�l �lters. All convolutional layers are batch
normalized prior to ReLU activation and consist of 3 � 3 kernel, with the exception of
�nal prediction layer, which has a 1 � 1 convolutional kernel. Spatial dropout layers with
a rate of 0.5 were utilized as shown with red arrows in Fig. 8.1. Note that additional
dropout layers were used along the spatial upscaling path prior to deconvolution �lters
(see Appendix for details). Each experiment was conducted with 4 images per batch.
Every method was trained for a �xed number of steps nstp = 20, 000(i.e., for nstp batches)
using Adam optimizer with a learning rate of 0.001. We used inverse-frequency weighted
cross-entropy loss for Lseg. Similarly, the class weights w in Ldis are computed from
the training set of the corresponding dataset as the inverse label frequency. For the
incremental methods (�netuning, LwfSeg, and AeiSeg), an additional training of nstp

steps was performed, initialized by the best validation set state of CurSeg. We have used
cosine similarity as the distance metric when populating representative set F. Batches
were randomly scaled and horizontally �ipped during training for the purpose of data
augmentation. Our TensorFlow implementation is publicly available 1.

In order to prevent over�tting to training set, model Dice score on a separate validation
set was used to determine the state of a model to be used on the test set. For the
incremental methods, we made an implementation choice to pick the model state which
maximizes the average Dice score on current and incremental classes together on the
validation set. However, for the �netuning method, this resulted in using the model
state at a training step as early as 100, due to very early forgetting of the current class
knowledge. Comparisons with �netuning with maximum incremental class performance
were presented earlier in [Ozdemir et al., 2018b], indicating poorer baseline results. For
AeiSeg, we empirically picked nMC = 29, nconf = 1, 000 andnrep = 100.

1 https://github.com/firatozdemir/LwfSeg-AeiSeg
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(a) Ground truth (b) Finetune (c) LwfSeg (d) AeiSeg

Figure 8.2: An example slice from an IR01 experiment from volume 12 comparing �netune, LwfSeg,
and AeiSeg with respect to ground truth annotations.

8.4 Results

In Fig. 8.2, we show an example slice from the SKI10 dataset along with the segmentation
output of the compared incremental methods and the ground truth annotation. For
quantitative evaluations, we used Dice coef�cient score and mean surface distance (MSD)
for comparing different methods and IRs. Fig. 8.3 shows the distribution of segmentation
performances for each test volume over 2 holdout sets, i.e., 50 volumes, where the
presented experiments are conducted on two different splits of the dataset (see Appendix
for details of the holdout set generation). In Table 8.2, we show the quantitative results
averaged over two holdout sets for all compared methods. For some method and IR
combinations, segmentation output for some images did not contain any foreground
labels (i.e., MSD = ¥ ). We excluded these volumes from the average score calculation in
Table 8.2, indicating the number of such omitted volumes in parentheses.

To increase the statistical signi�cance of the two extreme IR scenarios (IR100 and IR01),
we ran additional 3 holdout experiments each. We show the distribution of the results
from 25 � 5 = 125 volumes in Fig. 8.4, where the failed cases can be observed as the
outliers in the Dice metric. The averaged metrics are shown in Table 8.3, again omitting
completely failed segmentations while indicating their number in parentheses.

Note that, when learning convolutional kernels, using a �xed physical image resolution
may be crucial for capturing anatomical variation in images. Our preprocessing step of
rescaling images does not preserve such physical dimensions. Our data augmentation
with random scaling may be, to some extent, compensating for this physical dimension
loss through scale invariance, but this is a point that has not been well explored in the
literature. We herein study this comparatively to the original approach above of resized
images, in an additional experiment using patches of size 224� 224px extracted from the
original volumes at their isotropic resolution of 0.4mm. We tested this for the incremental
ratios (IR100 & IR01) for one holdout set, with averaged scores presented in Table 8.4.

To show independence from the incrementing order of structures, we additionally
repeated the experiments with current dataset annotations of tibia vs. background
(Cur*  tibia) and incremental dataset annotations of femur vs. background (Inc*  fe-
mur), with the results given in Table 8.5.
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(a) (b)

(c) (d)

Figure 8.3: Comparison between the conventional and incremental methods for 2 holdout sets for
the proposed IRs in Table 8.1 for Cur femur (above) and Inc  tibia (below). Median, outliers,
and lower/upper quartiles are indicated.
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Table 8.2: Average Dice and MSD metrics for 2 holdout sets of the experiments in Fig. 8.3. Number
of volumes (out of 50) omitted from the average are given in parentheses. Results superior to
conventional methods are shown in bold. A baseline UNet trained on all data Cur [ Inc as a
segmentation upperbound achieves Dice of 94.6% and 96.2% for Cur and Inc, respectively.

Dice Score [%]

IR100 IR17 IR04 IR01

Method Cur Inc Cur Inc Cur Inc Cur Inc

CurSeg 96.0 - 95.5 - 96.6 - 95.2 -

IncSeg - 95.3 - 87.2 - 68.7 (1) - 51.1 (5)

�netune 84.0 31.4 83.7 64.4 74.1 (1) 39.8 (1) 57.8 (1) 30.8 (1)

ReSeg 95.8 95.6 89.6 94.2 93.4 82.1 90.1 57.3

LwfSeg 95.6 96.6 93.5 95.6 88.2 86.5 83.7 55.4

AeiSeg 95.8 96.3 95.4 94.8 93.7 89.8 92.5 70.9 (1)

Mean Surface Distance [mm]

IR100 IR17 IR04 IR01

Cur Inc Cur Inc Cur Inc Cur Inc

CurSeg 0.80 - 0.90 - 0.65 - 0.86 -

IncSeg - 1.21 - 2.04 - 4.71 (1) - 9.77 (5)

�netune 4.31 20.63 4.25 10.81 5.99 (1) 16.89 (1) 8.27 (1) 16.97 (1)

ReSeg 1.80 0.90 4.75 1.66 1.78 3.39 3.19 7.15

LwfSeg 0.87 0.69 1.45 1.60 1.72 2.79 3.04 8.45

AeiSeg 1.29 0.77 0.85 1.26 1.06 1.70 1.28 5.77 (1)

Table 8.3: Average Dice and MSD for 2 extreme IRs for 5 holdout sets in Fig. 8.4. Number of omitted
volumes (out of 125) are given in parentheses. Incremental methods superior to conventional
approaches are in bold.

Dice Score [%] Mean Surface Distance [mm]

IR100 IR01 IR100 IR01

Method Cur Inc Cur Inc Cur Inc Cur Inc

CurSeg 95.7 - 95.6 - 0.98 - 1.06 -

IncSeg - 95.7 - 57.8 (25) - 1.01 - 7.85 (25)

�netune 71.8 (1) 59.1 68.8 (27) 49.5 (13) 5.77 (1) 12.02 6.95 (27) 12.58 (13)

LwfSeg 95.5 96.3 86.9 64.7 0.83 0.73 2.22 9.21

AeiSeg 95.8 95.5 93.3 76.5 (1) 0.99 0.85 1.14 5.05 (1)
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(a) (b)

(c) (d)

Figure 8.4: Comparison between the conventional and incremental methods for 5 holdout sets for
2 extreme IRs for both Cur (above) and Inc (below) classes.
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Table 8.4: Comparison of methods when trained using resized images vs patches extracted at
original isotropic resolution of 0.4mm, for a single holdout set. Dice differences over 10% between
resized images and patches are marked in bold.

Dice Score [%] Mean Surface Distance [mm]

IR100 IR01 IR100 IR01

Method Cur Inc Cur Inc Cur Inc Cur Inc

CurSeg
Resized 0.96 - 0.97 - 0.75 - 0.64 -

Patches 0.97 - 0.97 - 1.07 - 1.27 -

IncSeg
Resized - 0.96 - 0.66 - 1.26 - 5.80

Patches - 0.95 - 0.77 - 2.13 - 5.16

LwfSeg
Resized 0.96 0.96 0.90 0.82 0.84 0.77 2.05 3.07

Patches 0.96 0.96 0.86 0.71 1.77 0.90 2.93 6.53

AeiSeg
Resized 0.96 0.97 0.94 0.92 0.80 0.77 1.00 4.28

Patches 0.94 0.96 0.92 0.78 1.33 1.45 1.74 6.79

8.5 Discussions

Although the test set from 2 holdout sets were different, it is important to point out that
all experimented data IRs had the same test volumes, hence quantitative numbers across
different ratios and models for the same class are comparable in Table 8.2. Note that for
the incremental class, the baseline incremental method, �netuning, always yields results
inferior to the conventional method IncSeg. This is simply because during the total of
nstp steps training, average validation performance of current and incremental classes
together does not improve at all after the �rst few training steps. Hence, �netuning test
results show minimal sign of �tting the Inc dataset.

Table 8.5: Average Dice and MSD metrics for 5 holdout sets for two extreme IRs, when the order of
incremental structures is switched, i.e. Cur*  tibia and Inc*  femur. Number of omitted volumes
(out of 125) are in parentheses.

Dice Score [%] Mean Surface Distance [mm]

IR100 IR01 IR100 IR01

Method Cur* Inc* Cur* Inc* Cur* Inc* Cur* Inc*

CurSeg 95.2 - 95.8 - 0.84 - 0.79 -

IncSeg - 96.1 - 57.2 (10) - 0.72 - 8.08 (10)

�netune 60.3 61.6 75.2 (1) 29.6 (9) 10.75 9.85 4.43 (1) 17.73 (9)

LwfSeg 96.1 95.3 91.4 (11) 60.8 (1) 0.71 0.90 1.60 (11) 8.17 (1)

AeiSeg 96.3 95.1 89.2 (1) 78.5 (1) 0.66 0.95 1.62 (1) 4.81 (1)
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Both of our proposed class-incremental methods (i.e., LwfSeg and AeiSeg) performed
superior to alternatives for all incremental ratios (cf. Table 8.2). In addition, considering
IncSeg at IR100 as an ideal reference for Inc class segmentation, both LwfSeg and AeiSeg
are within 0.5% of this in Dice even at a low incremental ratio of IR17, and still within
10% at IR04. Furthermore, in Fig. 8.3, the results are seen to be more robust with the
proposed LwfSeg and AeiSeg methods for samples across all IRs. Moreover, we also
considered a hypothetical upperbound scenario where current and incremental datasets
are concurrently available, and trained a conventional (i.e., non-incremental) method,
CurIncSeg(quantitative results available in the Appendix). CurIncSeg did not outperform
our proposed methods LwfSeg and AeiSeg, which supports the arguments in [Hinton
et al., 2015], where knowledge distillation helps generalizability and reduces chances of
over�tting.

AeiSeg method is seen to tolerate domain shift better than LwfSeg. Note that as the data
imbalance deepens (i.e. going from IR100 to IR01), incremental methods (particularly
LwfSeg) generally perform worse for the current class Cur: For the tested IRs, Dice
score of Lwfseg is, respectively, 0%, 2%, 9%, and 12% lower compared to CurSeg. This
phenomenon can be attributed to the fact that SKI10 dataset contains acquisitions from a
wide variety of vendors and imaging sequences, where many Inc data, especially at low
IRs, may differ substantially from the Cur dataset distribution. Indeed, without exemplar
data, LwfSeg struggles with such substantial domain-shift from Cur to Inc dataset. A
similar trend, despite being less signi�cant is also observed with ReSeg, as it performs
inferior to AeiSeg (cf. Table 8.2). This can be the result of (i) picked exemplars being
less useful when Cur is larger or (ii) ReSeg having dif�culty in �tting for Inc when soft
targets from exemplars are not helpful for the task. All the same, ReSeg performs worse
than AeiSeg for both metrics and even for the incremental classes.

In Table 8.4, the results between resized and patched images are seen to be comparable
for Cur dataset, both in balanced and imbalanced scenarios (IR100 & IR01). Neverthe-
less, when there is an extreme imbalance, i.e. low incremental ratio IR, the proposed
incremental methods with resized images outperform their patch-based counterparts for
Inc data as seen in Table 8.4. This is likely thanks to the resized images preserving the
entire �eld-of-view anatomical context information, which can be readily transferred to
the incremental task, becoming a particularly crucial added information given smaller
incremental datasets.

We showed the robustness of our methods to the order of structures in Table 8.5, where
the behavior of methods across different IRs is seen to be invariant to incrementing in the
reverse order. In this experiment, we retrospectively noticed that the 10 out of 11 fail cases
of LwfSeg with IR01 come from the same holdout set, which can be attributed to the
single incremental volume being from a substantially different distribution compared to
the test set. Note that without exemplars, knowledge retention depends on the accuracy
of the soft targets generated from the new images. Subsequent to distillation loss using
poor soft targets, LwfSeg may indeed unlearn the Cur* class, hence the fail cases. Thanks
to retained exemplars, Aeiseg can still successfully segment the Cur* class, achieving a
mean Dice score of93%for the corresponding 10 volumes. Our methods are presented
considering multiple class-incremental learning steps; nevertheless, experimentation
studying such multiple incremental setup remains as future work.
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Considering the number of convolutional layers in a head, we also experimented with
narrower alternatives; i.e., a convolutional layer of kernel size 1 � 1 at the end of the
shared body for each dataset. This has proven to be insuf�cient for the segmentation task.
Empirically, we found that heads with 2 convolutional layers, each having n�l �lters, to
be satisfactory for the experimented dataset, corroborating our earlier results in [Ozdemir
et al., 2018b] on a different dataset of different imaging sequences.

Memory footprint is an essential concern in our framework aiming for lifelong learning.
In our TensorFlow implementation, each new head requires an additional 73 KB for
parameter storage, which is the only additional footprint for LwfSeg. For AeiSeg, an
additional � 21MB was required to store the exemplar set of each class assuming
nrep = 100.

We herein focus on a class-incremental scenario. For lifelong learning without class-
incrementation, i.e. with new annotations of an existing class, one possible approach using
our setup would be to train the current heads with both Lseg using the new annotations
and Ldis using the soft targets, in an alternating fashion. In another scenario, where
new annotations can have existing classes as well as new classes, one possible approach
would be to increment a new head as proposed in this work. Later, during testing,
existing class predictions can be fused through logical AND or OR operations between
the multiple head predictions, based on the importance of speci�city or sensitivity of the
task, respectively. Alternatively, instead of softmax operation, one can apply sigmoid
function by treating each channel output as corresponding class versus all classes.

8.6 Conclusions

We have proposed a segmentation framework for lifelong learning with class-incremental
annotations. We have introduced LwfSeg for knowledge distillation to retain segmentation
performance of previously trained class(es) when expanding a deep neural network to
new class(es). Thanks to knowledge transfer from pretrained classes through shared
body weights, an exciting observation is that our proposed methods may outperform
conventional methods for incremental class, especially when there are only a small
number of incremental annotations available (few-shot learning). We also propose
an extension, AeiSeg, for successfully maintaining performance of previously trained
classes, despite the domain shift caused by the incremental dataset. We have shown that,
for any incremental dataset ratio, our proposed methods outperform the conventional
methods that are trained on the incremental classes, indicating the successful knowledge
transfer from previous to incremental dataset. We furthermore observe that for some
incremental ratios (e.g., IR17 in Table 8.2 and IR100 in Table 8.3), our methods outrank the
segmentations of even the originally-trained model for that class/structure (Cur). This is
indeed an exciting observation, showing that the knowledge gained from the incremental
dataset can further improve even the previously-trained class performances.
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Table 8.6: Average Dice and MSD for the experiments in Fig. 8.3. Number of omitted volumes
(out of 50) are in parentheses. Incremental method results superior to the upperbound model
CurIncSeg are shown in bold.

N/A IR100 IR17 IR04 IR01

CurIncSeg LwfSeg AeiSeg LwfSeg AeiSeg LwfSeg AeiSeg LwfSeg AeiSeg

Dice [%]
Cur 94.6 95.6 95.8 93.5 95.4 88.2 93.7 83.7 92.5

Inc 96.2 96.6 96.3 95.6 94.8 86.5 89.8 55.4 70.9 (1)

MSD [mm]
Cur 1.17 0.87 1.29 1.45 0.85 1.72 1.06 3.04 1.28

Inc 0.86 0.69 0.77 1.60 1.26 2.79 1.70 8.45 5.77 (1)

8.7 Appendix

Comparison to Upperbound. As we mentioned earlier in Sec. 8.1, retraining models
with the complete dataset whenever new class annotations are procured is not feasible
in practice. However, in order to assess the performance of our proposed methods to a
hypothetical upperbound, we introduce CurIncSeg, a conventional (i.e., non-incremental)
method which has access to both Cur and Inc datasets. Having trained on Cur and Inc
data simultaneously and being validated on the corresponding holdout validation set,
we show in Table 8.6 that this upperbound does not necessarily perform superior to
our proposed methods LwfSeg and AeiSeg. This phenomenon supports the arguments
in [Hinton et al., 2015] on generalizability of knowledge distillation, reducing changes of
over�tting. Since incremental ratios (IRs) do not apply to CurIncSeg, we emphasize on
scores from LwfSeg and AeiSeg that perform better than CurIncSeg in bold.

Training Duration. The training time for the experiments presented in Table 8.2 was 440
GPU hours. Additional holdout experiments for 2 IRs in Table 8.3 took an additional 351
GPU hours. Due to the substantial increase in time required for an epoch for patches that
cover the full resolution images and with the overlaps between patches, an additional
182 GPU hours was required for the quantitative evaluation presented in Table 8.4. The
experiment results shown in Table 8.5 to show independence from the order of structures
required 459 GPU hours. The training time for all 5 methods; i.e., CurSeg, IncSeg,
�netune, LwfSeg, AeiSeg, presented in Tables 8.2 and 8.3 averaged over 14 experiments
are 9.0, 9.0, 13.3, 13.8, and 11.4 hours, respectively.

Convergence of Models. Looking at the Table 8.2, one can suggest that IncSeg was
surpassed by our incremental methods simply because it was not converged at the end
of nstp steps. Looking at Fig. 8.5, we were convinced it was not the case for any of the
experimented IRs.

Used Software. All the experiments have been conducted using TensorFlow 1.8. For
computing the evaluation metrics, we have used the MedPyPython library.

Dataset Evaluation. In the public SKI10 Challenge dataset, there are 100 annotated knee
volumes, each with an identi�er (ID) ranging from 1 to 100. Below, we list the randomly
shuf�ed indices (cf. Listing 1) used for each holdout set for the purpose of reproducibility.
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(a) (b)

(c) (d)

Figure 8.5: Training loss for IncSeg across 2 holdout sets (cf. Table 8.2) for the experimented 4
incremental ratios (IR100 top left to IR01 bottom right) throughout nstp = 20, 000training iterations.

From these set of shuf�ed images, the 4 sets of the current, incremental, validation, and
test data are then selected consecutively in the given order, based on Table 8.1. Therefore,
for all incremental settings for a given hold-out experiment, the validation and test sets
are exactly the same, allowing us to make direct comparison between IRs of that set.

• Holdout set 1:
47, 100, 54, 13, 45, 20, 1, 68, 71, 55, 33, 38, 58, 53, 85, 60, 97, 84, 63, 40, 28, 34, 69, 90, 57, 42, 46,
62, 75, 77, 7, 10, 78, 3, 24, 5, 74, 4, 26, 15, 31, 29, 87, 92, 44, 16, 73, 88, 21, 56, 94, 89, 41, 51, 93, 9,
17, 99, 18, 61, 19, 91, 43, 27, 11, 67, 37, 96, 83, 80, 98, 32, 22, 76, 82, 36, 30, 50, 59, 49, 48, 6, 95, 81,
2, 86, 25, 66, 39, 23, 35, 12, 64, 70, 72, 8, 14, 52, 79, 65

• Holdout set 2:
18, 70, 7, 8, 58, 40, 21, 46, 50, 19, 54, 64, 52, 36, 85, 3, 24, 94, 72, 67, 57, 37, 23, 96, 68, 32, 83, 55,
66, 26, 48, 11, 6, 98, 38, 31, 14, 27, 13, 4, 81, 74, 80, 20, 5, 89, 47, 33, 22, 9, 78, 45, 65, 97, 63, 56, 43,
1, 87, 84, 86, 35, 34, 2, 93, 15, 77, 53, 100, 60, 79, 42, 39, 71, 62, 59, 75, 16, 41, 69, 95, 82, 10, 44, 28,
92, 25, 17, 76, 99, 88, 12, 30, 73, 91, 49, 51, 90, 61, 29

• Holdout set 3:
91, 98, 23, 57, 3, 77, 36, 24, 30, 82, 44, 99, 85, 79, 19, 48, 81, 87, 8, 56, 40, 83, 29, 47, 42, 18, 89, 45,
11, 39, 43, 74, 20, 52, 92, 53, 50, 69, 62, 66, 58, 12, 59, 54, 6, 84, 38, 60, 5, 15, 86, 14, 25, 78, 90, 68,
27, 33, 10, 32, 17, 100, 88, 9, 96, 76, 67, 41, 80, 97, 93, 65, 70, 49, 73, 37, 95, 46, 4, 1, 63, 2, 13, 64,
71, 55, 7, 22, 61, 16, 35, 34, 72, 31, 28, 94, 75, 26, 51, 21

• Holdout set 4:
12, 82, 42, 95, 54, 5, 3, 60, 4, 33, 89, 24, 21, 65, 35, 43, 17, 91, 50, 61, 2, 59, 81, 7, 34, 53, 87, 80, 62,
38, 32, 27, 77, 67, 79, 52, 100, 49, 98, 20, 22, 84, 48, 94, 85, 96, 9, 41, 29, 44, 39, 92, 31, 75, 66, 69,
45, 70, 99, 18, 46, 6, 97, 26, 83, 37, 11, 16, 88, 90, 68, 36, 57, 19, 8, 74, 93, 14, 64, 56, 55, 78, 23, 10,
63, 13, 47, 1, 15, 86, 40, 72, 30, 28, 76, 25, 51, 58, 71, 73

• Holdout set 5:
84, 54, 71, 46, 45, 40, 23, 81, 11, 1, 19, 31, 74, 34, 91, 5, 77, 78, 13, 32, 56, 89, 27, 43, 70, 16, 41, 97,
10, 73, 12, 48, 86, 29, 94, 6, 67, 66, 36, 17, 50, 35, 8, 96, 28, 20, 82, 26, 63, 14, 25, 4, 18, 39, 9, 79, 7,
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65, 37, 90, 57, 100, 55, 44, 51, 68, 47, 69, 62, 98, 80, 42, 59, 49, 99, 58, 76, 33, 95, 60, 64, 85, 38, 30,
2, 53, 22, 3, 24, 88, 92, 75, 87, 83, 21, 61, 72, 15, 93, 52

Listing 1: Generation of different holdout set indices.

import numpy as np
def generateHoldoutSet ( seed ) :

ho_set = np . arange ( 1 , 1 0 1 )
prng = np . random . RandomState ( seed )
prng . s h u f f l e ( ho_set )
return ho_set

def holdoutSet ( set ID ) :
a s s e r t i s i ns tance ( setID , i n t )
a s s e r t ( setID >=1 and set ID <=5)
seed_d ic t = { 1 : 1 9 9 1 , 2 :1881 , 3 :1938 , 4 :905 , 5 : 4 2 }
return generateHoldoutSet ( seed=seed_d ic t [ set ID ] )

Architecture. In Table 8.7, we show the hyperparameters of the architecture we have
used in this work. For some of the �lters, we have assigned a name to the output tensor
such that skip connections [Ronneberger et al., 2015] can be de�ned.
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Table 8.7: Details of the architecture used in our proposed method. Based on the incremental stage
of the network, there can be one or more head(s)which take the shared body output (o1) as its
input. conv3-32-bn resembles 32 2D convolutional �lters with a kernel size of 3 � 3 with batch
normalization applied before ReLU activation function. All spatial dropout layers have a drop rate
of 0.5. All max-pooling and deconvolutional �lters have a stride of 2 in each axis.

Shared Body Head

Filter Name Filter Name

input (224 x 224 x 1) i1 input (224 x 224 x 32) o1

conv3-32-bn conv3-32-bn

conv3-32-bn c1 dropout

maxpool conv3-32-bn

conv3-64-bn dropout

conv3-64-bn c2 conv1-nc-bn

maxpool softmax hi

conv3-128-bn

conv3-128-bn c3

maxpool

conv3-256-bn

conv3-256-bn c4

maxpool

dropout

conv3-512-bn

conv3-512-bn c5

dropout

deconv4-512-bn d4

concat(d4,c4)

conv3-256-bn

conv3-256-bn c6

dropout

deconv4-256-bn d3

concat(d3,c3)

conv3-128-bn

conv3-128-bn c7

dropout

deconv4-128-bn d2

concat(d2,c2)

conv3-64-bn

conv3-64-bn c8

dropout

deconv4-64-bn d1

concat(d1,c1)

conv3-32-bn

conv3-32-bn c9

dropout o1





9
Summary and Perspectives

In this thesis, several building blocks for constructing an accurate medical image segmen-
tation framework with ef�cient use of expert resources were proposed. Each chapter was
published or is under review as a peer-reviewed conference or journal paper. Discussions
on each presented method are already contained in the corresponding chapter. This
section provides a summary of each chapter and postulates possible future research
directions.

9.1 Summary

In Chapter 2, a pretrained three-dimensional interactive segmentation tool that employs
random walker method at multiple resolutions was proposed to incorporate user in-
teractions. By focusing a �ne-level graph only near the expected object contours, the
algorithm substantially reduces graph sizes and thus processing time to update segmen-
tation proposal while maintaining better or on-par accuracy with the readily available
interactive segmentation tools. Furthermore, a selective sampling algorithm that we
proposed earlier [Thoma et al., 2016] is used herein when training a voxel-level classi�er
that provides a likelihood map for the random walker algorithm. Selected samples focus
the learning capacity of the classi�er to the boundaries of the intended object all the
while allowing for an ef�cient use of memory. Higher accuracy near contours allow
for increased subsequent segmentation performance given that errors away from object
boundaries can be trivially corrected with minimal interactive annotation efforts thanks
to the random walker. The combination of selective sampling in training, multi-resolution
graph optimization that is sensitive for foreground object contour, and user friendly
graphical interface makes our framework both suitable for the clinical setting and �exible
for different anatomical structures.

Two novel bone surface delineation algorithms for US B-mode images were presented
in Chapters 3 & 4, where physics of US propagation in the presence of bone surface
is enforced as a factor graph model. Direction dependent US propagation constraints
ensure that the semantic partitioning of a scene is always physically realistic. When
used together with classi�ers trained for identifying likelihood of each pixel belonging
to semantic labels, the proposed methods showed signi�cant reduction in the amount
of false bone surface detection. Through factor graphs, the physical constraints can be
intuitively enforced on the segmentation problem, where even spatially local graph edge
attributes can be embedded, as it was presented for implicit bone surface delineation in
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Chapter 4. Utilizing physical constraints for the segmentation problem is highly relevant
given that the scene can heavily vary, e.g., imaging of different anatomical regions, while
the physical phenomena behind the image reconstruction stay the same; as is with US
B-mode images in the presence of bone tissue.

Chapter 5 explored an active learning framework for segmentation, proposing two novel
sample selection methods, which can be combined to further improve performance. In
particular, unison of uncertainty and representativeness measures for sample selection,
as opposed to sequential use of them, yields performance boost of the segmentation
accuracy in early steps of active learning, which can be intuitively seen as an exploration
objective in addition to exploitation. Furthermore, a recent uncertainty quanti�cation
method from the literature [Gal et al., 2016] was used to reduce computational complexity
and use the scarcely available training data more ef�ciently. A novel regularizer that
drives the descriptive information content towards the latent space was proposed, which
was later employed to quantify representativeness of samples for the segmentation
task. In Chapter 6, an additional novel representativeness metric which exploits the
mapping learned into the continuous latent space by information maximizing variational
autoencoders was proposed. In this latent space, which has the desired probability
distribution, the proposed method have shown that a small subset of samples can be
selected to have a good coverage of the complete pool of images. Although conducted
evaluations were focused for the segmentation task, the proposed representativeness
metric can be also used in classi�cation task.

Chapter 7 extends class-incremental learning for classi�cation to segmentation using
knowledge distillation. Preliminary studies on shoulder MR dataset were thoroughly
investigated in Chapter 8 on a larger knee MR dataset. Using the proposed method, it was
shown that a drastically smaller size of additional dataset is suf�cient when extending the
proposed segmentation framework to another similar tissue class. Furthermore, our novel
exemplar sample selection method signi�cantly contributed to retaining segmentation
performance of the previously learned tissue classes, at the fraction of storage require-
ments. Some of the experiments displayed improvement of the old class segmentation
performance when trained with the employed distillation loss on new dataset. This is an
exciting observation because it shows that the proposed framework not only ef�ciently
extends to new classes, but also potentially improves segmentation performance of old
classes when a new dataset stream has a similar �eld of view as the old ones, which is a
fairly common setting in the clinical practice.

The major contributions of this thesis in addition to those presented in the chapter
conclusions can be listed as,

• a random walker based interactive segmentation methodthat signi�cantly speeds up
annotation time through multi-resolution volumetric graphs,

• a bone surface delineation methodfor ultrasound images formulated as a graph opti-
mization problem, which is constrained using physics of ultrasound propagation at
the presence of bone tissue,

• a representativeness quanti�cation metricfor active learning that uses a simple and
continuous latent space to align distributions of a subset with its parent,
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• a class incremental learning method for segmentationthat allows for extending pre-
trained segmentation models to additional anatomical structures for new dataset
streams.

The proposed methods in this thesis are mostly supplementary to each other while
tackling different blocks that would facilitate the best use of expert time. Thus, the
developed methodologies can be integrated in a standalone software for research purposes
in the clinical environment.

9.2 Future Work

Potential future work, extensions, and research directions include:

• The interactive segmentation framework from Chapter 2 can be combined with the
active learning frameworks from Chapters 5 & 6, allowing for both larger batches
of new images being annotated at each expert annotation interval for a given time
budget, as well as continuously developing segmentation framework which would
require even less input from the experts for segmentation correction iterations.

• The segmentation predictions of the most con�dent samples of the frameworks from
Chapters 5 & 6 can be shown to the annotators using the interactive segmentation
framework from Chapter 2 for cost-sensitive enlargement of the procured datasets.

• Effective means of encoding spatial label af�nities as shape priors into medical im-
age segmentation can be investigated. Given that the class incremental frameworks
from Chapters 7 & 8 focus on extending classes within the similar �eld of view,
they can be made more robust against forgetting thanks to such shape priors.

• In orthopedics, there is signi�cant amounts of overlapping tissue types (e.g., muscle
or skeletal tissue) across different �eld-of-views and sometimes even in the same
�eld-of-view (e.g., complex anatomies such as shoulder or knee) which often
remain non-annotated due to the extensive annotation resource requirements. An
interesting line of work would be to �rst accurately segment the tissue types
through domain adaptation across different datasets, followed by a sub-tissue class
segmentation with the guidance of an oracle, i.e., through interactive segmentation.

• Upon availability of a large annotated dataset for ultrasound bone surface, deep
learning-based methods can be explored for quantifying the likelihood of the
soft tissue and shadow beneath bone surface labels for frameworks presented in
Chapters 3 & 4. Furthermore, the factor graph optimization can be reformulated as
recurrent network layers for an end-to-end training.

• In an attempt to assess suitability of knowledge distillation, the frameworks in
Chapters 7 & 8 can be extended to also analyze domain shift in the new streams
of datasets. Consequently, the user can be warned when a new dataset stream is
expected to cause negative transfer.

• The multi-resolution random walker proposed in Chapter 2 can automatically
decide on the coarseness and number of resolutions based on the digital resolution
of the input image and the system memory instead of using hard-coded parameters.
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[ Despotović et al., 2015] Despotović I., Goossens B., and Philips W. (2015). “MRI segmentation of the
human brain: challenges, methods, and applications”. In: CMMM .



122 bibliography

[ Dodin et al., 2011] Dodin P., Martel-Pelletier J., Pelletier J.-P., and Abram F. (2011). “A fully automated
human knee 3D MRI bone segmentation using the ray casting technique”. In: Medical & biological
engineering & computing49 (12), pp. 1413–1424.

[ Doyle et al., 2000] Doyle P. G. and Snell J. L. (2000).Random walks and electric networks. The Mathe-
matical Association of America.

[ Enguehard et al., 2019] Enguehard J., O'Halloran P., and Gholipour A. (2019). “Semi-supervised
learning with deep embedded clustering for image classi�cation and segmentation”. In: IEEE Access
7, pp. 11093–11104.

[ Evans et al., 2000] Evans M., Hastings N., and Peacock B. (2000).Statistical Distributions. Wiley Series
in Probability and Statistics. Wiley-Interscience.

[ Everingham et al., 2010] Everingham M., Van Gool L., Williams C. K., Winn J., and Zisserman A.
(2010). “The pascal visual object classes (voc) challenge”. In:International Journal of Computer Vision
88 (2), pp. 303–338.

[ Falcão et al., 1998] Falcão A. X., Udupa J. K., Samarasekera S., Sharma S., Hirsch B. E., and Lotufo
R. d. A. (1998). “User-steered image segmentation paradigms: Live wire and live lane”. In: Graphical
models and image processing60 (4), pp. 233–260.

[ Farshad et al., 2017] Farshad M., Betz M., Farshad-Amacker N. A., and Moser M. (2017). “Accuracy of
patient-speci�c template-guided vs. free-hand �uoroscopically controlled pedicle screw placement
in the thoracic and lumbar spine: a randomized cadaveric study”. In: European Spine Journal26 (3),
pp. 738–749.

[ Feige, 1998] Feige U. (1998). “A Threshold of ln n for Approximating Set Cover”. In: ACM 45 (4),
pp. 634–652.

[ Felsberg et al., 2005] Felsberg M. and Köthe U. (2005). “GET: The Connection Between Monogenic
Scale-Space and Gaussian Derivatives”. In:Scale Space and PDE Methods in Comp. Vision.

[ Felzenszwalb et al., 2004] Felzenszwalb P. F. and Huttenlocher D. P. (2004). “Ef�cient graph-based
image segmentation”. In: International Journal of Computer Vision59 (2), pp. 167–181.

[ Fetzer et al., 2014] Fetzer A., Zelzer S., Schroeder T., Meinzer H.-P., and Nolden M. (2014). “An
interactive 3D segmentation for the medical imaging interaction toolkit (MITK)”. In: MICCAI IMIC
Interact Med Image Comput, p. 11.

[ François, 2008] François D. (2008). “High-dimensional data analysis”. In: From Optimal Metric to
Feature Selection. VDM Verlag Saarbrucken, Germany, pp. 54–55.

[ Friedman et al., 1998] Friedman J., Hastie T., and Tibshirani R. (1998). “Additive Logistic Regression:
a Statistical View of Boosting”. In: Annals of Statistics28, p. 2000.

[ Froba et al., 2004] Froba B. and Ernst A. (2004). “Face detection with the modi�ed census transform”.
In: International Conference on Automatic Face and Gesture Recognition, pp. 91–96.

[ Fu et al., 2019] Fu J., Liu J., Tian H., Li Y., Bao Y., Fang Z., and Lu H. (2019). “Dual attention network
for scene segmentation”. In: IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
pp. 3146–3154.

[ Fuglede et al., 2004] Fuglede B. and Topsoe F. (2004). “Jensen-Shannon divergence and Hilbert space
embedding”. In: International Symposium on Information Theory, p. 31.

[ Fürnstahl et al., 2016] Fürnstahl P., Schweizer A., Graf M., Vlachopoulos L., Fucentese S., Wirth
S., Nagy L., Szekely G., and Goksel O. (2016). “Surgical treatment of long-bone deformities:
3D preoperative planning and patient-speci�c instrumentation”. In: Computational radiology for
orthopaedic interventions. Springer, pp. 123–149.

[ Gal et al., 2016] Gal Y. and Ghahramani Z. (2016). “Dropout as a bayesian approximation: Representing
model uncertainty in deep learning”. In: International Conference on Machine Learning (ICML). New
York, NY, USA, pp. 1050–1059.



bibliography 123

[ Gal et al., 2017] Gal Y., Islam R., and Ghahramani Z. (2017). “Deep Bayesian Active Learning with
Image Data”. In: International Conference on Machine Learning (ICML), pp. 1183–1192.

[ Gass et al., 2014a] Gass T., Szekely G., and Goksel O. (2014a). “Multi-atlas segmentation and landmark
localization in images with large �eld of view”. In: MICCAI Workshop on Medical Computer Vision,
pp. 171–180.

[ Gass et al., 2014b] Gass T., Szekely G., and Goksel O. (2014b). “Simultaneous Segmentation and
Multi-Resolution Nonrigid Atlas Registration”. In: IEEE Transactions on Image Processing23 (7),
pp. 2931–43.

[ Gatys et al., 2016] Gatys L. A., Ecker A. S., and Bethge M. (2016). “Image Style Transfer Using
Convolutional Neural Networks”. In: IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), pp. 2414–2423.

[ Ginneken et al., 2019] Ginneken B. van, Kerkstra S., and Meakin J. (2019).Grand Challenges in
Biomedical Image Analysis. grand-challenge.org . Accessed: 2019-10-15.

[ Girshick et al., 2014] Girshick R., Donahue J., Darrell T., and Malik J. (2014). “Rich feature hierarchies
for accurate object detection and semantic segmentation”. In: IEEE Conference on Computer Vision
and Pattern Recognition (CVPR).

[ Glocker et al., 2008] Glocker B., Komodakis N., Tziritas G., Navab N., and Paragios N. (2008). “Dense
image registration through MRFs and ef�cient linear programming”. In: Medical Image Analysis
12 (6), pp. 731–741.

[ Gneiting et al., 2007] Gneiting T. and Raftery A. E. (2007). “Strictly proper scoring rules, prediction,
and estimation”. In: Journal of the American Statistical Association102 (477), pp. 359–378.

[ González et al., 2004] González A. B. de and Darby S. (2004). “Risk of cancer from diagnostic X-rays:
estimates for the UK and 14 other countries”. In: The Lancet363 (9406), pp. 345–351.

[ Goodfellow et al., 2014a] Goodfellow I., Pouget-Abadie J., Mirza M., Xu B., Warde-Farley D., Ozair S.,
Courville A., and Bengio Y. (2014a). “Generative adversarial nets”. In: Neural Information Processing
Systems (NeurIPS), pp. 2672–2680.

[ Goodfellow et al., 2014b] Goodfellow I. J., Shlens J., and Szegedy C. (2014b). “Explaining and
harnessing adversarial examples”. In: ArXiv e-prints, 1412.6572.

[ Grady, 2006] Grady L. (2006). “Random walks for image segmentation”. In: Transactions on Pattern
Analysis and Machine Intelligence28 (11), pp. 1768–1783.

[ Grady et al., 2008] Grady L. and Sinop A. K. (2008). “Fast approximate random walker segmentation
using eigenvector precomputation”. In: IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), pp. 1–8.

[ Graham et al., 2019] Graham S., Chen H., Gamper J., Dou Q., Heng P.-A., Snead D., Tsang Y. W.,
and Rajpoot N. (2019). “MILD-Net: Minimal information loss dilated network for gland instance
segmentation in colon histology images”. In: Medical Image Analysis52, pp. 199–211.

[ Greenspan et al., 2016] Greenspan H., Van Ginneken B., and Summers R. M. (2016). “Guest editorial
deep learning in medical imaging: Overview and future promise of an exciting new technique”. In:
IEEE Transactions on Medical Imaging (TMI)35 (5), pp. 1153–1159.

[ Gretton et al., 2006] Gretton A., Borgwardt K. M., Rasch M., Schölkopf B., and Smola A. J. (2006). “A
Kernel Method for the Two-sample-problem”. In: Neural Information Processing Systems (NeurIPS).
Canada, pp. 513–520.

[ Gueziri et al., 2016] Gueziri H. -E., McGuf�n M. J., and Laporte C. (2016). “A generalized graph
reduction framework for interactive segmentation of large images”. In: Computer Vision and Image
Understanding.

[ Gullberg et al., 1997] Gullberg B., Johnell O., and Kanis J. (1997). “World-wide Projections for Hip
Fracture”. In: Osteoporosis International7 (5), pp. 407–413.



124 bibliography

[ Guo et al., 2019] Guo S., Wang K., Kang H., Zhang Y., Gao Y., and Li T. (2019). “BTS-DSN: Deeply
supervised neural network with short connections for retinal vessel segmentation”. In: International
Journal of Medical Informatics126, pp. 105–113.

[ Hacihaliloglu, 2018] Hacihaliloglu I. (2018). “Localization of Bone Surfaces from Ultrasound Data
Using Local Phase Information and Signal Transmission Maps”. In: Computational Methods and
Clinical Applications in Musculoskeletal Imaging, pp. 1–11.

[ Hacihaliloglu et al., 2009] Hacihaliloglu I., Abugharbieh R., Hodgson A. J., and Rohling R. N. (2009).
“Bone surface localization in ultrasound using image phase-based features”. In: Ultrasound in
Medicine and Biology35 (9), pp. 1475–1487.

[ Hacihaliloglu et al., 2011] Hacihaliloglu I., Abugharbieh R., Hodgson A. J., and Rohling R. N.
(2011). “Automatic Adaptive Parameterization in Local Phase Feature-Based Bone Segmentation in
Ultrasound”. In: Ultrasound in Medicine and Biology37(10), pp. 1689–1703.

[ Hacihaliloglu et al., 2013] Hacihaliloglu I., Rasoulian A., Rohling R. N., and Abolmaesumi P. (2013).
“Statistical shape model to 3D ultrasound registration for spine interventions using enhanced
local phase features”. In: Medical Image Computing and Computer Assisted Interventions (MICCAI),
pp. 361–368.

[ Hacihaliloglu et al., 2015] Hacihaliloglu I., Guy P., Hodgson A. J., and Abugharbieh R. (2015).
“Automatic extraction of bone surfaces from 3D ultrasound images in orthopaedic trauma cases”.
In: International Journal of Computer Assisted Radiology and Surgery (IJCARS)10 (8), pp. 1279–1287.

[ Haeusser et al., 2017] Haeusser P., Mordvintsev A., and Cremers D. (2017). “Learning by Association
— A Versatile Semi-Supervised Training Method for Neural Networks”. In: IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), pp. 626–635.

[ He et al., 1990] He D.-C. and Wang L. (1990). “Texture unit, texture spectrum, and texture analysis”.
In: IEEE Transactions on Geoscience and Remote Sensing28(4), pp. 509–512.

[ He et al., 2016] He K., Zhang X., Ren S., and Sun J. (2016). “Deep residual learning for image
recognition”. In: IEEE Conference on Computer Vision and Pattern Recognition (CVPR), pp. 770–778.

[ He et al., 2017] He K., Gkioxari G., Dollár P., and Girshick R. (2017). “Mask R-CNN”. In: IEEE
International Conference on Computer Vision (ICCV), pp. 2961–2969.

[ He et al., 2004] He X., Zemel R. S., and Carreira-Perpiñán M. Á. (2004). “Multiscale conditional
random �elds for image labeling”. In: IEEE Conference on Computer Vision and Pattern Recognition
(CVPR). Vol. 2, pp. II–II.

[ Heimann et al., 2009] Heimann T. and Meinzer H. -P. (2009). “Statistical shape models for 3D medical
image segmentation: a review”. In: Medical Image Analysis13 (4), pp. 543–563.

[ Heimann et al., 2010] Heimann T., Morrison B. J., Styner M. A., Niethammer M., and War�eld S.
(2010). “Segmentation of knee images: a grand challenge”. In:MICCAI Workshop on Medical Image
Analysis for the Clinic, pp. 207–214.

[ Hinton et al., 2015] Hinton G., Vinyals O., and Dean J. (2015). “Distilling the Knowledge in a Neural
Network”. In: ArXiv e-prints, 1503.02531.

[ Hochbaum, 1997] Hochbaum D. S. (1997). “Approximation Algorithms for NP-hard Problems”. In:
PWS Publishing Co., pp. 94–143.

[ Hochreiter et al., 1997] Hochreiter S. and Schmidhuber J. (1997). “Long short-term memory”. In:
Neural computation9 (8), pp. 1735–1780.

[ Hoi et al., 2006] Hoi S. C., Jin R., Zhu J., and Lyu M. R. (2006). “Batch mode active learning and
its application to medical image classi�cation”. In: Proceedings of the 23rd international conference on
Machine learning, pp. 417–424.

[ Houlsby et al., 2011] Houlsby N., Huszár F., Ghahramani Z., and Lengyel M. (2011). “Bayesian Active
Learning for Classi�cation and Preference Learning”. In: ArXiv e-prints, 1112.5745.



bibliography 125

[ Hussain et al., 2014] Hussain M. A., Hodgson A., and Abugharbieh R. (2014). “Robust bone detection
in ultrasound using combined strain imaging and envelope signal power detection”. In: Medical
Image Computing and Computer Assisted Interventions (MICCAI), pp. 356–363.

[ Isola et al., 2017] Isola P., Zhu J.-Y., Zhou T., and Efros A. A. (2017). “Image-to-image translation with
conditional adversarial networks”. In: IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), pp. 1125–1134.

[ Jain et al., 2004] Jain A. K. and Taylor R. H. (2004). “Understanding bone responses in B-mode
ultrasound images and automatic bone surface extraction using a bayesian probabilistic framework”.
In: SPIE Medical Imaging. San Diego, USA, pp. 131–142.

[ Johnson et al., 2016] Johnson J., Karpathy A., and Fei-Fei L. (2016). “Densecap: Fully convolutional
localization networks for dense captioning”. In: IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), pp. 4565–4574.

[ Johnson et al., 2005] Johnson N. L., Kemp A. W., and Kotz S. (2005).Univariate discrete distributions.
Vol. 444. John Wiley & Sons.

[ Kamnitsas et al., 2015] Kamnitsas K., Chen L., Ledig C., Rueckert D., and Glocker B. (2015). “Multi-
scale 3D convolutional neural networks for lesion segmentation in brain MRI”. In: Ischemic stroke
lesion segmentation13, p. 46.

[ Kamnitsas et al., 2017] Kamnitsas K., Ledig C., Newcombe V. F., Simpson J. P., Kane A. D., Menon
D. K., Rueckert D., and Glocker B. (2017). “Ef�cient multi-scale 3D CNN with fully connected CRF
for accurate brain lesion segmentation”. In: Medical Image Analysis36, pp. 61–78.

[ Karamalis et al., 2012] Karamalis A., Wein W., Klein T., and Navab N. (2012). “Ultrasound con�dence
maps using random walks”. In: Medical Image Analysis16 (6), pp. 1101–1112.

[ Karlsson et al., 2015] Karlsson A., Rosander J., Romu T., Tallberg J., Grönqvist A., Borga M., and
Dahlqvist Leinhard O. (2015). “Automatic and quantitative assessment of regional muscle volume
by multi-atlas segmentation using whole-body water–fat MRI”. In: Journal of Magnetic Resonance
Imaging41 (6), pp. 1558–1569.

[ Kass et al., 1988] Kass M., Witkin A., and Terzopoulos D. (1988). “Snakes: Active contour models”.
In: International Journal of Computer Vision1 (4), pp. 321–331.

[ Kendall, 2018] Kendall A. (2018). “Geometry and Uncertainty in Deep Learning for Computer
Vision”. PhD thesis. University of Cambridge.

[ Kendall et al., 2017] Kendall A. and Gal Y. (2017). “What uncertainties do we need in bayesian deep
learning for computer vision?” In: Neural Information Processing Systems (NeurIPS), pp. 5574–5584.

[ Khan et al., 2016] Khan S. and Yong S.-P. (2016). “A comparison of deep learning and hand crafted
features in medical image modality classi�cation”. In: 2016 3rd International Conference on Computer
and Information Sciences (ICCOINS), pp. 633–638.

[ Kikinis et al., 2014] Kikinis R., Pieper S. D., and Vosburgh K. G. (2014). “3D Slicer: a platform for
subject-speci�c image analysis, visualization, and clinical support”. In: Intraoperative imaging and
image-guided therapy. Springer, pp. 277–289.

[ Kingma et al., 2013] Kingma D. P. and Welling M. (2013). “Auto-encoding variational bayes”. In:
ArXiv e-prints, 1312.6114.

[ Kingma et al., 2019] Kingma D. P. and Welling M. (2019). “An Introduction to Variational Autoen-
coders”. In: ArXiv e-prints, 1906.02691.

[ Kirkpatrick et al., 2017] Kirkpatrick J., Pascanu R., Rabinowitz N., Veness J., Desjardins G., Rusu
A. A., Milan K., Quan J., Ramalho T., Grabska-Barwinska A., et al. (2017). “Overcoming catastrophic
forgetting in neural networks”. In: Proceedings of the national academy of sciences114 (13), pp. 3521–
3526.

[ Kirsanova et al., 2002] Kirsanova E. N. and Sadovsky M. G. (2002). “Entropy approach in the analysis
of anisotropy of digital images”. In: Open Systems & Information Dynamics9, pp. 239–250.



126 bibliography

[ Kleinbaum et al., 2002] Kleinbaum D. G., Dietz K., Gail M., Klein M., and Klein M. (2002). Logistic
regression. Springer.

[ Koch et al., 2011] Koch M., Schwing A. G., Comaniciu D., and Pollefeys M. (2011). “Fully automatic
segmentation of wrist bones for arthritis patients”. In: 2011 IEEE International Symposium on
Biomedical Imaging: From Nano to Macro, pp. 636–640.

[ Koenker et al., 2001] Koenker R. and Hallock K. F. (2001). “Quantile regression”. In: Journal of economic
perspectives15 (4), pp. 143–156.

[ Konyushkova et al., 2019] Konyushkova K., Sznitman R., and Fua P. (2019). “Geometry in active learn-
ing for binary and multi-class image segmentation”. In: Computer Vision and Image Understanding
182, pp. 1–16.

[ Korez et al., 2016] Korez R., Likar B., Pernuš F., and Vrtovec T. (2016). “Model-based segmentation
of vertebral bodies from MR images with 3D CNNs”. In: Medical Image Computing and Computer
Assisted Interventions (MICCAI), pp. 433–441.

[ Kovesi, 1995] Kovesi P. (1995).Image Features From Phase Congruency. Tech. rep. The University of
Western Australia.

[ Krizhevsky et al., 2012] Krizhevsky A., Sutskever I., and Hinton G. E. (2012). “Imagenet classi�cation
with deep convolutional neural networks”. In: Neural Information Processing Systems (NeurIPS),
pp. 1097–1105.

[ Kschischang et al., 2001] Kschischang F. R., Frey B. J., and Loeliger H.-A. (2001). “Factor graphs and
the sum-product algorithm”. In: IEEE Transactions on Information Theory47 (2), pp. 498–519.

[ Kumar et al., 2010] Kumar M. P., Packer B., and Koller D. (2010). “Self-paced learning for latent
variable models”. In: Neural Information Processing Systems (NeurIPS), pp. 1189–1197.

[ Kumaran et al., 2016] Kumaran D., Hassabis D., and McClelland J. L. (2016). “What learning
systems do intelligent agents need? Complementary learning systems theory updated”. In: Trends
in Cognitive Sciences20 (7), pp. 512–534.

[ Kuo et al., 2018] Kuo W., Häne C., Yuh E., Mukherjee P., and Malik J. (2018). “Cost-Sensitive Active
Learning for Intracranial Hemorrhage Detection”. In: Medical Image Computing and Computer Assisted
Interventions (MICCAI), pp. 715–723.

[ Lakshminarayanan et al., 2017] Lakshminarayanan B., Pritzel A., and Blundell C. (2017). “Simple and
scalable predictive uncertainty estimation using deep ensembles”. In: Neural Information Processing
Systems (NeurIPS), pp. 6402–6413.

[ Lam et al., 1992] Lam L., Lee S.-W., and Suen C. Y. (1992). “Thinning methodologies-a comprehensive
survey”. In: Pattern Analysis and Machine Intelligence14(9), pp. 869–885.

[ Lampert et al., 2008] Lampert C. H., Blaschko M. B., and Hofmann T. (2008). “Beyond sliding
windows: Object localization by ef�cient subwindow search”. In: IEEE Conference on Computer Vision
and Pattern Recognition (CVPR), pp. 1–8.

[ LeCun et al., 1990] LeCun Y., Denker J. S., and Solla S. A. (1990). “Optimal brain damage”. In:Neural
Information Processing Systems (NeurIPS), pp. 598–605.

[ LeCun et al., 1998] LeCun Y., Bottou L., Bengio Y., Haffner P., et al. (1998). “Gradient-based learning
applied to document recognition”. In: Proceedings of the IEEE86 (11), pp. 2278–2324.

[ Lee et al., 2015] Lee C.-Y., Xie S., Gallagher P., Zhang Z., and Tu Z. (2015). “Deeply-supervised nets”.
In: Arti�cial intelligence and statistics, pp. 562–570.

[ Leibo et al., 2015] Leibo J. Z., Cornebise J., Gómez S., and Hassabis D. (2015). “Approximate
hubel-wiesel modules and the data structures of neural computation”. In: ArXiv e-prints, 1512.08457.

[ Lewis et al., 1994] Lewis D. D. and Gale W. A. (1994). “A Sequential Algorithm for Training Text
Classi�ers”. In: SIGIR '94, pp. 3–12.

[ Li et al., 2004] Li Y., Sun J., Tang C.-K., and Shum H.-Y. (2004). “Lazy snapping”. In: ACM Transactions
on Graphics (ToG)23 (3), pp. 303–308.



bibliography 127

[ Li et al., 2015] Li Y., Swersky K., and Zemel R. (2015). “Generative Moment Matching Networks”. In:
International Conference on Machine Learning (ICML). Lille, France, pp. 1718–1727.

[ Li et al., 2016] Li Z. and Hoiem D. (2016). “Learning without Forgetting”. In: ArXiv e-prints, 1606.09282.

[ Li et al., 2019] Li Z., Kamnitsas K., and Glocker B. (2019). “Over�tting of neural nets under class
imbalance: Analysis and improvements for segmentation”. In: Medical Image Computing and Computer
Assisted Interventions (MICCAI), pp. 402–410.

[ Lienhart et al., 2002] Lienhart R. and Maydt J. (2002). “An extended set of Haar-like features for
rapid object detection”. In: International Conference on Image Processing. Vol. 1, I-900-I–903 vol.1.

[ Lin et al., 2016] Lin D., Dai J., Jia J., He K., and Sun J. (2016). “ScribbleSup: Scribble-Supervised
Convolutional Networks for Semantic Segmentation”. In: IEEE Conference on Computer Vision and
Pattern Recognition (CVPR).

[ Lin et al., 2017] Lin T.-Y., Goyal P., Girshick R., He K., and Dollár P. (2017). “Focal loss for dense
object detection”. In: IEEE International Conference on Computer Vision (ICCV), pp. 2980–2988.

[ Loeliger et al., 2007] Loeliger H.-A., Dauwels J., Hu J., Korl S., Ping L., and Kschischang F. R. (2007).
“The factor graph approach to model-based signal processing”. In: Proceedings of the IEEE95 (6),
pp. 1295–1322.

[ Lovász et al., 1993] Lovász L. et al. (1993). “Random walks on graphs: A survey”. In: Combinatorics,
Paul erdos is eighty2 (1), pp. 1–46.

[ Lyksborg et al., 2015] Lyksborg M., Puonti O., Agn M., and Larsen R. (2015). “An ensemble of
2D convolutional neural networks for tumor segmentation”. In: Scandinavian Conference on Image
Analysis, pp. 201–211.

[ Mackowiak et al., 2018] Mackowiak R., Lenz P., Ghori O., Diego F., Lange O., and Rother C. (2018).
“Cereals-cost-effective region-based active learning for semantic segmentation”. In: ArXiv e-prints,
1810.09726.

[ Magnin et al., 2009] Magnin B., Mesrob L., Kinkingnéhun S., Pélégrini-Issac M., Colliot O., Sarazin
M., Dubois B., Lehéricy S., and Benali H. (2009). “Support vector machine-based classi�cation of
Alzheimer's disease from whole-brain anatomical MRI”. In: Neuroradiology51 (2), pp. 73–83.

[ Mahadevan et al., 2018] Mahadevan S., Voigtlaender P., and Leibe B. (2018). “Iteratively Trained
Interactive Segmentation”. In: British Machine Vision Conference (BMVC).

[ Mahapatra et al., 2013] Mahapatra D., Schuf�er P. J., Tielbeek J. A. W., Makanyanga J. C., Stoker J.,
Taylor S. A., Vos F. M., and Buhmann J. M. (2013). “Automatic Detection and Segmentation of
Crohn's Disease Tissues From Abdominal MRI”. In: IEEE Transactions on Medical Imaging (TMI)32,
pp. 2332–2347.

[ Mahapatra et al., 2018] Mahapatra D., Bozorgtabar B., Thiran J.-P., and Reyes M. (2018). “Ef�cient
active learning for image classi�cation and segmentation using a sample selection and conditional
generative adversarial network”. In: Medical Image Computing and Computer Assisted Interventions
(MICCAI) , pp. 580–588.

[ Maier et al., 2008] Maier F., Wimmer A., Soza G., Kaftan J. N., Fritz D., and Dillmann R. (2008).
“Automatic liver segmentation using the random walker algorithm”. In: Bildverarbeitung für die
Medizin. Springer, pp. 56–61.

[ Maninis et al., 2018] Maninis K. -K., Caelles S., Pont-Tuset J., and Van Gool L. (2018). “Deep Extreme
Cut: From Extreme Points to Object Segmentation”. In: IEEE Conference on Computer Vision and
Pattern Recognition (CVPR).

[ Matthias et al., 2018] Matthias R., Karsten K., and Hanno G. (2018). “Deep bayesian active semi-
supervised learning”. In: IEEE International Conference on Machine Learning and Applications (ICMLA),
pp. 158–164.

[ McClelland et al., 1995] McClelland J. L., McNaughton B. L., and O'Reilly R. C. (1995). “Why there
are complementary learning systems in the hippocampus and neocortex: insights from the successes
and failures of connectionist models of learning and memory.” In: Psychological review102 (3), p. 419.



128 bibliography

[ McCloskey et al., 1989] McCloskey M. and Cohen N. J. (1989). “Catastrophic Interference in Con-
nectionist Networks: The Sequential Learning Problem”. In: vol. 24. Psychology of Learning and
Motivation. Academic Press, pp. 109–165.

[ Mensink et al., 2013] Mensink T., Verbeek J., Perronnin F., and Csurka G. (2013). “Distance-based
image classi�cation: Generalizing to new classes at near-zero cost”. In: Transactions on Pattern
Analysis and Machine Intelligence35 (11), pp. 2624–2637.

[ Milletari et al., 2016] Milletari F., Navab N., and Ahmadi S. -A. (2016). “V-Net: Fully convolutional
neural networks for volumetric medical image segmentation”. In: International Conference on 3D
Vision (3DV), pp. 565–571.

[ Mitchell et al., 2018] Mitchell T., Cohen W., Hruschka E., Talukdar P., Yang B., Betteridge J., Carlson
A., Dalvi B., Gardner M., Kisiel B., et al. (2018). “Never-ending learning”. In: Communications of the
ACM 61 (5), pp. 103–115.

[ Mithal et al., 2009] Mithal A., Dhingra V., Lau E., Stenmark J., and Nauroy L. (2009). “The Asian
Audit Epidemiology, costs and burden of osteoporosis in Asia 2009”. In: International Osteoporosis
Foundation, Switzerland.

[ Mortensen et al., 1998] Mortensen E. N. and Barrett W. A. (1998). “Interactive segmentation with
intelligent scissors”. In: Graphical models and image processing60 (5), pp. 349–384.

[ Navab et al., 2016] Navab N., Hennersperger C., Frisch B., and Fürst B. (2016).Personalized, relevance-
based multimodal robotic imaging and augmented reality for computer assisted interventions.

[ Ojala et al., 1996] Ojala T., Pietikäinen M., and Harwood D. (1996). “A comparative study of texture
measures with classi�cation based on featured distributions”. In: Pattern recognition29 (1), pp. 51–59.

[ Ozdemir et al., 2016] Ozdemir F., Ozkan E., and Goksel O. (2016). “Graphical Modeling of Ultrasound
Propagation in Tissue for Automatic Bone Segmentation”. In: Medical Image Computing and Computer
Assisted Interventions (MICCAI). Springer, pp. 256–264.

[ Ozdemir et al., 2017] Ozdemir F., Karani N., Fürnstahl P., and Goksel O. (2017). “Interactive
Segmentation in MRI for Orthopedic Surgery Planning: Bone Tissue”. In: International Journal of
Computer Assisted Radiology and Surgery (IJCARS)12 (6), pp. 1031–1039.

[ Ozdemir et al., 2018a] Ozdemir F., Peng Z., Tanner C., Fuernstahl P., and Goksel O. (2018a). “Active
Learning for Segmentation by Optimizing Content Information for Maximal Entropy”. In: MICCAI
workshop on Deep Learning in Medical Image Analysis (DLMIA). Springer, pp. 183–191.

[ Ozdemir et al., 2018b] Ozdemir F., Fuernstahl P., and Goksel O. (2018b). “Learn the New, Keep the
Old: Extending Pretrained Models with New Anatomy and Images”. In: Medical Image Computing
and Computer Assisted Interventions (MICCAI). Springer, pp. 361–369.

[ Ozdemir et al., 2019a] Ozdemir F., Peng Z., Fuernstahl P., Tanner C., and Goksel O. (2019a)."Active
Learning for Segmentation Based on Bayesian Sample Queries". ArXiv e-prints, 1912.10493.

[ Ozdemir et al., 2019b] Ozdemir F. and Goksel O. (2019b). “Extending Pretrained Segmentation
Networks with Additional Anatomical Structures”. In: International Journal of Computer Assisted
Radiology and Surgery (IJCARS), pp. 1–9.

[ Ozdemir et al., 2020] Ozdemir F., Tanner C., and Goksel O. (2020)."Delineating Bone Surfaces in
B-Mode Images Constrained by Physics of Ultrasound Propagation". ArXiv e-prints, 2001.02001.

[ Pan et al., 2009] Pan S. J. and Yang Q. (2009). “A survey on transfer learning”. In:IEEE Transactions
on knowledge and data engineering22 (10), pp. 1345–1359.

[ Papadopoulos et al., 2017] Papadopoulos D. P., Uijlings J. R., Keller F., and Ferrari V. (2017). “Extreme
clicking for ef�cient object annotation”. In: IEEE International Conference on Computer Vision (ICCV),
pp. 4930–4939.

[ Paszke et al., 2017] Paszke A., Gross S., Chintala S., Chanan G., Yang E., DeVito Z., Lin Z., Desmaison
A., Antiga L., and Lerer A. (2017). “Automatic Differentiation in PyTorch”. In: NeurIPS Autodiff
Workshop.



bibliography 129

[ Péan et al., 2017] Péan F., Carrillo F., Fürnstahl P., and Goksel O. (2017). “Physical Simulation of the
Interosseous Ligaments During Forearm Rotation”. In: EPiC Series in Health Sciences1, pp. 181–188.

[ Pearson, 1905] Pearson K. (1905). “The problem of the random walk”. In: Nature 72, p. 342.

[ Peters, 2018] Peters T. M. (2018). “Overview of Mixed and Augmented Reality in Medicine”. In:
Mixed and Augmented Reality in Medicine. CRC Press, pp. 1–13.

[ Petrou et al., 2006] Petrou M., Kovalev V. A., and Reichenbach J. R. (2006). “Three-dimensional
nonlinear invisible boundary detection”. In: IEEE transactions on image processing, p. 3020.

[ Phillips, 2007] Phillips R. (2007). “The accuracy of surgical navigation for orthopaedic surgery”. In:
Current Orthopaedics21(3), pp. 180–192.

[ Pillen et al., 2011] Pillen S. and Alfen N. van (2011). “Skeletal muscle ultrasound”. In: Neurological
Research33 (10). PMID: 22196753, pp. 1016–1024.

[ Pohl et al., 2006] Pohl K. M., Fisher J., Grimson W. E. L., Kikinis R., and Wells W. M. (2006). “A
Bayesian model for joint segmentation and registration”. In: NeuroImage31 (1), pp. 228–239.

[ Poudel et al., 2016] Poudel R. P., Lamata P., and Montana G. (2016). “Recurrent fully convolutional
neural networks for multi-slice MRI cardiac segmentation”. In: Reconstruction, segmentation, and
analysis of medical images. Springer, pp. 83–94.

[ Prasoon et al., 2013] Prasoon A., Petersen K., Igel C., Lauze F., Dam E., and Nielsen M. (2013). “Deep
feature learning for knee cartilage segmentation using a triplanar convolutional neural network”.
In: Medical Image Computing and Computer Assisted Interventions (MICCAI), pp. 246–253.

[ Preusser et al., 2015] Preusser T., Bezzi M., Jenne J., Langø T., Levy Y., Mueller M., Sat G., Tanner C.,
Zangos S., Guenther M., et al. (2015). “TRANS-FUSIMO - clinical translation of patient speci�c
planning and conduction of FUS treatment in moving organs”. In: Journal of Therapeutic Ultrasound
3 (1), O85.

[ Quader et al., 2014] Quader N., Hodgson A., and Abugharbieh R. (2014). “Con�dence weighted
local phase features for robust bone surface segmentation in ultrasound”. In: Workshop on Clinical
Image-Based Procedures, pp. 76–83.

[ Rajchl et al., 2016] Rajchl M., Lee M. C., Oktay O., Kamnitsas K., Passerat-Palmbach J., Bai W.,
Damodaram M., Rutherford M. A., Hajnal J. V., Kainz B., et al. (2016). “Deepcut: Object segmentation
from bounding box annotations using convolutional neural networks”. In: IEEE Transactions on
Medical Imaging (TMI)36 (2), pp. 674–683.

[ Rasmussen, 2003] Rasmussen C. E. (2003). “Gaussian processes in machine learning”. In:Summer
School on Machine Learning, pp. 63–71.

[ Rebuf� et al., 2017] Rebuf� S., Kolesnikov A., Sperl G., and Lampert C. H. (2017). “iCaRL: Incre-
mental Classi�er and Representation Learning”. In: IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), pp. 5533–5542.

[ Ronneberger et al., 2015] Ronneberger O., Fischer P., and Brox T. (2015). “U-Net: Convolutional
Networks for Biomedical Image Segmentation”. In: Medical Image Computing and Computer Assisted
Interventions (MICCAI), pp. 234–241.

[ Roth et al., 2014] Roth H. R., Lu L., Seff A., Cherry K. M., Hoffman J., Wang S., Liu J., Turkbey E.,
and Summers R. M. (2014). “A new 2.5 D representation for lymph node detection using random
sets of deep convolutional neural network observations”. In: Medical Image Computing and Computer
Assisted Interventions (MICCAI), pp. 520–527.

[ Rother et al., 2004] Rother C., Kolmogorov V., and Blake A. (2004). “"GrabCut": Interactive Foreground
Extraction Using Iterated Graph Cuts”. In: ACM SIGGRAPH 2004 Papers. SIGGRAPH '04. Los
Angeles, California: ACM, pp. 309–314.

[ Royal College of Radiologists, 2017] Royal College of Radiologists (2017).Clinical radiology UK
workforce census 2017 report.



130 bibliography

[ Russakovsky et al., 2015] Russakovsky O., Deng J., Su H., Krause J., Satheesh S., Ma S., Huang Z.,
Karpathy A., Khosla A., Bernstein M., et al. (2015). “ImageNet Large Scale Visual Recognition
Challenge”. In: International Journal of Computer Vision115 (3), pp. 211–252.

[ Rusu et al., 2016] Rusu A. A., Rabinowitz N. C., Desjardins G., Soyer H., Kirkpatrick J., Kavukcuoglu
K., Pascanu R., and Hadsell R. (2016). “Progressive neural networks”. In: ArXiv e-prints, 1606.04671.

[ Salehi et al., 2017] Salehi M., Prevost R., Moctezuma J.-L., Navab N., and Wein W. (2017). “Precise
Ultrasound Bone Registration with Learning-Based Segmentation and Speed of Sound Calibration”.
In: Medical Image Computing and Computer Assisted Interventions (MICCAI), pp. 682–690.

[ Scepanovic et al., 2005] Scepanovic D., Kirshtein J., Jain A. K., and Taylor R. H. (2005). “Fast algorithm
for probabilistic bone edge detection (FAPBED)”. In: SPIE Medical Imaging, pp. 1753–1765.

[ Scheffer et al., 2001] Scheffer T., Decomain C., and Wrobel S. (2001). “Active hidden markov models
for information extraction”. In: International Symposium on Intelligent Data Analysis, pp. 309–318.

[ Schmidt-Richberg et al., 2012] Schmidt-Richberg A., Ehrhardt J., Werner R., and Handels H. (2012).
“Lung registration with improved �ssure alignment by integration of pulmonary lobe segmentation”.
In: Medical Image Computing and Computer Assisted Interventions (MICCAI), pp. 74–81.

[ Schnabel et al., 1995] Schnabel J. A. and Arridge S. R. (1995). “Active Contour Models for Shape
Description using Multiscale Differential Invariants.” In: British Machine Vision Conference (BMVC),
pp. 1–10.

[ Schweizer et al., 2013] Schweizer A., Fürnstahl P., and Nagy L. (2013). “Three-dimensional correction
of distal radius intra-articular malunions using patient-speci�c drill guides”. In: The Journal of hand
surgery38 (12), pp. 2339–2347.

[ Seff et al., 2017] Seff A., Beatson A., Suo D., and Liu H. (2017). “Continual learning in generative
adversarial nets”. In: ArXiv e-prints, 1705.08395.

[ Sener et al., 2017a] Sener O. and Savarese S. (2017a). “A geometric approach to active learning for
convolutional neural networks”. In: ArXiv e-prints, 1708.00489v1.

[ Sener et al., 2017b] Sener O. and Savarese S. (2017b). “Active learning for convolutional neural
networks: A core-set approach”. In: ArXiv e-prints, 1708.00489.

[ Settles, 2009] Settles B. (2009).Active learning literature survey. Tech. rep. University of Wisconsin-
Madison Department of Computer Sciences.

[ Seung et al., 1992] Seung H. S., Opper M., and Sompolinsky H. (1992). “Query by committee”. In:
Workshop on Computational learning theory, pp. 287–294.

[ Shannon, 1948] Shannon C. E. (1948). “A mathematical theory of communication”. In: Bell system
technical journal27 (3), pp. 379–423.

[ Shannon, 2001] Shannon C. E. (2001). “A mathematical theory of communication”. In: ACM SIGMO-
BILE Mobile Computing and Communications Review5 (1), pp. 3–55.

[ Shekhovtsov et al., 2008] Shekhovtsov A., Kovtun I., and Hlavá�c V. (2008). “Ef�cient MRF deformation
model for non-rigid image matching”. In: Computer Vision and Image Understanding112 (1), pp. 91–99.

[ Shi et al., 2000] Shi J. and Malik J. (2000). “Normalized cuts and image segmentation”. In: Departmental
Papers (CIS), p. 107.

[ Shin et al., 2017] Shin H., Lee J. K., Kim J., and Kim J. (2017). “Continual learning with deep generative
replay”. In: Neural Information Processing Systems (NeurIPS), pp. 2990–2999.

[ Simonyan et al., 2014] Simonyan K. and Zisserman A. (2014). “Very Deep Convolutional Networks
for Large-Scale Image Recognition”. In: ArXiv e-prints, 1409.1556v6.

[ Sinha et al., 2019] Sinha S., Ebrahimi S., and Darrell T. (2019). “Variational Adversarial Active
Learning”. In: IEEE International Conference on Computer Vision (ICCV).

[ Sinop et al., 2007] Sinop A. K. and Grady L. (2007). “A Seeded Image Segmentation Framework
Unifying Graph Cuts And Random Walker Which Yields A New Algorithm”. In: IEEE International
Conference on Computer Vision (ICCV), pp. 1–8.



bibliography 131

[ Sirinukunwattana et al., 2017] Sirinukunwattana K., Pluim J. P., Chen H., et al. (2017). “Gland
segmentation in colon histology images: The GlaS challenge contest”. In: Medical Image Analysis35,
pp. 489–502.

[ Sloan et al., 2018] Sloan M. and Sheth N. P. (2018).Projected Volume of Primary and Revision Total Joint
Arthroplasty in the United States, 2030-2060. Tech. rep. 16. New Orleans, Louisiana: Annual Meeting
of the American Academy of Orthopaedic Surgeons.

[ Smailagic et al., 2018] Smailagic A., Noh H. Y., Costa P., Walawalkar D., Khandelwal K., Mirshekari
M., Fagert J., Galdrán A., and Xu S. (2018). “MedAL: Deep active learning sampling method for
medical image analysis”. In: ArXiv e-prints, 1809.09287.

[ Sourati et al., 2017] Sourati J., Akcakaya M., Erdogmus D., Leen T. K., and Dy J. G. (2017). “A
probabilistic active learning algorithm based on �sher information ratio”. In: Transactions on Pattern
Analysis and Machine Intelligence40 (8), pp. 2023–2029.

[ Sourati et al., 2018] Sourati J., Gholipour A., Dy J. G., Kurugol S., and War�eld S. K. (2018). “Active
deep learning with Fisher information for patch-wise semantic segmentation”. In: MICCAI workshop
on Deep Learning in Medical Image Analysis (DLMIA). Springer, pp. 83–91.

[ Sprechmann et al., 2018] Sprechmann P., Jayakumar S. M., Rae J. W., Pritzel A., Badia A. P., Uria B.,
Vinyals O., Hassabis D., Pascanu R., and Blundell C. (2018). “Memory-based parameter adaptation”.
In: ArXiv e-prints, 1802.10542.

[ Srivastava et al., 2014] Srivastava N., Hinton G., Krizhevsky A., Sutskever I., and Salakhutdinov R.
(2014). “Dropout: a simple way to prevent neural networks from over�tting”. In: The journal of
machine learning research15 (1), pp. 1929–1958.

[ Stollenga et al., 2015] Stollenga M. F., Byeon W., Liwicki M., and Schmidhuber J. (2015). “Parallel
multi-dimensional LSTM, with application to fast biomedical volumetric image segmentation”. In:
Neural Information Processing Systems (NeurIPS), pp. 2998–3006.

[ Tagasovska et al., 2019] Tagasovska N. and Lopez-Paz D. (2019). “Single-Model Uncertainties for
Deep Learning”. In: Neural Information Processing Systems (NeurIPS).

[ Taha et al., 2015] Taha A. A. and Hanbury A. (2015). “Metrics for Evaluating 3D Medical Image
Segmentation: analysis, selection, and tool”. In: BMC Medical Imaging15, p. 29.

[ Taigman et al., 2014] Taigman Y., Yang M., Ranzato M., and Wolf L. (2014). “Deepface: Closing the
gap to human-level performance in face veri�cation”. In: IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), pp. 1701–1708.

[ Terekhov et al., 2015] Terekhov A. V., Montone G., and O'Regan J. K. (2015). “Knowledge transfer in
deep block-modular neural networks”. In: Conference on Biomimetic and Biohybrid Systems, pp. 268–
279.

[ Thoma et al., 2016] Thoma J., Ozdemir F., and Goksel O. (2016). “Automatic Segmentation of
Abdominal MRI Using Selective Sampling and Random Walker”. In: MICCAI workshop on Medical
Computer Vision and Bayesian and Graphical Models for Biomedical Imaging (MCV). Springer, pp. 83–93.

[ Thrun, 1998] Thrun S. (1998). “Lifelong learning algorithms”. In: Learning to learn. Springer, pp. 181–
209.

[ Tompson et al., 2015] Tompson J., Goroshin R., Jain A., LeCun Y., and Bregler C. (2015). “Ef�cient
object localization using convolutional networks”. In: IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), pp. 648–656.

[ Tustison et al., 2010] Tustison N. J., Avants B. B., Cook P. A., Zheng Y., Egan A., Yushkevich P. A., and
Gee J. C. (2010). “N4ITK: improved N3 bias correction”. In: IEEE Transactions on Medical Imaging
(TMI) 29 (6), p. 1310.

[ Vaswani et al., 2017] Vaswani A., Shazeer N., Parmar N., Uszkoreit J., Jones L., Gomez A. N., Kaiser
�., and Polosukhin I. (2017). “Attention is all you need”. In: Neural Information Processing Systems
(NeurIPS), pp. 5998–6008.



132 bibliography

[ Verikas et al., 2011] Verikas A., Gelzinis A., and Bacauskiene M. (2011). “Mining Data with Random
Forests: A Survey and Results of New Tests”. In: Pattern Recogn.44 (2), pp. 330–349.

[ Vezhnevets et al., 2005] Vezhnevets V. and Konouchine V. (2005). “GrowCut: Interactive multi-label
ND image segmentation by cellular automata”. In: proc. of Graphicon. Vol. 1. 4, pp. 150–156.

[ Villa et al., 2018] Villa M., Dardenne G., Nasan M., Letissier H., Hamitouche C., and Stindel E. (2018).
“FCN-based approach for the automatic segmentation of bone surfaces in ultrasound images”. In:
International Journal of Computer Assisted Radiology and Surgery (IJCARS)13 (11), pp. 1707–1716.

[ Viola et al., 2001] Viola P. and Jones M. (2001). “Rapid object detection using a boosted cascade
of simple features”. In: IEEE Conference on Computer Vision and Pattern Recognition (CVPR). Vol. 1,
pp. I–511.

[ Wang et al., 2006] Wang F., Vemuri B. C., and Eisenschenk S. J. (2006). “Joint registration and
segmentation of neuroanatomic structures from brain MRI”. In: Academic radiology13 (9), pp. 1104–
1111.

[ Wang et al., 2018a] Wang G., Li W., Zuluaga M. A., Pratt R., Patel P. A., Aertsen M., Doel T., David
A. L., Deprest J., Ourselin S., et al. (2018a). “Interactive Medical Image Segmentation Using Deep
Learning With Image-Speci�c Fine Tuning”. In: IEEE Transactions on Medical Imaging (TMI)37 (7),
pp. 1562–1573.

[ Wang et al., 2019] Wang G., Zuluaga M. A., Li W., Pratt R., Patel P. A., Aertsen M., Doel T., David
A. L., Deprest J., Ourselin S., et al. (2019). “DeepIGeoS: A Deep Interactive Geodesic Framework for
Medical Image Segmentation”. In: Transactions on Pattern Analysis and Machine Intelligence41 (7),
pp. 1559–1572.

[ Wang et al., 2016] Wang K., Zhang D., Li Y., Zhang R., and Lin L. (2016). “Cost-effective active learning
for deep image classi�cation”. In: IEEE Transactions on Circuits and Systems for Video Technology
27 (12), pp. 2591–2600.

[ Wang et al., 2018b] Wang P., Patel V. M., and Hacihaliloglu I. (2018b). “Simultaneous Segmentation
and Classi�cation of Bone Surfaces from Ultrasound Using a Multi-feature Guided CNN”. In:
Medical Image Computing and Computer Assisted Interventions (MICCAI), pp. 134–142.

[ Wang et al., 2018c] Wang W., Lu Y., Wu B., Chen T., Chen D. Z., and Wu J. (2018c). “Deep Active
Self-paced Learning for Accurate Pulmonary Nodule Segmentation”. In: Medical Image Computing
and Computer Assisted Interventions (MICCAI), pp. 723–731.

[ Wen et al., 2007] Wen X. and Salcudean S. E. (2007). “P6D-5 enhancement of bone surface visualization
using ultrasound radio-frequency signals”. In: IEEE Ultrasonics Symposium Proceedings, pp. 2535–
2538.

[ Wieser et al., 2019] Wieser K., Joshy J., Filli L., Kriechling P., Sutter R., Fürnstahl P., Valdivieso P.,
Wyss S., Meyer D. C., Flück M., et al. (2019). “Changes of Supraspinatus Muscle Volume and Fat
Fraction After Successful or Failed Arthroscopic Rotator Cuff Repair”. In: The American journal of
sports medicine, pp. 1–9.

[ Wolf et al., 2005] Wolf I., Vetter M., Wegner I., Böttger T., Nolden M., Schöbinger M., Hastenteufel M.,
Kunert T., and Meinzer H. -P. (2005). “The medical imaging interaction toolkit”. In: Medical Image
Analysis9 (6), pp. 594–604.

[ Wong et al., 2018] Wong K. C., Moradi M., Tang H., and Syeda-Mahmood T. (2018). “3d segmentation
with exponential logarithmic loss for highly unbalanced object sizes”. In: Medical Image Computing
and Computer Assisted Interventions (MICCAI), pp. 612–619.

[ Wu et al., 2019] Wu B., Chen W., Fan Y., Zhang Y., Hou J., Huang J., Liu W., and Zhang T. (2019).
“Tencent ml-images: A large-scale multi-label image database for visual representation learning”.
In: ArXiv e-prints, 1901.01703.

[ Wyatt et al., 2003] Wyatt P. P. and Noble J. A. (2003). “MAP MRF joint segmentation and registration
of medical images”. In: Medical Image Analysis7 (4), pp. 539–552.



bibliography 133

[ Xiao et al., 2014] Xiao T., Zhang J., Yang K., Peng Y., and Zhang Z. (2014). “Error-driven incremental
learning in deep convolutional neural network for large-scale image classi�cation”. In: Proceedings
of the 22nd ACM international conference on Multimedia, pp. 177–186.

[ Xie et al., 2016a] Xie J., Girshick R., and Farhadi A. (2016a). “Unsupervised deep embedding for
clustering analysis”. In: International conference on machine learning, pp. 478–487.

[ Xie et al., 2016b] Xie Y., Zhang Z., Sapkota M., and Yang L. (2016b). “Spatial clockwork recurrent
neural network for muscle perimysium segmentation”. In: Medical Image Computing and Computer
Assisted Interventions (MICCAI), pp. 185–193.

[ Xingjian et al., 2015] Xingjian S., Chen Z., Wang H., Yeung D.-Y., Wong W.-K., and Woo W.-c. (2015).
“Convolutional LSTM network: A machine learning approach for precipitation nowcasting”. In:
Neural Information Processing Systems (NeurIPS), pp. 802–810.

[ Xu et al., 2016] Xu N., Price B., Cohen S., Yang J., and Huang T. S. (2016). “Deep interactive object
selection”. In: IEEE Conference on Computer Vision and Pattern Recognition (CVPR), pp. 373–381.

[ Yang et al., 2017] Yang L., Zhang Y., Chen J., Zhang S., and Chen D. Z. (2017). “Suggestive Annotation:
A Deep Active Learning Framework for Biomedical Image Segmentation”. In: Medical Image
Computing and Computer Assisted Interventions (MICCAI), pp. 399–407.

[ Yang, 2018] Yang Y. (2018). “Towards Practical Active Learning for Classi�cation”. PhD thesis. Delft
University of Technology.

[ Yoo et al., 2019] Yoo D. and Kweon I. S. (2019). “Learning Loss for Active Learning”. In: IEEE
Conference on Computer Vision and Pattern Recognition (CVPR), pp. 93–102.

[ Yushkevich et al., 2006] Yushkevich P. A., Piven J., Hazlett H. C., Smith R. G., Ho S., Gee J. C., and
Gerig G. (2006). “User-guided 3D active contour segmentation of anatomical structures: signi�cantly
improved ef�ciency and reliability”. In: Neuroimage31 (3), pp. 1116–1128.

[ Yushkevich et al., 2017] Yushkevich P. A. and Gerig G. (2017). “ITK-SNAP: an intractive medical
image segmentation tool to meet the need for expert-guided segmentation of complex medical
images”. In: IEEE pulse8 (4), pp. 54–57.

[ Zaech et al., 2019] Zaech J.-N., Gao C., Bier B., Taylor R., Maier A., Navab N., and Unberath M.
(2019). “Learning to Avoid Poor Images: Towards Task-aware C-arm Cone-beam CT Trajectories”.
In: Medical Image Computing and Computer Assisted Interventions (MICCAI).

[ Zeng et al., 2017] Zeng G., Yang X., Li J., Yu L., Heng P.-A., and Zheng G. (2017). “3D U-Net with
Multi-level Deep Supervision: Fully Automatic Segmentation of Proximal Femur in 3D MR Images”.
In: Machine Learning in Medical Imaging.

[ Zenke et al., 2017] Zenke F., Poole B., and Ganguli S. (2017). “Continual learning through synaptic
intelligence”. In: International Conference on Machine Learning (ICML), pp. 3987–3995.

[ Zhao et al., 2017] Zhao S., Song J., and Ermon S. (2017). “InfoVAE: Information maximizing variational
autoencoders”. In: ArXiv e-prints, 1706.02262.

[ Zheng et al., 2015] Zheng S., Jayasumana S., Romera-Paredes B., Vineet V., Su Z., Du D., Huang
C., and Torr P. H. (2015). “Conditional random �elds as recurrent neural networks”. In: IEEE
International Conference on Computer Vision (ICCV), pp. 1529–1537.

[ Zheng et al., 2008] Zheng Y., Barbu A., Georgescu B., Scheuering M., and Comaniciu D. (2008).
“Four-chamber heart modeling and automatic segmentation for 3-D cardiac CT volumes using
marginal space learning and steerable features”. In: IEEE Transactions on Medical Imaging (TMI)
27 (11), pp. 1668–1681.

[ Zhu et al., 2014] Zhu L., Kolesov I., Gao Y., Kikinis R., and Tannenbaum A. (2014). “An effective
interactive medical image segmentation method using fast growcut”. In: MICCAI Workshop on
Interactive Medical Image Computing.





List of Publications

Articles in peer-reviewed journals:

Ciganovic M., Ozdemir F., Pean F., Fuernstahl P., Tanner C., and Goksel O. (2018). “Registration of 3D
Freehand Ultrasound to a Bone Model for Orthopedic Procedures of the Forearm”. In: International
Journal of Computer Assisted Radiology and Surgery (IJCARS)13 (6), pp. 827–836.

Ozdemir F., Karani N., Fürnstahl P., and Goksel O. (2017). “Interactive Segmentation in MRI for
Orthopedic Surgery Planning: Bone Tissue”. In: International Journal of Computer Assisted Radiology
and Surgery (IJCARS)12 (6), pp. 1031–1039.

Ozdemir F. and Goksel O. (2019b). “Extending Pretrained Segmentation Networks with Additional
Anatomical Structures”. In: International Journal of Computer Assisted Radiology and Surgery (IJCARS),
pp. 1–9.

Conference contributions:

Ciganovic M., Ozdemir F., Farshad M., and Goksel O. (2019). “Deep Learning Techniques for Bone
Surface Delineation in Ultrasound”. In: SPIE Medical Imaging. Vol. 10955.

Ozdemir F., Ozkan E., and Goksel O. (2016). “Graphical Modeling of Ultrasound Propagation in Tissue
for Automatic Bone Segmentation”. In: Medical Image Computing and Computer Assisted Interventions
(MICCAI) . Springer, pp. 256–264.

Ozdemir F., Peng Z., Tanner C., Fuernstahl P., and Goksel O. (2018a). “Active Learning for Segmentation
by Optimizing Content Information for Maximal Entropy”. In: MICCAI workshop on Deep Learning
in Medical Image Analysis (DLMIA). Springer, pp. 183–191.

Ozdemir F., Fuernstahl P., and Goksel O. (2018b). “Learn the New, Keep the Old: Extending Pretrained
Models with New Anatomy and Images”. In: Medical Image Computing and Computer Assisted
Interventions (MICCAI). Springer, pp. 361–369.

Thoma J., Ozdemir F., and Goksel O. (2016). “Automatic Segmentation of Abdominal MRI Using
Selective Sampling and Random Walker”. In: MICCAI workshop on Medical Computer Vision and
Bayesian and Graphical Models for Biomedical Imaging (MCV). Springer, pp. 83–93.

Others:

Ozdemir F., Peng Z., Fuernstahl P., Tanner C., and Goksel O. (2019a)."Active Learning for Segmentation
Based on Bayesian Sample Queries". ArXiv e-prints, 1912.10493.

Ozdemir F., Tanner C., and Goksel O. (2020)."Delineating Bone Surfaces in B-Mode Images Constrained by
Physics of Ultrasound Propagation". ArXiv e-prints, 2001.02001.

Tanner C., Ozdemir F., Profanter R., Vishnevsky V., Konukoglu E., and Goksel O. (2018). "Generative
Adversarial Networks for MR-CT Deformable Image Registration". ArXiv e-prints, 1807.07349.





Curriculum Vitae

Personal data

Name Firat Özdemir
Date of Birth February 18, 1991
Place of Birth Istanbul, Turkey

Citizen of Turkey

Education

2015 – 2020 Doctoral Studies
ETH Zurich, Computer Vision Laboratory
Zürich, Switzerland

2013 – 2015 Master of Science
EPFL, Department of Electrical and Electronics Engineering
Lausanne, Switzerland

2009 – 2013 Bachelor of Science
Sabanci University, Department of Electronics Engineering
Istanbul, Turkey

2013 – 2013 Erasmus
Institut Supérieur du Commerce de (ISC) Paris
Paris, France

Work Experience

2019 – Sr. Data Scientist, Swiss Data Science Center, Zurich, Switzerland
2015 – 2019 Scienti�c Assistant, ETH Zurich, Zurich, Switzerland

2015 – 2016 Teaching Assistant, ETH Zurich, Zurich, Switzerland
263-5902-00L - Computer Vision at Department of Computer
Science

2014 – 2015 Internship, ABB Corporate Research, Baden, Switzerland
Improving PV Plant Operation by Cloud Tracking and Solar Fore-
casting using RGB camera, irradiation and temperature sensors,
and past power production data from the plant.



Co-Supervised Students

2019 Emanuel Joos - Master Thesis
Reinforcement Learning Control of a Shoulder Musculoskeletal
Model

2019 Berk Dogan - Semester Thesis
Anatomical Structure Agnostic Segmentation with Adversarial
Networks

2018 Zixuan Peng - Master Thesis
Towards Semantic Segmentation in MRI: Ef�cient Active Learn-
ing with CNNs

2018 Andrea Schüpfer - Master Thesis
Interactive Bone Segmentation using Ensemble of Deep Neural
Networks

2018 Matija Ciganovic - Master Thesis
Alignment of Ultrasound to Computed Tomography Images
using Bone Surfaces

2017 Isabelle Tan - Master Thesis
Detection of Unique and Consistent Anatomical Landmarks in
Medical Images

2016 Neerav Karani - Semester Thesis
Interactive MR segmentation using Random Forests and Multi-
Resolution Random Walker

2016 Janine Thoma - Master Thesis
Feature Extraction and Sampling for Supervised Learning in MRI
Segmentation


	Dedication
	Abstract

