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Abstract

Despite the ever increasing speed of hardware, today's multimedia-rich applications on

a user's workstation and distributed computing in the Internet (Web-Servers providing

dynamic content like online time tables) manage to consume the entire resources of net¬

works or end systems. While it is economically infeasible to size resources for peak usage,

end users nevertheless expect a predictable service from the applications, i.e., the result

should be produced within a certain time limit. A solution to this problem is to design

applications so that they adapt to available resources: in a resource contention situation,

they lower the quality of their result and thus consume fewer resources, but produce the

result on time. If there are ample resources, they are able to produce full-quality results,
and still meet the time limit.

This dissertation investigates end system support to provide predictable service that

matches the needs of adaptive applications with regard to the resource CPU(Central Pro¬

cessing Unit). It presents the RV-Scheduling System, which provides resource reservations

on top of a best-effort operating system, thus combining the flexibility and versatility of

such OSes with resource guarantees as found in real-time systems.
Based on three example adaptive applications, we introduce a model of adaptive ap¬

plications and derive their requirements with regard to end system CPUmanagement.

Subsequently we introduce the design (including the application programming interface

API) and implementation of the proposed RV-Scheduling System, which fulfills these

requirements. Two key ideas of the implementation consist of an objective function for
cumulative resource consumption combined with a reactive scheduling mechanism. A

thorough evaluation of the scheduler shows that the RV-Scheduling System provides—

despite its integration into a best-effort operating system—resource reservations in a

quality and with a predictability which is useful for adaptive applications, yet has neg¬

ligible additional overhead. Applications using the RV-Scheduling System experience a

considerable increase in user-specific quality metrics compared to best-effort scheduling.
Furthermore, the RV-Scheduling System enables the operating system to make more ef¬

ficient use of the resource CPU, and allows applications to gracefully and dynamically
decrease their service quality without a-priori knowledge of the available resources. Thus

the RV-Scheduling System is considered a valuable addition to today's best-effort operat¬

ing systems.

IX





Kurzfassung

Trotz der ständig steigenden Geschwindigkeit der Hardware sind heutige multimedia¬

reiche Anwendungen auf dem Arbeitsplatzrechner eines Benutzers und das verteilte

Rechnen im Internet (beispielsweise Web-Server, die zur Laufzeit erzeugten Inhalt wie

Online-Fahrpläne bereitstellen) in der Lage, die gesamten Ressourcen der Netzwerke

oder der Endsysteme zu verbrauchen. Während es ökonomisch unrealistisch ist, die Res¬

sourcen basierend auf der Höchstauslastung auszulegen, erwarten Endbenutzer dennoch

eine vorhersagbare Service-Qualität seitens der Anwendungen, d.h. das Resultat einer

Berechnung sollte bis zu einer bestimmten Zeitlimite verfügbar sein. Eine Lösung die¬

ses Problems ist der Entwurf von adaptiven Anwendungen, das heisst Anwendungen, die

sich im Verhalten an die vorhandenen Ressourcen anpassen können: Bei eingeschränkter

Ressourcenverfügbarkeit senken sie die Qualität ihres Resultats und verbrauchen folglich

weniger Ressourcen, sind aber andererseits in der Lage, das Resultat bis zur Zeitlimite

bereitzustellen. Stehen dann wieder genügend Ressourcen zur Verfügung, können sie die

Resultate in voller Qualität produzieren und die Zeitlimite trotzdem einhalten.

Diese Dissertation untersucht Möglichkeiten, wie Endsysteme die Ressource CPU

(Prozessor) in einer den Ansprüchen von adaptiven Anwendungen genügenden Qualität
zur Verfügung stellen können. Wir stellen das RV-Scheduling-System vor, das Ressour¬

cenreservationen in ein best-effort Betriebssystem integriert und so dessen Flexibilität mit

den von Echtzeitbetriebssystemen her bekannten Ressourcenreservationen kombiniert.

Basierend auf drei Beispielen von adaptiven Anwendungen stellen wir ein Modell

der adaptiven Anwendungen vor und leiten daraus die Anforderungen an ein CPU-

Ressourcenmanagementsystem ab. Anschliessend wird der Entwurf (API) und Implemen¬

tierung des vorgeschlagenen RV-Scheduling-Systems vorgestellt, das die aufgeführten

Anforderungen erfüllt. Zwei Hauptideen der Implementation bestehen aus einer Ziel¬

funktion für den kumulativen Ressourcenverbrauch, der mit einem reaktiven Schedu-

lingmechanismus kombiniert wird. Eine ausführliche Evaluation zeigt, dass das RV-

Scheduling-System—trotz der Tatsache, dass es auf einem best-effort Betriebssystem

aufbaut—Ressourcengarantien in einer Qualität und mit einer Zuverlässigkeit, welches

für adaptive Anwendungen genügt, zur Verfügung zu stellen in der Lage ist, und den¬

noch nur unwesentliche zusätzliche Laufzeitkosten nach sich zieht. Ausserdem können

die Anwendungen, die das RV-Scheduling-System verwenden, eine beträchtliche Zunah¬

me der benutzer-spezifischen Qualitätsmetrik erreichen. Zusätzlich ermöglicht das RV-

Scheduling-System eine bessere Ausnützung der Ressource CPU, und es erlaubt adapti¬
ven Anwendungen sich zur Laufzeit und ohne a-piori-Wissen den gerade zur Verfügung
stehenden Ressourcen dynamisch anzupassen. Das RV-Scheduling-System stellt somit ei¬

ne wertvolle Ergänzung zu den heutigen Betriebssystemen dar.

XI





1
Introduction

1.1 Motivation

Today's personal workstations are used for a wide variety of tasks like interactive editing,
scientific computing, or Internet browsing. The data handled by applications used to be

mainly text-oriented, but is nowadays much richer and consists of multimedia elements

like images, video and audio that require a considerable amount of CPUpower to be

processed. In addition, the exponential growth of the Internet and Webuse over the past

years has lead to the proliferation of server systems which, beside delivering statically

prepared content like traditional Web pages, dynamically generate responses to client

requests, often incurring significant server-side processing costs. Examples are online

shopping systems or online timetables. Despite the ever increasing speed of hardware,
new application domains are showing up, and the software is able to consume almost the

entire resources of a single workstation or to impose a substantial load on server systems.

Despite advances in hardware and applications, users are often not willing to wait in¬

definitely long for an operation to complete: Whereas interactive systems should have a

response time of no larger than 50 —150 ms to provide an acceptable service [121], users

have also quality expectations to more complex applications that may span multiple ma¬

chines connected by a network. As an example, a study has shown that in the context of

Webservers, users rate a Website's responsiveness as "high" if the page takes 5 sec or less

to load and render on the client side [19]. Within this time frame, the client's request must

be sent to the server (requiring network capacity), then processed by the server, which

possibly incurs server-side computation costs (calculations, database queries), and then

the reply is sent back to the client and has to be rendered. Beside the user's expectation
of a predictable response time, timing constraints inherent to the application can be as¬

sociated with the result production. For example, in a movie player, frames should be

decoded as closely as possible to the target frame rate specified by the movie.

One possibility to provide a timely service is to dimension the resources necessary

for service provision based on peak usage. There are, e.g., scalable approaches to request
distribution in a cluster of network servers [6]. Thus additional machines can easily be

added to the system to keep up with increasing usage and resource demand. However,
since peak usage may be orders of magnitude larger that the average usage (as shown

in, e.g., [108] for network resources, and [44] for end system resources (CPU)), over-

provisioning of resources is in general not an economically feasible solution to provide a

timely service. Additionally, while the server-side end systems of networked applications

1



2 Chapter 1: Introduction

are under the complete control of the service provider (and therefore he could add addi¬

tional resources as needed), he has only limited influence on the network capacity to the

clients (especially in today's prevailing best-effort networks where the bandwidth varies

by orders of magnitude between dial-up modemlines and, e.g., Gigabit Ethernet), as well

as on each client's processing capabilities.

Another solution for timely service provision is to design applications in such a way

that they adapt to available resources. Intuitively, in many scenarios users prefer a service

that is provided timely, although probably in lower quality, over a service that takes an

unreasonable amount of time to eventually produce a full quality result. As a last resort if

there are insufficient resources to run a particular service, an immediate notification that

this service is unavailable may still be better for a user than an unpredictable waiting time

for a reply.

In a resource contention situation, i.e., when there are fewer resources available than

needed to produce the best result, applications may adapt either by lowering the quality
of the produced result (like a frame-dropping movie player) and thus consuming less re¬

sources, or by trading off one type of resources for another type. An example application

performing resource trade off is the Chariot networked image search and retrieval sys¬

tem [21, 153]. The image server has to deliver a number of images to the querying client

within a user-specified delivery time. If there are ample network resources, the images
can be transferred in full size, whereas if there is a shortage of network resources, the

application can transform the images to smaller versions and transmit these instead of

the full-sized versions. To achieve a particular reduction in size, there exist a number of

conversion operations (e.g., reduction of size, reduction of color depth, change of (e.g.,

JPEG) compression parameters, ... ) with different parameters. An application such as

Chariot is thus able to trade off local computation (e.g., image transformation) for net¬

work resources (e.g., bandwidth) to meet the user-specified delivery time. For adaptation
to work, applications must find out about the available and needed resources (network,
and/or CPU) to decide which processing option to take next.

There are a lot of issues associated with adaptive applications, like finding out about

available network [22] and end system resources [42], estimating end system resource

needs [17], negotiating [96] and allocating end system [8] and network [158] resources,

building resource allocation infrastructures and considering the adaptation overhead itself

when making decisions [117], taking the distributed [14, 56, 147] and mobile [102, 118]
characteristics of certain types of adaptive applications into account, and constructing

adaptive applications in general [20, 30, 76] as well as finding appropriate models to cap¬

ture the complexity of distributed applications [137]. In this dissertation, we focus on the

management of the end system resource CPUmthe context of networked and standalone

adaptive applications. More precisely, we investigate the feasibility of incorporating a

CPUresource reservation scheme into a best-effort operating system to enable it to pro¬

vide predictable service that is tailored to fulfill the needs of adaptive applications.

Ageneral purpose best-effort operating system such as Windows [124] or UNIX [115]
does not offer any hard guarantees with regard to resource availability. In such a system,
the amount of resources assigned to a particular application dynamically depends on the

overall usage mix and scheduling policy. Furthermore, processes may be blocked for an
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unbounded time in a system call, or may have to wait for resources during an unbounded

time. Although in theory the delay is unbounded, the average response time for typical

usage scenarios is within acceptable bounds, and thus makes a general purpose best-effort

operating system a very attractive choice for a wide variety of applications. Additionally,
such operating systems offer a rich functionality, accommodate a wide variety of dif¬

ferent usage and resource demand patterns (e.g., interactive applications like editors and

drawing programs, CPUintensive applications like scientific calculations or compilations,
and I/O intensive applications like data bases), and thus are very widely deployed. Fur¬

thermore, their functionality is relatively easy to be used by an application programmer.

Wetherefore consider adding resource reservations to such an operating system a valu¬

able enhancement of their functionality, especially for adaptive applications [46]. As our

experiments show, such a best-effort operating system with resource reservations can—

despite the lack of hard guarantees—be a useful base for adaptive applications which are

to some degree resilient with regard to the under-availability of resources anyway [45].

1.2 Thesis Statement

In this dissertation, I want to show that

"Combining the flexibility of best-effort scheduling with the resource guaran¬

tees of real-time scheduling in a novel scheduler integrated in a conventional

best-effort operating system provides predictable service that best matches

the needs of adaptive applications with regard to the resource CPU."

The dissertation establishes this thesis statement as follows:

1. It argues that applications are faced with fluctuating resource need and availabil¬

ity which require adaptation from the applications to provide predictable response

time. Weclaim that such adaptive applications create new challenges for operat¬

ing systems: they exhibit an aperiodic, highly varying processor demand changing
based on external factors (like user input); they are—to some degree—resilient with

regard to under- and over-availability of resources, and they are often able to present

a (ranked) list of possible resource demands corresponding to their adaptation ca¬

pabilities. Furthermore, they have to switch back and forth between best-effort and

reserved mode.

2. The dissertation claims that reservation of the end system resource CPUis a con¬

venient and easily déployable way to ensure predictable resource availability; and

that none of today's existing CPUmanagement systems is fully able to meet the

requirements of adaptive applications.

3. It presents the abstractions (i.e., scheduling model) of, an application programming
interface to and an example implementation of the RV-Scheduler, the proposed CPU

management system for adaptive applications.
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4. Using various synthetic workloads as well as three, considerably different adaptive

applications, the evaluation shows that the RV-Scheduler

• can easily be integrated into an off-the-shelf operating system and works in

addition to the built-in best-effort scheduler with modest run time overhead;

• offers an application programming interface (API) that is easy to use for adap¬
tive applications;

• provides predictable service to adaptive applications with respect to reserva¬

tion of CPUresources;

• makes applications perform considerably better than with the default built-in

best-effort scheduler;

• is able to maximize the overall CPUutilization for adaptive applications;

• lets both adaptive, reserving as well as non-adaptive, best-effort applications
coexist in a single system.

1.3 Roadmap for this Dissertation

Chapter 2 defines the domain of the adaptive applications considered in this dissertation

and describes three different examples of them, namely a a resource-aware Internet server,

a networked image search and retrieval system (Chariot) and an adaptive MPEGdecoder.

Based on these examples, a model of adaptive applications is derived, and the model's

requirements with regard to an end system CPUmanagement system are listed. The

overview of related work leads to the observation that none of the current approaches

completely satisfies these requirements.

Consequently, in Chapter 3 the reservation abstraction provided by the proposed RV-

Scheduling System is introduced based on the requirements identified in Chapter 2. Sub¬

sequently the semantics of the reservation abstraction are defined, and an appropriate

application programming interface (API) is presented. Finally, the presented approach is

compared to current approaches in CPUmanagement.

Chapter 4 presents a prototype implementation of the scheduling model and the API

for the NetBSD operating system. An abstract operating system interface helps the ideas

to be generalized to other operating systems. The chapter presents a Linux port as a case

study.

Chapter 5 describes the evaluation of the implemented system using micro-bench¬

marks (to quantify several individual low-level parameters of the scheduling system),

application traces (to quantify the extent and amount of reservation failures) and those

three real-life applications presented in Chapter 2 (to assess the benefit of our scheduling

system from an end user point of view).

Chapter 6 finally summarizes our work, draws conclusions and lists opportunities for

future work.



2
Adaptive Applications and

their Processor Demands

In this chapter, first the application domain, i e
,

the characteristics of the adaptive applica¬
tions considered in our work, is defined in Section 2 1 To illustrate the domain, three con¬

crete application examples—namely a resource-aware Internet server, a networked image
search and retrieval system (Chariot) and an adaptive MPEGdecoder—are presented in

Section 2 2 All of them adhere to the application domain introduced in Section 2 1, and

yet they exhibit a number of significant differences that evidence the breadth of the pre¬

sented domain Therefore, the domain is shown to be large enough to enclose a significant
number of different adaptive applications Based on these example applications and the

application domain, we derive a general model of adaptive applications in Section 2 3,
and two key problems of adaptation, namely prediction of future resource needs and pre¬

diction of future resource availability are discussed in the context of CPUmanagement
Based on the application model, we can extract the model's implications to and require¬
ments for an end system CPUmanagement system (Section 2 4) In Section 2 5a wide

spectrum of current approaches to CPUmanagement is reviewed and related to the stated

requirements, concluding that none of the currently existing techniques is alone able to

completely fulfill the demands of adaptive applications

2.1 Application Domain

The adaptive applications considered in this work can be characterized as follows

First, the application executes a task that must produce a result by a certain (tempo¬

ral) deadline This deadline is imposed either by the application's characteristics (e g ,

because the result will be needed in a subsequent processing step that itself has a tem¬

poral constraint) or by the application end user (e g ,
because he is not willing to wait

"forever" for the result) By introducing a temporal deadline, an application is able to re¬

spond to user requests within a predictable response time The end user perceived quality
of the service provided by a particular application can be noticeably elevated if the ap¬

plication has a predictable response time As examples of user expectations with regard
to predictability, studies in the context of Web services have shown that users rate a Web

site's responsiveness as "high" if the page takes 5 sec or less to load and render on the

client side [19] Interactive systems, however, should have a response time of no larger

5
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than 50 —150ms to provide an acceptable service [121] Within a certain time budget,
the application must produce the best possible result using the available resources, thus

it may has to adapt its behavior depending on the amount of resources obtainable at run

time Other forms of adaptation not related to a temporal deadline might be the adaptation
to end system capabilities (e g ,

in a networked client-server scenario, adaptation to the

limited display resolution and/or color depth of the client)
Second, the application's task can be decomposed into one or more subtasks, which

have their own temporal deadlines These subtask deadlines follow directly from the first

assumption that the whole task must be completed by a certain deadline

Third, there are several (algorithmic) variants at the application's disposal to carry out

each subtask, and the application can choose among them at run time These variants are

distinguished by differing resource requirements, by a user-defined notion of the quality
of the result produced by that subtask variant, and by the contribution of that subtask's

result to the overall task's result quality The goal of the adaptation process is thus to find

that particular algorithmic variant that on one hand can be executed with the available

resources, and on the other hand can best augment the overall task's quality The details

of the adaptation process itself are beyond the scope of our work and are discussed for

example in [20, 21]

Fourth, several adaptive and non-adaptive applications are expected to compete for re¬

sources Weassume that the overall resource requirements of all applications to perform
their task in the best quality exceeds the amount of available resources In case of over-

provisioning the necessary resources, adaptation could be restricted to take only user pref¬
erence into account and disregard resource availability, because applications could always
execute that subtask that contributes most to the overall task's result quality regardless of

the resource needs ofthat subtask But even with the increasing speed of hardware, it is

highly questionable whether one is willing to size all necessary components (end systems,

network) such that they are always able to cope even with sporadic load peeks
The following Section 2 2 gives concrete examples of applications from the sketched

domain

2.2 Application Examples

In this section, we present three different adaptive applications that fit the application do¬

main sketched in Section 2 1, namely a resource-aware Internet server (Section 2 2 1),
the networked image search and retrieval system Chariot (Section 2 2 2) and an adaptive
software MPEG-1 decoder (Section 2 2 3) Subsequently we compare those three appli¬
cations and show that all of them adhere to the application domain, yet exhibit a number

of significant differences (Section 2 2 4)

2.2.1 Resource-Aware Internet Server

The first example application is a resource-aware Internet server that processes compu¬

tationally demanding requests Clients submit requests to the server and expect a reply
within a certain time limit The time limit is the sum of a user time limit and a time limit
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Figure 2.1: Resource-aware Internet server time line.

tolerance to reflect the fact that the client is, to some degree, resilient to a slight delay of

the reply (i.e., a reply later than the user time limit, but within the time limit tolerance).
The time limit tolerance can also capture the jitter introduced by the network and end sys¬

tem. The size of both the request and the reply are assumed to be fairly small relative to

the available bandwidth, and thus the round trip time (RTT) between client and server is

the main factor dominating the request and response transmission time, and the available

bandwidth plays only a minor role. An example of such an application scenario might be

a query to a Websearch engine.
Given the user time limit and an estimate of the RTT between server and client1, the

server has a request processing window2 at its disposal within which it has to generate the

reply, as shown in Figure 2.13. Depending on the overall end system load and the CPU

requirements of the request processing, the server may not be able to produce the reply on

time, i.e., within the user time limit plus a time limit tolerance. In this case of overload,
the client may prefer an immediate request rejection notification instead of a very late

or possibly incomplete answer (note that a slight response delay that is tolerated by the

client is already captured in the model of this application by the introduction of the time

limit tolerance). If there is a cluster of servers available to process requests received by a

front-end server (such as in the scheme proposed by Aron et. al. [6]), the front-end server

may assign the processing of the request to one of the servers with spare resources.

The adaptation to available end system resources thus consists of estimating the actual

request processing time and the available resources within the request processing window

(for either a single server or a cluster of servers). If not enough resources are available, the

*RTT estimation is beyond the scope of our work, see, e.g., [72] for a possible approach.
2For simplicity, we assume the overall RTTto be evenly distributed between request and reply. However,

even if one path is much faster than the other, this does not affect the size of the request processing window,
which is calculated as the user time limit less the RTT.

3 In a more sophisticated scenario with large request/reply sizes also the bandwidth has to be taken

into account to correctly estimate the request processing window. An overview of current techniques in

bandwidth estimation can be found in [20].
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Figure 2.2: The four phases of Chariot, illustrated with three images to transmit.

request has to be rejected; if enough resources are available, the request can be accepted

(and possibly assigned to a specific server).

2.2.2 Networked Image Search and Retrieval System: Chariot

The second example application is the Chariot networked image search and retrieval sys¬

tem that attempts to adapt its behavior in response to changes in network resource avail¬

ability [21, 153]. Chariot allows networked clients to search a remote image data base. It

consists of the client, a server-side search engine that finds matching images, and one or

more servers that deliver those images to the client. Using query-by-example [40, 51], a

user can formulate a query for similar images. The system's search engine subsequently
identifies matching images and hands the image list to one or more system-aware servers.

These servers deliver the images in the best possible quality, considering network perfor¬

mance, system load, and a user-specified delivery time T. The goal of the sender is thus

to meet the user-specified bound on the delivery time by adapting the quality of the deliv¬

ered images to the available network capacity. The objective of the adaptation process is

to utilize available network resources as efficiently as possible and therefore to maximize

the user-perceived quality.

Depending on available end system and network resources, images may be transcoded

to less voluminous formats so that the overall amount of data can be sent to the client

within the user-specified time limit T. The term "transcoding" refers to any activity ap¬

plicable to an image that changes its size in bytes, e.g., compression, color reduction, or

resolution lowering.
The adaptation decisions are driven by a model of the expected delivery time, which

includes estimates of future network bandwidth [22], the size of the transcoded images,
and the CPUcosts for transcoding steps (which depend on the size of the images, their

coding format, compression factor, and processor capabilities).
The server-initiated adaptation process is modeled with four phases: monitor, react,

prepare, and transmit. They are repeatedly executed for each image to be transmitted, as

shown in Figure 2.2.

The monitor phase is responsible for obtaining information (or feedback) about the

available network (i.e., bandwidth) and end system (i.e., host load) resources. Based on

that knowledge, it determines whether the amount of data to transmit must be reduced or

CM
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whether it may be increased, i.e., whether adaptation is needed or not. In case adaptation
is needed, the react phase decides which images to adapt, and which transcoding opera¬

tions will have to be applied to each image that must be adapted. The react phase does

not invoke the transcoding operations directly, but defers their execution to forthcoming

prepare phases to allow for "last-minute" adaptation. Furthermore, although the react

phase may need to change the quality state of several images at the same time, the pre¬

pare phase makes only one image ready for transmission at a time, as shown in Figure 2.2.

Once a decision on the quality of the image to be delivered has been made, the prepare

phase transcodes the image to the quality assigned by the react phase. The transmit phase

finally delivers the prepared image to the client.

To hide the latency of the image delivery, Chariot uses threaded prepare and trans¬

mit phases. To maximize the utilization of the available network bandwidth, the prepare

thread should always have an image ready for transmission as soon as the concurrently

running transmit thread has finished the image delivery. Therefore, the application asso¬

ciates with each prepare step a deadline for its completion. This deadline is derived from

the model's estimate of the duration of the concurrently running transmission step.
This scheme of adaptation is not limited to Chariot but can be applied successfully

to many network-aware applications with request-response communication and bulk data

transfer from the server to the client. Instead of images, other "objects" may be trans¬

ferred. The core mechanisms have in fact been factored into a framework for network-

aware applications [21]; and [20] discusses the reuse potential of the framework.

2.2.3 Adaptive MPEGDecoder

The third example application is an adaptive version of the Berkeley software MPEG-1

decoder [107]. MPEG, which stands for Moving Picture Experts Group, is the name of

family of standards used for coding audio-visual information (e.g., movies, video, music)
in a digital compressed format. The MPEGstandards cover motion video as well as audio

coding, but in the adaptive MPEGdecoder only video is considered. A video is com¬

posed of individual images, or frames. Frames must be played at a movie-specified frame

rate (i.e., 25 frames per second). The standard distinguishes the following three frame

types: I frames (intra-coded images) are self contained, i.e., coded without any reference

to other frames. An I-frame is treated as a still image and encoded using the JPEG's

IS 10918-1 standard [152] (JPEG stands for the 'Joint Photographic Experts Group'). P-

frames (predictive-coded frames) require information from the previous I-frame and/or all

previous P-frames for encoding and decoding. B-frames (bidirectionally predictive-coded

frames) require information of the previous and following I- and/or P-frame for encoding
and decoding. The idea behind the P- and B-frames is that in a movie sequence, a frame

is likely to be similar to its predecessor and successor. Thus a particular frame can be

reconstructed from its predecessor and/or successor using motion compensation, which

requires less data than to store a whole frame. Therefore, the overall movie compression
rate can noticeably be increased. The details of the encoding and decoding can be found,

e.g., in [134] or [107]. The important aspects for us are that i) decoding is a computation¬

ally demanding task; and that ii) there is a deadline associated with each frame by which

it has to be decoded to ensure a smooth, jitter-free playback at the target frame rate.
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Figure 2.3: The phase model of an adaptive MPEGplayer.

A simple way of adaptation to available end system resources is to decode the movie

at one of the three quality levels corresponding to the decoding of all frames (IPB), IP-

frames and I-frames only. The Berkeley MPEGplayer offers the option to indicate at

start up time which of the three quality levels to use. The choice remains in effect for the

whole movie playback duration. The disadvantage of choosing a particular quality level

that remains in effect for the whole movie duration is obvious: If resources become scarce

during playback, the decoding process may get delayed; a too pessimistic choice at startup

on the other hand may not be able to make use of resources that become available during

playback. Additionally, for a given end system and movie, it may be hard to decide at all

at which quality level(s) the movie can be decoded on time. Furthermore, the decoding

quality level can depend on dynamic user preference, i.e., his focus of interest: If the end

user's attention turns to the movie, she would want to watch it in the best possible quality.
Sometimes, on the other hand, the user may want to do other work which requires a large
amount of resources; in this case, the movie should be decoded in a low(er) quality.

Therefore a more dynamic solution is desirable. This solution, which we implemented
in the modified version of the player, recurringly re-considers the quality level of the

decoding process as follows: The decoder determines the resource requirements of a

future movie sequence (whose length should be in the order of seconds) in the three

quality levels and decides, based on the available CPUresources (and possibly input from

the user), which level can be decoded with the available resources. Subsequently, the

frames are decoded into a buffer, from which they are displayed using a periodic scheduler

with the specified movie frame rate (see Figure 2.3).
The look-ahead window in the order of seconds is a compromise between the two

possible "extreme" solutions: On one hand, one could consider each frame individually,
but this would incur a high overall adaptation overhead. On the other hand, one could try

to estimate the CPUrequirements for the entire movie to minimize the adaptation over¬

head. The second approach, however, is questionable for a number of reasons: First, it

would need a generous buffer size to smooth out the large variability in per-frame decod¬

ing times. Second, in case of fluctuating end system resource availability, their estimates

may be wrong; and at best the decoder may loose an opportunity to exploit additional

resources that were not available at the beginning of the movie playback, at worse it is

unable to maintain the specified frame rate because of resource shortage. Third, this ap¬

proach is an unrealistic solution for a live broadcast with an undetermined ending time.

Fourth, user input (e.g., change of focus) can not be taken into account during but only at

the beginning of the movie decoding.
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Adaptivity in the realm of multimedia applications has been around for a few years

The main difference of our approach to existing ones [31, 50] is that it pro-actively esti¬

mates and matches future resource need and availability, in contrast to re-actively drop¬

ping frames as soon as a resource contention situation is discovered

2.2.4 Comparison of the Applications

In this section, we describe how the three applications adhere to the application domain

introduced in Section 2 1 In particular, for each application its task is listed, and we

explain where the deadline for the completion of that task comes from, how the task is

split up into several subtasks, and what the algorithm variants for the subtasks are

Furthermore, these three example applications are summarized and compared along
the following criteria

Adaptivity: Has the application been designed as an adaptive one from scratch, or has

adaptivity been added later on to an existing application?

Processing step: What does a single application processing step consist of?

Steps per task: How many times is a single processing step repeated to complete the

entire application task?

Adaptation considers: What kind of resources (end system CPU, network performance)
are considered by the application when it makes adaptation decisions?

Adaptation time: Whendoes adaptation occur? Are there several adaptation steps dur¬

ing the processing of an application task?

Adaptation solution space: Once the application has to adapt Howlarge is the space of

possible algorithm variants per adaptation step?

Adaptation view horizon: Whenadaptation decisions are made Howfar into the future

does the application look?

Table 2 1 relates the three example applications to the application domain (top half), and

the findings of the comparison of the applications (bottom half) From this table we can

conclude that although all three applications adhere to the domain as stated in Section 2 1,

they exhibit a number of significant differences and thus evidence the broadness of our

application domain According to the classification of Steenkiste, all our applications per¬

form proactive model-based adaptation [131] In this adaptation scheme, the application
has a model of its performance as a function of the various parameters characterizing its

run time environment, e g ,
network bandwidth and CPUrequirements Given this in¬

formation, the application uses the model to select its settings such that it will achieve

optimal performance Steenkiste furthermore distinguishes between performance-based

adaptation, where the application monitors its performance and reactively controls adap¬
tation based on these observations, and feature-based adaptation, where the application
monitors some feature of the application and uses that to adapt As shown by Bol¬

liger [20], model-based adaptation is the only scheme that is able to achieve an explicitely

quantified performance goal (that is, to meet a user-specified time-limit) Therefore we

restrict the scope of our work to model-based adaptive applications
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Adherence to application domain (Section 2.1)

Internet Server Chariot MPEGDecoder

Application
task

processing of request and

delivering of response

delivery of a set of images

(objects)

movie decoding and

display
Task deadline

given by

user time limit plus time

limit tolerance

user time limit movie duration/frame rate

Subtasks

type

single subtask equals

application task

concurrent prepare /

transmit of a single image

decoding of a number of

frames

Algorithm
variants per

subtask

single accept or reject

request

numerous several

transcoding options with

different parameters,

image reordering

three decoding quality
levels

Application comparison

Internet Server Chariot MPEGDecoder

Adaptivity by design by design added later at small cost

Processing

step

Steps per task

resource intensive request

processing followed by

reply transmission

resource intensive prepare

phase with concurrent

transmit phase

resource intensive decode

phase with concurrent

timing sensitive display

phase

single several several

Adaptation
considers

primarily end system

resources, secondary
network resources (RTT)

primarily network

resources (bandwidth),

secondary end system
resources

end system resources only

Adaptation
time

at request arrival (single,

aperiodic)

at request arrival and

whenever a prepare /

transmit phase finishes

(recurring, aperiodic)

at startup and in regular
intervals chosen by design

(recurring, periodic)

Adaptation
solution space

trivial accept or reject

request

very large several

transcoding options with

numerous parameters,

image reordering

simple three levels

Adaptation
view horizon

local single request local next prepare/
transmit phase) global
time left for response

local decoding of a

number of frames

Table 2.1: Comparison of the example applications.

2.3 A Model of Adaptive Applications

In this section we derive our model of adaptive applications based on the application
domain stated in Section 2 1 and the application examples described in Section 2 2 Al¬

though the model is general with respect to the type of resources an application adapts to,

the subsequent discussions will focus on the end system resource CPU, i e
,

with "adap¬
tive" we understand "adaptive to the CPU"

In the model, the application must produce its result within a certain time frame

Therefore, a known period of time is at the disposal of the application to perform its task

The task is divided into several subtasks, and upon completion of a subtask, the applica¬
tion determines its resource needs and the resource availability for the next subtask Thus,
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Internet Server Chariot MPEGDecoder

Occurrence of first

AP,

client request arrival client request arrival decoder start

Occurrence of next

AP;+i

none (end of request

processing window)

estimated completion of

the next prepare /

transmit phase

design constant

Resource

availability
determined at AP,

end system CPU,
network RTT

network bandwidth, end

system CPU

end system CPU

Resource needs

determined at AP,

CPUtime needed to

process request

time needed to transmit

image with available

bandwidth, and CPU

time needed to

transcode next image

CPUtime needed to

decode next frames

Subtask options accept or reject the

request

choice of transcoding

algorithm(s) and

parameters, image
choice

quality levels of

decoding

Table 2.2: Example applications related to the application model.

adaptation decisions are not only made once at the beginning of the task, but are made

repeatedly to take fluctuations of resource availability and demand into account. Table 2 1

shows an overview of how the example applications relate to this description.

Every time the application makes an adaptation decision, it has reached an Adapta¬
tion Point (AP). A new AP is triggered the first time at application startup before the first

subtask is run, and thereafter repeatedly as soon as the previous subtask completes. For a

particular task, APs are recurring, but in general aperiodic (i.e., their spacing is irregular).
Between APs, there is no adaptation. At every AP,, the application must first determine

the occurrence of the next APï+i. Subsequently it must find out about the resource avail¬

ability and the resource needs from the current AP, until the next APï+i. Finally, the

application has to choose one of the (potentially multiple) options to complete the next

subtask. Table 2 2 shows how the example applications relate to the APs, and Figure 2 4

visualizes the model.

When the application identifies options with differing CPUrequirements at an AP,,
then feasible options are the ones that can actually be executed with the CPUresources

available until the next APï+i. The CPUrequirements can be expressed as a request for a

number of CPUcycles within a specific interval. The length of the interval is determined

by the estimated occurrence of the next APj+i. As long as the requested cycles are de¬

livered in the interval, the application requirements are satisfied. The CPUrequirements
of all options are presented to the operating system in a ranked list sorted by application

preference, and the operating system decides which one is realistic, based on resource

requirements and overall resource availability. The operating system's choice is commu¬

nicated to the application so that it can take the necessary actions.

An application adhering to our model is faced with two problems: first, it must de¬

termine the resource needs of every computing option; second it must be able to find out
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Figure 2.4: A model of adaptive applications.

about future resource availability to choose a suitable computing option. The following
Sections 2.3.1 and 2.3.2 address each of these issues.

2.3.1 Prediction of Future Resource Needs

An issue relevant in the context of adaptive applications is the prediction of the resource

needs of their algorithm variants. Although this is not the main focus of our work, three

methods of resource need prediction are listed to show that the problem can be tackled in

various, practical ways.

One solution is to analyze the executable and to calculate, based on the machine

model, the maximum execution time. This approach is widely used in the domain of

real-time systems, since they have a fixed set of processes with hard deadlines that must

not be exceeded under any circumstances. Work started on the source level to derive lower

and upper bounds on execution times for language statement like conditionals and repeti¬
tions [120]. To obtain tighter bounds, several techniques to incorporate the programmer's

knowledge about program behavior (i.e., maximum number of loop iterations, impossi¬
ble execution paths) by annotating source code have been proposed [32, 105, 112]. On

the machine level, various models and calculation schemes for CISC [106] and RISC

processors [62, 80] were suggested; current research centers around the issues related

to instruction [5, 80, 101] and data caches [80], an integrated view of both instruction

cache and pipeline [63], and issues arising in the context of object-oriented programming

languages in a multitasking environment [33].
These approaches are quite complex, but give results that are on the safe side, i.e.,

that are worst-case estimates exceeding the real usage. The main drawback is that—to

be usable for adaptive applications—the analysis would have to be done for all operating

system functions called, and their transitive closure within the OS. The analysis to this
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extent would be quite complicated and would require access to the OSsource code, which

is not always available

Another solution is to run the actual code of an instrumented version of the application
and to store the results for further prediction This approach has been used in the exam¬

ple applications as follows In Chariot, for all images in the database and all applicable

transcoding operations, the costs of those operations were measured and stored for later

resource usage prediction In case of the MPEGdecoder, the per-frame decoding times

were measured for each movie

This approach gives realistic "average" results that are dependent on the machine and

operating system used The actual usage can be different from that average since the

application run time is sensitive to factors like cache content, memory usage and bus

load, which vary from measurement to measurement and are beyond our control The

main drawback ofthat approach is that the meta-data consumes a lot of memory (in the

case of Chariot, there are thousands of images, dozens of transcoding operations with

hundreds of parameter levels For each of the combinations the resource usage must be

measured and stored) or cannot be established at all (in the case of the MPEGdecoder that

plays a live broadcast) Furthermore, for each architecture/operating system combination,
the measurements have to be re-done

A third solution is to use indicators and a model that predict execution time In Char¬

iot, linear regression [68] is applied to predict the costs per image transformation (ex¬

pressed in CPUtime) as a function of the image size (width x height in pixels) A similar

approach is deployed in the MPEGdecoder where the frame size (in bytes) is a good

predictor for decoding time [17] The regression parameters can either be stored from

previous runs or established at run time and on the fly by means of a feedback mecha¬

nism (i e
,

the application measures the actual resource consumption and uses the data to

initialize and then later to refine the regression parameters)
This approach may produce less accurate results than the second one, on the other

hand it is independent of a particular architecture/software combination if the regression

parameters are established at run time The approach may also be used when a-priori
measurements are impracticable or impossible (e g ,

live broadcast)
For the MPEGdecoder, the latter two approaches are discussed in more detail in

Section 5 6 1

2.3.2 Prediction of Future Resource Availability

Once an application has established the resource needs of the various computing options
to complete the next subtask (by means of any technique discussed in Section 2 3 1), it

must discover the future resource availability to find the subtask variant(s) that can be

executed with the available resources In this section, we identify a prediction-based and

a reservation-based approach to determine future resource availability
The first, prediction-based, approach extrapolates future resource availability based on

measurements of the past and a prediction model Measured values can be the Unix load

(one-minute smoothed average of the run queue length, i e
,

number of processes ready
to run) used in Chariot and other approaches [41, 42, 43], or the output of the vmstat

utility, which provides periodically updated readings of CPUidle time, consumed user



16 Chapter 2: Adaptive Applications and their Processor Demands

time, and consumed system time, presented as percentages [154], or a combination of both

metrics as in [154] The measured values are processed with linear time series analysis

techniques to obtain a forecast of future values [23]
The advantage of the prediction-based approaches is that they can be used without any

changes to the host operating system and scaled to clusters of PC's [44] The drawbacks

are on the one hand that measurements must be obtained before running the forecast,
which may take some time On the other hand, there is—depending on the quality of the

measured data and the prediction model—always an error between prediction and actual

resource availability
The second, reservation-based, approach is based on the idea that all applications must

communicate their resource needs to some (end system) central resource management au¬

thority that decides on the assignment of the resources to the individual applications at run

time Based on the admitted allocations and the resource manager's assignment policy,
the amount of free resources per application is exactly known even into the future The

precision of this knowledge depends on the accuracy of the resource reservations For

example, if an application tried to "cheat" and consistently over-allocated resources, the

system would see a smaller amount of free resources than there are effectively available

However, applications are encouraged to report their effective resource needs when mak¬

ing reservations for two reasons First, if they under-reserve, they hurt themselves since

they will not be able to complete the corresponding subtask on time Second, if they

over-reserve, the likelihood that a reservation is admitted decreases, thus the application's

request may not be granted at all

Reservation-based approaches have the advantage that future resource availability is

known accurately Additionally, since resource assignment is done by a central authority,
various resource management policies can easily be enforced A disadvantage is that this

authority is best situated in the operating system kernel to avoid its circumvention by
malicious applications Therefore, changes to the operating system are needed

2.4 Implications on CPUManagement

In this section, we list the implications of our model of adaptive applications (Section 2 3)
for an end system resource CPUmanagement system This system is subsequently called

"scheduler" These implications are illustrated with the example applications (presented
in Section 2 2)

Multiple Choice Resource Requests

Adaptive applications are often able to cope with reduced resource availability, since for

a certain processing step, they can choose from various options with differing resource

requirements To select one of the options, they should know in advance—but at least at

the AP,—howmuch resources they have at their disposal until the next APï+i to find a

suitable subtask whose resource needs match the amount of available resources

Example: The resource-aware Internet server accepts or rejects a request Chariot

can choose which image to transcode next, and which transcoding operation with what
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parameters to apply The MPEGdecoder must decide at which quality level to decode the

next couple of frames

Therefore, the scheduler must provide some means for the prediction of future re¬

source availability (see Section 2 3 2 for details) Additionally, a suitable negotiation
interface between the application and the scheduler is needed that permits the application
to find out which of its various options are feasible

Flexible Resource Requirements

The main requirement of adaptive applications to the proposed scheduler is that they
receive the once negotiated resources by the next APï+i The details of when and how

the scheduler assigns the CPUto the application within the interval between the two APs

is irrelevant to most applications, as long as the application gets its resources by the next

APï+i The scheduler is thus free to allocate all resources at the beginning of the interval

(between the current and the next AP), to distribute them evenly over the whole interval,
or to assign all resources at the very end of the interval, or to take any other alternative

Example: The resource-aware Internet server must finish the request processing
within the request processing window (Figure 2 1 on page 7) In Chariot, a particular

prepare step (i e
, transcoding operation) must be finished by the estimated end of the

concurrently running transmission step (Figure 2 2 on page 8) The MPEGdecoder must

decode a certain number of frames until they are needed by the subsequent display step

(Figure 2 3 on page 10)

Therefore, on one hand the scheduler must make sure that it does not contract out

more resources than are available This can be achieved by admission control [130] On

the other hand, the scheduler has the additional degree of freedom to decide when exactly
to assign the CPUto which application within the interval, as long as all applications get
the once granted resources This degree of freedom can be useful to maximize the overall

CPUutilization when several applications compete for resources

Resource Reservations are Appealing

The previous two paragraphs provided a rationale for the deployment of a resource reser¬

vation scheme in the scheduler On one hand, resource reservation ensures a high pre¬

dictability of resource availability, on the other hand it avoids—in cooperation with an

admission controller—the over-commitment of resources The main idea is that applica¬
tions communicate their processing options to the scheduler, and the scheduler decides—

based on "technical" feasibility and a yet to be defined policy—which of the options can

be executed

Resource Reservations as a High-Level Abstraction

Once we advocate the deployment of a resource reservations scheme, it is desirable to

provide reservations as a high-level abstraction to the user (i e
, application programmer)

instead of strongly binding a particular reservation to a single process This separation
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allows for a reservation to be shared among a number of processes that jointly co-operate

to complete a task.

Example: To transcode images, Chariot uses the programs djpeg to decode a JPEG

image and cjpeg to encode that image again in JPEG, but with different quality pa¬

rameters. Resources are allocated as a whole to this transcoding step, which is actually

performed by two separate programs (processes).

Application-Specific Adaptation Decisions

How an application adapts to changing resource availability is highly application-

dependent. In general, an application may not be able to specify all the details of its

adaptation policies in advance, i.e., at application startup for the entire application dura¬

tion.

Example: The resource-aware Internet sever must decide whether to accept and pro¬

cess a request or immediately send back a rejection message. In Chariot, images are

reordered or different transcoding algorithms may be selected; these decisions also de¬

pend on the estimated bandwidth and user input. The adaptive MPEGdecoder can drop a

certain type of frames.

Therefore, an application programming interface (API) that is as general as possible
is needed.

Dynamic, Aperiodic Resource Requirements

The precise resource requirements of adaptive applications, as well as the number and in¬

terarrivai spacing of the APs, are unknown at application compile time or end system build

time. Additionally, in general, the APs are non-periodic in time. The detailed resource

requirements (and therefore reservation parameters) depend on many factors known only
at run time, like user input (e.g., time limit, query image, movie selection), network pa¬

rameters (e.g., maximum and available bandwidth) and end system parameters (e.g., end

system load). Furthermore, the number of adaptive applications competing for resources

on an end system may vary dynamically. The application is expected to run through a

number of APs until its task is completed. Therefore, it does not only adapt once at

startup, but reconsiders the amount of available and needed resources several times.

Therefore, a dynamic, online scheduler4 is needed that (re-)computes its schedule at

run time based on the number of applications, their resource requirements and the amount

of available resources.

Inaccuracy of Resource Usage Predictors

Model-based adaptive applications are driven by estimates of future resource availability
and a model of their resource requirements. These estimates and models may not al¬

ways be completely accurate. Thus, mismatches between predicted and actual resource

consumption can be expected.

4A dynamic scheduling algorithm determines schedules at run time as new tasks arrive; the algorithm
executes online, but its properties can be analyzed offline [130]
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Example: In the resource-aware Internet server, the size of the request processing
window depends on the estimates of the RTT between server and client, and the expected

request processing costs. Based on that data, a decision to accept or reject a request is

made. Chariot's adaptation mechanism relies on information about network bandwidth,
and image transcoding costs. The adaptive MPEGdecoder needs an estimate of the de¬

coding costs of a number of frames.

The scheduler should be able to handle gracefully those situations where predicted
and actual resource consumption mismatches. There is under-reservation if the predicted
resource usage (and the reservation based on it) is smaller than the actual usage, and

over-reservation otherwise. Over-reservation is not a problem for a particular (single)

application, since it will receive the allocated resources anyway, but the overall end system

throughput can severely degrade if all applications over-reserve considerably. Under-

reservation, on the other hand, is more serious for an application, since it may not be able

to finish its task by the expected deadline.

Hybrid Nature of Adaptive Applications

Adaptive applications have a hybrid behavior with regard to resource usage since they
switch back and forth between best-effort and reserving scheduling mode. In a server,

administrative activities like accepting an incoming connection and forking off a child

process to handle that request can only be scheduled in best-effort mode due to random

request arrival. However, once the child process has obtained the necessary information

(e.g., user time limit, details of the request processing's resource requirements), it can

start to place reservation requests.

Therefore, the scheduler must support best-effort as well as reserving mode for adap¬
tive applications and allow an easy and fast change between the two modes. Additionally,
best-effort scheduled applications should have a reasonable response time.

Coexistence of CPU-Reserving and Best-Effort Applications

Not all applications on the end system may want to adhere to the model of adaptive appli¬
cations. In the case of the image retrieval server, there might be some unrelated daemon

processes running. On a workstation, on the other hand, users can view a movie and si¬

multaneously run a compilation as well as a text editor. The compiler and editor can be

scheduled using a default best-effort scheduler. Furthermore, it would be prohibitively

expensive if all applications running on the end system would have to be converted to use

our model of adaptive applications (even if they were not adaptive at all), and these costs

would pose a significant barrier to the deployment of the proposed scheduler.

Therefore, both best-effort processes as well as adaptive applications with reserva¬

tions must be supported within one single system. This single system, of course, may

be composed of two parts, one to handle the best-effort processes, and another one to

handle the processes with reservations. However, this composition should be hidden from

the best-effort applications in the sense that they must run on the system without any

modifications.
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Dynamic Usage Mix

In the previous paragraph we motivated the deployment of a hybrid resource manage¬

ment scheme that accommodates both best-effort processes as well as processes with

reservations. Since the number of these two kind of processes as well as their resource

requirements are dynamically changing, the scheduler must cope with that variability.
A fixed assignment of CPUbandwidth to these two classes (e.g., X%to best-effort and

100%—X%to reservations) is hence inappropriate, since it would waste resources. If

only a few processes with small reservations are in the system, all the remaining CPU

should be available to best-effort processes. On the other hand, if a lot of processes want

to reserve resources, they should be able to do so up to a certain limit. Furthermore, pro¬

cesses with reservations should be able to use the CPUentirely if there are no best-effort

processes.

Therefore, the scheduler should dynamically adjust the resource assignment to both

best-effort processes and processes with reservations, giving preference to the latter class.

Furthermore, an upper bound on the amount of CPUgranted to processes with reserva¬

tions is necessary so that at least a small, non-zero fraction of the CPUremains available

for best-effort tasks that are vital to the integrity of the end system (e.g., daemons) and for

(adaptive) applications running in best-effort mode. Additionally, best-effort processes

need reasonable response time; i.e., the fraction of resources assigned to them should be

available constantly at a fine granularity (e.g., 10ms every 100ms and not in bursts, e.g.,

1 sec every 10 sec).

Hard Guarantees vs. Flexibility

Adaptive applications are by their definition and design able to adapt themselves to fluc¬

tuating resource availability. Although resource reservations are highly desirable for a

predictable operation as illustrated in Sections 5.4-5.6, adaptive applications do not need

hard guarantees in the sense of real-time systems. In those systems, a hard deadline

"means that it is vital for the safety of the system that this deadline is always met" [ 130].
In contrast, adaptive applications have soft deadlines which "means that it is desirable to

finish executing the task (job) by the deadline, but no catastrophe occurs if there is a late

completion" [130].

Having soft deadlines instead of hard ones can increase the flexibility of the system

design: A simple scheme that is able to "almost always completely" fulfill reservations

might be good enough for adaptive applications. Moreover, since those applications adapt
several times until they complete a particular task, they can take a later completion of

a subtask into account at the next adaptation point. Additionally, due to inaccuracies

in the resource usage predictors, hard deadlines are not feasible anyway. Relaxing the

'hardness' of resource requirements makes it furthermore practicable to use an off-the-

shelf best-effort operating system as a base for our scheduler for adaptive applications,
and thus get the rich set of features they offer "for free". In contrast to real-time operating

systems, best-effort OSes do not provide any guarantees for an upper bound on system
call time.
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Unrestricted Operating System Access for Adaptive Applications

Adaptive applications should be allowed to use all features of a general purpose end sys¬

tem operating system without any restrictions In doing so, they may block on I/O or

other events Thus they may expect delays whose duration is hardly predictable

Example: The resource-aware Internet server sends and receives network packets

(I/O), and to process a request it may access the disk Chariot performs I/O similarly,
and furthermore the transmit thread can only send an image after the previously running

prepare thread has finished the transcoding
The scheduler should handle these cases such that the application that has blocked is

later allowed to catch up the backlog in a way that does not delay other processes with

reservations

2.4.1 Summary: Requirements

From the needs and characteristics of adaptive applications as discussed above we can

summarize the requirements for a CPUmanagement system as follows The CPUman¬

agement system must provide

• Time bounded resource reservations available as an abstraction to the user,

• Admission control (to prevent over-commitment of resources) with a negotiation
mechanism to choose from various resource options (to notify applications of the

choice),

• Dynamic, online scheduling,

• Graceful handling of special cases like blocking processes, under-reservation of

resources and over-reservation of resources,

• Easy and fast switching of adaptive applications between best-effort and reserving
mode,

• Reasonable response times for best-effort applications,

• One single, transparent scheduling system for both best-effort processes and pro¬

cesses with reservations,

• Dynamic CPUdistribution between those two classes of processes,

• Maximal overall system utilization for processes with reservations

2.5 Current Practices in Processor Management

In the following Sections 2 5 1-2 5 6, we first review previous work in the area of CPU

scheduling and relate each of the described approaches to the requirements of a CPUman¬

agement system for adaptive applications by comparing them against the criteria listed in

Section 2 4 1 Table 2 3 on page 36 summarizes these findings
An important issue in the context of processor management is resource usage account¬

ing, because it depends on its accuracy whether the reserved amount of resources is indeed

delivered to the processes This issue is discussed in Section 2 5 7
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2.5.1 Best-Effort Scheduling

Best-effort scheduling can be subdivided into non-preemptive scheduling, where pro¬

cesses run either until completion or until they block, and preemptive scheduling where

the CPUmay be taken away from a running process [37, 122, 143] Examples for non-

preemptive scheduling disciplines are "first-in first-out" (processes queued and scheduled

in arrival order) and "shortest job fist" (processes queued in order of expected run time)

Although simple to implement, non-preemptive scheduling does not guarantee acceptable

response times, thus it is not well suited for interactive systems

The classical example of a preemptive scheduling discipline is "round-robin", where

each process is assigned a time quantum (or interval) during which it is allowed to run

If the process is still running at the end of the quantum (or the process has blocked), the

CPUis preempted and given to another process Such a scheduler is easy to implement
since it only needs to maintain a list of runnable processes Processes to run are selected

from the head of the list and put back at the tail of the list

Round-robin makes the implicit assumption that all processes are equally important,
which may not be true In this case, each process can be assigned a priority, and the sched¬

uler picks the process with the highest priority to run This scheme is called multilevel

queue scheduling since the run queue is split into separate queues corresponding to the

priorities
Priorities can be assigned statically or dynamically The use of static priorities can

lead to starvation when a low priority process is prevented from running by high pri¬

ority processes [122] This problem can be solved by allowing priorities to vary dy¬

namically One possibility called aging is to gradually increase the priority of processes

that wait in the system for a long time [122] Another dynamic scheme is decay-usage

scheduling, where for every process an exponentially-decayed average of recent proces¬

sor usage is kept to adjust process priorities dynamically, giving high priorities to pro¬

cesses that have consumed little CPUin the past This scheme gives high responsiveness
for I/O-intensive applications and prefers them over long-running CPU-bound processes,

this property makes it a good choice for interactive systems like the different flavors of

UNIX [7, 58, 87] The dynamic priority assignment schemes are also called multilevel

feedback queue scheduling, since processes are allowed to move between queues Sec¬

tion 4 4 1 gives some details on the implementation of this scheme in NetBSD [87]

UNIX System V Release 4 [58] introduced the notion of priority classes The range

of process priorities is partitioned into a number of priority classes According to [58],

initially there were three priority classes, ordered in decreasing priority/importance real¬

time processes (fixed priority preemptive policy with optional maximum time quantum
for round-robin scheduling of processes with equal priorities)3, system processes (fixed

priorities for operating system processes) and time-shared processes (dynamic priorities
based on resource usage, as in traditional UNIX [115]) Each class has its own scheduling
characteristics and class dependent routines that calculate the priority level of a process

within the range permitted for that class The kernel's process selection code can then

A process in the real-time class keeps its priority unless the user changes it Such a process can thus

easily block the whole machine
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(independently of the number and the properties of the priority classes) select the process

with the highest priority to run. An example implementation ofthat scheme for SunOS 5.0

is described in [75], and [49] reports on the addition of a new priority class for interactive

processes. In IRIX, this scheme has been enhanced to support periodic deadline tasks [13]
where each (admitted) task is guaranteed to receive its desired allocation within each

(periodic) interval.

Although widely deployed in many UNIX systems, the exact behavior of the multi¬

level feedback queue scheduling scheme is hard to quantify, but some analytical mod¬

els have been developed which help to achieve service rate objectives for long-running

compute-bound workloads by adjusting the nice-values of processes [64, 65].
There have been various approaches to augment the basic scheme with scheduling

functionality for real-time processes [13, 75], and to define a standard for real-time ex¬

tensions to UNIX [54, 55]. However, it has been shown that even for a static set of

processes with different computational requirements (e.g., interactive editing, continuous

media captured from a video board and rendered by an X-Server, batch compilation), it is

very hard if not impossible to find the right assignment of jobs to scheduling classes (e.g.,
either time-sharing or real-time), and within each class of jobs to priorities (real-time) or

nice-values (time-sharing) [98].

Discussion

Best-effort scheduling is a dynamic, online scheduling scheme that can accommodate a

dynamically changing number of processes with different resource requirements but does

not provide any resource reservations. Although static priorities can give preference of

one process over the other, they are by no means a reasonable abstraction in the hand

of the end user (but they can be used as a base for the implementation of higher-level
resource reservation abstractions). Lacking a resource reservation mechanism, there is

also no need to have an admission controller, or to handle over- or under-reservation.

Weconclude that best-effort scheduling alone can at most cover the best-effort part of

a processor management system for adaptive applications and can thus serve as a reason¬

able base for such a system. However, it is not suitable to satisfy the needs of adaptive

applications especially with regard to resource reservations. Hybrid schemes, i.e., best-

effort operating systems with real-time extensions, can provide reservations and handle

best-effort processes at the same time. The suitability of real-time scheduling for adaptive

applications is discussed in the next section.

2.5.2 Real-Time Scheduling and Resource Guarantees

Real-time systems have the inherent characteristic that their specifications include timing
information in the form of deadlines by which a certain task must be completed. A hard

real-time system has to guarantee that critical tasks always complete on time to ensure

correctness and safety of the system. Examples for hard real-time systems are systems
that control scientific experiments, medical imaging systems, industrial control systems

or robots. In soft real-time systems, on the other hand, deadlines may be missed with-
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out compromising the integrity of the system. Examples for soft real-time systems are

continuous media applications (audio/video replay) or visualization applications.
Tasks with deadlines can be either periodic or aperiodic. Periodic processes are char¬

acterized by their period, their deadline (which often equals the period) and their (recur¬

ring) required execution time per period. Aperiodic processes have also a deadline and

required execution time, but their arrival is a "one shot" random event. If an aperiodic pro¬

cess has a minimum period between any two arrivals, it is said to be sporadic. Aperiodic

processes with hard deadlines must be sporadic to be amenable to schedulability analysis.

Sporadic processes can be transformed conceptually to periodic ones and thus be treated

like periodic processes for schedulability analysis. A scheduling algorithm is static if it

calculates the schedule for each process in advance; whereas a dynamic scheduling algo¬
rithm determines schedules at run time [130].

The two classical static hard real-time scheduling methods are the rate monotonie

(RM) fixed priority scheduling and the earliest-deadline (EDF) dynamic priority schedul¬

ing [81]. Both methods make the following assumptions on the task set (citing Liu and

Layland, [81]):

1. Task requests are periodic;

2. Deadlines consist of run-ability constraints only, i.e., each task must be completed
before the next request for it occurs;

3. Tasks are independent in that requests for a certain task do not depend on the initi¬

ation or the completion of requests for other tasks;

4. The run time for each task is constant and does not vary with time;

5. Non-periodic tasks are special and do not have hard deadlines.

These assumptions imply that tasks do not suspend themselves, they do not synchronize,
share resources or have other constraints with respect to other tasks. Furthermore, tasks

must be fully preemptable at any point during their execution. Both RMand EDF are

preemptive and priority-driven scheduling methods.

RMassigns (static) priorities to tasks according to their request rates (thus indepen¬

dently of their per-period execution times). By this policy, high-frequency tasks are im¬

plicitly considered more important than low-frequency ones. In EDF, on the other hand,
the task with the closest deadline has the highest (dynamic) priority. For both methods,
least upper bounds on processor utilization can be calculated, and additionally it can be

proved that there is no other fixed [dynamic] priority assignment rule that can schedule a

task set which cannot be scheduled by RM[EDF] [81]. If a task K, has a period T, and a

run time per period of C,, the processor utilization Ufor a set of mtasks can be defined as

U= X j (C,/T,). For RM, the least upper bound isU = m(2llm - 1) (= ln2 = 0.69 for

large m), for EDF it is U < 1, as shown in [81]. These values can be used for admission

control to deny processes that would otherwise cause system overload. Subsequent work

has shown that U= 0.88 is a more realistic bound for RM[78], and can even be increased

to U= 1 if all periods are harmonic [92].
There are various approaches to extend the fixed priority RMscheduling method to

support soft aperiodic [35, 79], hard aperiodic [36, 145] or a mix of soft and hard aperiodic
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tasks [126, 140]. Similar functionality extensions to the dynamic priority EDFscheduling
have also been proposed [123, 127]. All those extensions rely on the basic assumptions

(listed above) as stated by Liu and Layland.

Other work relaxes these initial assumptions to allow for dependencies (i.e., synchro¬

nization) between real-time processes [119]. Subsequently, schemes for scheduling (non-

preemptive) tasks with time and resource constraints on single [159] and multiproces¬
sor [ 114, 128] systems have been proposed, which can be used either statically or dynam¬

ically. These schemes work essentially by exhaustive search of the solution space, which

is represented by a search tree. The root is ofthat tree is the empty schedule, intermedi¬

ate vertices are partial schedules, and a leaf is a complete schedule. Tasks are added to

the solution space one after the other taking the resource and timing constraints into ac¬

count. The search finishes if a complete and feasible schedule is found; if an intermediate

schedule turns out to be infeasible, that branch of the search tree is pruned. Heuristics are

used to determine which task to add next to the solution space, this limits search time and

increases the likelihood that a feasible schedule is found.

Real-time applications that are deployed in dynamic environments require support
for scheduling jobs as they arrive. If system overload is assumed to be impossible, then

dynamic schedulability analysis based on EDF can be used. Unfortunately, under EDF

system performance can rapidly degrade in case of overload [83], since the arrival of a

new job may result in all the previous jobs missing their deadlines. Dynamic planning-

basedscheduling approaches [113] perform a feasibility check at run time: A dynamically

arriving task is accepted for execution only if it is found feasible, i.e., will make its dead¬

line. An example of such an approach is the Robust Earliest Deadline (RED) scheduling

algorithm [28], which uses EDF in a planning mode and provides dynamic guarantees.
REDadds an importance value and a deadline tolerance to each task, and considers two

classes of tasks, namely critical ones (once accepted, they are guaranteed to complete
within deadline in underload and overload condition) and hard ones (once accepted, they
are guaranteed to complete within deadline in underload conditions). Thus once admitted

hard tasks may be rejected later if a critical task arrives in the system. Upon arrival of a

new task, they system tries to maximize the value of all admitted tasks, and may decide

to remove an already admitted task of low value in favor of a new task with high value.

Another variation is to introduce imprecise computations where the real-time task

is decomposed into a mandatory subtask that must be completed, and an optional part
that may be executed, depending on run time dynamics, i.e., resource availability [27,

82]. Other work has shown that the strict preemptive nature of RM(and EDF) leads to

inefficiencies when used to schedule protocol processing for multimedia applications, and

proposes and analyzes a delayed preemption to solve that problem [59].

Burns [26] gives a good review of scheduling techniques for hard real-time systems.
Stankovic et al. [129] summarize the classical scheduling results for real-time systems.

An approach to combine the flexibility of a general-purpose best-effort scheduled op¬

erating system with the predictability of a real-time system can be found in the implemen¬
tation of the Real-Time Linux operating system [11, 12]. The main idea of this system
is to put a small and simple real-time operating system (RT OS) between Linux and the

actual hardware, and have Linux run as a task only when there is no real-time task to
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run, and to preempt Linux whenever a real-time task needs the CPU. All interrupts are

caught by that RT OS and are either processed directly or forwarded to the Linux OS.

The main application domain of Real-Time Linux is the control of scientific instruments

and robots [12]. Real-time programs should be split into i) a small and simple part with

hard real-time constraints that is executed by the real-time scheduler; and ii) a larger part
that does more sophisticated processing and is running as a best-effort scheduled pro¬

cess under Linux. The Real-Time Linux scheduler is a periodic priority-based preemptive
scheduler and assumes the applications to relinquish the CPUvoluntarily upon comple¬
tion of their computing period. Additionally, there is no admission controller.

Discussion

Real-time scheduling provides strict resource guarantees for a static set of processes ad¬

hering to a number of restrictive assumptions. Real-time processes have one single well-

defined option of resource requirement (i.e., they either run correctly if the resources are

granted, or fail otherwise), and there is a strong binding between a process and its re¬

source guarantee. Whereas the resource guarantees for periodic tasks typically do not

have any temporal bound (i.e., they "run forever"), those for aperiodic tasks do. Given

the execution time of all processes, an admission controller can ensure that resources are

not over-committed; full resource utilization for a set of real-time processes is possible.
Nevertheless, a transient overload (i.e., a process that executes longer than expected) or

the blocking of a process (e.g., on I/O) can cause processes other than the "faulty" one

to miss their deadlines. There are schemes that take resource constraints into account,

but they assume non-preemptability of tasks, which is not feasible in the environment of

adaptive applications. Pure real-time scheduling has not been designed to handle a set of

dynamic best-effort processes. Although the Real-Time Linux approach eliminates this

inflexibility, the other drawbacks specific to real-time scheduling remain.

Weconclude that although real-time scheduling approaches provide resource reser¬

vations, they are not suitable in the very dynamic environment of adaptive applications
since some of them are either targeted at a static set of periodic applications, or make too

restrictive assumptions on the task set (no interactions, non-preemptability, no resource

sharing). Additionally, none of the presented pure real-time scheduling approaches is able

to handle dynamic best-effort processes. Furthermore, it is highly questionable whether

the behavior of dynamic, adaptive applications with regard to interaction with other pro¬

cesses and the OS as well as with regard to resource sharing can be characterized to the

extent necessary to make them amenable to the schedulability analysis of one of the de¬

scribed real-time scheduling schemes.

2.5.3 Scheduling for Multimedia

Multimedia systems share some properties of real-time systems, such as the periodicity of

tasks (e.g., a movie frame must be displayed at a specified rate) and their soft real-time re¬

quirements [133]. On the other hand, multimedia applications exhibit some degree of dy¬
namic behavior and unpredictability (e.g., an MPEGdecoder requires a variable amount

of cycles to decode a single frame). Furthermore, in case of overload, they are expected
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and able to scale back their processing requirements, i.e., play back a movie with reduced

frame rate (e.g., based on performance feedback). From the end system's point of view,
since real-time programs are mixed with non time-constrained programs, the schedul¬

ing policy must accommodate a dynamically changing mix of programs. Furthermore,

computation times (i.e., resource usage) should be measured accurately [90] especially if

several processes contribute to the result (e.g., in a micro-kernel environment).

Mercer introduced the Processor Capacity Reserves abstraction [88, 91, 92] specif¬

ically designed for a microkernel architecture for measuring and controlling processor

usage of real-time and multimedia applications. The framework supports reservation and

admission control and is targeted toward multimedia applications with the goal to provide
the predictability of real-time systems while retaining the flexibility of a time-sharing

system. The abstraction and a graphical front end for its management [89] have been im¬

plemented under the Real-Time Mach operating system [1,146]. The reservation strategy
consists of i) a capacity specification mechanism by indicating the period in seconds and

the CPUutilizations as a percentage of the period, and the start time of the reserve to take

effect; ii) an admission control mechanism which employs either the RMor EDF analy¬
sis as in real-time systems; Hi) a scheduling mechanism (either RMor EDF); and iv) an

exact measurement of per-process consumed CPU, which is important in a micro-kernel

environment where the running time of a server has to be charged to the client invoking
that particular server. The capacity reserves abstraction forms the basis for a more sophis¬
ticated management of system resources. Together with user-level protocol processing,
it provides predictable network service as needed by multimedia applications [93]. As

another application, a dynamic quality of service server has been developed which allows

applications to dynamically adapt in real-time based on system load, user input or appli¬
cation requirements [77]. Clients specify their resource requirements as the minimum,
maximum and most-desired levels of computation time and period. The server is free to

pick any value from this range, directed by the client-specified quality adjustment policy,
which is selected among several predefined server-provided policies.

Ni eh has presented SMART, a scheduler for multimedia applications [97, 99, 100].
The work is motivated by the observation that multimedia applications cannot be sched¬

uled reasonably well even with the real-time extensions of a standard time-sharing Unix

scheduler [98]. SMARTprovides two kinds of support for multimedia applications: One

is to support the developer with three programming constructs: a time constraint that

specifies the deadline and CPU-estimate of a block of application code; a notification
mechanism to allow the scheduler to inform the application via an upcall when its timing

requirements cannot be met; and an availability mechanism that allows the application
to find out its current CPUconsumption and its possible allocation (if the latter is larger
than the former, an application may increase its computing demands). To the best of our

knowledge, the time constraint has no temporal bounds, i.e., it remains into effect from

the moment of the request until forever. The other concept is aimed at the end users and

allows them to control processor allocation among a set of applications by assigning each

application a priority, and applications within the same priority a share. Thus, SMART

effectively separates the notion of importance (value for user, based on weighted fair

queuing [38]) from the notion of urgency (real-time constraints, scheduled EDF). This
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model applies uniformly to both real-time and best-effort processes. In case of overload,
the SMARTalgorithm degrades conventional applications, and selectively drops slices of

real-time applications, and notifies the applications thereof (since the basic algorithm does

not provide admission control).

Jones et al. presented an approach to predictably and efficiently schedule multiple

independent applications with real-time characteristics concurrently with traditional non-

real-time applications [71] in the Rialto operating system [69]. Three fundamental ab¬

stractions are provided in Rialto: First, an Activity object is the abstraction to which

resources are allocated and against which resource usage is charged. Each application is

associated with a separate activity, and activities may span address spaces and machines,
and may have multiple threads associated with them. Second, CPUReservations are

made by activities to ensure a minimum guaranteed execution rate and granularity and

are in the form of "reserve X units of time out of every Y units". This means that if an

activity A has a reservation for Xunits out of every Y units, then for every time T, A will

be run for at least X time units in the interval [T, T + Y]. Third, a Time Constraint is a

dynamic request issued by a thread that the code (whose upper bound on execution time

has to be known) associated with the constraint be run to completion between a specified
start time and deadline. When submitting the request, a feasibility analysis is performed,
and the thread is told whether its request can be satisfied or not, allowing it to take appro¬

priate action. Requests for Time Constraints are analyzed on a case by case basis when

emitted, thus there is no advance guarantee that a repeating Time Constraint will be met.

CPUReservations and Time Constraints are independent in the sense that an application
can use either or both of them. The implementation in Rialto consists of i) a precom-

puted scheduling graph for CPUReservations (with a periodically repeating schedule);

ii) an EDF execution order for admitted Time Constraints; Hi) a round-robin scheduling
of multiple threads within an activity; iv) a time-shared scheduling of free (unreserved)
resources among all runnable activities (thus real-time tasks can cause best-effort tasks

to starve) and v) a mechanism that compensates the delay for briefly blocked activities—

that mechanism is in contrast to purely EDF-based approaches (like Nemesis [66, 116] or

DASH[2]), which in such a scenario have an undefined behavior.

Baker-Harvey presented the ETI Resource Distributor, a multiple-choice resource

management scheme targeted primarily at periodic real-time applications [9] that run on a

multimedia processor emulating hardware devices. The scheduler provides absolute guar¬

antees in the face of a dynamic task set. Tasks are primarily periodic and have discrete

resource requirements (e.g., a MPEGplayer may play all frames, or may drop a number

of frames. Thus the resource requirements vary in discrete steps according to the number

of frames). Additionally, tasks are able to shed load in case of overload, i.e., an MPEG

player can drop frames or change resolution to use fewer resources. ETI consists of three

components: First, the Resource Manager allocates resources to competing tasks. A task

submits a list of ordered entries to the Resource Manager. Each entry corresponds to a

particular level of quality of service (QoS) that the application can provide and is char¬

acterized by the period, the amount of resources needed per period, and a handle to a

function to be called every period. The Resource Manager first determines if the new task

can be admitted at all (a new task is admitted if and only if the sum of the minimal re-
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source requirements for all threads in the system can be accommodated if the new thread

would be admitted), and it then determines the QoS-level per application. Second, the

Scheduler implements an EDF schedule. Third, the Policy Box is consulted if the Re¬

source Manager is unable to satisfy the highest quality resource needs of all applications
and decides which application should be degraded to what extent.

Discussion

Processor Capacity Reserves provide periodic resource reservations as a suitable user ab¬

straction in conjunction with an admission controller that accepts or rejects single reserve

requests. Reservations have an associated start time, but no end time. The scheduler

is dynamic in the sense that the RMor EDF schedule is recalculated upon admission

of a new reserve, but it is weak in handling the special cases of blocking processes and

over-/under-reservation. Resources not assigned to reserves are available for best-effort

processes.

SMARTdoes not provide any resource reservations, and consequently there is also no

admission controller (and no need to handle the special cases of blocking processes and

over-/under-reservation), but applications are at least notified by an upcall mechanism if

their timing requirements cannot be met at the moment the violation occurs, thus dic¬

tating the adaptation policy and time. Resources are allocated to individual processes.

The scheduler is dynamic and online and allows for a mix of real-time and best-effort

processes, giving preference to them according to user input.
The Rialto scheduler features resource reservations both in the form of a processor

bandwidth (periodic CPUReservations) as well as time bounded intervals (Time Con¬

straints). An admission controller deals with single reservation requests, prevents over¬

load, and pre-computes a scheduling graph upon admission of a CPUReservation or Time

Constraint. Resources are allocated to an activity object, thus to a meaningful abstraction

for the end user. The scheduler is online and dynamic, allows for a mix of real-time and

best-effort processes (implicitly preferring processes with reservations, i.e., real-time pro¬

cesses), but due to the precomputed scheduling graph lacks flexibility with regard to the

handling of under-/over-reservation.

The ETI Resource Distributor provides absolute, periodic resource guarantees without

time bounds, and requires applications to specify their per-period computing options in

advance. There is a strong link between a process and its reservation. The scheduler is

dynamic and online, but due to its EDF nature fails to handle blocking processes or over-

/under-reservation. Best-effort processes could be scheduled hierarchically by a special
real-time task that is a sporadic server [126].

Weconclude that although the described multimedia scheduling schemes come close

to or even fulfill some of our requirements, none of them alone is fully able to completely

support our adaptive applications.

2.5.4 Proportional-Share Scheduling

Waldspurger introduced Lottery Scheduling as a novel randomized resource allocation

mechanism that provides efficient, responsive control over the relative execution rates of
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computations [149]. Resource rights of processes are represented by lottery tickets, and

a periodically held lottery grants the resources for the next period to the process winning
that lottery. Thus resources are allocated to competing clients in proportion to the number

of tickets they hold. Tickets are a first-class abstraction representing resource rights. Tick¬

ets are abstract (because they quantify resource rights independently of machine details),
relative (since the fraction of a resource that they represent varies dynamically in propor¬

tion to the contention for that resource), and uniform (because rights for heterogeneous
resources can be homogeneously represented as tickets) [148]. Tickets can be transferred

among clients, inflated or deflated to increase or reduce client resource rights, and grouped
in currencies (backed by a base currency) to express resource rights in units local to each

group of mutually trusting clients. Currencies can act as as a container for ticket inflation

and deflation by maintaining an exchange rate between the local (de-/inflatable) currency

and a common base currency whose amount is conserved and constant. The currency

abstraction allows applications with guaranteed resource allocations (by assigning them

a fixed amount of the base currency) as well as applications with varying allocations to

coexist. On top of the ticket and currency abstractions, more advanced resource manage¬

ment schemes can be built to support diverse resources and policies [151].
Due to its randomized nature, lottery scheduling is probabilistically fair but exhibits

poor throughput accuracy6 over short allocation intervals, produces high response time

variability for low-throughput clients and does not allow for user control over the gran¬

ularity of resource allocation. Based on lottery scheduling, Waldspurger subsequently

developed the deterministic stride scheduling algorithm [150] by cross-applying and gen¬

eralizing rate-based flow control algorithms used for networks [38, 104, 156, 157].
Stoica et al. [139] applied proportional share scheduling for real-time systems and

introduced an algorithm that has a (provably) bounded lag6 for all clients and showed that

this bound is optimal in the sense that there is no other algorithm with better bounds.

Petrou et al. [109] considered incorporating into lottery scheduling the specializations

present in current decay usage priority schedulers (that provide responsiveness for a mixed

interactive and CPU-bound workload) to improve interactive response time and reduce

kernel lock contention.

Sullivan et al. [141, 142] augmented lottery scheduling to securely manage multiple
resources: Applications can coordinate their use of the system's resources by bartering
over resource rights with each other; e.g., a CPU-intensive application could exchange
some of its disk tickets for some of the CPUtickets of an I/O-intensive application.

Bavier et al. [16] have extended proportional share scheduling to allow one task to

dynamically steal cycles from another. This allows a real-time task to dynamically ex¬

ceed its reservation by stealing cycles from best-effort applications to meet a deadline. In

overload, their scheduler named BERTallows performance to degrade gracefully by dif¬

ferentiating between important and unimportant tasks. If a task—be it either best-effort

or real-time—is unimportant, cycles may be stolen from it by important real-time tasks.

Important best-effort tasks are, however, immune to cycle stealing. BERThas been inte¬

grated into the Scout operating system [94].

6throughput accuracy is defined as the difference between the service time that a client should receive

at time t, and the service time it actually receives. In Stoica's terms, the throughput accuracy is called lag.



2.5 Current Practices in Processor Management 31

Duda et al. [48] presented Borrowed Virtual Time (BVT) Scheduling. BVT supports

low-latency for real-time and interactive applications, yet weighted sharing of the CPU

across applications. The main idea is that a latency sensitive thread can accelerate itself

by borrowing from its future allocations thus not disrupting long-term CPUsharing. Two

parameters (maximal amount of CPUthat can be borrowed, and a minimal interarrivai

between two borrowings) can limit the latency that a thread can add to other threads.

Based on the analysis of SMART, BERTand BVT, Bavier et al. suggested a design

methodology for producing multimedia schedulers with provable real-time behaviors us¬

ing virtual time [15].

Discussion

Proportional share scheduling is able to provide absolute resource reservations to appli¬
cations by allocating a fraction of the base, immutable tickets corresponding to a certain

processor bandwidth. Stoica et al. noted that proportional share and resource reserva¬

tion policies can be unified [138]. Resources are granted periodically (stride scheduling)
or statistically (lottery scheduling). Resource rights are abstract, but can be made con¬

crete by defining a relationship between the base tickets and the processing capacity of

the end system. Reservations do not have time bounds, and are tightly coupled with the

process that made them. For short allocation intervals, throughput accuracy can be poor.

The scheduler is dynamic in the sense that it can well accommodate arriving and leaving

processes and execution rate changes, and is also suitable to schedule a dynamic mix of

best-effort and real-time processes, but has an unwelcome behavior in the special cases of

blocking processes and over-/under-reservation since unused share is lost.

Weconclude that proportional share scheduling does not provide the ability to make

time bounded resource reservations in advance and using a multiple choice admission

controller, lacks a suitable separation of reservation and process, and has some deficien¬

cies in handling special cases. Therefore, in its current form it does not completely fit the

needs of our adaptive applications.

2.5.5 Feedback-Based Scheduling

Massalin et al. [85] introduced fine-grain adaptive scheduling into their Synthesis ker¬

nel [84] to solve two problems, namely the dependency between jobs in a pipeline and

the low-latency requirements of multimedia type applications [111]. Jobs are scheduled

as a function of a sequence of events like timer interrupts, I/O operations or queue over-

/underflows. The key idea in this scheduling scheme is modeled after the hardware phase
locked loop, where an output frequency is synchronized with a reference input frequency.
The input of the software feedback system is a sequence of events, and the output is a se¬

quence of some other events. Both event sequences are linked by a feedback loop which

allows the adjustment of output according to measurements of the input. Filters (e.g.,

low-pass, integrator, differentiator) can be used to transform measurements into adjust¬
ments. This scheduler has been used for sound processing, and for an interrupt generator

to generate an interrupt a few microseconds before each sector passes under the disk

head (to help the disk driver minimize rotational delay). Other applications include timer
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synchronization, and an adaptive scheduling scheme for best-effort applications where a

thread's priority is adjusted according to the length of its input queue, i.e., the frequency
and length of the CPUquantum of a stage is directly proportional to the length of its input

queue and inversely proportional to the length of its output queue. Since the Synthesis
kernel is written in assembler and uses dynamic code generation techniques, the scheduler

is able to keep up with high frequencies (e.g., 44.1 kHz for sound processing). The sched¬

uler has been extended into a toolbox approach to address the problems of portability and

extensibility [111]. Simple components with well-defined performance and functionality
characteristics can be composed to support applications that need adaptive scheduling in

the multimedia and real-time domains.

Cen [30] extended Massalin's ideas to build a software feedback toolkit. He noted

that software feedback already exists in many forms, such as network flow and conges¬

tion control, clock synchronization, intra- and inter-stream synchronization in distributed

multimedia systems, but the existing mechanisms are implemented in an ad-hoc man¬

ner. In his methodology for composition of wide-range software feedback systems, the

components have a common interface and can thus be used to build feedback systems

hierarchically out of existing building blocks and components. The toolkit's feasibility
has been applied in the development of several feedback systems for adaptive multimedia

applications for adaptive packet rate control, a media streaming control protocol and an

adaptive distributed real-time MPEGplayer [8, 31, 34, 67].

Steere et al. [132] addressed the problem of estimating the period and CPUpropor¬

tion for periodic tasks by adding a feedback mechanism to rate monotonie scheduling for

the dynamic determination of those parameters based on progress estimators (e.g., the fill

level of a buffer). Their scheduler is targeted at real-rate applications which have spe¬

cific rate or throughput requirements that are driven by real-world demands (like software

modems, web servers, multimedia players) and aims at replacing the priority-based sched¬

ulers of the past with schedulers based on proportion and period. Real-rate threads have a

visible metric of progress, but are without a known proportion or period, since they do not

have hard deadlines but do have throughput requirements. A suitable progress meter is the

fill level of a bounded buffer for a producer-consumer scenario, the fill level of network

packet buffer for servers, or the fill level of the keyboard buffer for interactive applica¬
tions. Based on the progress meter, the controller determines each application's period
and proportion. Therefore resource allocation dynamically adjusts as the application's

requirements and the amount of available resources change. Since the system is based

on rate monotonie scheduling (RM), it can also accommodate non-real-rate applications.
These applications are either real-time (if they specify both period and proportion), "ape¬
riodic" real-time (if they specify proportion only; in this case the scheduler converts the

task implicitly to a periodic one by assigning a default period) or miscellaneous (if they do

not specify any of the two parameters; in this case the scheduler assigns a default period
and simulates a constant pressure from a virtual progress meter). An admission controller

rejects new real-time jobs if they would overload the system; but always admits new real-

rate jobs and reduces the allocations of the existing jobs accordingly to accommodate the

new one.
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Discussion

Feedback-based scheduling schemes are highly adaptive to changing resource needs and

availability, and are usually targeted at applications with periodic behavior. Adaptation
occurs reactively after a certain condition (e.g., buffer full) has been detected, not pro-

actively by estimating and reserving resource availability. The adaptation policy is thus

pre-defined, and ill-suited for our type of adaptive applications. Some of the proposed
schemes can accommodate a mix of best-effort and real-time tasks as well, but are based

on RMand hence implicitly require tasks to adhere to the RM/EDFtask set assumptions

(see page 24). However, those schemes do not support time bounded resource reserva¬

tions as a first-class abstraction to the user, and therefore also lack the ability to reserve

in advance one of several processing options. Thus they are not appropriate for our type
of adaptive applications. However, feedback from the system about actual resource us¬

age vs. reservations can be useful for the application to reason about its future resource

allocations, but this topic is beyond the scope of our work.

2.5.6 Split-Level Scheduling

One of the first applications of split-level scheduling can be found in the Scheduler Activa¬

tions abstraction introduced by Anderson et al. [3]. They designed a kernel interface and

a user-level thread package that combine the performance of user-level threads with the

functionality of kernel-level threads. This abstraction is the execution context for passing
control from the kernel to the user-level address space on a kernel event. The address

space thread scheduler uses this context to handle the event, e.g., to modify user-level

thread data structures, to execute user-level threads, and to make requests to the ker¬

nel. The allocation of processors to address spaces is done by the kernel, whereas thread

scheduling (the assignment of an address space's threads to its processors) is done by each

address space's own scheduler. The kernel notifies the address space thread scheduler of

every event affecting the address space; on the other hand the address space scheduler

notifies the kernel of the subset of user-level events that can affect processor allocation

decisions.

This idea of a rich (virtual) processor interface has also been explored in the context

of the Nemesis operating system [116]. CPUis allocated to so-called scheduling domains

using a periodic deadline scheduler. The scheduler is only entered as a result of a timer

interrupt or an event delivery. The scheduler picks the domain with the earliest deadline

to be scheduled, and sets the timer interrupt accordingly (i.e., either when the next thread

will run out of time or a waiting thread with an earlier deadline than the selected one

will become runnable because its new period starts). The interface between a domain

and the scheduler provides on one hand the application with information about when and

why it is being scheduled, the next deadline, arrival of events and feedback as to the do¬

main's progress relative to the wall clock time; on the other hand it supports user-level

multiplexing of the CPUamong distinct subtasks within the domain. Upon resumption
of a previously descheduled domain, the context is (depending on a domain-specific flag)
either resumed as in conventional operating systems, or alternatively an upcall to a previ¬

ously specified routine is made.
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To accommodate a variety of hard and soft real-time as well as best-effort applica¬
tions in an environment like multimedia computing, a hierarchical partitioning of the CPU

bandwidth can be used to enable different schedulers to be employed for different applica¬
tion classes and to provide protection between them [60] The operating system partitions
the CPUbandwidth among various application classes, and each application class parti¬
tions its allocation (potentially using a different scheduling algorithm for each application

class) among its sub-classes or applications The hierarchical partitioning can be spec¬

ified by a tree Each thread corresponds to exactly one leaf node, and each node in the

tree represents either an application class or an aggregation of application classes While

threads are scheduled by leaf node dependent schedulers, intermediate nodes have to be

scheduled by an algorithm that achieves hierarchical partitioning The algorithm i) must

achieve fair distribution of processor bandwidth among competing nodes, n) should not

require a priori knowledge of computational requirements of threads, in) must provide

throughput guarantees, and iv) should be computationally efficient Goyal et al presented
the Start-Time Fair Queueing (SFQ) algorithm, which meets these requirements [60]

Another approach to hierarchical scheduling has been presented by Ford et al in their

CPUInheritance Scheduling framework [52] Their basic idea is that arbitrary threads

can act as schedulers for other threads A scheduler thread is a thread that spends most of

its time donating its CPUresources to client threads, client threads can in turn act either

themselves as scheduler threads or as application threads Thus threads form a tree-like

structure with a single root scheduler thread for each CPUin the system, and the actual

CPUis passed back and forth along the nodes of the tree A small in-kernel dispatcher

implements primitive thread management functions such as thread blocking, thread un¬

blocking and CPUdonation The dispatcher records events (either synchronous like the

explicit wake-up of a thread, or asynchronous like an external disk or timer interrupt) and

directs them to threads waiting on those events, but has itself no notion of thread prior¬
ities, CPUusage or clock and timers The framework can be used to implement widely
different scheduling policies (the authors mention fixed priority, rate-monotonic real-time,

background round-robin, timesharing, lottery, non-preemptive FIFO) that can coexist on

a single system

Discussion

The concept of split-level scheduling is somewhat orthogonal to our requirements for a

CPUmanagement system for our type of adaptive applications Since an end system
for adaptive applications indeed needs a scheduler that can accommodate both traditional

best-effort processes as well as reservations, a split-level scheme might be an appropriate
base However, the presented split-level scheduling schemes deal mainly with the issue

how the CPU splitting is achieved, and less with the issue of a particular scheduling

policy All of them use one or more of the already presented scheduling approaches (see
Sections 2 5 1-2 5 5) Therefore, a split-level scheduling scheme alone does not meet

our requirements, but the issue remains which scheduling approach to use for adaptive

applications
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2.5.7 Resource Usage Accounting

Traditional implementations of the UNIX operating system provide coarse grained, sta¬

tistical measurements of CPUutilization [7, 18, 58, 87]. On each tick of the system clock

(typically every 10 ms), the CPUstate is examined. If the processor is in user mode, the

currently active process is charged with one sampling interval of user time. Similarly,
if the processor is in system mode, the current process is charged system time. This ap¬

proach is problematic, as has been shown by McCanne and Torek [86], since a process can

become synchronized with the sampling clock, resulting in large scale errors in the utiliza¬

tion statistics. One solution to this problem is to use a randomized sampling clock [86],
or to do a precise measurement and accounting of CPUutilization at each context switch,
as is done in NetBSD 1.37 (which is used as our implementation platform).

Another issue with regard to resource utilization measurement is the accounting for

interrupt processing time. On traditional UNIX implementations, the interrupt process¬

ing time is charged (implicitly) to the interrupted process, which is not necessarily the

process "responsible" for the interrupt (imagine a computing application running con¬

currently with a busy server whose operation generates interrupts by disk and network

activity). One solution to this problem is to move the computationally intensive network

protocol processing [93, 144] or even whole device drivers into user-level [57]. Although
this solves the accounting problem, it opens up new questions with regard to security
and system safety. A different approach is to propose a network subsystem architecture

that integrates network processing into the system's global resource management [47].
With such a system, resources spent in processing network traffic are associated with and

charged to the application process that causes the traffic. A related, generalized approach
is to introduce a new operating system abstraction called a resource container [10]. This

abstraction separates the notion of a protection domain from that of a resource principal
which, in current operating systems, coincide in the process abstraction. Other related

abstractions are reservation domains in the Eclipse operating system [24, 25], paths in

Scout [125] or Activities in the Rialto real-time operating system [70].

Discussion

For our work, we assume the availability of a precise CPUutilization accounting and

ignore the effects caused by interrupts since we found that for realistic usage scenarios, the

measured interrupt overhead is less than 2%. Additionally, one of the described schemes

could be deployed if necessary.

2.6 Summary

In this chapter, the kind of adaptive applications we are considering in our work are

sketched. The applications are expected to produce a result by a certain temporal dead¬

line; the production of the result can be decomposed into a number of subtasks; and

7The subdivision of the overall CPUutilization into user and system time is still done statistically by the

system clock interrupt.
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Adaptive applications' requirements
Time bounded resource reservations - + + - - + - - -

Reservations as an abstraction to user - - - + - + - - -

Admission controller - (+) + + - + + (+) +

Multiple-choice negotiation mechanism - - - - - - + - -

Dynamic, online scheduler + + + + + + + +

Graceful handling of:

- blocking processes

- over-reservation

- under-reservation

(+) - - - - + -

(+)

(+)

-

One system for BEand Res - - - + (+) + - + +

Easy switching between BE and Res - - - + (+) + - + (+)
Reasonable response time for BE + - - (+) (+) (+) - (+) (+)

Dynamic CPUdistrib. btw. BE and Res - - - + (+) + - + +

Maximal overall utilization for Res - + + + (+) + + + +

Table 2.3: Overview of related work and its suitability for adaptive applications.

for each subtask the application has several algorithmic variants with different resource

requirements at its disposal to carry out the subtask. Furthermore, a mix of traditional

non-adaptive as well as adaptive applications are expected to compete for resources on

an end system such that the overall resource requirements of all applications exceed the

available resources, and adaptation is indeed necessary. Subsequently we give three ex¬

ample adaptive applications from our domain, namely a resource-aware Internet server, a

networked image search and retrieval system (Chariot) and an adaptive MPEGdecoder.

Although all of them adhere to our application domain, they exhibit a number of signif¬
icant differences to evidence the broadness of the proposed application domain. Based

on the application domain and the example applications, we derive a model of adaptive

applications and identify the two key problems of adaptation, namely prediction offu-
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ture resource needs and prediction of future resource availability, and discuss analysis-,

profiling-, reservation- and prediction-based approaches to solve those problems in the

context of CPUmanagement Subsequently we list the model's implications to an end

system CPUmanagement system, motivate a reservation based scheme and summarize

the requirements of a CPUmanagement scheme for our adaptive applications Finally we

relate a broad spectrum of current approaches to CPUmanagement to our requirements
and conclude that none of the currently existing techniques is alone able to completely
fulfill them In the next two Chapters 3 and 4 we will introduce the scheduling model and

implementation of our proposed CPUmanagement system that fulfills the requirements
of adaptive applications as listed in Table 2 3





3
Scheduling Model and

Interface

In Section 2 4 1 we summarized the requirements of adaptive applications for a CPU

management system and concluded in Section 2 5 that none of the currently existing CPU

scheduling techniques is alone able to completely fulfill those requirements Therefore

this Chapter first presents our approach to CPUmanagement for adaptive applications in

Section 3 1 This section introduces the reservation abstraction provided by our schedul¬

ing model and specifies its semantics, and subsequently we discuss how applications can

obtain reservations and negotiate with the scheduling system about resource requirements
of their various computing options The section then elaborates on the handling of over-

and under-reservation and highlights issues in the context of the coexistence of applica¬
tions with reservations and best-effort applications After this conceptual presentation,
we then introduce an application programming interface (API) to that CPUmanagement

system in Section 3 2 Finally, our approach is compared with the current practices in

processor management in Section 3 3

3.1 Abstractions provided by the Scheduling Model

In this section, we introduce the abstractions provided by our scheduling model based on

the requirements for a CPUmanagement system for adaptive applications (as stated in

Section 2 4 1) Westart with the definition of the reservation abstraction, its semantics, as

well as issues regarding the mapping of the reservation abstraction to actual processes in

Section 3 1 1 Subsequently Section 3 1 2 shows how applications negotiate the resource

requirements of their various computing options and make reservations In Section 3 13,

we discuss the handling of over- and under-reservation from the conceptual point of view

(implementation details are covered in Section 4 11) Section 3 14 finally treats issues

regarding the coexistence of traditional, best-effort scheduled applications with applica¬
tions having reservations managed by our CPUmanagement system, as well as how an

application alternates between best-effort and reserved mode

In the following sections, a number of well-defined terms (typeset in bold) in the

context of our work will be introduced, and used in the subsequent chapters Those terms

are written in capital letters, see the list of terms (on page 155) for an overview of the

terminology summarizing all terms and their definitions

39
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3.1.1 Reservation Abstraction

One of the main requirements for the CPUmanagement system as stated in Section 2 4 1

is to have time bounded resource reservations available as an abstraction to the user Fur¬

thermore, the resource requirements areflexible from the application's point of view in the

sense that, upon negotiation at an Adaptation Point AP,, the application wants to receive

a particular amount of resources by the next APï+i (see Section 2 3 for a discussion about

APs) Howthis amount is distributed within the interval between the current AP, and the

next APj+i, is essentially irrelevant to the application Additionally, adaptive applications
should have unrestricted access to the end system operating system's features

Consequently we propose a Reservation abstraction R(I, C) where / is a time bounded

interval and C indicates the amount of resources that will be delivered to the "owner"

of that reservation within the interval / The Reservation Interval (or equivalent short

form Interval) is specified by a start- and end-time, and written as / = [Start,End] C

is expressed as the overall On-CPU-Time, i e
,

the elapsed wallclock time the "owner"

spends running on the processor The time can be measured in any unit, e g, in sec¬

onds The value of C is processor-dependent, meaning that on a fast processor, the

C-value for a certain task is smaller than on a slow processor Expressing C in terms

of elapsed wallclock time (instead of cycles) leads to the natural boundary condition of

C < a(End —Start), where a denotes the maximal fraction of the overall CPUdedicated

to processes with reservations (0 < a < 1) Recall from Section 2 4 1 that both best-effort

as well as processes with reservations should co-exist on a single end system, and thus

a minimal amount of CPUtime must be set aside to best-effort applications, eg, for

daemon processes

Once a reservation R(I,C) with / = [Start, End] has been granted (see next Sec¬

tion 3 1 2 for details on how to obtain reservations), its semantics are as follows Between

Start and End, the "owner" of the reservation will be provided with at least C time units

On-CPU-Time Howand when the CPUis actually allocated within the interval / remains

opaque to the reservation owner The scheduling system is thus free to, e g ,
allocate all

C time units at the very beginning, or at the very end of the interval or to distribute the

allotment over the whole interval in an arbitrary manner The only important point is that

the amount of granted resources C be delivered no later than the End-time of the reserva¬

tion (and of course no sooner than the Start-time) To allow for this allocation flexibility
within the interval /, the scheduling system must assume that the "owner" of the reser¬

vation is always runnable within / Since we do not want the applications to be limited

with regard to the use of the end system operating system's features, they may block on

I/O or other events, or even yield the CPUvoluntarily by calling sleep In the former

case, our scheduling system does its best to allow the "owner" to catch up the delay suf¬

fered from being blocked (which is of course necessary only if the scheduler wanted to

schedule that owner during the time it was blocked) The resources needed for the catch

up may be taken away from best-effort processes, but not from processes with reserva¬

tions so as not to violate the reservation abstraction's semantics Furthermore, since the

blocking behavior of all reservation owners is unknown to the scheduling system, and the

amount of free resources may not be sufficient to compensate all blocked reservations on

time (i e
, by their respective End-times), the scheduling system cannot guarantee that a
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blocked process will under any circumstances catch up its delay Despite the lack of a

"hard" guarantee, the "try its besf'-approach of our scheduling system is considered as

a reasonable solution that also incurs very modest implementation overhead Addition¬

ally, if an "owner" has not been able to catch up its block delay by its End-time, this

can be considered as a special case of under-reservation and handled the same way as

other under-reservations (described in Section 3 13) On the other hand, the case of vol¬

untary sleep is simply considered as a sort of a programming error and the scheduling

system does not compensate for lost time Section 4 1 1 describes how the detection of

and compensation for sleeping and blocked processes is implemented
The discussion of the reservation abstraction omitted the relationship between reser¬

vations and processes (or other schedulable entities like threads) so far A process that

holds a reservation is called an R-Process An obvious approach to relate reservations

to R-Processes is to allow each R-Process to be associated to exactly one reservation,
and each reservation to be associated to exactly one R-Process However, this contradicts

our requirement that the concept of resource rights (reservations) should not be treated

as equivalent to the concept of schedulable entities (R-Processes) Therefore a 1 —N

relationship between a (single) reservation and multiple R-Processes is allowed This ex¬

tension is useful, e g ,
when resources are allocated to a task that is executed by a set of

piped processes, or where an R-Process wants a part of its task to be executed by another

process that should enjoy the benefits of the reservation while it is working on behalf of

that R-Process In case of several R-Processes sharing a single reservation, the reserva¬

tion abstraction's semantics are still preserved in the sense that the aggregate resource

allocations to all R-Processes sharing that reservation will be at least C Upon making a

scheduling decision, the scheduler is free to pick any of the runnable R-Processes associ¬

ated with that reservation This freedom of choice is justified since in the 1 —Nscenario,
all participating R-Processes are typically contributing cooperatively toward a common

goal The 1 —N scenario proved to be useful for the example applications, especially
the Chariot server For the sake of completeness, an issue yet to be explored is whether

it would make sense to associate more than one reservation with a particular R-Process

Section 3 2 lists those functions which manage the relationship between processes and

reservations in detail

3.1.2 Obtaining Reservations

After having introduced the reservation abstraction in the previous section, we now treat

the issue of how applications obtain reservations, i e, how they negotiate the resource

needs of their computing variants with the scheduling system Recall from Section 2 4 l

that the detailed resource requirements of adaptive applications (and therefore the reser¬

vation parameters) depend on many factors known only at run time, thus the applications
must be able to negotiate reservations at run time Additionally, adaptive applications
can often choose from various options with differing resource requirements to accom¬

plish a certain processing step, thus they may provide a multiple choice resource request
and let the scheduling system decide which of the choices are feasible The details of

adaptation to changing resource availability are highly application-dependent, therefore

the resource negotiation mechanism should be as general as possible Last but not least,
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from the scheduling system's point of view, it is vital that there be a single interface used

by all adaptive applications to obtain reservations. Otherwise the scheduling system is not

aware of all requests and cannot ensure that no more reservations are granted than there

are physical resources (i.e., CPUcycles) available.

Wepropose an interface where applications can submit at run time Reservation Re¬

quests to the RV-Scheduling System. A reservation request consists of a Reservation

Vector which is composed of one or more R-Requests RQ,. A particular R-Request i?ßt
out of those RQ, is a request for a reservation Rk(h, Q) so that Rk represents the resource

requirements of the application's k-th computing option. The RQ, within the reservation

vector are sorted by decreasing application preference. The RV-Scheduling System picks
the first RQj that is "feasible"1 (given the amount of available resources, and possibly the

application's request history), grants the requested reservation Rj and notifies the appli¬
cation of its choice. The application in turn can take the appropriate actions, i.e., proceed
with the computing option corresponding to RQj. In case none of the RQ, are "feasible",
the application is informed thereof, and it is completely up to the application how to han¬

dle this case (e.g., whether to abort or to continue in best-effort mode). The reservation

vector interface thus supports multiple choice requests at run time, notifies the application
of the scheduling system's choice and and is general from the application's point of view.

There are two factors that determine whether an R-Request is "feasible" or not: The

first one is purely technical and must ensure that the aggregate resource requirements of

all granted reservations and the new R-Request under consideration do not exceed the

amount of available physical resources (CPU), or a fraction a thereof. This technical fac¬

tor is checked by the admission controller of the scheduling system. The second factor

is a question of policy and deals with the issue of how to allocate resources to multiple

adaptive applications on a long-term basis, i.e., over the time horizon of several APs or

even the whole application run time. One policy might be to evenly distribute resources

among Napplications such that each of them gets ax jj of the CPU; another policy might

assign the CPUin proportion to some resource rights (like tickets for proportional-share

scheduling [151]); yet another policy may give more resources to applications that have

consumed few resources in the immediate past (like the multilevel-feedback queues in

best-effort scheduling [122]). This second factor is checked by the admission policy mod¬

ule of our scheduling system. We'd like to emphasize that the development of admission

policies is not within the scope of our research. In the implementation, the admission con¬

troller is thus decoupled from the admission policy module. This decoupling additionally

provides a transparent way of deciding whether the admission policy module should be

consulted or not. The application's interface to the admission policy module consists of

two functions: the first function serves to indicate the admission policy module a time

window during which the application wants to allocate resources (multiple times); the

second one is used to query the policy module about the availability of resources for the

caller during a specified time window (e.g., from the current until the next AP).

Finally, two more terms are defined: By RV-Scheduling System, we understand the

whole scheduling system for adaptive applications, including admission controller, ad-

H.e., can be scheduled such that the requesting process is granted its reservation and other processes

with already granted reservations do not suffer.
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Figure 3.1: Architecture overview of the RV-Scheduling System.

mission policy, and the RV-Scheduler itself. The RV-Scheduler is our scheduler proper

for R-Processes and determines, given a set of R-Processes and their associated reserva¬

tions, which one of them to schedule next. Figure 3 1 shows the architecture overview of

the RV-Scheduling System, its components, and its integration with a best-effort operating

system (discussed in Section 3 1 4).

3.1.3 Over- and Under-Reservation

When an application submits a reservation request, the future resource demands Qare

estimates that may not always be completely accurate, i.e., the actual resource consump¬

tion may differ from the predicted (and reserved) resource demands. If the predicted

(and reserved) resource demands exceed the actual resource consumption, there is over-

reservation. If the predicted (and reserved) resource demands do not exceed the actual

resource consumption, there is under-reservation. Since both situations are expected to

occur in the context of adaptive applications due to their dynamic nature and inaccuracies

in the resource demand predictors, the RV-Scheduling System should be able to handle

them gracefully. In the following paragraph, both cases are discussed from the perspec¬

tive of a particular application (that has either over- or under-reserved) as well as from the

perspective of the scheduling system, which has a global view of all applications and tries

to maximize the amount of resources available to the R-Processes.

From a single application's point of view, over-reservation is not a problem worth¬

while being dealt with since the application will get the needed resources anyway. If

all applications over-reserve, however, then the overall end system throughput for R-

Processes can degrade considerably. This is because fewer over-reserving R-Processes

can be admitted than correctly reserving ones. Despite an over-reservation, the reser¬

vation abstraction's semantics still hold for all R-Processes in the system. Instead of

devising sophisticated over-reservation detection and resource revocation schemes (that
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would possibly violate the abstraction's semantics), we assume that the application (pro¬

grammer) actively and voluntarily frees unneeded resources as soon as an over-reservation

is detected, i e, upon completion of the corresponding subtask The released resources

will be available for the next reservation request of any application Another, more com¬

plicated solution would, upon resource release, re-negotiate with the applications those

reservations that have not yet started For reasons of implementation simplicity, we cur¬

rently refrain from such a solution

Under-reservation, however, can pose a problem to the application since it may not

be able to finish its task by the next AP Because the reservation abstraction guarantees
that the associated R-Process(es) will receive at least the requested resources, an applica¬
tion may still be able to finish on time, but the scheduling system cannot guarantee that

it will finish in any case One possibility to resolve this problem is to notify the applica¬
tion as soon as its requested amount of resources have been granted, and to re-negotiate
a new reservation Whereas for some applications this can be a viable solution, other ap¬

plications may not be able to deal with such asynchronous requests from the scheduling

system or may be unable to assess the amount of the resources yet needed to finish that

subtask Wetherefore want—beside the notification mechanism—an additional, simple,
low overhead way of dealing with under-reservation without violating the reservation ab¬

straction's semantics Recall from Section 2 4 1 that the RV-Scheduling System handles

both best-effort as well as R-Processes, and in Section 3 11a has been introduced as

the maximum fraction of the overall CPUresources dedicated to R-Processes Therefore,
there is always a minimal amount of resources not contracted to R-Processes which can be

assigned at run time to R-Processes suffering from under-reservation Our solution is thus

to give preference to R-Processes with under-reservation over best-effort processes With

both approaches (notification/renegotiation vs preferential treatment of R-Processes), the

application may still not be able to finish its task by the next AP The scheduler's "do its

best" approach to the handling of under-reservation is considered a reasonable solution

since the applications in question are adaptive anyway and may be willing to accept a

slight shift of the next AP Furthermore, our system does not not promise hard real-time

guarantees anyway

Upon submitting a reservation request, an application can additionally indicate

whether it wants to be notified as soon as the granted resources have been delivered, and

how it wants to be scheduled thereafter It has the option to be scheduled thereafter either

in preference to best-effort processes, or to fall back to the default best-effort scheduling
If the application decides to be scheduled preferentially, it eventually has to notify the

scheduling system that it has now indeed received the needed resources so that it can fall

back to the default best-effort scheduling

3.1.4 Coexistence with Traditional Applications

Section 2 4 1 stated the need for a single, transparent scheduling system for both best-

effort processes as well as R-Processes which is able to dynamically distribute the CPU

between those two classes of processes and to maximize the overall system utilization for

R-Processes
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Figure 3.2: Process scheduling modes and mode transitions.

These goals can be achieved by using a traditional operating system with best-effort

scheduling as the base of the CPUmanagement system for adaptive applications There¬

fore, non-adaptive, best-effort applications can run unmodified and transparently on that

system The features for adaptive applications as outlined in the previous sections are

incorporated into this operating system as an additional service accessible through an ap¬

plication programming interface as described in Section 3 2 The dynamic distribution of

resources between best-effort and R-Processes can be attained by a split-level scheduling
scheme where R-Processes are given a preferential treatment over best-effort processes,

and are admitted up to a configurable bound a representing the fraction of the CPUre¬

sources available for R-Processes

A process can run either in best-effort, preferential or in reserved mode, as shown in

Figure 3 2 This figure additionally shows the corresponding API calls and call options
in a non-proportional font (See Section 3 2 for further API details) The transition from

best-effort to reserved mode is achieved by obtaining a reservation as described in Sec¬

tion 3 1 2 After the requested resources have been delivered, the process falls back either

to preferential mode (if it has under-reserved and needs to catch up), or to best-effort

mode The fall-back to best-effort mode can also be accomplished by voluntarily yielding
the reservation An adaptive application goes through possibly several state transitions

by acquiring reservations and subsequently consuming the associated resources until it

finishes its task The problem with falling back to best-effort mode between two consec¬

utive reservations is that in doing so, the application may suffer unbounded delays until

it is scheduled again To alleviate this problem, the mechanism that notifies the applica¬
tion that the granted resources have been delivered is allowed to run for a short time in

reserved mode before falling back to preferential mode Therefore, it can place a new

reservation request during that time and avoid unwanted delays
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3.2 Application Programming Interface (API)

In this section, the application programming interface to the abstractions provided by the

scheduling model presented in Section 3 1 are described Westart with the representation
of a reservation R, followed by several functions to request, yield and otherwise manage

reservations and to interact with the admission policy module

The API is specified in the C programming language [74] tailored toward a UNIX

implementation (reflected in the details of error handling and time definitions), since

C/UNIX have been chosen for the actual implementation However, the proposed API

could be implemented in any other language, as well as for a wider variety of operating

system platforms

Representation of a reservation R: A reservation R(I,C) with / = [Start,End] is repre¬

sented by the following struct RV_Res, where Request corresponds to the

amount of requested resources C

typedef struct RV_Res {
struct timeval Start; /* start of interval */

struct timeval End; /* end of interval */

struct timeval Request; /* amount of resources */

void* usrdata;

} RV_ReS;

struct timeval {
long tv_sec; /* seconds */

long tv_usec; /* microseconds */

};

The Start and End times are relative to the Epoch (00 00 00 UTC, January 1,

1970), the standard time base in Unix If Start. tv_sec == 0, the reservation

interval will start right after admission control, and End denotes the duration of the

interval Request denotes the On-CPU-Time, the time the caller wishes to spend

running on the CPU

Requesting reservations: To request a reservation, the RV_Request ( ) call is used

int RV_Request(
int mode, /* RV_STRICT or RV_FLEXIBLE */

int is_shared, /* 0 or 1 */

RV_Res** choice, /* filled in by AdmController */

RV Res* first, ... /* Reservation Vector */

The mode parameter specifies the behavior of the RV-Scheduling System if it has

delivered the granted resources to the caller, and can be used to handle under-

reservation For mode == RV_FLEXIBLE, the caller continues to be scheduled
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in favor of other best-effort processes in the system and can thus finish its work un¬

til it calls RV.Yield ( ). For mode == RV_STRICT, the caller will be scheduled

like any other best-effort process after having consumed its granted resources.

For is_shared == 1, the granted reservation will be shared with all child pro¬

cesses spawned by the calling process. A process can thus request a reservation,

and, for example, execute through the system call a (piped) shell command to

perform its tasks that will enjoy the benefits of its reservation. For is_shared

= = 0, the child processes will run as normal best-effort processes.

The variable choice contains a pointer to a reference to the R-Request chosen by
the admission controller, or a pointer to 0 if none of the R-Requests can be satisfied.

The reservation vector, composed of one or more R-Requests, is the last parameter
of the variable argument list of RV_Request ( ). The elements of the reservation

vector are expected to be sorted in decreasing application preference.

RV_Request ( ) returns 0 for success, or —1 for failure. In the latter case, errno

is set to one of the following values:

EINVAL Empty reservation vector.

ERANGEInterval or Resources too large (i.e., out of implementation restriction

bounds).

EDOMResource demand too large (more than 100% of CPUwithin interval), or

Start > End or Start < now.

EDEADLKIf the admission controller is currently processing a RV_Request from

another process.

Sharing reservations: The RV_Request ( ) call permits the caller to indicate that the

granted reservation will be shared with all its children. If an R-Process wants to

share its reservation with any other process, not necessarily its child, it can use the

RV_AttachProc (int first, . . . ) call with the list of process IDs of the

other processes as a parameter. RV_AttachProc ( ) returns 0 for success, or —1

for failure. In the latter case, errno is set to one of the following values:

EINVAL Empty parameter list.

ERANGEToo many parameters.

ENOENTIf the caller does not hold a reservation.

ESRCHIf the process benefitting from the reservation does not exist.

Yielding reservations: There can be three reasons for an R-Process to yield its reserva¬

tion: First, a process that has the RV_FLEXIBLE flag set can indicate that it has

finished its work and wishes no longer to be scheduled in favor of the best-effort

processes (i.e., if it had under-reserved, but now has completed its work). Second,
a process that has temporarily attached any other process to perform a subtask may

want to detach that other process from its own reservation when the subtask is fin¬

ished. Third, any process can yield its reservation for any reason at any time. In all

cases, the freed resources will be available for the next caller of RV_Request ( ).
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RV_YieldAll ( ) indicates that all R-Processes sharing the reservation of the call¬

ing R-Process should yield that reservation, RV_Yield ( ) detaches only the call¬

ing R-Process from its reservation, but other R-Processes sharing that reservations

are not affected RV_Yield(int first, ...) detaches the destination pro¬

cesses) from the reservation of the caller All call variants return 0 in case of

success and —1 in case of failure, where errno is set to ENOENTindicating that

the caller does not hold any reservations at all RV_Yield ( int pid) may addi¬

tionally set errno to EINVAL in case of an empty parameter list, to ERANGEin

case of too may parameters, to ESRCHif the referenced process does not hold any

reservations, or to EPERMif the referenced process has obtained its reservation not

from the caller

Notification of interval Start and reservation End: By calling RV_SetSignals ( ),
the R-Process indicates that for all its future RV_Request () calls, it wants to

be notified of the Start of the interval, and either the End of the interval or the com¬

plete delivery of the requested Resources, whatever happens first The R-Process is

notified by having delivered a signal SIGUSR1 and SIGUSR2, respectively Ause¬

ful application of this notification mechanism is to place a new reservation request

upon receiving SIGUSR2 before falling back to best-effort scheduling mode

RV_CancelSignals (), on the other hand, suppresses the future delivery of

these signals

Admission policy: To interact with the admission policy module, the following two

calls are available RV_RegisterUser (Start, End) indicates that the call¬

ing R-Process wishes to allocate several reservations within the time interval be¬

tween Start and End (represented in GMTas struct timeval) This in¬

formation, together with the reservation request history of each R-Process, can

be used by the admission control policy to make appropriate decisions The call

RV_EstimateCPU(From, To) returns to the calling R-Process a double be¬

tween 0 and 1, indicating the fraction of the CPUthat the caller can expect to receive

at most within the interval between From and To (represented in GMTas struct

timeval) The return value depends on the particular admission policy

Behind this interface, any admission policy can be implemented Although ad¬

mission policies are not a focal point of this research, we have nevertheless im¬

plemented a simple policy which tries to allocate resources proportionally among

registered R-Processes competing for resources (see Section 4 3 for details)

3.3 Comparison to other Scheduling Approaches

In this section the abstractions of our scheduling model and the application programming
interface are compared to the current practices in processor management as described in

Section 2 5
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3.3.1 Best-Effort Scheduling

Since a traditional, best-effort scheduled operating system is used as the base for the

RV-Scheduling System, all applications automatically enjoy the benefits of best-effort

scheduling Best-effort scheduling is a dynamic, online scheduling scheme that can ac¬

commodate a dynamically changing number of processes with different resource require¬
ments Therefore it provides acceptable response time in interactive usage scenarios By

adding the reservation abstraction and the associated management and scheduling func¬

tions to this operating system, its key insufficiency for adaptive applications—namely the

lack of resource reservation—is eliminated Furthermore, the system can run an arbitrary
mix of traditional, unmodified best-effort applications as well as adaptive applications
that take advantage of the reservation-based scheduling scheme Additionally, adaptive

applications can easily switch back and forth between the two scheduling modes

On the other hand, a best-effort operating system is unable to provide upper bounds

on the execution time of, eg, system calls Therefore, in some cases the semantics of

the reservation abstraction (that the negotiated resources be delivered to the caller by the

end of the interval) might be infringed As our experiments in Section 5 3 show, how¬

ever, these cases occur infrequently, furthermore the extent of the reservation miss is well

within acceptable bounds for adaptive applications, so that this drawback is negligible

compared to the advantages of using the best-effort operating system

3.3.2 Real-Time Scheduling and Resource Guarantees

In comparison to traditional real-time operating systems, the reservation abstraction as

provided by the RV-Scheduling System is not able to deliver hard guarantees since it is

implemented on top of a best-effort operating system Both the RV-Scheduling System as

well as (dynamic) real-time systems offer admission control and support for CPUreser¬

vations On the other hand, in contrast to real-time systems, the RV-Scheduling System
is able to handle at run time multiple-choice resource requests, separates the notion of

resource reservation from the notion of a schedulable entity, and is capable of handling
the dynamics of over- and under-reserving as well as blocking processes in a graceful
manner without imposing any restrictions on the processes in question or their interac¬

tion Additionally, the RV-Scheduling System supports best-effort scheduling and allows

adaptive applications to switch between the two modes This last observation also hold for

the combined best-effort and real-time approach of Real-Time Linux, but the drawbacks

specific to real-time scheduling still remain

3.3.3 Scheduling for Multimedia

Comparing the RV-Scheduling System to Processor Capacity Reserves, we see that both

provide a suitable user abstraction for resource reservations, feature admission control,
and implement a split-level scheduling scheme able to handle both best-effort processes

as well as processes with reservations The RV-Scheduling System, however, differs in

a number of points from Mercer's approach First, it offers time bounded reservations

(vs no end time) through a multiple-choice interface to applications Second, it refrains
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from using RMor EDF to schedule processes (that incurs problems with under-/over-

reservations as well as blocking processes) Third, it leaves the issue of how to adapt to

changing resource availability completely up to the applications (in contrast to Mercer's

QoS-server, which is tailored specifically to multimedia applications requiring them to

specify different pre-defined adaptation policies in advance)

Relating the RV-Scheduling System to SMART, we observe that both of them handle

a dynamic mix of processes The RV-Scheduling System handles both best-effort as well

as processes with reservations, and implicitly gives preference to processes with reser¬

vations The SMARTscheduler handles best-effort and periodic processes, and separates
the concepts of importance (weight) and urgency (timing constraints) from each other

It lacks admission control and is adaptive in the sense that in case of overload, slices of

periodic applications are dropped (notifying the applications thereof), and conventional

applications are degraded On the other hand, the RV-Scheduling System offers time

bounded reservations and prevents overload before it occurs due to admission control, the

negotiation and adaptation process takes place before the resources are used, not upon

detection of a resource contention situation

The Rialto scheduler resembles the RV-Scheduling System with regard to a number of

points Both offer reservations for time bounded intervals in conjunction with an admis¬

sion controller, both provide resources in terms of a meaningful abstraction to the user,

feature a dynamic, online scheduler that accommodates both best-effort processes as well

as processes with reservations and a compensation mechanism for briefly blocked pro¬

cesses Additionally, the RV-Scheduling System processes multiple-choice resource re¬

quests and is much more flexible in the dynamic handling of over- and under-reservations

The ETI Resource Distributor offers applications a multiple-choice interface to spec¬

ify a set of periodic computing options, including the resource requirements per option
and a function handle to be called In contrast, the RV-Scheduling System supports time

bounded resource reservations for aperiodic tasks, and separates the notion of a reserva¬

tion from the notion of a process ETI, on the other hand, is essentially a dynamic online

EDF scheduler with all the drawbacks of such a system as described in Section 2 5 2

3.3.4 Proportional-Share Scheduling

Like proportional-share scheduling, the RV-Scheduling System is also able to accommo¬

date a dynamic mix of best-effort processes and processes with guarantees in an envi¬

ronment of changing resource requirements In contrast to proportional-share schedul¬

ing, the RV-Scheduling System offers absolute, advance reservations for time bounded

intervals in a deterministic manner through a multiple-choice admission controller inter¬

face and is able to handle the special cases of blocking and over-/under-reserving pro¬

cesses Additionally, the RV-Scheduling System offers a reservation abstraction whereas

in proportional-share scheduling processes are tightly bound to their resource allocations

3.3.5 Feedback-Based Scheduling

As already noted in Section 2 5 5, the domain of feedback-based scheduling and the

domain of adaptive applications overlap only marginally, if at all Feedback from the
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scheduling system about actual resource usage vs reservations is useful information for

an adaptive application to appropriately size its future resource allocations On one hand,
the getrusage system call of UNIX provides the necessary data in conjunction with

an exact resource accounting scheme as described in Section 2 5 7, on the other hand we

consider the issue of reasoning about resource allocation in light of detailed information

about past resource consumption a subject to be treated in the context of applications,
not a CPUmanagement scheme, and therefore refrain from further discussions about this

topic

3.3.6 Split-Level Scheduling

The RV-Scheduling System can be classified as a split-level scheduling scheme since it

dynamically partitions the resource CPUand assigns it to either best-effort processes or

R-Processes, depending on demand Additionally, each process class is managed by its

own scheduler In contrast to traditional split-level approaches, however, the processes in

the RV-Scheduling System can switch dynamically between the two classes

3.4 Summary

The RV-Scheduling System provides time bounded resource reservations available as an

abstraction to the user, thus reservations can be shared by (mutually cooperating) pro¬

cesses Reservations are flexible in the sense that the scheduler is free to allocate the re¬

sources within the specified interval (time bound) at its own discretion Reservations are

obtained through a multiple-choice interface that permits the scheduling system to select

one feasible resource option out of the list sorted by application preference, and to notify
the application of its choice The system allows blocked processes to catch up their delay
in a way that the reservations of other processes are not endangered, under-reservation is

handled in a similarly pragmatic manner by giving preference to under-reserved applica¬
tions over best-effort applications In case of over-reservation, an application is expected
to behave cooperatively and yield no longer needed resources so that they are available to

the next application requesting reservations By using a traditional, best-effort scheduled

operating system as the base of our CPUmanagement system for adaptive applications, a

single scheduling system for best-effort programs as well as applications with reservations

is obtained This system allows for a dynamic CPUdistribution between those two appli¬
cation classes and permits applications to move back and forth between the two classes A

comparison with related work reveals that our approach combines different ideas, some of

them already existing, some of them new, in a way currently not found in any system In

fact, the RV-Scheduling System offers flexible, time bounded reservations as an abstrac¬

tion to the user through a multiple-choice vector negotiation interface, accepts dynamic,

aperiodic resource requests, allows for a flexible assignment of processes to reservations,

prevents overload due to admission control, handles over- and under-reservation in a prag¬

matic manner, lets reserving applications as well as traditional best-effort processes run

unmodified on the same system, and allows adaptive applications to easily switch between

the two scheduling modes
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Implementation

This chapter describes a prototype implementation of the scheduling model and interface

presented in Chapter 3 The core implementation idea consists of an objective function

for cumulative resource consumption for R-Processes (see also Figure 4 1 ) in conjunction
with a reactive scheduling discipline The actual cumulative resource consumption of an

R-Process is expected to follow the objective function The reactive scheduling discipline
takes appropriate action whenever the actual resource consumption of any R-Process has

fallen below the objective function, but leaves the scheduling of all processes to the built-

in best-effort scheduler of the operating system otherwise

Section 4 1 details on the reactive scheduling discipline and how the special cases

like blocking and sleeping processes are handled, and in Section 4 2 we describe the Ad¬

mission Controller and the calculation of the objective functions While the admission

controller checks only the "technical" feasibility of requests (i e
,

it ensures that the sys¬

tem does not get overloaded), the Admission Policy Module makes long-term allocation

decisions and is able to enforce a particular resource distribution policy Section 4 3 mo¬

tivates the need for an Admission Policy Module in general and outlines a possible policy
that has been implemented in the RV-Scheduling System

The core ideas of the RV-Scheduling System as presented in Sections 4 1-4 3 are

independent of a particular implementation of a best-effort operating system that serves

as the base for the RV-Scheduling System To evaluate those ideas, however, we had

to use a concrete, existing best-effort OS in Section 4 4 we report on the integration of

the RV-Scheduling System into the NetBSD [87] operating system, which is a variant of

UNIX [7, 115] In the current integration, the RV-Scheduling System and NetBSD are

very tightly coupled To underline the generality of the ideas behind the RV-Scheduling

System, it was subsequently decomposed into an operating system independent and an

operating system dependent part by introducing the Abstract Operating System Interface,
which is presented in Section 4 5 The interface has been validated by a port of the

RV-Scheduling System to a Linux version running on symmetric multiprocessing (SMP)
machines

4.1 The Reactive Scheduling Discipline

In this section, we first describe the basic reactive scheduling discipline under the assump¬

tion of an 1 —1 relationship between a (single) granted reservation and an R-Process

53
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c

_| Wallclock

time
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Figure 4.1: A reservation R(I, C) with continuous monotonie objective function F for

cumulative resource consumption.

Section 4.1.2 shows the extension of the basic discipline to support a 1 —Nrelationship
between a single reservation and multiple R-Processes, as advocated in Section 3.1.1.

4.1.1 Basic Scheme

Recall from Section 3.1.1 that the reservation abstraction R(I,C) guarantees that the

holder of the reservation will receive the granted resources C within the interval I. How

and when the resources are actually delivered, i.e., whether at the beginning of the inter¬

val, evenly spaced out during the whole interval or only at the end, remains opaque to

the user. The resource delivery for each R-Process RPt can thus be modeled using a con¬

tinuous monotonie objective function Ft with the property that Fi{End,) —F^Startj) = Q,

i.e., the requested (and granted) amount of resources Qwill be delivered to the R-Process

RPi "somehow" within the interval Ii = [Starti,End,], as depicted in Figure 4.1. Further

details abouti7 as well as how it is calculated are discussed in Section 4.2.

The task of the reactive scheduling discipline is now to ensure that the cumulative re¬

source consumption of every R-Process RPt does not fall below its objective functions Fi.
The reactive scheduler is invoked from the built-in best-effort scheduler periodically1 and

works as follows: If the cumulative resource consumption of one or more R-Processes

has fallen below their objective functions Ft (i.e., RPi has a backlog), the reactive dis¬

cipline arranges—in co-operation with the built-in best-effort scheduler of the operating

system—for the R-Process with the largest backlog to be scheduled immediately during
either a configurable period (by choice 50 ms in the current implementation) or until the

selected R-Process happens to block, whatever occurs first. If there are no R-Processes

with backlog or no R-Processes at all in the system, the scheduling of the best-effort as

well as the R-Processes is left to the built-in best-effort scheduler of the operating system.

1
Every 50 ms in the current implementation for a good trade off between minimizing scheduling over¬

head and maximizing reservation accuracy.

X- Objective
function

Actual

consumption
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Therefore it might very well be possible that the resources C, are delivered to RP, well

before its specified End,-t\me.

For this scheme to work properly, the R-Process selected by the scheduler must be as¬

sumed to be runnable from the moment of its selection and during the scheduling period.
In fact, every R-Process RP, should be runnable during its whole interval I, so that the

RV-Scheduler is completely free in its decisions when to assign the CPUto which RP,.

While this assumption is valid for purely compute-bound processes, it becomes void if

the application performs I/O operations such as disk or network access because the appli¬
cation may block waiting for data. Another, although a more exotic, way to violate the

runnability assumption is for a process to voluntarily yield the CPUby calling sleep.
For two reasons, the case of blocking and sleeping processes must be handled carefully:
First, we explicitly do not want to pose any restrictions on the operating system features

applications with reservations can use. Second, blocking and sleeping processes can pose

a problem if the above outlined simple scheduling discipline is applied: If, for example,
an R-Process RPsleeps or blocks and becomes runnable thereafter, it has the largest back¬

log relative to its objective function F compared to other R-Processes (that were able to

run meanwhile), and the RV-Scheduler would keep selecting RP until it has caught up

its backlog. However, this decision prevents those other R-Processes from running, thus

causing them to miss their reservations and our scheduler implementation to violate the

semantics of the reservation abstraction.

To avoid this problem caused by blocking and sleeping R-Processes, we use a com¬

prehensive resource utilization measurement scheme, which is described in the following

paragraphs. This scheme ensures on one hand that an R-Process that voluntarily yields
its resources has no right to reclaim them later at the cost of other R-Processes. On the

other hand, if an R-Process has been involuntarily preempted from running although it

had a backlog relative to its objective function F, it is given the chance to catch up later

if possible. The catch up is at the expense of best-effort applications, but it must not be at

the expense of other R-Processes. This resource utilization measurement scheme keeps
three time counters per R-Process:

OnCPUJïme accounts for the actual CPUusage. In terms of UNIX, this is the sum

of user- and system-time obtained by the getrusage system call and includes

the time the process is executing and when the system is running on behalf of the

process.

BlockJïme accumulates the time during which the R-Process has involuntarily been pre¬

vented from running. This counter is incremented either if the selected R-Process

is blocked or being preempted (e.g., by another process that unblocks from I/O and

thus has a high priority) when the RV-Scheduler wanted to or has selected it for

running.

SleepTime accumulates the time during which the R-Process has voluntarily yielded the

processor by performing a sleep system call. This counter is incremented either

if the selected R-Process sleeps when the RV-Scheduler wanted to or has selected it

for running.
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The RV-Scheduler is invoked periodically and first calculates for every R-Process RP, its

A, = F, —(OnCPUTime, + SleepTime J —BlockTime,. A large A, thus corresponds to a

large backlog of RP, relative to its objective function F,; a A, < 0 means that RP, has a

work-ahead relative to its F,. Sleep time is accounted for as if the process was running

during that time2.

To select the next eligible R-Process, the list of all R-Processes is traversed in decreas¬

ing order based on the A,. Each R-Process in this list is checked whether it is runnable

or blocked (e.g., on I/O or waiting on other events). If the process is runnable, it is made

eligible for immediate execution and can then run until it either blocks or is preempted,
or until the next invocation of the RV-Scheduler decides to schedule another R-Process.

If it is blocked, its BlockTime is incremented by the RV-Scheduler period to reflect the

fact that the RV-Scheduler would have scheduled this process, and to give it a chance to

catch up the delay suffered from being blocked. The traversal stops if a runnable process

is found, or if A, < —MaxWorkahead, where \MaxWorkahead\ denotes the maximally al¬

lowed work-ahead for R-Processes to be eligible for being scheduled by the RV-Scheduler

(if they have a larger work-ahead, they will be scheduled under the best-effort discipline).
Weallow for this work-ahead so that the actual resource consumption is slightly above the

objective function, and therefore at the end of the interval, the R-Process has been able to

use the processor for at least C cycles. The current implementation has a MaxWorkahead

equal to the invocation period of the RV-Scheduler.

If, during the first traversal of the list of all R-Processes, no eligible one is found, then

for every R-Process RP, its A, is recalculated as A,= F, —{OnCPUTime, + SleepTime^,
and the above outlined search step is repeated with the new A, to find R-Processes that

want to catch up a delay suffered from being involuntarily preempted. Due to the recal¬

culation, the A, are larger than in the first iteration, thus there is a higher chance to find

A, such that A, > —MaxWorkahead. If this second traversal finds a runnable R-Process

RP, and schedules it, its BlockTime, is decremented by its actual CPUusage to reflect the

catch up.

If also the second traversal does not find any R-Processes, then the scheduling of all

processes, i.e., both R-Processes as well as best-effort processes, is left to the built-in

best-effort operating system scheduler.

This accounting scheme ignores the processing costs for interrupts. On one hand,
other researchers have already proposed solutions to this problem [10] which could be

integrated in the RV-Scheduling System. On the other hand, those costs are not severe for

our example applications where we measured an overhead of less than 2% for realistic

usage scenarios.

Remotely related to the objective functions for cumulative resource consumption is

the use of value functions in real-time systems which express the value of completing a

job by its deadline as a function of elapsed system time [83].

The calculations seem to be expensive, but as our experiments in Section 5 2 2 show, the overhead is

negligible.
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4.1.2 1 —N Extension

To extend the basic scheme for supporting multiple R-Processes sharing a single reserva¬

tion, multiple R-Processes can be grouped and considered as if they were one: There is a

single objective function F for the reservation group, and there are the three time counters

per reservation group aggregating the data for all the R-Processes belonging to that reser¬

vation group as explained above. The A, are thus calculated per reservation group and

not per R-Process. To select the next schedulable R-Process, first the reservation groups

are searched in decreasing order of A, until a group with at least one runnable process

is found. Then, within that group, the next R-Process is selected in round-robin fashion

among all runnable R-Processes of that group. If there are no runnable processes in a

group, but at least one is blocked, the BlockTime is incremented according to the rules. In

case no runnable R-Process is found in all reservation Groups, the second list traversal is

carried out as described above with the recalculated A,.

4.2 Admission Controller and Objective Functions

The admission controller serves two purposes: First, it determines which R-Request of

the submitted reservation vector can safely be satisfied along with the already granted
ones. Second, it calculates and optimizes the objective functions for both the new and

the previously granted reservations. By "optimization" we mean that the overall CPU

utilization for R-Processes should be maximized, i.e., come close to 100%. In practice,
however, always some percentage (10% in the current implementation) of the CPUis

left for best-effort processes, which are not handled by the RV-Scheduling System. The

fraction of the overall CPUthat can maximally be dedicated to R-Processes is denoted

with a, thus the current implementation has a = 0.9.

Recall from Section 4 1 that the only demand we have on the continuous monotonie

objective function F, of an R-Process RP, is that F,(End,) —F,(Start,) = C,, i.e., the re¬

quested (and granted) amount of resources C, will be delivered to the R-Process RP,
"somehow" within the interval I, = [Start,,End,]. Conceptually, therefore arbitrary contin¬

uous monotonie functions could be used, but we decided to deploy compositions of linear

functions, a decision which simplifies the implementation of both the RV-Scheduler as

well as the admission controller.

The operation of the unified admission controller, objective function calculator and

request optimizer is best described using an example. Figure 4 2 shows the granted reser¬

vations R\ (Ii = [Starti,Endi],Ci) andR2(h = [Stort2,End2\,C2) of two R-Processes RPi

and RP2, together with their objective functions Fi and F2. RPi has already started its

work, and its actual resource consumption—as denoted by the gray line—is ahead of the

objective function Fi.

At wallclock time "now", a new request Rj,(h = [Starts,Endj\,Cj) arrives, and the ad¬

mission controller has to decide whether this new request is satisfiable along the already

granted ones Ri and R2 (Figure 4 3). To do so, it divides the union of all intervals I = \JI,
into segments along the Start, and End, times of all reservations, i.e., the granted ones and

the new one under consideration, as shown by the vertical lines. The objective functions
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F, for every reservation R, are composed of linear functions with individual per-segment

gradients. For each reservation R,(I„C,), there are segments S, = (sn,s,2,... ,s,,,). If

Ts(s,k) denotes the start time of segment s,k and Te(s,k) its end time, we have the natural

constraints that Vz' : Te(s,k) = Ts(s,k+l), 1 < k < j(i) and Te(s, ,,) = End,. If Start, < now

(as is the case fori?Pi in the example), we have Ts(sn) = now, and Ts(sH) = Start, other¬

wise. Thus only segments "in the future" are considered when recalculating the objective
functions.

Whenprocessing a new request, the admission controller tries to recalculate all gradi¬
ents under the following boundary conditions:

1. For all segments with the same start time, the sum of the gradients of the objective
functions within that segment must be smaller than a:

\/k,l: Y, Gradient(s,;) < a (4.1)
V*J Ts{s,})=Ts(skl)

Equation 4 1 ensures that—at any time—we do not contract out more CPUre¬

sources than are available (or we are willing to devote to R-Processes).

The number of these equations depends on how the intervals are interleaved; in case

of Nreservations (granted ones and then one under consideration), there can be at

most 2N—1 such equations. Figure 4 4 visualizes these equations.

2. For each reservation R,(I„C,) the following equation must hold:

7(0

Vz : ^ Duration(s,k) x Gradient(s,k) = K, (4.2)
k=\

Equation 4 2 ensures that each R-Process is granted its resource request by the end

of its interval. For a reservation R, that has not yet started its interval (i.e., Start, >

now), we let K, :=C, (reservations R2 and R3 in Figure 4 3). For a reservation R,

that has already started its interval (i.e., Start, < now), we let K, := C[, where C[
is equal to the not-yet delivered part of C,. This is the case fori?i in our example.
Wethus account for a potential work-ahead of R, when recalculating the objective
functions. Figure 4 5 visualizes these equations.

The above boundary conditions, applied to all reservations (i.e., the granted ones as well

as the new one under consideration), yield a set of in/equations. These in/equations may

not have a solution, and if a solution exists, it may not be unique. The Simplex Linear

Programming method [110] is able to solve such a set under the additional condition of

maximizing an arbitrary function. Wedecided to maximize the overall utilization between

"now" and the next (future) End (Endi in Figure 4 3). The justification for this choice is

the reasoning that a new request may arrive at that point from the R-Process that held

the just expired request, and the RV-Scheduling System should have as much freedom

as possible by "using up" whatever resources it can until then. If, in our example, the

R-Request R3 has been admitted, there is the final situation where the objective functions

of all RP, have been recalculated, as shown in Figure 4 6.
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Figure 4.4: Gradient boundary conditions: maximum CPUutilization for R-Processes.
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Since by the API definition a reservation vector can be submitted, the above algo¬
rithm is carried out for each of the R-Requests in the reservation vector until either a

satisfiable R-Request is found (i.e., the Simplex Linear Program finds a solution to the

in/equations), or all of the submitted R-Requests are found to be unsatisfiable. Using lin¬

ear programming in the admission controller of an operating system may raise concerns

about response time, but as we show in Chapter 5, today even low-end processors provide

enough computing power to make this solution practical for realistic applications.

4.3 Admission Policy

The admission controller decides solely on a "technical" basis whether to admit a new

request or not. If several processes are competing for reservations, one of them may

monopolize the processor and starve other processes: Assume two processes RPi and

RP2, each of them submitting a reservation request with two R-Requests with a CPU

demand of (80%, 50%) for RP1 and (60%, 40%) for RP2. If RP\ manages to submit its

reservation request first, RPi is granted by the admission controller its first request (80%);
and RP2 cannot be granted any of its two requests since either of them would overload

the system. On the other hand, an admission policy aware of the fact that there are two

processes competing for resources may grant only the second request of RPi, leaving

enough resources for RP2,s second request to be granted as well. It clearly depends on

the application and administrative scenario whether the first case (RPi gets 80% and RP2

none) or the second case (RPi gets 50% and RP2 gets 40%) is the desired behavior, so the

details of the admission policy must be specified by the user or administrator deploying
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the RV-Scheduling System However, this example motivates the need of a policy-based
resource allocation steering mechanism in addition to the technical feasibility-based one

To avoid the unwanted situation of processor monopolization, an admission policy
module can be consulted by the application before executing the actual admission con¬

troller The policy module has knowledge of how many processes are competing for

reservations (processes can register a (long) time interval during which they will request
several (shorter) reservations), and possibly the request history of each process Based

on that information, it can remove those requests from the reservation vector that do not

match the current admission policy
In the current implementation, we use the simple admission policy that, if there are N

processes competing for resources, each of them should get jj of the CPU If processes do

not take advantage of their ^ share, the remaining resources are distributed evenly among

all other R-Processes Weemphasize that more sophisticated policies are possible and

thus may be an area of further research

4.4 Integration in NetBSD

The RV-Scheduling System described in Sections 4 1-43 has been implemented for

NetBSD version 1 3 on an IA32 architecture based hardware platform NetBSD is a

variant of the 4 4 BSDOperating System [87] Wehave chosen NetBSD as an implemen¬
tation platform because i) it is available in full source code, n) there exists an excellent

documentation, and in) it incorporates the reference implementations of the TCP/IP net¬

working protocols [135, 136, 155] which were used in a related project [20]
In Section 4 4 1, which is summarized from [87], we give a brief overview of the

NetBSD internals as far as they are needed to understand the following Section 4 4 2

describing the implementation and integration details

4.4.1 NetBSD Internals

Context Switching

The kernel switches among processes, this activity is called context switching When a

process executes for the duration of its time slice or when it blocks because it requires a

resource that is currently unavailable, the kernel finds another process to run and context

switches to it Interprocess context switches are classified as voluntary or involuntary A

voluntary context switch occurs when a process blocks because it requires a resource that

is unavailable An involuntary context switch takes place when a process executes for the

duration of its time slice or when the system identifies a higher-priority process to run

Each type of context switching is done through a different interface Voluntary con¬

text switching is initiated with a call to the sleep ( ) routine, whereas an involuntary
context switch is forced by direct invocation of the low-level context-switching mecha¬

nism embodied in the mi_switch ( ) routine Note that sleep ( ) will eventually call

mi_switch ( ) to select the new process to run
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Process Scheduling

NetBSD uses a process-scheduling algorithm based on multilevel feedback queues [122].
All processes that are runnable are assigned a scheduling priority that determines in which

run queue they are placed. In selecting a new process to run, the system scans the run

queues from the highest to the lowest priority and chooses the first process on the first

nonempty queue. If multiple processes reside on a queue, the system runs them round

robin. If a process blocks, it is not put back on any run queue. If a process uses up its

allowed time quantum (or time slice), it is placed at the end of the queue from which it

came, and a new highest priority process is selected to run. The time quantum used by
NetBSD is 0.1 sec.

The system adjusts the priority of a process dynamically to reflect resource require¬
ments (e.g., being blocked awaiting an event) and the amount of resources consumed by
the process (e.g., CPUtime). Processes are moved between run queues based on changes
in their scheduling priority—hence the word feedback in the name "multilevel feedback

queue". Whena process other than the currently running process attains a higher priority

(by having that priority either assigned or given when it is awakened), the system switches

to that process immediately.

Calculation of Process Priority

A process's scheduling priority is determined by the estimate of recent CPUutilization

of the process and by a user-settable weighting factor nice. This scheduling priority is

calculated every four clock ticks by the resetpriority ( ) routine, which also sets

a global reschedule request flag by calling neecLresched ( ) if the newly calculated

priority is higher than that of the currently running process. The resetpriority ( )

routine is called by the sof tclock ( ) routine (see under "Clock Interrupts").

Process Run Queues and Context Switching

The scheduling priority calculations are used to order the set of runnable processes. The

scheduling priority ranges between 0 and 127, with 0 to 49 reserved for processes exe¬

cuting in kernel mode, and 50 to 127 reserved for processes executing in user mode (low
numbers mean high priority). The system uses 32 run queues, selecting a run queue for

a process by dividing the process's priority by 4. The processes on each queue are not

further sorted by their priorities.
The context-switch code is broken into two parts: The machine-independent code

resides in mi_switch() and calls the machine-dependent part, which resides in

cpu_switch ( ). The cpu_switch ( ) routine is responsible for selecting a new pro¬

cess to run.

An involuntary context switch is forced by calling the neecLresched ( ) routine,
which sets a global reschedule request flag and then posts an asynchronous system trap

(AST) for the current process. An AST is a trap that is delivered to a process the next

time that that process returns to user mode. ASTs can be emulated by checking the global
reschedule request flag at the end of every system call, trap and interrupt of user-mode
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execution. If that flag is set, the mi_switch ( ) routine is called instead of the current

process resuming execution, thus forcing a context switch.

Clock Interrupts

The system is driven by a clock that interrupts at regular intervals, typically every 10ms.

Each clock interrupt is referred to as a tick. Interrupts for clock ticks are posted at high

hardware-interrupt priority and processed by the hardclock ( ) routine. Thus it is im¬

portant that the hardclock ( ) routine finish its job quickly. To minimize the time spent
in hardclock (), less critical time-related processing is handled by a lower-priority

software-interrupt handler called sof tclock ( ). The hardclock ( ) routine essen¬

tially increments the current time of day, decrements virtual or profiling timers for the

currently running process and gathers resource usage statistics.

The softclockO routine processes timeout requests and periodically reprior-
itizes ready-to-run processes by calling the resetpriority ( ) routine. When

hardclock () completes, if there were any softclockO functions to be done,
hardclock () schedules a softclock interrupt, or sets a flag that will cause

sof tclock () to be called. As an optimization, the hardclock ( ) may directly call

softclock ( ) if the state of the processor is so that the softclock ( ) execution will

occur as soon as the hardclock interrupt returns. The primary task of the softclock ( )

routine is to arrange for the execution of periodic events (callout queues, see next para¬

graph), such as to process real-time timers, to retransmit network packets, to execute

watchdog timers on peripherals that require monitoring, and to recalculate the CPUpri¬

ority for each process in the system.

Callout Queues

The data structure that describes waiting events is called the callout queue. Whena pro¬

cess schedules an event, it specifies a function to be called, a pointer to be passed as an

argument to the function, and the number of clock ticks until the event should occur. The

queue is sorted in time order, with the events that are to occur soonest at the front, and the

most distant events at the end. The time for each event is kept as a difference from the

time of the previous event in the queue, thus the hardclock ( ) routine needs only to

check the time to expire of the first element to determine whether softclock ( ) needs

to be run. Additionally, decrementing the time to expire of the first element decrements

the time for all events. The softclock ( ) routine executes all events of the queue that

have a zero expiration time.

4.4.2 Implementation and Integration Details

RV-Scheduling System Implementation

The functionality of the RV-Scheduling System is divided in two parts, namely i) a user-

level library that is linked to the applications that want to use the RV-Scheduling System;
and ii) a loadable kernel module (LKM) that adds the RV-Scheduler functionality to the
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File LoC Purpose

Timeutils c 114 Shared utility functions for time calculations

RV.Syscall h

RV.Syscall c

Simplex c

180

996

278

User-level library

The Simplex Linear Programming
RV.Sched h

RV.Sched c

272

2544
Loadable kernel module

Total 4384

Table 4.1: RV-Scheduling System: Lines of Code (LoC) per file, and their purpose.

kernel and interacts closely with the built-in best-effort scheduler This LKMalso defines

a new system call that permits the interaction of the user-level library and the RV-specific
kernel functions The applications are expected to communicate only with the library, and

not directly with the LKM's new system call

Wehave chosen to use a LKMinstead of a direct in-kernel implementation to speed up

the development process The LKMcan be loaded at run time in and out of the kernel, and

in case of changes only the LKMneeds to be recompiled and linked instead of the whole

kernel The main way of interaction between the kernel and the LKMis by means of

guarded call-backs that were added to the kernel upon loading the LKM, the call-backs

are initialized to point to the appropriate functions within the LKM, upon unloading the

LKMthey are set to null (and thus not invoked), and the kernel behaves like an unmodified

one The drawback of the LKMapproach is the minimally larger overhead to invoke the

RV-Scheduling System's in-kernel functions (resolving of a function pointer instead of a

direct procedure call, possibly even in-lined due to compiler optimizations) Compared
to the dramatically increased development process speed with the LKMapproach, we are

willing to take that larger overhead well into account Additionally, the LKMapproach is

easily portable to a direct in-kernel implementation for production release

The user-level library contains all the functions as defined by the API (Section 3 2)
For all but the RV_Request call, it basically performs parameter checking and subse¬

quently invokes the new system call with the appropriate parameters The RV_Request

call incurs more work since the Simplex Linear Programming (SLP) to calculate the ob¬

jective functions is implemented in the user-level library, and not in the kernel Therefore,
two system calls into the LKMare needed, one to retrieve the in-kernel R-Process param¬

eters (especially actual resource usage and the A, to the objective functions F,), and a

second one to copy back the newly calculated objective function parameters There are

two reasons for the decision to keep the SLP in user space On one hand, the SLP can

take a non-negligible time to perform its calculations, thus an in-kernel implementation
would block the kernel for an unacceptably long time On the other hand, the kernel is

programmed without any floating point arithmetic at all, thus adding the SLP (which uses

floating point arithmetic) to the kernel would have induced additional complexity and

overhead for saving and restoring the floating point context

Table 4 1 shows the distribution of the RV-Scheduling System into various files and

their size in terms of Lines of Code (including whitespace and extensive comments)



66 Chapter 4: Implementation

Reservation States and State Transitions

An admitted reservation^ takes on three different states during its lifetime:

InUse: R, is in this state if now < Start,.

Active: R, is in this state if Start, < now, and now < End, and R, has not yet consumed

its allocated resources C,.

Passive: R, changes to this state if either End, < now orR, has consumed its C,, whichever

happens first.

The admission controller considers all reservations in either InUse or Active state when

making its decisions. The RV-Scheduler selects the next schedulable process among the

processes associated with Active reservations. The purpose of the Passive state is to save

the End time of the corresponding reservation to maintain the subdivision of the intervals

into slices, as described in Section 4 2.

Reservations are transferred from the InUse to the Active state by the Activate rou¬

tine, and from the Active to the Passive state by the Passivate routine3. Activate

is run asynchronously to the RV-Scheduler either from the callout queue (for reservations

in the future) or directly from the LKMpart of the Admission Controller (for immediate

reservations). It moves the reservation from the InUse-queue to the Active-queue, ini¬

tializes the resource accounting information, and sends the R-Processes associated with

the reservation a signal if they have WANT.SIGNAL S set. Passivate is called syn¬

chronously by the RV-Scheduler if one of the two passivate conditions becomes true. It

saves the End-time, sends the R-Processes a signal if they have indicated so, arranges for

them to be scheduled with a priority4 between R-Processes and best-effort processes if

they have set RV_FLEXIBLE, moves them to the right run queue if necessary and finally
deallocates all unused RV-Scheduling System specific data structures.

Run Queue Management

The built-in run queue management is modified to accommodate two more priority levels

above and in addition to the best-effort priorities, namely a "very high" (Priority 47)
and a "high" (Priority 48) priority. Both levels are above the best-effort priorities and

cannot be reached by best-effort processes. Furthermore, the normal priority aging for

these two priority levels is disabled; thus an R-Process that attains one of the levels keeps
them until its priority is actively decreased by the RV-Scheduler. The "very high" priority
is used for R-Processes selected by the RV-Scheduler. The "high" priority is used for

R-Processes that have under-reserved resources and now are given preference over best-

effort processes. Thus, as long as there are processes with either priority, the built-in best-

effort scheduler will automatically select them in favor of the normal best-effort processes.

3both Activate and Passivate are new, RV-Scheduler-specific routines

4Priority "high", see next section for details.
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Interaction of the RV-Scheduler with the Built-in Best-Effort Scheduler

Whenever the built-in scheduler (mi_switch ( ) ) is called, it first checks whether the

RV-Scheduler must be run (i e
,

if a global RV-Schedule flag is set), before doing its own

work If the RV-Scheduler is run, it takes the following steps in its operation

1 Calculate the amount of resources used by each reservation This is the sum of

the actually consumed resources, the resources consumed by exited processes (if
several processes share the same reservation), and the SleepTime

2 Determine any reservations that have consumed their C,, or have reached their Stop-
time, and call the Passivate-routine for them

3 Carry out the R-Process selection scheme as described in Section 4 1 1

4 If the newly selected R-Process RP, is not the previously being scheduled one Re¬

set the "very high" priority of the previous process, put it back in to the appropriate
best-effort run queue Raise the priority of RP, to "very high" and move it to the

right run queue This ensures that the subsequently running cpu_switch ( ) rou¬

tine will select and context switch to RP,

5 Reload the timer responsible for the periodic invocation of the RV-Scheduler by

adding an entry to the callout queue The expiring timer sets a global RV-Schedule

flag and calls the neecLresched ( ) routine, which in turn forces mi_switch ( )

to be called, and thus the RV-Scheduler to be invoked

6 Update statistics if logging is enabled

Kernel Modifications

In the actual kernel, the following modifications are carried out

Process priorities: The kernel variable PUSER, which defines the maximum user-level

priority a process can obtain, is increased from 50 to 52 Thus the run queue with

priorities 48 —51 is at the disposal of the "high" priority processes (under-reserved
catch up)

Built-in scheduler: Two guarded callbacks are added to the machine independent part
of the scheduler (mi_switch() ) immediately before (Deschedule_Handle)
and after (Schedule_Handle) the (machine dependent) routine that selects a

new process (cpu_switch ( ) ) The first callback invokes the RV-Scheduler syn¬

chronously to the best-effort scheduler if a RV-Scheduler period has passed The

second callback adjusts the BlockTime and SleepTime of an R-Process if necessary

Recall from Section 4 11 that, if the RV-Scheduler finds an R-Process it would se¬

lect to be blocked, it increments its BlockTime by a whole scheduling period If

that process now unblocks during that period, it would have been charged too much

time, and the ScheduleJHandle corrects this error
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Process priority recalculation: The process priority recalculation for R-Processes in

resetpriority ( ) is disabled This ensures that, if the RV-Scheduler selects

an R-Process RPto run and marks it accordingly, RPwill keep its priority until it is

deselected and un-marked by the RV-Scheduler again

exit system call: A guarded callback ExitJHandle is added in the exitl ( ) rou¬

tine This routine is called whenever a process exits for any reason, i e, either

voluntarily or involuntarily If the exiting process was an R-Process, the callback

updates the accounting information and removes the data structures from the RV-

Scheduling System

fork system call: A guarded callback ForkJHandle is added in the forkl ( ) rou¬

tine The callback checks whether the forking process is an R-Process, and if it has

the IS-SHARED flag set (Section 3 2), adds the newly created process to the data

structures of the RV-Scheduling System

Totally, only six new lines of code were inserted in the actual kernel, and one line modi¬

fied

4.5 Abstract Operating System Interface

As reported in the previous Section 4 4, there is a tight coupling between the RV-

Scheduling System and the NetBSD operating system into which it is integrated Al¬

though approach is justified to get a rapid prototype implementation running and permits
both parts to take advantage of a mutual direct access to their data structures, it has from

the software engineering point of view the drawback that the RV-Scheduling System is

difficult to port to other UNIXoid operating systems The desire to port the RV-Scheduling

System to Linux lead to the definition of the Abstract Operating System Interface that

specifies the interface between the RV-Scheduling System and an operating system into

which the RV-Scheduling System is to be integrated The RV-Scheduling System can thus

be implemented completely independent of a particular operating system based on the Ab¬

stract Operating System Interface only This interface's implementation then needs to be

tailored to the specific variant of operating system to which the RV-Scheduling System is

to be ported to

In Section 4 5 1, we describe the relevant differences between NetBSD and Linux

This description gives the base for the definition of the Abstract Operating System Inter¬

face (Section 4 5 2), and Section 4 5 3 summarizes the Linux port using the Abstract OS

Interface

4.5.1 Differences between NetBSD and Linux

There are a couple of differences between NetBSD and Linux [18] that are relevant to

the RV-Scheduling System This comparison refers to the 1 3 version of NetBSD and the

kernel version 2 2 7 of Linux
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Symmetric multiprocessing (SMP): Linux supports SMP in contrast to NetBSD.

Therefore, the Linux scheduler needs to be re-entrant since it may be executed on

several CPUs at once, requiring additionally a more advanced locking scheme than

the NetBSD scheduler.

Process data structure: The process data structure keeps track of various information

like process identifier, scheduling parameters, process state (e.g., sleeping, runnable

etc.), signal state, memory management and file descriptor information, resource

accounting and statistics. While in both OSes roughly the same information is

stored in these structures, the names of the fields differ, as well as the memory

layout (i.e., which fields are directly in the process data structure, and which fields

have to be reached indirectly through pointers). Additionally, in Linux it is not

possible to determine directly from the process data structure whether the process

is sleeping voluntarily or being blocked involuntarily (e.g., by waiting for I/O).

Timing information: NetBSD measures resource usage in sec and updates the counters

at every context switch with a granularity of //sec; Linux accounts statistically at

every clock interrupt (10 ms) in units of ticks.

Run queue management: NetBSD has 32 run queues sorted by priority; Linux has only
one run queue, which has to be traversed by a linear search to find the next eligible

process.

4.5.2 Abstract OSInterface Definition

A major source of OSdependency in the RV-Scheduler stems from its direct manipulation
of the run queues. If the control flow is reversed and the RV-Scheduler changed to return

a pointer to the next eligible process without manipulating the run queues directly, we can

divide the Abstract OS Interface into three parts: i) RV-Scheduler services used by the

kernel; ii) kernel services used by the RV-Scheduling System; and Hi) upcalls from the

kernel into the RV-Scheduling System.

RV-Scheduler Services used by the Kernel

The only RV-Scheduler service used by the kernel is the RV_GetNextProcHandle ( )

routine, which returns a pointer to the next eligible R-Process as determined by the RV-

Scheduling algorithm, or null if there is no such R-Process. The built-in best-effort

scheduler first calls RV_GetNextProcHandle 0 ; in case of a non-null return, it im¬

mediately context switches to that process; otherwise it carries out its own process selec¬

tion algorithm and subsequently switches to that process.

Kernel Services used by the RV-Scheduling System

The RV-Scheduling System uses the following kernel services:

Locking: Provides functions to acquire and release locks on the in-kernel data struc¬

tures of the RV-Scheduling System. In a uni-processor system, they may simply
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be mapped to block and unblock interrupts, whereas on a multi-processor, where

the RV-Scheduler may be invoked from more than one CPUsimultaneously, more

advanced schemes are needed.

Abstract process data structure: An abstract process data structure abstract_proc
is defined, as well as functions to access the process identifier (PID), the process

state (sleeping, blocked, running), to determine whether a process is an R-Process,
and a function returning the currently running process.

Abstract resource usage information: An abstract data type abs_time represents the

CPUconsumption of an R-Process. Additionally, there is a function that returns the

resource consumption of an abstract process as an abs_t ime, as well as a function

to calculate the difference of two abs_times and convert it to //sec.

Signals: There is a function send_signal to send a signal to an abstract process.

Memory allocation: Defines functions to allocate and free kernel memory used by the

RV-Scheduling System.

Upcalls from the Kernel into the RV-Scheduling System

There are the following four upcalls from the kernel into the RV-Scheduling System:

BeginSleep ( ), EndSleep ( ) : Are called if a process goes to or returns from a vol¬

untary sleep, and allow the RV-Scheduling System to update its accounting infor¬

mation.

ForkHandle ( ) : This upcall is invoked if an R-Process is forking.

ExitHandle ( ) : This upcall is invoked if an R-Process is exiting.

4.5.3 Porting the RV-Scheduling System to Linux using the Abstract Oper¬
ating System Interface

Using the previously sketched interface to port the RV-Scheduling System to Linux, we

count some 4200 LoC for the OS-independent part facing only some 360 LoC for the OS-

dependent implementation of the Abstract OSInterface, as reported in [73]. These figures

provide strong evidence that the introduction of the Abstract OS Interface considerably

simplifies the porting of the RV-Scheduling System to other operating systems.

4.6 Summary

This chapter has described a possible implementation of the scheduling model and inter¬

face presented in Chapter 3. The core implementation ideas are independent of a partic¬
ular operating system and consist of an objective function for cumulative resource con¬

sumption in conjunction with a reactive scheduling discipline. The cumulative resource
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consumption of an R-Process is expected not to fall below a pre-calculated objective func¬

tion, which is ensured by the reactive scheduling mechanism that takes appropriate action

whenever this case is about to happen, but leaves the scheduling of all processes to the

built-in best-effort scheduler of the operating system otherwise. The objective functions

for all R-Processes are calculated by the Admission Controller that also makes sure that—

at any time—no more than the physically available resources (or a user-defined fraction

thereof) are contracted out to R-Processes, and denies R-Requests that would overload

the system.
A detailed resource accounting scheme counting separately the OnCPUTime, Block-

Time and SleepTime of each R-Process ensures that blocked R-Processes are allowed to

catch up their delay without endangering the reservation abstraction semantics for other

R-Processes. Several R-Processes can share a single reservation abstraction which allows

to cover a number of well-known scenarios.

The presented implementation has successfully been integrated into the NetBSD op¬

erating system with modest effort in terms of Lines of Code.

In the current integration, the RV-Scheduling System and NetBSD are very tightly

coupled and take advantage of each other's implementation details like specific fields of

data structures, which are directly accessed. To show that nevertheless it is relatively

straightforward to port the RV-Scheduling system to other "reasonable" operating sys¬

tems, we decomposed it into an operating system independent and and operating sys¬

tem dependent part by introducing an Abstract Operating System Interface. To validate

this Abstract Operating System Interface, the RV-Scheduling System has been ported
to a SMPcapable Linux version with a ratio of 1 : 11 LoC of OS-dependent vs. OS-

independent parts.





5
Evaluation

To evaluate the effectiveness of the RV-Scheduling System, we use a number of experi¬
ments that can be divided into Micro-Benchmarks, Application Traces and Real-Life Ap¬

plications All experiments were performed on a fully functional system Figure 5 1

shows an overview of the evaluation in relation to the architecture of the RV-Scheduling

System
The purpose of the Micro-Benchmarks is to obtain several low-level measurements

about scheduling overhead (compared to the built-in best-effort scheduler), admission

controller overhead, and the system's ability to keep the actual resource consumption in

sync with the pre-calculated objective functions The micro-benchmarks also quantify
the advantage of the vector interface as well as the "immediate reservation" feature for

applications
Whereas those micro-benchmarks provide useful insight into various detailed aspects

of the RV-Scheduling System, they often push the system to or beyond a limit which will

never be reached by real applications Thus experiments with Application Traces are per¬

formed to measure the low-level costs and overhead in a more realistic environment The

experiments then consider the RV-Scheduling System as a black box and additionally an¬

swer another key question with regard to the RV-Scheduling System, namely the amount

and extent of reservation failures (an R-Process receives fewer cycles than granted) They
furthermore show the trade-off between maximizing overall end system utilization for

R-Processes and minimizing reservation failures Finally, a comparison with an off-the-

shelf real-time operating system reveals that the RV-Scheduling System is able to handle

a much larger number of requests reliably

Ultimately, the performance of the RV-Scheduling System and its effectiveness from

an end user's (or application programmer's) point of view can only be assessed in con¬

junction with Real-Life Applications and their specific quality-metrics (which are indi¬

vidual for each application) Therefore experiments using three quite dissimilar adaptive

applications—namely a resource-aware Internet server, the image retrieval system Char¬

iot, and an adaptive MPEGdecoder—were conducted For these applications, we show

that the RV-Scheduling System is able to considerably augment the (application-specific)

quality metric compared to best-effort scheduling, and see that the RV-Scheduling Sys¬
tem's performance ultimately depends on the admission policy, whose details are identi¬

fied as an area of future research

This chapter is organized as follows Section 5 1 defines the hard- and software of

the experimental setup, Section 5 2 describes the various Micro-Benchmarks, Section 5 3

73
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Figure 5.1: Evaluation overview.

describes the Application Traces experiments, and Sections 5.4, 5.5 and 5.6 report on

experiments with the Internet server, Chariot and the MPEGdecoder, respectively. The

experiment conclusions are finally summarized in Section 5.7.

5.1 Experimental Setup

All experiments were carried out on several 200 MHzIntel Pentium Pro PC, which pro¬

vide a hardware clock resolution in the order of//sec1. The amount of RAMvaries from

64 MByte over 96 MByte to 160 MByte and is chosen such that the operating system
and all test applications fit well in RAMand the machine does not swap to disk. Log
data generated during the experiments is held either in-core until the end of the experi¬

ments, or directly written to a memory file system during the experiments and copied to

non-volatile storage thereafter. From the various implemented logging facilities only that

subset is enabled for each experiment that contributes to the ascertained data.

The machines run the modified version of NetBSD 1.3. Before each experiment run,

the RV-Scheduling LKMis loaded into the kernel and removed thereafter. The systems are

configured in an out-of-the box setup running a set of standard daemons (e.g., syslogd,
nf sd, mountd, cron, inetd, lpd and sshd). Otherwise no additional load is im¬

posed beyond the test applications. The machines are connected to the Internet via a

100MBit switched Ethernet and thus experience only marginal influence from network

packet interrupts.
Wechose what is today a low-end PC to demonstrate that the RV-Scheduling Sys¬

tem works also on modest platforms. For all experiments, at most 90% of the CPUis

made available for R-Processes (a = 0.9), unless otherwise stated. To show how the

RV-Scheduling System's performance keeps pace with the ever-increasing hardware per¬

formance, a selected subset of the experiments are run on a 933 MHzIntel Pentium III

PCwith 256 MByte of RAM.

therefore all measured times are given with that resolution, regardless of the fact that the RV-

Scheduling System's resolution is—in the current implementation—set to 50 ms.
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Unless otherwise stated, each experiment was repeated five times, and the average

(mean) and standard deviation of those five repetitions is given in the graphs and tables

5.2 Micro-Benchmarks

The purpose of the Micro-Benchmarks is to answer the following questions

• Howwell is the scheduling mechanism able to keep the actual resource consump¬

tions of R-Processes in sync with the pre-calculated objective functions? What hap¬

pens if R-Processes block or go to sleep? Does the system perform as advertised in

Section 3 1 1? (Section 5 2 1)

• How large is the overhead of the RV-Scheduler in comparison to the best-effort

scheduler? (Section 5 2 2)

• Howlarge is the admission controller overhead? (Section 5 2 2)

• What is the performance gain of the vector interface compared to submitting each

request one after the other? (Section 5 2 3)

• Does the "immediate reservations" feature work as stated in Section 3 1 4? (Sec¬
tion 5 2 4)

5.2.1 Objective Functions and Actual Resource Consumption

Goal

The goal of this experiment is to provide qualitative evidence that the RV-Scheduling

System behaves as advertised in Section 4 1 1, i e
,

that it

keeps the actual resource consumption of R-Processes along the pre-calculated ob¬

jective functions,

allows the R-Processes to work-ahead if there are no other processes in the system,

effectively shields R-Processes from best-effort scheduled processes,

arranges for having-blocked R-Processes to catch up their delay without affecting
other R-Processes,

prevents R-Processes that have gone to sleep from catching up their delay

Experiment Setup

For this experiment, two R-Processes and three best-effort scheduled processes are used

The parameters of the R-Processes are shown in Table 5 1 Time = 0 denotes the start

of the experiment Rl sleeps during its reservation interval, whereas R2 is blocking (by

performing a select system call) The three best-effort processes comprise a compute-
bound load, each of them starts at time 2.4 sec The parameters are chosen to show the

effects outlined in the previous paragraph The experiment has been repeated a few times

without any significant variation in the results
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Workload Reservation

Interval CPU Sleep Block

Start time End time Start time End time Start time End time

Rl

R2

1.439661

3.039670

7.439661

8.039670

4.0

1.6

5.839661 6.239500

3.639670 4.039670

Table 5.1: R-Process workload parameters for "Objective Function"-experiment (Times
in sec).

Results

Figure 5 2 shows the result of a single experiment run. The x-axis denotes the elapsed
wallclock time since the start of the experiment, the y-axis shows the objective func¬

tions and actual resource consumptions. For both R-Processes, their objective func¬

tion F is plotted as a gray line, and the cumulative resource consumption is shown

as a bold black line. For the R-Process Rl, the thin black line denotes the sum of

OnCPUTime+ SleepTime (the BlockTime of Rl is constantly zero); for the R-Process

R2 the thin black line shows the sum of OnCPUTime+ BlockTime (the SleepTime for R2

is constantly zero). Additionally, the aggregated cumulative resource consumption for all

best-effort processes is shown. Triangles appear on the cumulative resource consumption
line when the corresponding R-Process is chosen by the RV-Scheduler as the next process

to run. In general, the RV-Scheduler always selects the R-Process RP, with the largest
A,=F, —(OnCPUTime, + BlockTime, + SleepTime^.

R-Process Rl starts at time Tl and is being selected by the RV-Scheduler until T2,
when its work-ahead against its objective function F exceeds the amount of one schedul¬

ing period (i.e., 50ms). From T2 on, Rl is being scheduled by the built-in best-effort

scheduler, and since there is no additional load on the system, Rl continues its work-

ahead relative to F until T3, when the best-effort loads BE 1-3 starts to run. Since Rl

has already consumed a large amount of CPUrelative to the newly started BE 1-3, the

best-effort scheduler reduces Rl's priority and schedules the BE 1-3 instead until T4,
when the RV-Scheduler detects that Rl has fallen below its F, and arranges for it to be

scheduled again so that it is able to follow F. At T5, R-Process R2 starts to run, and the

RV-Scheduler selects among the two R-Processes the one with the largest A. R-Process R2

blocks between T6 and T7 and its BlockTime is incremented each time the RV-Scheduler

would select it, because it is the R-Process with the largest backlog relative to its objective
function. Rl continues to run unaffected, and the remainder of the CPUis made available

for the best-effort processes as depicted by the gray line. WhenR2 unblocks at T7, it is

being scheduled together with Rl, the RV-Scheduler selects the process with the largest
A. At times T7.1-3, the RV-Scheduler finds that both R-Processes have a A < —50ms (the

negative sign of A reflects a work-ahead), but R2 has BlockTime > 0, so it selects R2 and

decrements BlockTime accordingly to reflect the catch-up of R2. Thus R2 can catch up

its delay without affecting Rl, but at the cost of best-effort processes whose aggregated
resource consumption increase is zero between T7.1 and T7.3. At T8, both R-Processes

have a work-ahead, therefore the best-effort processes get a chance to run as well. Rl then

goes to sleep between T9 and T10, and its SleepTime is incremented by the same rules as
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was the BlockTime of R2 between T6 and T7. However, when Rl unblocks at T10 (and is

being scheduled again), its SleepTime is not decremented. This reflects the policy that an

R-Process which has been sleeping should not be able to reclaim the slept time, not even

at the cost of best-effort processes. At Tl 1, Rl has obtained its requested resources (less
the sleep duration), and is thus removed from the RV-Scheduling System. R2 continues to

proceed well above its objective function, and the remaining resources are at the disposal
of the best-effort processes. At T12, R2 finishes with a work-ahead of 0.038318 sec, and

leaves the RV-Scheduling System. From T12 on, all the resources are being managed by
the built-in best-effort scheduler again.

Summary

This experiment has shown that the RV-Scheduler keeps the actual cumulative resource

consumption of R-Processes along the pre-calculated objective functions, allows R-

Processes a work-ahead if possible and shields them from best-effort scheduled processes.

Furthermore, the RV-Scheduler arranges for blocked R-Processes to make up for their de¬

lay without affecting other R-Processes, but prevents R-Processes that have gone to sleep
from catching up their backlog.

5.2.2 Scheduling and Admission Controller Overhead

Goal

The first goal of this experiment is to quantify the overhead of the RV-Scheduler proper

and to compare it with the overhead of the built-in best-effort scheduler. For the best-

effort scheduler, the measured overhead comprises the time needed to determine the next

process to run, and switching the context to that process if it is not the one that was

running before. For the RV-Scheduler, the measured overhead includes the time needed

to determine the next R-Process to run, and to rearrange the run queues if necessary.

Scheduling overhead is measured as the fraction of the times as defined above over the

whole experiment duration.

The second goal of this experiment is to determine the cost of the admission controller

which is measured as the On-CPU-Time of the caller spent in the admission controller. We

expect the admission controller overhead to be orders of magnitude larger than the over¬

head of the RV-Scheduler since a non-trivial admission controller is used, which includes

solving a possibly large set of in/equations. Based on the detailed results, we should be

able to mark out a "working area" of the RV-Scheduling System in terms of how many

processes it is able to admit and schedule.

Experiment Setup

For this experiment, a mix of compute-bound best-effort and R-Processes is used; the

experiment's factors are the number of each kind of processes. Four different tests are

performed:
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1 To establish a baseline for the overhead of the built-in best-effort scheduler, an in¬

creasing number of best-effort processes are run concurrently on an unmodified

NetBSD system There are no RV-Scheduler-specific callbacks installed in the ker¬

nel, only a minimal logging facility has been added Weexpect an increasing over¬

head with the growing number of processes in the system

2 To assess the overhead incurred due to the call of the RV-Scheduler and the costs

of the pragmatic integration of the RV-Scheduler in the kernel (see Section 4 4 2

for details), an increasing number of best-effort processes are run in parallel, with

no additional R-Processes In this experiment, the modified NetBSD system with a

fully functional RV-Scheduling System installed is used For the best-effort sched¬

uler, we expect an increasing overhead with the raising number of processes Fur¬

thermore, we expect the best-effort scheduler overhead to be larger than in the first

test because a timer forces the best-effort scheduler to be invoked at least every

50 ms, and it subsequently calls the RV-Scheduler Otherwise, the best-effort sched¬

uler would be invoked every 100 ms (if no processes block) For the RV-Scheduler,
we expect a small but constant overhead, since the RV-Scheduler gets called peri¬

odically only to find out that there are no R-Processes in the system to be scheduled

and thus immediately returns without any further work

3 To measure the overhead of the RV-Scheduler as a function of the number of pro¬

cesses it must schedule, an increasing number of R-Processes is run with a sin¬

gle best-effort process in parallel Weexpect an increasing overhead of the RV-

Scheduler with the increasing number of processes For the best-effort scheduler,
we expect to have an overhead similar to the second test, since the best-effort sched¬

uler performs context switching and On-CPU-Time bookkeeping for best-effort as

well as R-Processes

4 To determine the cost of the admission controller, a single R-Request is submitted

to a system which has an increasing number of already granted reservations We

measure how long it takes for the admission controller to either find a feasible set

of objective functions or to determine that no such set exists Weexpect that the

more granted reservations there are already in the system, the longer the admission

controller takes

By a sensible design, both admission controller cost as well as scheduling overhead can

be measured with the same experiment To prevent any mutual influence of admission

controller and scheduler, the workload processes are started in an interleaved manner as

depicted in Figure 5 3 Whenan R-Process is started, it immediately makes a R-Request
for a reservation in the future (straight line), and then sleeps for a certain time (dashed

line) Upon the beginning of the reservation interval, the R-Process starts a compute-
bound workload When a best-effort process is started, it simply sleeps for the same

amount of time as the R-Process and of course does not reserve any resources When

multiple workload processes are started up, a process is started only after its predecessor
has finished its admission control step, or a small time interval (0.2 sec) has elapsed,
whichever occurs later A proper selection of the sleep time ensures that all processes are
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Figure 5.3: Experiment setup to determine scheduler and admission controller overhead.

started up before the first one starts to compute As soon as all processes have begun their

workload, the measurement window for the scheduler overhead is opened and closed just
before the first process finishes its work The reservation parameters for the R-Processes

were chosen such that if there are overall NR-Processes, each of them would get ^ x a

of the CPU The reservation interval duration was selected to be 40 min so as to achieve

a steady state of the RV-Scheduling System and to have a large enough measurement

window If a large number of processes is started and the reservation interval is too small,
then the R-Process started first would already have finished its work before the R-Process

started last would begin working

Results

Figure 5 4 shows the best-effort scheduler overhead (as the percentage of the experiment
duration, i e

,
measurement window) as a function of the number of concurrently running

best-effort processes on an unmodified NetBSD system The error bars denote ±g The

overhead of the best-effort scheduler is small (below 0.012% even for 100 processes)
and, as expected, is proportional to the number of scheduled processes At first glance,
the overhead "jump" by a factor of 1.3 from one to two scheduled processes is surprising
However, the source code of the best-effort scheduler explains this observation If, after
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Figure 5.4: Best-effort scheduler overhead on an unmodified system.

determining the next process to run, the scheduler finds out that the new one is the same

that has already been running before, the context switch costs can be saved Thus, if only
one best-effort process is run on an otherwise unloaded system, the probability that this

low-overhead short-cut case occurs is quite high (recall that the system is measured in

a standard configuration, thus some daemons are running from time to time) With two

or more processes, however, the scheduler will alternate between them which requires a

complete context-switch at a higher cost

Figure 5 5 shows the best-effort and RV-Scheduler overheads (as the percentage of

the experiment duration, i e
,

measurement window) as a function of the number of con¬

currently running best-effort processes on a system with installed RV-Scheduling System,
but no active R-Processes The overhead of the best-effort scheduler is small (below
0.03% even for 100 processes) Depending on the number of processes, a varying vari¬

ance is seen, for which we did not find any suitable explanation Wealso make out the

same "jump" from one to two processes observed in the previous test For the best-effort

scheduler, the overhead is roughly as twice as high as in the previous test, as can be seen

by comparing Figures 5 4 and 5 5 The absolute costs of a single scheduler invocation are

about the same for both tests (5.5/zsec for 1 process, then linearly increasing from 7//sec
for two processes up to 9/zsec for 100 processes), but in the presence of an installed RV-

Scheduler, the best-effort scheduler is invoked approximately every 30 ms, compared to

some 80 ms without installed RV-Scheduler The overhead for the RV-Scheduler is con¬

stant (since the RV-Scheduler is called every 50 ms, finds out that there are no R-Processes
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Figure 5.5: Scheduler overhead distribution with best-effort processes (and RV-Scheduler

"idle"-call costs).

to schedule, and immediately returns) and independent of the number of concurrently run¬

ning best-effort processes

Figure 5 6 shows the RV-Scheduler and best-effort scheduler overhead (as the per¬

centage of the experiment duration) as a function of the number of concurrently running
R-Processes The RV-Scheduler overhead grows linearly with the increasing number of

scheduled processes This is because to determine the next R-Process to run, all A, have

to be calculated and the list of R-Processes is traversed in decreasing order based on the

A, as described in Section 4 1 1 For five and more processes, the RV-Scheduler overhead

surpasses the best-effort scheduler overhead, but nevertheless remains within practical
bounds (0.14%) for 35 R-Processes) As far as the best-effort scheduler overhead is con¬

cerned, it is of about the same order as in the previous test The observation that the

RV-Scheduler overhead grows much faster than the best-effort scheduler overhead can be

attributed on one hand to the fact that the RV-Scheduler is implemented in C whereas

the best-effort scheduler is written in carefully optimized assembler, and on the other

hand to the fact that the RV-Scheduler performs much more complex operations (evalu¬

ating objective functions, updating accounting information, rearranging run queues) than

the best-effort scheduler The soundness of this explanation can be strengthened by ex¬

amining the absolute costs of a RV-Scheduler invocation They start at 5//sec for one R-

Process and increase linearly by roughly 2/zsec per additional R-Process, thus the absolute

per-invocation costs of the RV-Scheduler are always higher than those of the best-effort
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Figure 5.6: Scheduler overhead distribution with R-Processes.

scheduler (which are 5.5/zsec for 1 process, then linearly increasing from 7//sec for two

processes up to 9//sec for 100 processes).

Figure 5.7 shows the absolute costs of the admission controller as a function of the

number of granted reservations. The interleaving of the reservations as used in this ex¬

periment and depicted in Figure 5.3 represents a worst-case with regard to the admission

controller, since for Nreservations in the system, each reservation is cut into Nslices, thus

yielding E = 3N —1 in/equations with totally V = N2 variables for the Simplex Linear

Program to solve. According to [110], the Simplex Linear Program "finds a solution after

a number of iterations that is almost always no larger than of order E or V, whichever

is larger". Thus the worst-case overall admission controller overhead is in the order of

0(N4), where N is the number of reservations in the system2. Given the fact that, de¬

pending on the number of granted reservations, there is a considerable cost of the order of

several hundred milliseconds up to several seconds to admit further reservations, it clearly

depends on the application behavior (i.e., its request frequency) and the overall system us¬

age (i.e., number of concurrently running processes competing for reservations) whether

the RV-Scheduling system can be deployed. Additionally it should be emphasized that a

standard textbook implementation of the Simplex Linear Program [110] is used, and we

suspect that there is considerable room for improvement toward a thoughtfully optimized

implementation taking the special characteristics of the system of in/equations into ac¬

count. Finally, by using a state of the art microprocessor, the admission controller costs

are even less, as Figure 5.7 shows.

Totally 0(N2) iterations, with 0(N2) variables
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Figure 5.7: Admission controller costs.
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Summary

This section shows that the overhead of the straightforward implementation of the RV-

Scheduler is higher than that of the optimized best-effort scheduler built into NetBSD,

although it is of the same order of magnitude and thus negligible for practical use The

RV-Scheduling system's limiting factor is clearly the admission controller, which per¬

forms a non-trivial operation using the Simplex Linear Program to (re-)calculate the ob¬

jective functions Although the admission controller could be implemented in a more

efficient way, and advances in hardware technology will speed up the admission con¬

troller, we speculate that it will remain the bottleneck with regard to performance The

RV-Scheduling System is thus ill-suited for usage patterns where a lot of processes submit

reservation requests with a high frequency, i e
,

with a short reservation interval It would

be inappropriate to use the RV-Scheduling System, eg, for an application that plays a

movie at a constant frame rate (e g ,
30 frames/sec) and tries to place an individual reser¬

vation request for the decoding of each frame On the other hand, as the evaluation with

the adaptive MPEGdecoder in Section 5 6 shows, the RV-Scheduling System can well

support the frame decoding phase if resources are reserved for the decoding of a reason¬

ably large (i e
,

30 frames or more) number of frames Additionally, our example adaptive

applications are real applications, and they do not have a high adaptation rate
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RV_Res InSingle, BGLoad;

for (j=0; j<30; j++) {
/* set up background load and submit*/

BGLoad.Start = now+4; /* sec */

BGLoad.End = BGLoad.Start + 100; /* sec */

BGLoad.Request = 100* (0.90-j*0 . 03) ;

res = RV_Request (BGLoad) ;

/* set up measured foreground load */

InSingle.Start = now+4; /* sec */

InSingle.End = InSingle.Start + 100; /* sec */

StartOverallTimer(); /* start measurement timer */

for (i=0; i<30; i++) {
/* try with decreasing requests until granted */

InSingle.Request=100*(0.90-i*0.03); /* sec */

res = RV_Request(InSingle);
if (res == granted) {break;}

}
EndOverallTimer(); /* stop measurement timer */

}

Figure 5.8: Vector interface experiment source code: single R-Requests.

5.2.3 Vector Interface

Goals

Recall from Sections 3 12 and 3 2 that the user submits a whole reservation vector to

the RV-Scheduling System and lets it decide which of the R-Requests it is able to grant

Alternatively the user may also submit a single R-Request at a time and repeat the sub¬

mission until one of the R-Requests is granted The goal of this experiment is to show

that the use of the vector interface is considerably less expensive than the single request
interface

Experiment Setup

This experiment measures the On-CPU-Time of a foreground R-Process in the presence of

a background R-Process Both processes perform a compute-bound task without any I/O

The foreground process has 30 computing options with different resource requirements
that correspond to 90,87,..., 9,6,3% of the CPU The experiment factor is the amount of

CPUrequested by the background R-Process, which is varied from 0,3,6,..., 84,87%

Thus, depending on the R-Request of the background R-Process, the \st ,2nd,... ,Nth R-

Request of the foreground R-Process is granted Two different programs are used The

first one is submitting single R-Requests until one of them is granted (Figure 5 8), the
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RV_Res InVector[30] ;

RV_Res BGLoad;

for (j=l; j<=30; j++) {
/* set up background load and submit */

BGLoad.Start = now+4; /* sec */

BGLoad.End = BGLoad.Start + 100; /* sec */

BGLoad.Request = 100* (0.90-j*0.03); /* sec */

res = RV_Request (BGLoad) ;

StartOverallTimer(); /* start measurement timer */

/* set up Reservation Vector */

for (i=0; i<30; i++) {
InVector[i].Start = now+4; /* sec */

InVector[i].End = InVector[i].Start + 100; /* sec */

InVector[i].Request=100*(0.90-i*0.03); /* sec */

}
/* submit whole vector */

res = RV_Request(InVector);
EndOverallTimer(); /* start measurement timer */

}

Figure 5.9: Vector interface experiment source code: reservation vector.

second one takes advantage of the vector interface and submits a reservation vector for

all R-Requests at once (Figure 5 9) The main metric is the On-CPU-Time from the

start of the program until an R-Request is eventually granted Weexpect this time to

increase with increasing number N of the Nh granted R-Request, since the admission

controller has to "try out" (i e, to perform the objective function calculation for) the

\st,2nd,...,N— Ith R-Requests until it finds the satisfiable, Nh one Additionally, we

presume that the program using the reservation vector will perform better than the one

with repeated single R-Requests

The On-CPU-Time is measured in two intervals The first measurement interval is

denoted by the two routines that start and stop the timer (StartOverallTimer () and

EndOverallTimer () in Figures 5 8 and 5 9) The time measured by those routines

comprises both the application program and the RV-Scheduling System's costs to obtain

a reservation In the first program (Figure 5 8), this includes the costs to prepare a single

R-Request and calling (one or several times) the RV_Request ( ) routine In the second

program (Figure 5 9), the time includes the costs to prepare the whole reservation vector,

and calling RV_Request ( ) once

The second measurement interval is measured upon entry and exit of the

RV_Request call and includes the (user-level and in-kernel) costs of the admission con¬

troller
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Figure 5.10: Vector interface vs. single R-Request costs.

Results and Summary

Figure 5 10 shows the overall and the RV_Request call costs of the vector interface and

the single R-Request programs as a function of the Nh granted R-Request If the first

R-Request is granted, the overhead of both programs is roughly the same, thus it is not

noticeably more expensive to prepare a whole reservation vector than only a single R-

Request With increasing N, i e
,

if not the first, but the second, third, etc R-Request is

granted, we observe the expected behavior in that the costs increase with increasing N,
and the vector interface program is performing evidently better than the program which

repeatedly submits single R-Requests For N= 10, there is a gain by a factor of two, and

for N= 20 by a factor of three

By using the vector interface the substantial overhead of repeated system calls to read

out the R-Process' parameters from the kernel and to copy back the calculated objective
functions are saved, furthermore, the cost of preparing a whole reservation vector instead

of a single R-Request is negligible

5.2.4 Immediate Reservations

Goal

Recall from Section 3 14 that, if an R-Process has received its allocated resources, it usu¬

ally continues to be scheduled in best-effort mode Therefore, in the presence of other

processes, it can experience an unbounded delay until it is able to run again and submit
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another reservation request In Section 3 2 and 4 4 2 the design and implementation of

a signaling mechanism was described that notifies an R-Process that its reservation has

just been fulfilled, and arranges that process to be scheduled for an additional scheduling

period so that the signal handler can immediately be executed If the signal handler sub¬

mits a reservation request to the RV-Scheduling System (and the request is granted), the

application can circumvent the outlined unbounded delay

The goal of this experiment is to assess the effectiveness of the immediately scheduled

signal handler compared to the normal (i e
, best-effort) scheduled signal handler and to

show that, by submitting a reservation request in an immediately scheduled signal handler,
the delay of R-Processes can be prevented

Experiment Setup

For this experiment, a varying number of R-Processes and a varying number of additional,
best-effort scheduled background processes are used Both kinds of processes perform a

compute-bound task without any I/O Every R-Process submits totally 10 reservation re¬

quests, each with a vector consisting of a single R-Request Each R-Request tries to

allocate 1 sec of CPUtime in a reservation interval of 10 sec As soon as the requested
resources of the previous reservation request have been granted to the R-Process, it im¬

mediately submits the next reservation request The number of the R-Processes is varied

from 1,2,..., 9 yielding an overall CPUutilization by the R-Processes between 10%> and

90%) The experiment metric is the elapsed wallclock time between the submission of the

first R-Request and the fulfillment of the last, \0th, R-Request If the immediately sched¬

uled signal handler is used to place the reservation requests, the wallclock time of that

R-Process is expected to be between 10 sec (in case there is no additional load, and if the

requested CPUis allocated at the very beginning of each reservation interval) and 100 sec

(in case there is additional load, and/or the CPUis allocated evenly distributed or only at

the very end of each reservation interval) Weanticipate the wallclock time to increase

with an increasing number of additional R-Processes as well as an increasing number of

best-effort processes, but not to exceed the upper bound of 100 sec This is because on one

hand the reservation abstraction ensures that by the end of each of the 10 R-Request inter¬

vals (each of them during 10 sec), the process has been granted the requested resources,

and on the other hand because the immediately scheduled signal handler (which is called

as soon as the requested resources have been delivered, i e
,

at least at the end of the in¬

terval) will submit the next reservation request before the caller falls back to best-effort

scheduling mode

On the other hand, with the best-effort scheduled signal handler, we expect that upper

bound to be surpassed, because the R-Process (and subsequently also the signal handler)
will be scheduled in best-effort mode immediately after its requested resources have been

granted If we assume that, if there are totally N computing processes in the system,
each of them gets jj of the CPU, then a process requesting an overall CPUtime of T =

10 x 1 sec = 10 sec will have a wallclock time in the order of Nx Tsec, as shown in

Figure 5 11
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Figure 5.11: Expected wallclock time distribution with the best-effort scheduled signal
handler.

Results and Summary

Figure 5 12 shows the averaged wallclock time of the R-Processes as a function of the

number of the concurrently running best-effort scheduled background and R-Processes

under the best-effort scheduled signal handler Weobserve that the measured wallclock

times are in the same order as predicted (Figure 5 11) and unbounded with increasing
overall system load The variance between the experiment repetitions expressed in terms

of the Coefficient Of Variation (C O V)3 is in the order of 0.01 and thus negligible

Figure 5 13 shows the averaged wallclock time of the R-Process/es as a function of the

number of the concurrently running best-effort scheduled background and R-Processes

under the immediately scheduled signal handler We can see that the wallclock time

exceeds the expected upper limit of 100 sec only in a few cases This is due to the im¬

mediately scheduled signal handler, which submits a reservation request instantaneously
after the previous request has been fulfilled The C OV of the repetitions peaks at 0.1

and is thus an order of magnitude larger than in the previous test, but is still acceptably
low

This experiment has shown that by taking advantage of the immediately scheduled

signal feature to submit reservation requests, an R-Process can prevent unbounded delays
between two consecutive reservations

3 The C OV is defined as the ratio of the standard deviation to the mean
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Figure 5.12: Measured wallclock time distribution with the best-effort scheduled signal
handler.
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Figure 5.13: Measured wallclock time distribution with the immediately scheduled signal
handler.
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5.2.5 Summary

The micro-benchmarks presented in this section show that the reactive scheduling scheme

described in Section 4 1 is able to support the reservation abstraction with its semantics

as defined in Section 3 11 The scheme in fact keeps the actual cumulative resource

consumption of the R-Processes along the objective functions, allows R-Processes a work-

ahead in the order of a scheduler period in case of ample resources, and effectively isolates

them from the influence of best-effort loads Additionally, blocked R-Processes can catch

up their delay without affecting other R-Processes

The overhead of the RV-Scheduler is higher than that of the built-in best-effort sched¬

uler, but within the same order of magnitude (0.14%> for 35 concurrently scheduled R-

Processes) and thus acceptable for practical use The admission controller overhead is

noticeable and thus the limiting factor of the RV-Scheduling System, although the work¬

ing range automatically extends with advances in hardware technology For example, if

the maximum tolerable admission controller overhead is limited to 200 ms, 20 concurrent

R-Processes can be handled on a 200 MHzPentium Pro, compared to 29 on a 933 MHz

Pentium III

The usage of the reservation vector interface by submitting a number of R-Requests

yields a considerable performance gain (e g ,
factor of three for 20 R-Requests) compared

to repeatedly submitting single R-Requests until one of them is accepted Additionally,
the overhead to prepare a whole reservation vector instead of only a single R-Requests is

not noticeable

Finally, the immediately scheduled signal handler is an effective means for R-

Processes to obtain consecutive reservations in a predictable manner without falling back

to best-effort scheduling and thus experiencing possibly unbounded delays in their execu¬

tion

5.3 Application Traces

While the previous section has examined the RV-Scheduling System's various compo¬

nents in detail, this section takes a more global point of view and considers the RV-

Scheduling System as a black box This point of view is relevant since it represents
the application's view of the RV-Scheduling System Applications do not care about the

internals of the RV-Scheduling System, but are basically interested whether the system is

indeed able to deliver the granted resources Furthermore, the system's overhead under

realistic workloads might be different from the one under the synthetic, worst-case ones

constructed in Section 5 2 This section reports on experiments with application traces

First, the experiment is run with the default configuration of a = 0.9 (i e
,

at most 90%

of the CPUare dedicated to R-Processes) and the results are reported in Section 5 3 1 In

a subsequent experiment, the influence of a on the key metric "reservation failure" (an
R-Process actually gets fewer cycles than originally granted) is examined and presented
in Section 5 3 2 Finally, in Section 5 3 3 the application traces are submitted to a pub¬

licly available real-time operating system (Real-Time Linux [11, 12]), and it is shown
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that—while the RV-Scheduling System is able to fulfill the requests—the real-time OS

fails noticeably

5.3.1 Basic Experiment

Goal

The goal of this experiment is to show the feasibility of the RV-Scheduling System in a

"realistic" environment by quantifying the amount and extent of reservation failures as

well as the the admission controller and RV-Scheduler overheads

Experiment Setup

Two experiments with different workloads are run The first experiment simulates a

lightly loaded system with few reservation requests, the second experiment simulates

a highly loaded system with an order of magnitude more reservation requests For each

experiment, 20 of the workload processes are run in addition to 10 best-effort compute-
bound background processes The experiment duration is set to an hour to minimize result

distortions by possible start-up effects

The first workload uses reservation requests with randomly generated parameters The

reservation vector consists of five R-Requests, each of them has the same reservation

interval length which is uniformly distributed between 0.5 sec and 20 sec The requested

cycles are uniformly distributed between 0.1 sec and the interval length for the first R-

Request, and between 0.1 sec and the cycles requested by the i —Ith R-Request for the ith

R-Request (/ = 2,..., 5) The idle time between the end of an interval (for which the R-

Request was granted) and the start of the new reservation interval is uniformly distributed

between 1 sec and 5 sec

The second workload (infinitely) replays a trace that has been captured from the Char¬

iot image retrieval system (see Section 2 2 2 for details about Chariot) A trace run con¬

sists of a total of 25 reservation requests The first reservation request submits a reser¬

vation vector consisting of 25 R-Requests, the second one a vector of 24 R-Requests,
and so on, this pattern simulates the delivery of 25 images where Chariot tries to allocate

resources to one of the forthcoming preparation steps

Results and Summary

Table 5 2 shows the results of the two experiments In a lightly loaded system, the RV-

Scheduler is able to deliver all of the granted reservations within ±50 ms of the reserva¬

tion, in the heavily loaded system, 99.96%> are within this range Since the RV-Scheduler's

resolution is 50ms in the current implementation, a closer match than ±50ms cannot be

expected Furthermore, in both experiments over 91%> of all granted requests achieved a

work-ahead which is also a good result

For both experiments, the aggregated overhead of the admission controller and the RV-

Scheduler itself is well below 0.6%> of the experiment duration, and can thus be considered

as negligible Wefurthermore observe that the overall delivered utilization for the R-

Processes is 96.39%> for experiment 1 and 94.14%) for experiment 2, respectively This



5.3 Application Traces 93

Experiment 1 Experiment 2

Workload Randomrequests

H G

Image server trace

H G

Experiment Duration

Reservation requests submitted

Reservation requests granted

3687 sec 2.22

1554 72

1452 63

3608 sec 0.49

16754 88

15858 316

X < -50ms

Over/under-reservation —50ms< X < 0

(X=dehvered-requested) 0 < X < 50ms

50ms <X

0.00% 0.00

8.11% 0.92

91.89% 0.92

0.00% 0.00

0.04% 0.01

8.82% 1.94

91.14% 1.93

0.00% 0.00

Admission controller cost

RV-Scheduler cost

Best-effort scheduler cost

0.102% 0.014

0.023% 0.001

0.026% 0.004

0.574% 0.019

0.026% 0.001

0.035% 0.004

Overall CPUutilization 96.39% 0.16 94.14% 2.40

Table 5.2: Results of application traces.

is higher than the 90% the admission controller was configured to contract out to R-

Processes, and we attribute this observation to the work-ahead mechanism of the RV-

Scheduler

To conclude, this experiment has shown that under realistic workloads, the RV-

Scheduling System is able to deliver the granted resources on time and at a negligible
cost Additionally, the overall end system utilization is maximized up to and even beyond
the configured maximum limit of 90%

5.3.2 Reservation Failures as a Function of a

Goal and Experiment Setup

The goal of this experiment is to examine the influence of a on the key metric "reservation

failure" The same experiments as described in Section 5 3 1 are repeated varying the

parameter a (i e
,

the fraction of the CPUgranted to R-Processes) from 0.1 until 0.9 in

steps of 0.1

Results and Summary

Figures 5 14(a) and 5 14(b) show the amount of complete reservation failures (X <

—50mswhere X = delivered —requested) as a percentage of the total number of ad¬

mitted reservations for experiment 1 and experiment 2, respectively Wenote that for

experiment 1 with the lighter load, the extent of complete failures is largely independent
of a, whereas for the heavier load of experiment 2, the failures increase with increasing
a and thus congestion for the resource CPU For a = 0.3 and a = 0.8 in experiment 1

and a = 0.2 in experiment 2, the averages are outliers relative to the values for the other

as, and the standard deviation is much higher As an example, the absolute number of

reservation failures for the five experiment repetitions are 0, 8, 1,0, 1 (for a = 0.2 in
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Figure 5.14: Influence of a on reservation failures.

experiment 2), which explains the large standard deviation due to the one outlier value 8.

Relating those figures to the average number of granted reservations (7532), however, the

failures are negligible, and thus we did not further investigate the reason for the outliers.

Figures 5 14(c) and 5 14(d) show the percentage distribution around the amount of

requested resources for experiment 1 and experiment 2, respectively. Weobserve that if

ample spare resources are left in the system (a < 0.5), almost all reservations are com¬

pletely granted, i.e., within the 0 < X< 50ms range. With increasing a, the percentage of

reservations that are behind the requested amount by at least the RV-Scheduler invocation

interval (—50ms < X < 0) increases.

Because the RV-Scheduling System has been implemented under a best-effort, non-

real-time operating system, it is not able to provide hard guarantees. The experiments
confirm this assessment since independently of a and the workload, very few (although
a non-zero number of) reservations fail to obtain their allocations. However, due to the

adaptive nature of the RV-Scheduled applications, those failures are not severe since the

application-level adaptation mechanism should be able to smooth out such infrequent

delays.
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Furthermore, there is a clear trade-off between maximizing overall end system uti¬

lization for the benefit of R-Processes, and maximizing the number of reservations that

are completely granted (i.e., at least the reserved amount of resources is delivered, with

a possible work-ahead). Depending on the details of deployment and end user require¬
ments, the system may be configured either for a high overall utilization (and an increased

number of reservation misses), or a high reservation success rate (and a lowered overall

utilization). This observation suggests that the parameter a should be configurable at run

time.

5.3.3 Comparison to Real-Time Scheduling

Goal

The goal of this experiment is to compare the RV-Scheduling System with a standard real¬

time scheduler along the key metrics "reservation failure" and overall CPUutilization.

Experiment Setup

As the base for this experiment, a trace of the reservation requests generated in experi¬
ment 1 (of Section 5 3 1) is used. In addition to the reservation parameters (interval and

amount of requested resources), the trace contains information about which R-Request of

each submitted reservation vector has been admitted by the RV-Scheduling System during

experiment 1.

As a real-time operating system, the publicly available Real-Time Linux

RTLinux V3.0 (http : //www. rtlinux. org) is used (see Section 2 5 2 for a short

description of RTLinux). RTLinux has a pure priority-driven preemptive scheduler, in

which the highest priority (ready) thread is always chosen to run [53]. Threads can be

made to execute periodically; they have to actively and voluntarily yield the CPUafter

each invocation (by means of a special function). RTLinux does not contain an admission

controller. Furthermore, it does not provide directly any of the classical real-time schedul¬

ing methods like RMor EDF (see Section 2 5 2). However, using the priority-driven pre¬

emptive scheduler, it is easy to deploy the rate monotonie fixed priority scheduling by

assigning threads a priority value proportional to their request rate (thus a high-frequency
task has a higher priority than a low-frequency one). This approach is followed in this

experiment.
The R-Requests are mapped to the periodic task model of this real-time operating

system as follows: Recall that each reservation R,(I,,C,) is denoted by a start- and an

end-time (which define the time interval I,), and the amount of resources C, requested
within that interval. Assuming that, for each invocation, the periodic task will run for a

time duration of T, it has to be invoked N, = -f times to deliver the requested amount C,

of resources. This yields a period of P, =

j[
= hi y-

In this comparative experiment, we

use a fixed time duration of T = 50 ms which corresponds to the scheduling period of the

RV-Scheduler (see Section 4 1 1 for details). A reservation in the periodic task model is

thus characterized by its start- and end-time, its period P,, its priority, and the number of

times N, it has to be invoked.
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Of the basic trace, three versions are generated for this experiment Trace "RT-RV"

contains, for all submitted reservation vectors of the basic trace, the R-Requests which

have been admitted by the RV-Scheduling System Thus this version corresponds exactly
to the workload that has successfully been processed by the RV-Scheduling System with

the performance results presented in Section 5 3 1

Recall from Section 4 2 that in the RV-Scheduling System, the objective functions

can have any arbitrary shape, i e
,

the resources may be delivered at the beginning, at the

end or somehow distributed over the whole interval / In contrast, the presented map¬

ping of the R-Requests to the periodic real-time task model always evenly distributes the

resource delivery over the whole interval Therefore, some resource request scenarios

that are schedulable by the RV-Scheduling System may not be schedulable by the real¬

time scheduler To ensure a fair comparison between the two schedulers, two more traces

(trace "RT-AC 1" and trace "RT-AC 2") are generated that do not contain such scenarios

The second version—trace "RT-AC 1"—is a subset of trace "RV" To generate the

trace "RT-AC 1", a simple real-time scheduler admission controller as outlined in Sec¬

tion 2 5 2 is used First, for every reservation R, its processor utilization U, is calculated

as U, =

j-
= fr The real-time admission controller algorithm starts with an empty set

of granted requests In ascending start time order, it adds the next reservation R, to the

grant set Then it checks for the whole duration between the earliest start time and the

latest end time of all requests in the grant set that the overall processor utilization does

never exceed a certain fraction ß If the utilization is above this value, the newly added

reservation R, contributes to the overload, and it is rejected and removed from the grant

set Otherwise, it is accepted and remains in the grant set The above outlined algorithm
is carried out for all reservations R„ The value of the parameter ß is varied from 0.5 to

0.9 in increments of 0.1, with one exception where instead of 0.7 the value of 0.69 is

used According to Liu and Layland [81], the RMalgorithm is able to schedule a set of

processes if their utilization does not exceed an upper bound of ln2 = 0.693 Therefore,
for ß < ln2, all processes should make it on time, whereas for larger ß, some of them may

miss their deadlines

To generate the third version—trace "RT-AC 2"—the same admission controller al¬

gorithm as described above is executed, but now it considers all the R-Requests of every

submitted reservation vector, not only ones granted by the RV-Scheduling System as for

trace "RT-AC 1" The reason to generate this trace is that, although a particular R-Request
of a reservation vector might not have been admitted by the real-time admission controller,
another R-Request of the same vector, but with lower resource demands, may be admit¬

ted Thus the processor utilization of trace "RT-AC 2" is expected to be higher than that

of "RT-AC 1"

Results and Summary

Figure 5 15 shows the experiment results, the left column for trace "RT-AC 1" and the

right column for trace "RT-AC 2" Figures 5 15(a) and 5 15(b) show the amount of suc¬

cessful and failed reservations as a percentage of the total number of admitted requests,
which are shown in Figures 5 15(c) and 5 15(d) Wesee that, for values of ß < 0.69, all

reservations are successful, whereas for values of ß > 0.69 the percentage of reservation
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Figure 5.15: Comparison of the RV-Scheduling System to real-time scheduling.

failures increases with larger ß. For ß = 0.69, some of the requests fail; the percentage is

larger for the trace "RT-AC 2", which has more requests submitted, than for "RT-AC 1".

Although from the theoretical point of view for ß = 0.69 all requests should be suc¬

cessful, we suspect that this small failure can be attributed to run time dynamics (i.e.,
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non-zero context switch costs, interrupt handling) which are not captured by the theoret¬

ical model It is interesting to compare the values achieved by the real-time scheduler

with those of the RV-Scheduling System (shown as arrows labeled "RV" in the figures)
The RV-Scheduling System is able to process a larger number of requests, and all of them

are successful In contrast, if the same trace, which is successfully processed by the RV-

Scheduling System, is submitted unmodified to the real-time scheduling system, the latter

produces noticeably worse results, as shown by the arrows labeled "RT-RV"

Figures 5 15(e) and 5 15(f) show the percentage of requested CPUaccording to the

trace files and delivered to reservations (as a percentage of the overall experiment dura¬

tion) as a function of ß First, we see that for a certain value of ß, the requested percentage

according to the trace is always smaller than that ß This is because the described real¬

time admission controller limits the peak CPUusage fraction to ß, so the average CPU

usage is smaller Second, we observe that for ß < 0.69, the percentage delivered to reser¬

vation equals the percentage requested, i e
,

all requests can successfully be satisfied For

ß > 0.69, we see a difference between target and achieved percentage, which increases

for larger ß and which is also more visible for the heavier load of trace "RT-AC 2" The

arrows show again the achieved percentage by the RV-Scheduling System ("RV"), and the

values for the unmodified trace for the real-time scheduler ("RT-RV") In both cases, the

requested CPUpercentage is 95.96%, thus the RV-Scheduling System is able to deliver

this percentage completely

Figure 5 15 contains also the standard deviation a for five experiment repetitions plot¬
ted as error bars, but due to their very small values they are hardly visible

To conclude, this experiment shows that the RV-Scheduling System is able to process

a larger number of requests successfully, and thus has a noticeably higher CPUutilization

than the real-time scheduler

5.3.4 Summary

The experiments with the application traces show that despite the non-negligible admis¬

sion controller costs (as shown with the micro-benchmarks in Section 5 2 2), the RV-

Scheduling System is able to deliver the granted resources in almost any cases on time

and at a negligible cost (less than 0.6% overall overhead) Furthermore, the end system
utilization for R-Processes is maximized up to and even beyond the configured values due

to the work-ahead allowed for by the RV-Scheduling mechanism Severe reservation fail¬

ures (reservation miss by more than a scheduling period) are extremely rare and within a

tolerable range for adaptive applications The parameter a (fraction of CPUdedicated to

R-Processes) turns out to be the determining factor whether the RV-Scheduling System
achieves either a low reservation failure ratio (and low overall system utilization for R-

Processes) or a high overall utilization (and a higher reservation failure ratio) Finally, a

comparison with a real-time OS shows that the RV-Scheduling System is able to process

successfully request streams for which a real-time scheduler fails, and thus achieves a

noticeably higher CPUutilization
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5.4 Real-Life Application 1: Resource-Aware Internet Server

This section describes the implementation and evaluation of the Resource-Aware Inter¬

net Server sketched in Section 2 2 1 Section 5 4 1 describes the implementation of the

server under both the best-effort operating system as well as its integration with the RV-

Scheduling System In Section 5 4 2 the choice of the parameters of the synthetical work¬

load is justified, and Section 5 4 3 compares the two server versions using that workload

5.4.1 The Resource-Aware Internet Server and the RV-Scheduling System

The resource-aware Internet server works as follows Upon arrival of a new client request,
the main server process immediately forks off a new child process to handle that request,
and then waits for the next request to arrive The child process behaves differently, de¬

pending on whether it is scheduled by the RV-Scheduler or the best-effort scheduler

The RV-Scheduled server tries to reserve the CPUby means of the RV_Request

call before processing the client's request The parameters of the submitted R-Request
are the request processing window length (calculated from the user time limit and RTT,

see Figure 2 1 on page 7), and the amount of resources needed to process the request
In the experiment, all these parameters are read from a trace file and made available to

the server at run time The choice of the parameter values is discussed in the following
Section 5 4 2 If the reservation is not granted, the server immediately sends back a "fail"-

message without any further attempt to process the request, otherwise the server handles

the request and subsequently a "success"-message is sent back to the client Therefore, in

case of overload, part of the requests should be processed in time, whereas the other part
should be rejected

For the best-effort operating system, there are three different versions of the server

The first version, which is named "Inf, does not perform any form of admission control

and thus always tries to process the request no matter how large the server load may

be It either manages to finish before the end of the request processing window (in this

case, a "success"-message is sent back to the client), or it fails, stops the work on the

current request, discards the result and sends back a "fail"-message Therefore, in case

of overload, few requests will meet their deadline, whereas a larger number of them is

expected to fail and thus to waste server resources The other two server versions perform
admission control by using the UNIX system load, i e

,
the number of processes in the

run queue4 The second version applies a fixed load limit, i e
,

if the system load exceeds

a configurable limit, all newly arriving client requests are denied and a "fail"-message
is sent back Once the load drops below that level, the server accepts again requests,

regardless of the amount of resources each request consumes The third version of the

server, which is named "Auto", performs a dynamic admission control For each newly

arriving request, it compares the current load L (corresponding to L running processes

in the system) against the averaged CPUconsumption ratio R of that request (R defined

as the request processing time over the request processing window) The new request is

admitted only if j-^j > Runder the assumption that the currently running L processes and

4see Section 5 5 1 for a discussion of using the UNIX system load as a resource availability predictor
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Trace name request interarrivai

(ms)

# requests CPUoverbooking
factor

trace-200-normal

trace-500-normal

trace-1000-normal

trace-1500-normal

200

500

1000

1500

1974

1018

545

419

5.89

2.98

1.66

1.28

trace-200-fast

trace-5 00-fast

trace-1000-fast

trace-15 00-fast

200

500

1000

1500

2029

1034

568

369

1.81

0.95

0.50

0.32

Table 5.3: Internet server request stream parameters.

the newly admitted one will each get about j^ of the CPU, and thus if the new request

consumes less than that fraction, it should be able to finish on time.

Under the best-effort OSas well as using the RV-Scheduling System, the main server

process can only be scheduled in best-effort mode due to the random and thus unpre¬

dictable client request arrival. Within a single application, there is thus on one hand a

best-effort mode to perform mainly administrative activities (accepting an incoming con¬

nection and forking off a child process to handle that connection), and on the other hand

a reserved mode to actually carry out the productive work (client request processing and

returning the result).
This application is a simulation of a productive client-server scenario. Therefore,

the client's request contains—instead of a real user query—the user time limit, the RTT

and the actual request processing time; the server side processing is approximated by a

counting loop; and the server's reply merely consists of a return code corresponding to

either the "success"- or "fail"-message.

5.4.2 Experiment Setup

For the experiment, four synthetically generated request streams with a duration of 10 min

are used. Since the choice of a synthetic request stream may raise concerns about the

experiment's value, the parameters are modeled as close as possible to real-world obser¬

vations by other researchers as follows: The interarrivai time of the requests is exponen¬

tially distributed with a mean of 200ms, 500ms, 1000ms and 1500ms, respectively, and

is modeled similar to the observations of Arlitt and Williamson [4]. The user time limit

is set to 5 sec with a time limit tolerance of 10%. The values are based on an empirical

study about user's tolerance of QoS in the context of Web servers [19], which concludes

that for non-incremental page loading, users rate a Web site's responsiveness as "high"
if the page takes 5 sec or less to load and render on the client side. The RTT's have as a

basis a Gammadistribution [68] with scale parameter 1 and shape parameter 5 (accord¬

ing to Mukherjee [95]) and are stretched so that the mean is around 200ms. This setup
is in conformance with empirical measurements [29]. The request processing time has
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been chosen to be exponentially distributed with a mean of 3000ms to reflect typical CGI

server response times [39] In conjunction with the other parameters, this produces the

four "trace-X¥"-normal" request streams as shown in Table 5 3 (where XXstands for the

mean interarrivai time in ms) These streams overload the server more or less heavily, as

indicated by the CPUoverbooking factors larger than one The CPUoverbooking factor

is calculated as the sum of all requests divided by the request stream length To obtain

request streams that do not overload the server, four additional traces have been generated
with essentially the same parameters, but assuming a faster machine and thus a mean re¬

quest processing time of 500ms (instead of 3000ms), yielding the "trace-XY-fast" traces

Note that an overbooking factor of less than one does not necessarily mean that all re¬

quests will be granted or meet their deadlines If two requests with similar processing
windows arrive at about the same time, and each of them would, e g , request 80% of the

CPU, one of them will have to be rejected or miss its deadline

The client, which reads the trace file with the request stream parameters and forks off

a child to handle each submitted request, is run on a different machine than the server to

prevent the client being affected by the server's resource reservations The client machines

are several 400 MHzIntel Pentium II PCs running Linux 2 2

5.4.3 Experiment

Goal

The goal of this experiment is to compare the various best-effort scheduled servers and

the RV-Scheduled server under different degrees of (over- and under-)load

The first metric is the relative request distribution, i e
,

which percentage of all sub¬

mitted requests succeed within the user time limit plus time limit tolerance, how many

of them fail (i e
,

consume resources, but are late for whatever reason), and how many of

them are rejected right away without consuming resources Using the percentage instead

of absolute values allows the results of different traces to be compared directly, since they
differ by the absolute number of submitted requests Weconsider the request success rate

as the most important metric Additionally, for a certain success rate, the failure ratio

should be minimized and at the same time the rejection rate maximized Maximizing the

rejection rate at the expense of the failure rate is beneficial for both the user, since he gets

an immediate rejection notification instead of having to wait for an anyway incomplete

answer, as well as the the server and the end system since it frees up resources that can be

used otherwise

The second metric is the CPUusage distribution, i e
,

which percentage of the CPUis

used for the processing of requests that will eventually be successful, which percentage
is "wasted", i e

,
used for the processing of requests that will eventually fail, and which

percentage is free The CPUpercentage for successful requests should be maximized, and

at the same time the "waste" percentage minimized
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Experiment Setup

In the experiment, the three best-effort scheduled servers and the server under the RV-

Scheduling system as described in Section 5 4 1 are run with the two times four traces

(Section 5 4 2) Further experiment factors are the maximum load limit for the second

best-effort server, which rejects requests based on load value alone (load limit varied

from 0.5 to 10.0 in increments of 0.5), and the maximal amount of resources granted to

reservations (a) for the RV-Scheduled server (a varied from 0.05 to 0.95 in increments of

0.05)

Results and Summary

Figures 5 16 and 5 17 show the relative request distribution for the "normal" and "fast"

traces, respectively The successful requests (i e
,

within user time limit plus time limit

tolerance) are shown in black, the failed requests (i e
, they consumed resources, but did

not make it on time) in gray, and the rejected requests in white

Figures 5 18 and 5 19 show the CPUusage distribution for the "normal" and "fast"

traces, respectively The ratio of CPUused to process successful requests is shown in

black, the CPUfor the failed requests (i e
,

wasted CPU) in gray, and white denotes the

free fraction of the CPU, i e
,

the resources available to other applications
For all figures, the graphs in the left column show the data for the best-effort sched¬

uled servers as a function of the load limit (i e, if the system load is greater than the

limit, the server rejects requests) There are two special cases of the load limit, namely
"Auto" and "Inf, corresponding to the third and first version as described earlier "Auto"

denotes the version of the best-effort scheduled server that performs the dynamic admis¬

sion control based on system load and request properties, "Inf denotes the version of the

server that does not perform any admission control at all (i e
,
would reject requests if the

system load were greater than infinity) The graphs in the right columns show the data

for the RV-Scheduled servers as a function of the maximal amount of resources granted
to reservations (a)

A comparison of the three best-effort scheduled server versions shows clearly that the

server with dynamic admission control ("Auto") dramatically outperforms the other ones

both with regard to maximizing the success rate and minimizing the failure rate (Fig¬
ures 5 16 and 5 17) The advantage is more pronounced for the setups with higher end

system load (small interarrivai time, long processing time) Looking at the request distri¬

bution graphs for the RV-Scheduled server, we first observe that for each of the trace-200-

normal, trace-500-normal and trace-200-fast traces, there is an individual a-value above

which the amount of rejected requests does not or only minimally decrease, i e
,

the sum

of successful and failed requests stays more or less constant (ßtrace-200-normai = 0.55,

tttracesoo-normai = 0.8, CLtrace-200-fast = 0.35 ) Consulting the CPUusage distribution

graphs for those traces, we note that the found a-values denote the point where the sys¬

tem becomes fully loaded, i e
,

the free fraction of the CPUapproaches zero Due to

the work-ahead allowance of the RV-Scheduler, the entire CPUis used anyway, and in¬

creasing a does not incur in any performance increase Second, and worse yet, for all

but the two lightest loads (trace-IOOO-fast and trace-1500-fast in Figures 5 16 and 5 17),
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Figure 5.18: CPUdistribution for the "normal" load. L: best-effort, R: RV. Traces 200,

500, 1000, 1500 from top to bottom. Black: success, gray: waste, white: free.
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(a) Success rate, "normal" trace (b) Success rate, "fast" trace

Figure 5.20: Summary of the request success rate.

there is a bound above which the percentage of failed requests increases at the expense

of successful requests, a clearly unwanted behavior. This observation can be explained

by the hybrid nature of the application in question: The main server process, which ac¬

cepts the incoming connections and forks off the children to handle that connection, can

only be scheduled in best-effort mode due to the random and thus unpredictable client

request arrival. If too much resources are allocated to R-Processes (high a-value), the

main server process has hardly any chance to run. The tasks of accepting the connection

and forking off the child are delayed by an indeterminable amount of time, and subse¬

quently there is not enough time left to provide the reply in time, even if the child would

be able to reserve the needed resources. This bound where the percentage of failed re¬

quests increases at the expense of successful requests varies dynamically as a function of

the properties of the trace (e.g., between 0.45 for trace-200-fast and 0.70 for trace-1500-

normal). Therefore a worthwhile addition to the user interface would be the introduction

of a notification mechanism by which applications could request the RV-Scheduling Sys¬
tem to dynamically adjust its a-value depending on the application perceived quality (i.e.,
the appearance and/or increase of the number of failed requests in the resource-aware

Internet server example would trigger a lowering of a). However, the details of such a

dynamic adjustment mechanism would yet have to be explored, especially in the case of

different applications with different resource consumption characteristics.

If we compare the best-effort scheduled servers with the RV-scheduled versions sub¬

jected to the same traces, we see that the latter performs consistently better in terms of

request success ratio, especially in case of resource contention. If there are ample re¬

sources left (e.g., trace-1000-fast and trace-1500-fast with small CPUoverbooking fac¬

tors (Table 5.3), and small overall CPUutilization ratio (Figure 5.19) in conjunction with

a complete request success ratio (Figure 5.17)), all versions perform equally well. The re¬

quest success rates are summarized in Figure 5.20 as a function of the request interarrival

time. Data is shown for the best-effort scheduled server without any admission control

(BE), the best-effort scheduled server with dynamic admission control (BE-Auto) and the

RV-Scheduled server where, for a given trace, the highest possible success ratio is shown.
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Figure 5 21 summarizes the CPUusage distribution of the different server versions

as a function of the request interarrivai times The RV-Scheduled server is indeed able

to maximize the CPUpercentage for successful requests and to minimize the wasted

resources in all measured usage scenarios (i e, for all traces), although its advantage
is less pronounced in case of abundant resources Additionally, this figure is consistent

with the previous one (Figure 5 20) in that for a given interarrivai time, a higher CPU

percentage for successful requests correlates with a higher request success ratio

5.4.4 Summary

Experiments with a resource-aware Internet server have shown that the RV-Scheduling

system can considerably increase the end user quality metric (rate of successfully, i e,

on time, handled requests) independent of the overall (over-)load imposed on the server

The advantage of the RV-Scheduled server over any of the best-effort scheduled variants

is higher for larger overloads, and the RV-Scheduled server does not perform worse in

any of the trials than the best-effort scheduled servers The run time overhead is not

noticeable, neither is the lack of hard guarantees Together with the increase of the end

user quality metric for a given usage scenario (trace), the RV-Scheduling System is also

able to maximize the amount of free resources and to minimize the amount of wasted

resources Thus, the RV-Scheduling System makes efficient use of the resources in the

sense that they are either allocated to useful work, or left unused, but hardly wasted for

activities that eventually fail To conclude, both the end user quality as well as the end

system utilization is increased by deploying the RV-Scheduling system

In the scenario of the resource-aware Internet server, which moves back and forth be¬

tween two different service modes (best-effort vs reserving), the RV-Scheduling System
achieves optimal performance only if neither too few nor too much resources are available

for reservations Therefore, resources should be dynamically partitioned between the two

classes depending on application behavior, and the experiments suggest the addition of

a feedback mechanism from the applications to the RV-Scheduling system to guide this

dynamic partitioning This feedback mechanism may especially be important in an envi¬

ronment where a variety of applications with different resource allocation behaviors runs

concurrently

5.5 Real-Life Application 2: Chariot Image Retrieval System

This section reports on several experiments with the Chariot Image Retrieval System
Section 5 5 1 describes the integration of Chariot and the RV-Scheduling System (for de¬

tails on Chariot proper, please refer to Section 2 2 2) An experiment based on traces

from Chariot shows that an adaptive reservation-based application performs considerably
better than the non-adaptive reservation-based one (Section 5 5 2), and thus establishes

the benefit of adaptation Section 5 5 3 describes the experiment setup for the following
three Sections 5 5 4-5 5 6, which report on experiments with a single server, with multi¬

ple servers with the same image request, and multiple servers with multiple randomized

image requests, respectively
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5.5.1 Chariot and the RV-Scheduling System

To enable the best-effort scheduled Chariot server to use the RV-Scheduling System, only
a few modifications were necessary since Chariot is by design an adaptive application:

First, the monitor phase was changed to use the Admission Policy module's

RV_EstimateCPU call instead of the UNIX system load to estimate the available end

system resources. In the best-effort scheduled Chariot server, the UNIX system load,

i.e., the number of processes in the run queue, is used as a pragmatic predictor for future

resource availability: Under the simplifying assumptions that i) load does not fluctuate

too much; and ii) for a given load level L, each application gets a share of
j-

of the

CPU, reasonable forecasts about future CPUavailability are possible. Using load as a

predictor has two drawbacks: First, load is updated only once a second and is averaged
over an interval of at least one minute and thus takes long to take the load of newly started

or stopped processes into account; consequently, bursts of starting and stopping programs

can hardly be detected. Furthermore, the second assumption is only valid for processes

with similar I/O behavior, since the UNIX best-effort scheduler tends to favor interactive,
I/O intensive processes over long-running compute-bound ones. More advanced resource

availability prediction schemes are available [41, 42, 43, 154], but they have not been

deployed in Chariot.

Second, the RV_Request call to place the reservation request was added to the re¬

act phase. After doing the same work as for the best-effort scheduled Chariot server, the

react phase builds a reservation vector with R-Requests whose reservations have the (es¬

timated) length of the forthcoming transmit phase as a reservation interval parameter, and

the resource consumption of the transcoding steps of all yet-to-be delivered images as the

Resource parameter. The vector is sorted by decreasing resource consumption, since the

order of the R-Requests within the reservation vector implicitly defines the application's

preference, and the application wants to make the best possible use of the forthcoming
transmit phase, i.e., to maximize the CPUconsumption during that phase. Thus actu¬

ally the RV-Scheduling System decides which image to prepare next and reserves the

resources for that prepare step accordingly.

5.5.2 Experiment 1 : Adaptive vs. Non-Adaptive Workload

Goal

The goal of this experiment is to show that the vector interface to the admission controller

can provide better support for adaptive applications than a scheme that accepts or rejects
a single reservation request only.

Experiment Setup

Based on a trace consisting of a request for 25 images, two different programs were

constructed: The non-adaptive program tries to place one reservation request per image

transcoding step. If the attempt fails, the process waits the estimated transcoding time

and submits after that the next reservation request. The run over all 25 transcoding steps
is counted as "full success" if all reservation requests have been granted, and "failed"
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otherwise The overall CPUdemand for the 25 transcoding steps is 4.6 sec, and since it

takes 20 sec to process and transmit all the images, the average CPUutilization is 23%

Since at most 90%are contracted out to R-Processes, three such programs should be able

to run concurrently and each of them should achieve a complete full success rate

The adaptive program submits a reservation vector consisting oîfive R-Requests per

transcoding step The first reservation request is the same as in the non-adaptive program,

and there are four additional ones with CPUrequests of ±20%and ±40%of the original
value It is ensured that there are no requests with a CPUutilization of 90% or larger,
since those would not be admitted anyway This program's request variation simulates an

application that is able to adapt to varying CPUavailability by doing some work either

earlier or later than the non-adaptive application To ensure a fair comparison, the same

amount of work should be done by the adaptive program as well as by the non-adaptive
one Therefore we arranged that the sum of the CPUrequests for all 25 transcoding steps
of the adaptive workload never exceeds 4.6 sec Adding all the minimal and maximal

CPUrequests per transcoding step yields values of 2.7 sec and 5.8 sec, corresponding to

CPUutilization of 14% and 29%, respectively Six such programs should be able to run

if each of them gets the minimal resource requests granted, and three if each of them gets
the median request granted If a run over all 25 transcoding steps gets at least 4.6 sec CPU

time, it is counted as "full success", if it gets between 2.7 sec and 4.6 sec, it is counted as

"success", and "failed" otherwise

For an experiment duration of one hour, a varying number of one up to nine such

programs (all of the same type) were run concurrently

Results

Figure 5 22 depicts the results of this experiment Figures 5 22(a) and 5 22(b) show the

amount of requested vs granted resources in terms of CPUutilization In Figure 5 22(a),
the minimum and maximum resource requirements of the adaptive application are de¬

picted with bars A larger number of adaptive workloads than non-adaptive ones can

be run up to 4 adaptive processes can co-exist and successfully meet their reservations,
while the same number of non-adaptive ones incurs a larger number of failures, as can

be seen by the opening gap between the curves for requested and granted resources The

adaptive workloads use the resources more effectively and therefore achieve a better end

user perceived quality

Figures 5 22(c) and 5 22(d) show the request success rates in detail For up to three

concurrent workloads, the adaptive program is able to achieve a "full-success" rate of over

97%), whereas the non-adaptive application misses over 85% of all requests Looking at

the situation for four and five concurrent requests (this is where the amount of requested
resources crosses the 90% boundary), the adaptive application is still able to deliver a

minimal service ("full-success" or "success") for almost all the requests, and an ideal

service ("full-success") for 58% and 14% for four and five concurrent workloads, this in

contrast to 2% and 0.2% for the non-adaptive application Even in the case where the

sum of the minimal resource requirements exceeds 100%) (8 and 9 concurrent requests),
the adaptive application is still able to obtain the minimal service in 45%and 30% of the

cases
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Figure 5.22: Adaptive vs. non-adaptive applications.
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Recall that in the case of the non-adaptive workload, the run over all 25 transcoding

steps is considered a "failure" even if one single request is not granted, which is quite a

strict position. If we assume that the application tolerates a certain percentage of under-

allocation, the results for the non-adaptive application become better, but still do not reach

that of the adaptive one. For example, if at most 10% under-allocation is tolerated (i.e.,
the application eventually gets 90% of the "full success" request of 4.6 sec), 94% of all

resources requests in the case of two concurrent non-adaptive workloads and still 62%in

the case of three workloads are within this range, compared to 100% and 98.1% for the

adaptive workload. Figures 5.22(e) and 5.22(f) show the failure rate as a function of the

number of concurrent workloads and the tolerance percentage (i.e., how many percent of

the "full success" request of 4.6 sec the application effectively receives).

5.5.3 General Setup for Experiments 2-4

For the experiments 2-4, the image server executes once with the built-in best-effort

scheduler, and once with the RV-Scheduling System. The same request for 25 images
is used. Additionally, a varying number (0, 1, 2, 5, 10) of two different types of back¬

ground loads is imposed: The aggressive load "fork-100" forks off a child every 100ms

and lets it run for 100 ms. The lighter load "fork-invers" forks off children with a more

realistic lifetime according to [61]. Our choice of the forking background loads is mo¬

tivated by typical server scenarios, where new processes are frequently being created to

handle incoming client requests.

The network connection assumed for this experiment is a two channel ISDN line

with high volatility, where the bandwidth toggles between a constant low level (64 kbit/s,

corresponding to one channel available to Chariot) and a constant high level (128 kbit/s,

corresponding to two available channels), staying at each level for one second before

changing to the other level. This bandwidth is transparently emulated using a technique
called trace modulation [103].

5.5.4 Experiment 2: One Server, Single Image Request

Experiment Setup

For this experiment, two different time limits are used: Request 1 has a user-specified
time limit of 17.90 sec (which yields overall image prepare costs of 4.7 sec CPUtime,
26%) average CPUusage), and Request 2 has a time limit of 45.9 sec (which yields overall

image prepare costs of 5 sec CPUtime, 11% average CPUusage).
At a first glance, the selected time limits seem to be randomly picked to yield simply

two CPUusages which differ by a factor of two. From Chariot's point of view, however,

they are chosen so that for Request 1 a high image reduction ratio is obtained which is

achieved by only a few transformation combinations (thus the adapt phase has to work

harder to find a suitable set of transformations), whereas for Request 2 a lower reduction

ratio is obtained which can be achieved by considerably more transformation combina¬

tions. For more details on these aspects, see [20].
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Figure 5.23: Single requests with varying background loads.

Results and Summary

Figure 5 23 plots the response time of the image retrieval system, i.e., its ability to meet

the user-specified time limit (dotted line), as a function of the number of actually imposed

background loads. Without background load, there is no significant difference between

the two schedulers. As the number of background loads increases, the server's perfor¬
mance continually degrades under best-effort scheduling. The "fork-100" background
load has a considerably more severe influence than "fork-invers". Request 2 with the

tighter time limit and thus higher CPUusage is more affected than Request 1.

An interesting observation is that using the given configuration, it would have taken

102 sec to transmit all the images untransformed, i.e., in their full size. The reason that it

takes considerably more than 102 sec in the cases of the "fork-100" background load 5 and

higher is twofold: On one hand, the simple cost model used in Chariot does not take into

account that the transmission of the images consumes some CPUresources. On the other

hand, the simple CPUavailability estimator (for a system load of Nprocesses including
itself, the image server gets jj of the CPU) fails in the case of this background load

which consumes a disproportionate amount of CPUcompared to pure compute-bound
workloads.
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If the RV-Scheduling System is used, however, the response time remains largely un¬

affected by both the kind and number of background loads, thus the RV-Scheduler is very

well able to shield applications from the detrimental effects of any kind of background
load Additionally, the image server's working range with the simple cost and load model

can be extended to work also with aggressive background loads

To quantify the advantage of the RV-Scheduler over the best-effort scheduler, we as¬

sume that the user is willing to tolerate an overrun of at most 10% of the user-specified
limit (i e

,
a response time of 19.69 sec for Request 1 and 50.40 sec for Request 2) Under

this assumption, the best-effort scheduler fails completely under the "fork-100"-load for

both requests, whereas the RV-Scheduler is able to cope with 5 "fork-100" background

processes for Request 1 and at least 10 background processes for Request 2 For the "fork-

invers" type, the RV-Scheduler is able to handle at least 10 background processes for both

requests, whereas the best-effort scheduler fails after 2 and 5 background processes for

Request 1 and Request 2, respectively

5.5.5 Experiment 3: Multiple Servers with same Image Request

Experiment Setup

For this experiment, the smaller time limit of 17.90 sec and a varying number of servers

from 1 to 3 (yielding, if the time limit is met, an average CPUusage of 26%, 52% and

78%), respectively) are used The image request is sent 20 times per server with an inter-

request spacing of 2 sec

Results and Summary

Figure 5 24 plots the response time of Chariot as a function of the number of actually im¬

posed background loads (average of three runs, error bars denoting ±a) Without back¬

ground load, both schedulers work equally well independent of the number of concurrent

servers Using best-effort scheduling, we note that for a given number of concurrent

servers, Chariot's performance degrades with increasing load count for both types of

background load Wesee furthermore that with the aggressive "fork-100" background
load, the performance of the best-effort scheduler is largely independent of the number

of concurrent servers, whereas for the more realistic background load, the performance

degrades with increasing number of concurrent servers

If the RV-Scheduling System is deployed, we note that performance degrades with

increasing count of background loads, number of concurrent servers, severity of back¬

ground load or any combination of these factors, although the absolute extent is much

less severe than in the case of the best-effort scheduler Additionally, the more loaded the

system is, the less influence has the kind of background load In the case of 2 or 3 servers

and a background load of 5 or more, the difference between "fork-100" and the realistic

load is less pronounced that for a server count of 1 or 2

If the user is willing to accept a deadline miss of at most 10%, the RV-Scheduler is

able to fulfill this goal for both background load types and a load count of at least 10

in the case of a single server For two concurrent servers, the RV-Scheduling System
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Figure 5.24: Multiple servers with varying background loads.

is able to cope with one "fork-100"-type background load and two "fork-invers"-type

background loads, compared to zero and one, respectively, for the best-effort scheduler

Having three concurrent servers, the objective is achieved only in the case of the more

conservative background load Wewould like to point out, however, that this case repre¬

sents a considerable end system load (average CPUusage of 78% if deadlines are met),
and nevertheless the RV-Scheduler is able to achieve much better response times than the

best-effort scheduler
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5.5.6 Experiment 4: Multiple Servers with Multiple Random Image Re¬

quests

Experiment Setup

In this experiment, the server is subjected to 50 randomly5 generated requests with an

exponentially distributed interarrivai time (mean 10 sec). The user time limit is also ex¬

ponentially distributed between 8.5 sec and 102 sec (mean 36.6 sec). For the given server

configuration, these two values denote the two boundary cases where all images must

be compressed to minimal quality, or not reduced at all, respectively. This kind of re¬

quests produces an overall end system load with a varying number of concurrently run¬

ning servers (from 0 to 6) and is designed to reflect a real server situation with bursts of

requests.

Since we do not want to report the individual metric "response time" for all 50 requests
for reasons of brevity, we resort to two aggregate metrics for all 50 requests: First the

i- . -i .• ? .i ,j • 6 Achieved Response Time • i .
• r> i

distribution of the aggregated ratio0
User imp0sed Time Limit

1S shown as a metric for how

many requests achieve a reasonable response time. Second, the percentage of all requests
that have missed their time limits by 10%, 20%and 30% is listed.

Results and Summary

r- coci u i j. r ii £: i ±
Achieved Response Time -.i i 11

Figure 5 25 shows a box-plot of the first metric
User imposed Time Limit

wltn a log-scaled

y-axis. The top, bottom and line through the middle of the box correspond to the 75th

percentile, 25th percentile and 50th percentile, respectively. The whiskers on the bottom

extend from the 10th percentile and top 90th percentile. Without background load, the

response time for the RV-Scheduled server has a slightly better distribution than the best-

effort scheduled server. This is because the RV-Scheduling System has a more precise

knowledge about the application's exact resource requirements due to the reservations

and negotiation interface. Therefore it is thus better able to allocate resources at the right
time to the appropriate application than the best-effort scheduler, which merely assigns
resources in a round-robin fashion. As expected, performance degrades with increasing

severity of the background loads as well as their number. With increasing background
load count, the advantage of the RV-Scheduled server over the best-effort scheduled server

becomes more pronounced. For a background load count of 10, Chariot performs under

the RV-Scheduling System by almost an order of magnitude better than under the best-

effort scheduler (ratio of 9.54 vs. 1.6 for "fork-100" and 9.82 vs. 1.62 for "fork-invers",

respectively).

Figure 5 26 presents the end user (i.e., application) view. The figure shows the per¬

centage of requests that are handled on time, i.e., within the user-specified time limit. To

put the end user view into perspective, we present data for three tolerance values of 10%,

20%), and 30%. On one hand, a scheduler may not be able to meet a time limit exactly,

5For each experiment, the random number generator has been seeded with the same value to ensure that

the same sequence of random numbers for the different scheduler and background load configurations is

obtained.
6 A value X < 1 thus means that the actual delivery was finished before the user-imposed time limit.
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Figure 5.25: Random requests with varying background loads; distribution of ratio

(Achieved Response Time/User Imposed Time Limit).

but exceeds it by a few percent; if just "success" or "failure" are reported, we are likely
to present an inaccurate picture of the scheduler's capabilities. On the other hand, the end

user might not even notice if a time limit is exceeded slightly, or is willing to tolerate a

certain miss. Note that the success to meet the time limit does not depend exclusively
on the scheduler but also on the application and its ability to adapt to changing network

conditions.

As Figure 5 26 shows, the best-effort scheduler is rarely able to allow the application
to finish within the time limit. With the "fork-100" background load, the failure is almost

complete; for the "fork-invers" background load we see a continuous decline as the load

increases up to five background processes. The higher the load, the fewer requests are

successful in meeting the time limit. With the RV-Scheduler, however, between 43%

and almost 18% (for a number of "fork-100" background loads between 1 and 10) of all

requests do not exceed their time limit by more than 10%. If the user tolerates a time

limit miss of 30%, between 61% and 35% of all requests are within this bound. For the

"fork-invers" background load, the RV-Scheduled server performs better than the best-

effort scheduled one, although the difference between the two is less pronounced than in

the case of the "fork-100" background load.
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Figure 5.26: Random requests with varying background loads; percentage of requests
below tolerated time limit miss.

Additionally we see that using the best-effort scheduler, the success rates are—

especially for a larger number or more aggressive kind of background loads—not no¬

ticeably sensitive to the chosen tolerance value, whereas in the case of the RV-Scheduled

server, an increased tolerance value yields also a higher success rate (e.g., raising the

tolerance value from 10% to 20% for five "fork-invers" background loads increases the

success rate from 31.1% to 40.7%).

5.5.7 Summary

A first experiment based on traces from the Chariot image retrieval system estab¬

lishes the benefit of adaptive reservation-based application behavior over a non-adaptive
reservation-based one. On the same system, a larger number of adaptive applications
which achieve a "full-success" rate can be run. In case of resource contention, the adap¬
tive application allows for a much better graceful service quality degradation that the

non-adaptive one.

Subsequent experiments in various usage scenarios (single and multiple servers, vari¬

ous background loads) reveal that the RV-Scheduling System effectively shields applica¬
tions from aggressive background loads, allows for the extension of the working range of

Chariot's simple load and cost models, and is able to increase the end user quality met¬

ric (effective response time should match user-defined time limit as closely as possible)

compared to best-effort scheduling.
Since adaptive applications are by design resilient to resource availability fluctuations

anyway, the RV-Scheduling System is an effective means of increasing their end user

quality metric despite its lack of hard guarantees.

5.6 Real-Life Application 3: Adaptive MPEGDecoder

In this section, the implementation and evaluation of an Adaptive MPEGDecoder that

uses the RV-Scheduling System is described. Section 5 6 1 describes the integration of the

Berkeley MPEG-1 player [107] and the RV-Scheduling System (for details on the player



120 Chapter 5: Evaluation

and the MPEGdata format, please refer to Section 2 2 3) and discusses how the per-frame

decoding times, which are needed to make reservations, are calculated Section 5 6 2

specifies the setup for the following experiments In Section 5 6 3, the superiority of

the RV-Scheduled adaptive decoder over the best-effort scheduled one is shown under

a variety of (best-effort) background loads, and in Section 5 6 4 the performance of the

RV-Scheduled decoder and the best-effort scheduled decoder is compared in a resource

contention situation where multiple decoders are running in parallel The experiment
in Section 5 6 5 shows the necessity for an admission policy, and in Section 5 6 6 two

different ways of obtaining the per-frame decoding times—a trace-based approach and an

estimator-based approach—are compared

5.6.1 The Adaptive MPEGDecoder and the RV-Scheduling System

To turn the non-adaptive Berkeley MPEG-1 player [107] into an adaptive application

using the RV-Scheduler System's API, the following issues had to be addressed

Per-Frame Decoding Time Calculation

The decoder has to assess the per-frame decoding resource needs in order to make reser¬

vations for the different decoding quality levels There are two ways to obtain this data

First, one can decode the movie, store the per-frame decoding times and use that trace for

reservations of subsequent decodings of the same movie Second, one can try to predict

decoding times based on frame type and size, as has been proposed in [ 17] The following

paragraphs discuss both approaches in more detail

The first approach to obtain the per-frame decoding resource needs is to decode the

movie using an instrumented version of an MPEGplayer and to store the per-frame On-

CPU-Times The acquired data can then be used in subsequent runs of the decoder to

make appropriate reservations The advantage of this approach is that it provides very

accurate data Repeated runs of the instrumented decoder have shown a small variance of

these data The disadvantage is that the acquired data is highly specific to the hardware,

operating system and version of the MPEGplayer used This approach is therefore not

suited in scenarios where a video server multicasts a stored movie to different clients with

unknown capabilities, or a live video broadcast (since the live video cannot be measured

beforehand) On the other hand, it may be used in a corporate setting where employees
have equal machines at their disposal and, e g ,

watch a company training movie

The second approach to obtain the per-frame decoding resource needs is to look for

indicators that can be used to build a regression model Bavier et al have found that by

considering both frame type and frame size (in bytes), it is possible to construct a linear

model of MPEGdecoding resource usage with R2 values of 0.97 and higher [17] To

deploy this approach in the adaptive MPEGdecoder, the application first has to decode

a few frames to obtain the regression parameters While the regression parameters are

constantly being updated based on the actually measured decoding times, they can si¬

multaneously be used to predict the decoding resource needs and thus make appropriate
reservations Although this approach provides less accurate data than the first one and
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additionally needs some start-up time to populate the regression model, it is independent
of both hard- and software and can thus be deployed in a wide variety of settings.

For research and evaluation purposes, the modified decoder has both approaches in¬

cluded. One of them can be selected at start-up time by means of a command-line flag.

RV-Scheduling System Calls

The adaptive decoder allocates resources to the decoding of one or multiple group(s) of

pictures (GOPs). A GOPconsists of a movie-dependent sequence of I-, P- and B-frames

that are constant for all GOPsfor that movie. The decision to allocate to multiple GOPsis

motivated by the fact that there are no frame dependencies across GOPboundaries, thus

the choice whether to decode all or only a part of the frames within a certain GOPcan be

made independently of the choice applied to the preceding or next GOP. The resource al¬

location granularity (i.e., the number Mof subsequent GOPsto allocate resources to with

a single call to the RV-Scheduling System) is indicated at decoder startup and remains in

effect for the whole playback duration.

After start up, the decoder reads the trace file used for resource consumption esti¬

mation if necessary. It then indicates with the RV_RegisterUser system call to the

RV-Scheduling System that it will be submitting reservation requests. Then, and after

that every time it has decoded the specified number of GOPs, it determines the resource

needs of the four decoding variants (IPB, IP, I, one I) of the indicated number of GOPs

using either the trace file or the linear regression model, consults the admission policy
module to eliminate R-Requests not in accordance with the actual policy, and submits

the reservation vector to the RV-Scheduling System. Based on the return value of that

call, it arranges for the appropriate frames to be decoded (and/or dropped, if necessary).
While this prototype implementation of the adaptive MPEGdecoder uses only four levels

of adaptation, more and thus finer-grained levels may also be possible. One possibil¬

ity would be to include more decoding variants: If, for example, a GOPhad the frame

sequence IBBPBBPBBPBBPBB, one could start by dropping 1,..., 10 B-frames, then

additionally 1,2,3,4 P-frames. Thus there were totally 1 + 10-1-4= 15 (N) decoding
variants per GOPinstead of the four proposed. Another possibility is to consider the N

possible levels of decoding individually for each of the MGOPsinstead of all GOPsto¬

gether, thus yielding NxMdifferent resource requirement levels instead of only Nas in

our implementation.
To rule out any influence of decoder startup on the measurements in case several

decoders are started at once, the original decoders were modified so that after start up,

they are waiting for a notification (i.e., signal) before beginning to actually decode the

first and all subsequent frames.

The effort to include the RV-Scheduling System calls in terms of programming effort

is moderate: Weused version 2.3 of the Berkeley MPEGVideo Software Decoder, which

consists of the totally 40 files comprising of 22333 lines of code. Three files thereof

had to be modified (addition of 402 LoC), and four newly added (totally 1537 LoC of

which 1185 account for the user-level library to the RV-Scheduler, and 352 for the per-

frame decoding time estimator). So the total amount of new code added to the Berkeley
distribution is 754 LoC, or 3.4% of the total project size.
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5.6.2 Experiment Setup

For the experiments, two different movies are used

Movie 1 takes 16.35 sec to play with a frame rate of 29.97 frames per sec The movie size

is 352 x 240 pixels, and there are 15 frames per GOP, one GOPhaving the frame

sequence IBBPBBPBBPBBPBBThe average CPUbandwidth needed to decode

all frames (IPB) is 38%, to decode the IP frames is 17% and to decode only the

I frames is 4% The movie has a total number of 490 frames (34 I-frames, 130

P-frames and 326 B-frames)

Movie 2 takes 116.35 sec to play with a frame rate of 23.976 frames per sec The movie

size is 384 x 288 pixels, and there are 16 frames per GOP, one GOPhaving the

frame sequence IBBBPBBBPBBBPBBBThe average CPUbandwidth needed to

decode all frames (IPB) is 39%, to decode the IP frames is 11% and to decode only
the I frames is 3% The movie has a total number of 2797 frames (175 I-frames,
525 P-frames and 2097 B-frames)

Two versions of the Berkeley MPEG-1player are used The first version is the unmodified

one from the distribution, and decodes the movie at the target frame rate A commandline

switch indicates whether all frames should be decoded, or whether some of them (either
B only, or B and P) should be dropped The choice is made at start-up and remains in

effect for the whole play duration

The second version is the modified player and incorporates the changes necessary to

take advantage of the RV-Scheduling System's features The decoder tries to reserve the

resources needed to decode two consecutive GOPsby submitting a reservation request
with a reservation vector consisting of four R-Requests with a reservation interval length
of 1 sec for Movie 1 and 1.33 sec for Movie 2, respectively The amount of requested
resources corresponds to the decoding of IPB, IP, I and one I frames within that interval

The interval between the submission of two reservation requests (i e
, APs) is constantly

1 sec/1.33 sec, thus the decoder maintains the frame rate and does not work ahead even

if there were ample resources in the system Wehave chosen two GOPsas the reserva¬

tion granularity as a good trade-off between low overhead (which would suggest a larger
number of GOPsas the reservation unit) and reasonably fast adaptation

To estimate the resource needs of the various decoding levels for the RV-Scheduler-

based decoder, a trace obtained from measuring the per-frame decode time is used for ex¬

periments 1-3 In experiment 4, the trace-based approach is compared with the predictor-
based approach, which uses a linear regression model based on frame type and size to

estimate the decoding resource needs

In experiments 1, 2 and 4, the admission policy module (see 4 3 for details) is con¬

sulted before making reservations The actual policy used is a simple one and makes

sure that—if there are NR-Processes competing for resources—each of them gets jj of

the CPU, unused portions of a process' jj share are distributed evenly among all other

R-Processes Experiment 3 shows the decoder's performance decreases if the call to the

admission policy module is omitted
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5.6.3 Experiment 1: Various Background Loads

Goal

The goal of this experiment is to compare the performance of the RV-Scheduled MPEG

decoder with the performance of the best-effort scheduled one in the presence of different

background loads The metric is the wallclock time needed to decode the movie

Experiment Setup

A single, either RV- or best-effort scheduled, decoder is measured using only Movie 1

The best-effort scheduled decoder is configured to decode all frames (i e
, IPB) The RV-

Scheduled decoder makes dynamic reservations, but can decode all frames as well due to

over-provisioning of resources, since the overall average CPUbandwidth need to decode

all frames is 38% Additionally, a varying number (0, 1, 2, 5, 10) of three different types
of background loads are imposed The first one "a out" is a purely compute-bound process

without any I/O or other kind of interaction with the operating system The aggressive
load "fork-100" forks off a child every 100 ms and lets it run for 100 ms The lighter load

"fork-invers" forks off children with a more realistic lifetime according to [61]

Results and Summary

Figure 5 27 shows the movie decoding time as a function of the kind and number of back¬

ground loads, both for the RV-Scheduled and the best-effort scheduled decoder Wesee

that regardless of the kind and number of background loads, the RV-Scheduled decoder is

always able to meet the desired play time of 16.35 sec Note that the graph for the "a out"

background load has a differently scaled y-axis than the other two graphs
In case of no background load, both the best-effort scheduled as well as the RV-

Scheduled decoder achieve the same play time This shows that the additional work done

by the RV-Scheduled decoder (predicting future resource needs, making the reservation,

dynamically arrange for frame dropping) is marginal relative to the actual decoding costs

and thus does not influence the play time

For up to two "a out" background loads, also the best-effort scheduled decoder

achieves the desired play time This can be explained as follows Assuming that the built-

in best-effort scheduler assigns roughly jj of the CPUif there are Nprocesses competing
for it, two additional processes may run aside the decoder without too much interference,
because the decoder uses about 38%of the CPU Additionally, the decoder sleeps between

the decoding of two consecutive frames so as not to exceed the target frame rate There¬

fore it is identified by the built-in scheduler as an I/O-bound process Thus it is given

slightly preferential treatment over the compute-bound background loads if it wakes up

from its sleep, and therefore it can compensate the fact that it uses slightly more than | of

the CPU For more than two "a out" background loads or for any number of the other two

background loads, the best-effort scheduled decoder fails noticeably
This experiment has shown that the RV-Scheduled MPEGdecoder is able to achieve

the target play time regardless of the number and kind of background loads, whereas the

best-effort scheduled decoder may be delayed by up to two orders of magnitude
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Figure 5.27: MPEGdecoder with varying background loads; decoding time.

5.6.4 Experiment 2: Contention for Resources

Goal

The goal of this experiment is to compare the dynamically adapting RV-Scheduled MPEG

decoder with the statically configured best-effort scheduled decoder in a resource con¬

tention situation, i.e., when multiple decoders are running in parallel whose aggregated
resource requirements to decode the movie in full quality exceed the available resources.

The metrics of interest are the wallclock time to decode the movie (averaged over all de¬

coders), the number of frames per type decoded (as a percentage of the sum of all frames

over all decoders), and the overall CPUutilization (as a percentage of the sum of the

On-CPU-Times for all decoders vs. the wallclock time).

Experiment Setup

A varying number (2, 3, ..., 7) of decoders running in parallel is used; all of them are

either best-effort or RV-Scheduled. For the best-effort scheduled decoders, we use—for

the given number of decoders and depending on the movie decoded—all possible static

adaptation combinations that do not overload the system. For example, recall that the

averaged CPUneed for Movie 1 to decode all frames (IPB) is 38%, to decode the IP
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Decoders

# Configuration

%CPU

used

wallclock time

(16.35 sec)

frames decoded (%)
I P B

2 BE (IPB/IPB)
RV

77

75

16 30 (-0.3%)
16 08 (-1.7%)

100

100

100

100

100

100

3 BE (IPB/IPB/IPB)
RV

BE (IPB/IPB/IP)

100

94

94

18 45 (+12.8%)
16 12 (-1.4%)
16 33 (-0.1%)

100

99

100

100

97

100

100

72

66

4 BE (IPB/IPB/IPB/IPB)
RV

BE (IPB/IPB/IP/I)
BE (IPB/IP/IP/IP)

100

79

98

91

24 37 (+49.1%)
16 03 (-2.0%)
16 75 (+2.4%)
16 30 (-0.3%)

100

100

100

100

100

99

75

100

100

13

50

25

5 BE (IPB/IPB/IPB/IPB/IPB)
RV

BE (IPB/IPBM/I)
BE (IPB/IP/IP/IP/I)
BE (IP/IP/IP/IP/IP)

100

86

89

95

87

30 66 (+87.5%)
16 02 (-2.1%)
16 30 (-0.3%)
16 44 (+0.5%)
16 30 (-0.3%)

100

100

100

100

100

100

99

40

80

100

100

0

40

20

0

6 RV

BE (IPB/IP/IP/IP/I/I)
BE (IP/IP/IP/IP/IP/I)

92

95

91

16 07 (-1.8%)
16 50 (+0.9%)
16 30 (-0.3%)

97

100

100

86

67

83

1

17

0

7 RV

BE (IPB/IP/IP/IP/IM)
BE (IPB/IP/IP/I/IM)
BE (IP/IP/IP/IP/IP/M)

89

100

90

96

16 05 (-1.8%)
16 62 (+1.7%)
16 34 (-0.1%)
16 54 (+1.2%)

98

100

100

100

66

57

43

71

0

14

14

0

Table 5.4: MPEGdecoder results (Movie 1).

frames is 17% and to decode only the I frames is 4% Therefore, if 3 decoders run in

parallel, two of them can decode all frames, and one must drop the B frames, yielding an

aggregated overall average CPUbandwidth of 2 x 38%+ 17%= 93%

Results and Summary

Table 5 4 shows the quality metrics for a varying number of parallel decoders processing
Movie 1, and the configurations of the best-effort scheduled decoders For two parallel
decoders, both schedulers perform equally well since there is no contention for resources

Increasing the number of best-effort scheduled decoders and having all of them decode

the movie at full quality, we note that to decode all frames, more time than the targeted

decoding time of 16.35sec is needed (eg, 18.45sec for three, and 24.37sec for four

decoders) On the other hand, by statically configuring a particular (lower) quality level,
the target decoding time is achieved, but at the cost of dropped frames If we compare the

statically configured best-effort scheduled decoders with the dynamically adapting RV-

Scheduled one, we see that both of them achieve similar results with regard to all three

quality metrics Additionally, the RV-Scheduled decoder has the added value that it is

able to gracefully and dynamically degrade the decoding quality in resource contention

situations without prior knowledge about end system resource utilization (which is needed
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Decoders

# Configuration

%CPU

used

wallclock time

(116.65 sec)

frames decoded (%)
I P B

2 BE (IPB/IPB)
RV

78

76

116 56 (-0.1%)
116 30 (-0.3%)

100

100

100

100

100

100

3 RV

BE (IPB/IPB/IP)

90

90

116 18 (-0.4%)
116 55 (-0.1%)

99

100

98

100

71

66

4 RV

BE (IPB/IPB/IP/IP)

52

100

116 00 (-0.6%)
117 25 (+0.5%)

100

100

100

100

8

50

5 RV

BE (IPB/IPB/IP/IP/I)
BE (IPB/IP/IP/IP/IP)

54

100

88

115 96 (-0.6%)
119 31 (+2.3%)
116 49 (-0.1%)

100

100

100

100

80

100

0

40

20

6 RV

BE (IPB/IPB/IP/IP/I/I)
BE (IPB/IP/IP/IP/IP/IP)
BE (IPB/IPB/IP/I/I/I)

64

100

99

100

115 96 (-0.6%)
120 52 (+3.3%)
116 49 (-0.1%)
117 31 (+0.6%)

100

100

100

100

100

35

100

50

0

33

17

33

7 RV

BE (IPB/IPB/IP/I/I/I/I)
BE (IPB/IP/IP/IP/IP/IP/IP)
BE (IPB/IP/IP/IP/IP/IP/I)

75

100

100

100

115 95 (-0.6%)
118 67 (+1.7%)
118 51 (+1.6%)
117 13 (+0.4%)

100

100

100

100

100

43

100

86

0

29

14

14

Table 5.5: MPEGdecoder results (Movie 2).

for a reasonable static configuration) Table 5 5 shows the quality metrics for Movie 2 and

confirms these observations in a different setting

5.6.5 Experiment 3: Necessity for an Admission Policy

Goal

Recall that in Section 4 3 we motivated the introduction of an admission policy in addi¬

tion to the admission controller The admission controller decides solely on a "technical"

basis whether to admit a new R-Request or not It prevents over-allocation of resources

by adding up the resource requirements of all granted reservations plus the new request,

rejecting the latter if the sum would exceed a certain fraction a of the CPUdedicated to R-

Processes However, if several processes are competing for resources, one of them could

still monopolize the processor and starve other processes, as described in Section 4 3

Since admission policies are not a focal point of our research, the main goal of this exper¬

iment is basically to point out the need of an admission policy in a resource contention

situation and identify this issue as a topic for further research

Experiment Setup

The previous experiment 2 is repeated with two different versions of the RV-Scheduled

decoder The first version consults the admission policy module before making its ac¬

tual reservation request (and thus discards some of the R-Requests which are marked as
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Figure 5.28: MPEGdecoder with and without admission policy; difference to target play
time.

inappropriate by the admission policy). The deployed admission policy tries to ensure

a proportional share resource allocation between all N R-Processes competing for re¬

sources, such that each of them gets ^ of the CPU(in fact ^). The policy is stateless and

does not store the request history of the R-Processes. The second version of the decoder

directly places its complete reservation request without consulting the admission policy.
The metric of interest is the wall clock time needed to decode the movie, more precisely
the difference to the target play time as given by the MPEGfile itself (target frame rate

times total number of frames). A varying number (2, 3, ..., 7) of decoders running in

parallel is used; all of them are of the same version, i.e., all of them either consult the

admission policy, or none of them does so. The experiment is performed for both movies.

Results and Summary

Figure 5 28 shows the difference to the target movie play time for both movies, and both

decoder versions. Wesee that on one hand, the decoders consulting the admission policy
are able to meet the target movie play time irrespective of the number of concurrently

running decoders. The decoders bypassing the admission policy module perform equally
well as long as there is no or only minimal contention for resources, i.e., for up to three

concurrent decoders (the average CPUbandwidth for three Movie 1 in full quality is

3 x 38% = 114%, and for three Movie 2 is 3 x 39% = 117%, respectively). In case of

resource contention, on the other hand, the decoders not consulting the admission pol¬

icy perform considerably worse, their difference to the target play time increases with

increasing number of concurrent decoders. Furthermore, the standard deviation of the

decoding time (denoted by the error bars) is much larger than in the non-contention case.

To explain the increasing play time for the decoders not consulting the admission pol¬

icy, we analyze the distribution of the resource allocations. Recall that the RV-Scheduled

decoder submits a reservation vector consisting of four R-Requests. For each R-Request,
the amount of demanded resources corresponds to the decoding of IPB, IP, I and one I

frames. The RV-Scheduling System may grant one of those requests, or may deny all of
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Figure 5.29: MPEGdecoder with and without admission policy; distribution of resource

allocations.

them in case there are not enough resources left. Figure 5 29 shows the relative distribu¬

tion of the resource allocations for the two decoder types and both movies, summarized

over all decoders for a particular experiment.
As long as there are ample resources (less than three concurrent decoders), the RV-

Scheduling System is always able to grant the reservations with the largest resource re¬

quirement, i.e., corresponding to the decoding of all frames (IPB), regardless of whether

the admission policy module is consulted or not. In case of resource contention, however,
we see that for the decoders not consulting the admission policy (Figures 5 29(b) and

5 29(d)), there is a wide variation in the distribution of the resource allocations: Some¬

times the R-Request with the largest resource requirement (IPB) is granted, then also

some of the intermediate requests (IP, I, one I) are granted; but on the other hand some of
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the requests are denied completely, as shown by the black bar labeled None This result

exactly reflects the unwanted situation where some of the decoders are able to get a dis¬

proportionate amount of resources granted (i e
, IPB), whereas even the modest requests

of some other decoders have to be denied (non-zero iVowe-percentage) If none of the

reservations submitted in a process' reservation vector can be granted, then the process

has no other choice than to run in best-effort mode, thus experiencing unbounded delays

leading to the miss of the target decoding time

If the decoders consult the admission policy module, which removes the R-Requests
with a too large amount of resources, then the CPUis distributed in a fairer manner among

the decoders, as shown in Figures 5 29(a) and 5 29(c) Additionally, the percentage of

requests denied at all (None) is negligible, thus all decoders meet their target play time

This section has thus established the need for a "reasonable" admission policy which

prevents some R-Processes from monopolizing the CPUand thus starving others Al¬

though our simple policy already has proved to be effective, we believe that more ad¬

vanced policies should be developed, especially for cases where applications with differ¬

ing resource request behaviors are to be run on a single system

5.6.6 Experiment 4: MPEGFrame Decoding Time Predictors

Goal

Recall that in Section 5 6 1 two approaches to per-frame decoding time determination

were discussed, namely a trace-based solution (which obtains the per-frame decoding
resource needs using an instrumented version of the decoder, stores the data, and uses it

for subsequent decoding runs of the same movie) and a prediction-based solution (which
constructs a linear regression model based on frame size and type, according to [17]) In

the previous three experiments only the trace-based approach has been used, which may

lead to concerns about the validity of the conclusions in a more realistic scenario, where

only the prediction-based approach is déployable (e g , heterogeneous hard- and software,
live broadcasts)

The goal of this experiment is to compare the trace-based dynamically adapting RV-

Scheduled MPEGdecoder with the prediction-based one using the same metrics as in the

previous experiment 2, namely the deviation from the target movie play time, the number

of frames per type decoded and the overall CPUutilization

Experiment Setup

The same setup as in experiment 2 is used In case of the prediction-based approach, every

decoder builds its own regression model, i e
,

there is no information sharing between the

decoders despite the fact that all of them decode the same movie Furthermore, during
the first second, the prediction-based decoders have to run in best-effort mode to initialize

their regression model parameters based on the measured decode time During that time,

they decode the movie in full quality, i e
,

all the frames (IPB) After that initialization

phase, they are able to reserve resources using the model and additionally, the regression

parameters are continuously being updated
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Figure 5.30: Influence of MPEGframe decoding time predictor on quality metrics (left

column: Movie 1, right column: Movie 2).

Results and Summary

Figure 5 30 depicts the quality metrics for both movies (left column for Movie 1 and right
column for Movie 2), error bars showing ±0" of five experiment repetitions.

The trace-based decoder (TRA) is well able to meet the target decoding time and

is even consistently ahead of it, independently of the number of concurrently running
decoders. The prediction-based decoder (EST) experiences some larger delay to the target

play time, which increases with the number of decoders. The absolute delay is, however,

independent of the overall movie decoding time (16.35 sec for Movie 2 and 116.35 sec
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form Movie 2). Wesuspect that the delay is mainly due to the fact that after start-up, the

prediction-based decoders have to run in best-effort mode to populate the model, and thus

suffer a delay which increases with increasing overall end system load, i.e., number of

concurrently running decoders.

With regard to the overall CPUutilization, there is no large difference between the

two decoder versions, except in the case of four concurrently running decoders where the

trace-based one decides to drop more B-frames than the prediction-based one, resulting
in less time needed to decode frames and thus less overall CPUutilization.

The percentage of decoded frames is also within the same order for both decoder

versions. In case of Movie 2 the difference is indistinguishable except for the B-frames in

case of four decoders; for Movie 1 there is a small difference.

From this experiment we conclude that the method of MPEGframe decoding time

estimation (whether trace-based or prediction-model based) has no significant influence

on the overall quality metrics of the RV-Scheduled adaptive MPEGdecoders. The de¬

coder is well able to deliver reasonable quality with both estimation approaches, making
it suitable for a wide variety of usage scenarios (e.g., also the decoding of live broadcasts

in a heterogeneous client environment).

5.6.7 Summary

This section has shown that the RV-Scheduler is able to effectively shield an adaptive

application from the detrimental effects of background loads. Furthermore, it allows the

application to dynamically degrade the quality of the produced result without a-priori

knowledge of the available resources, and achieves a result comparable to static adapta¬
tion with a-priori knowledge. A reasonable admission policy, which prevents R-Processes

from monopolizing the CPUat the expense of other R-Processes, has been shown to be

vital for a good end user perceived application quality. Additionally, we have shown

that the choice of the MPEGdecoding time predictor has only a marginal influence on the

end user perceived quality. Finally, the efforts to turn this static application into a dynami¬

cally adapting one by incorporating the necessary calls to the RV-Scheduling System were

modest, adding evidence that it is both feasible and worthwhile to change applications to

use the added benefits of the RV-Scheduling System.

5.7 Summary

The Micro-Benchmarks have shown that the RV-Scheduler's overhead is within the same

order of magnitude than the one for the built-in best-effort scheduler and thus well accept¬
able for practical use (i.e., below 0.15%). However, the admission controller costs are the

limiting factor of the RV-Scheduling System, but we have also shown that these costs

decrease with increased hardware speed. The reactive scheduling scheme is well able to

support the reservation abstraction's semantics and to keep the actual resource consump¬

tion of the R-Processes along the pre-calculated objective functions even in the case of

blocking or sleeping R-Processes and to effectively shield R-Processes from best-effort

loads. Last but not least, it has been shown that using the reservation vector interface
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instead of submitting individual requests yields a considerable performance gain for ap¬

plications (up to a factor of three for 20 R-Requests).

Experiments with Application Traces have shown that under realistic loads, the RV-

Scheduling System is able to deliver the granted resources on time (i.e., reservation miss

less than 0.04%) and at a negligible cost (i.e., less than 0.6% overall overhead), yet does

not provide hard guarantees since some reservations fail. Furthermore, the parameter a

(fraction of the CPUdedicated to R-Processes) is the determining factor whether the RV-

Scheduling System achieves a low reservation failure rate (and low overall end system
utilization for R-Processes) for small as or a high overall utilization (and higher reser¬

vation failure ratio) for large a. Additionally, a comparative evaluation with a periodic
real-time scheduler shows that the RV-Scheduling System is able to process a larger num¬

ber of requests successfully (i.e., up to 62%) and thus achieves a better CPUutilization.

Finally, various experiments with Real-Life Applications show that the RV-Scheduling

System is well able to shield wide variety of applications from various background loads.

The Resource-Aware Internet Server achieves a higher end user quality, and resources

are efficiently allocated to either the server or left unused (and thus amenable for other

applications), but hardly wasted. Since the application moves back and forth between

best-effort and reserved mode, the (dynamic) partitioning of the resources between these

two modes is crucial to this application's performance and suggests the addition of a

feedback mechanism from the application to the RV-Scheduling System to guide this

dynamic partitioning.
The Chariot image retrieval system establishes the benefit of adaptive reservation-

based application behavior versus a non-adaptive reservation-based one. On the same

system, a larger number of adaptive applications can run, and in case of resource con¬

tention they gracefully degrade service. Various usage scenarios of Chariot show that the

RV-Scheduling System is able to extend Chariot's working range with the simple load and

cost model, and is able to noticeably increase the end user quality metric under a variety
of background loads.

Experiments with an adaptive MPEGdecoder show that using the RV-Scheduling Sys¬

tem, this application is able to dynamically degrade service quality without prior knowl¬

edge about resource needs and availability and achieves an end user performance compa¬

rable to and competitive with statically configured applications that need prior knowledge.
The RV-Scheduling System thus enables such applications to work in a setting where the

application's resource needs and available resources are not known in advance, like in a

broadcast of a live movie to a group of viewers equipped with heterogeneous hardware.

This experiment also establishes the need for a "reasonable" admission policy which en¬

ables a number of processes requesting resources to co-exist peacefully in a resource

contention situation and which prevents some R-Processes from monopolizing the CPU.

Last but not least, this application's performance under the RV-Scheduling System has

been shown to be largely independent of the deployed MPEGexecution time predictor.
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Conclusions

Today's computers are deployed in a wide variety of usage scenarios: They may be used

as a personal workstation with a heterogeneous application mix ranging from interactive

editing to processing of multimedia data; or they may be set up as a server system acces¬

sible from a number of clients over the Internet and providing dynamically generated con¬

tent. In spite of the ever increasing hardware speed, today's applications are often able to

consume the entire processing capacity of a single workstation or to impose a considerable

load on server systems. The user, however, is not willing to wait indefinitely for an op¬

eration to complete; additionally, some applications may have inherent timing constraints

(like, e.g., movie players with a specific frame rate). Since over-provisioning of resources

to provide a timely service is hardly an economically feasible solution, applications can

be designed in such a way that they adapt to available resources, i.e., in a resource con¬

tention situation, they may produce a result on time—but in lowered quality—consuming
less resources.

Adaptive applications are essentially faced with two problems: They must find out the

amount of resources available in the future; and they must be able to predict their own

future resource needs. Based on this data, they can behave (i.e., choose the appropriate

computing option) so that they will produce their result on time with the available re¬

sources. Limiting the scope of our work to the management of the end system resource

CPU, we find that a novel resource management system—the RV-Scheduling System—

incorporated in a best-effort operating system is able to provide a predictable service that

matches the needs of adaptive applications.

6.1 Summary and Contributions

The domain of adaptive applications considered in this work is defined as follows: The

applications must produce a result by a certain temporal deadline, which is set either

by the user (because he expects a predictable response time) or is application-inherent

(because, e.g., the result will be needed in a subsequent processing step which itself has

a temporal constraint). The production of the result can be decomposed into a number

of subtasks. To carry out a subtask, the application has several algorithmic variants with

different resource requirements at its disposal. The adaptation process tries to find the

variant that—with the resources available—contributes most to the quality of the final
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result. As an additional assumption, the overall resource requirements of all applications

may exceed the amount of available resources, so that adaptation is indeed necessary.

To evidence the relevance and broadness of the described domain, three quite different

example applications (a resource-aware Internet server, a networked image search and

retrieval system; and an adaptive MPEGdecoder) are presented.
Within this application domain, we make the following contributions:

• Definition of a model for adaptive applications;

• Specification of the requirements of adaptive applications for CPUmanagement;

• Design and implementation of the RV-Scheduling System, the proposed CPUman¬

agement system for adaptive applications;

• Evaluation of the RV-Scheduling System.

Each of the following sections first summarizes the key elements of the contribution, and

then derives some direct conclusions.

6.1.1 Definition of a Model for Adaptive Applications

Based on the defined domain and the example applications, we derive a model of adap¬
tive applications as follows: Adaptation decisions are made at discrete, recurring and

aperiodic intervals (which coincide with the subtask boundaries), at so-called Adaptation
Points. At every Adaptation Point, the application must first determine the next adaptation

point, and the resource availability until that point. Then, based on the resource needs of

the various subtask variants, it must find an appropriate subtask that can be completed
with the available resources on time. In that model, the application may consider at the

Adaptation Points all necessary resources (e.g., CPU, network capacity), although in this

dissertation we restrict ourselves to the resource CPUonly.
Since all three-considerably different—example applications adhere to this model for

adaptive applications, we can conclude that the presented model is on one hand simple to

understand, yet sufficiently general to cover a substantial number of application scenarios.

6.1.2 Specification of the Requirements of Adaptive Applications for CPU

Management

Weidentify resource reservation as the key to provide predictable resource availability to

adaptive applications. Based on the application domain and model, we find the follow¬

ing requirements of adaptive applications for a CPUmanagement system: The system
needs to offer time bounded resource reservations as an abstraction to the user through
a multiple-choice negotiation interface; it needs to accept at run time dynamic, aperi¬
odic resource requests; and an admission controller must prevent over-commitment of re¬

sources. Special cases like blocking processes, and under-reservation or over-reservation

of resources must be gracefully handled. There should be one single, transparent schedul¬

ing system for both best-effort processes and processes with reservations, applications
must be allowed to easily switch between those two modes, and the CPUmust be dy¬

namically distributed between the two classes, under the boundary conditions that on one
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hand best-effort processes need a reasonable response time whereas the CPUutilization

for processes with reservations is to be maximized.

An overview of related work in the area of resource management—in particular, CPU

scheduling—reveals that none of the approaches presented so far are themselves able to

completely fulfill those requirements.

6.1.3 Design and Implementation of the RV-Scheduling System

Wepresent the design and implementation of a CPUmanagement system for adaptive ap¬

plications that fulfills the previously specified requirements: The RV-Scheduling System.
This system provides the user with a reservation abstraction that is specified by a time

bounded interval and the amount of resources to be delivered within that interval. The

RV-Scheduling System makes sure that the requested resources will indeed be given to

the application, although it remains opaque to the user when and how within this interval

the resources will be delivered. A single reservation may be shared by multiple schedu¬

lable entities, i.e., processes. The system separates between admission control (which
checks, based on processor usage only, that a reservation does not overload the system)
and admission policy (which determines how to allocate resources to multiple applications
on a long-term basis). A rich API enables adaptive applications to use the RV-Scheduling

System according to their needs and to make application-specific adaptation decisions.

To enforce the reservations, the RV-Scheduling System uses objective functions for cu¬

mulative resource consumption (calculated by the admission controller using the Simplex
Linear Program) and a reactive scheduling discipline which ensures that the resource con¬

sumption of a reservation does not fall below the calculated objective function, but leaves

scheduling of all processes to the built-in best-effort scheduler of the operating system.
A detailed resource accounting scheme ensures that blocked processes can catch up their

delay without affecting other processes with reservations.

The RV-Scheduling System is successfully integrated in a best-effort operating system

(NetBSD). The introduction of an Abstract Operating System Interface shows that the

RV-Scheduling System can easily be ported to other operating systems as well. Therefore

we demonstrate that the concepts behind the RV-Scheduling System can successfully be

implemented with reasonable efforts.

6.1.4 Evaluation of the RV-Scheduling System

Wepresent a thorough evaluation of the RV-Scheduling System using micro-benchmarks,

application traces and real-life applications.
The micro-benchmarks show that the RV-Scheduling System has a higher overhead

than the best-effort scheduler, but the overhead is still acceptable (below 0.14% for 35

concurrently running R-Processes). The admission controller performs computationally
intensive operations solving the Simplex Linear Programming, and has been identified

as the performance bottleneck. Nevertheless, its overhead is still acceptable (e.g., with

200 ms overhead for the admission of a new reservation, 20 concurrent processes can be

handled on a low-end computer, and 35 processes on a state-of-the-art workstation). The

implementation is able to keep the actual resource consumptions along the recalculated
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objective functions, allows for a work-ahead of R-Processes if there is no resource con¬

tention, and manages the catch up of blocked processes correctly. The vector interface

yields a performance gain relative to submitting single requests.

The evaluation with the application traces shows that the amount and extent of reserva¬

tion failures is well within acceptable bounds for adaptive applications (i.e., below 0.04%

failures even for high loads) despite the fact that the base operating system for the RV-

Scheduling System is best-effort and therefore does not provide hard guarantees. The

overall run time overhead is also negligible (i.e., below 0.6%). The parameter a (max¬
imal fraction of the CPUdedicated to R-Processes) is identified as an indicator of the

trade-off between high end system utilization and high reservation success rate. In com¬

parison with a real-time operating system, the RV-Scheduling System is able to process

noticeably more requests successfully (i.e., up to 62%).

The three example applications, which initially were designed for a best-effort oper¬

ating system, are modified to use the RV-Scheduling System. The porting effort is neg¬

ligible even for applications which were not adaptive by design. The evaluation shows

that, compared to best-effort scheduling, the RV-Scheduling System is able to notice¬

ably increase the applications-specific quality metrics for all three applications. On the

other hand, the run time cost of the RV-Scheduling System is not noticeable at all. The

resource-aware Internet server processes more requests successfully, especially in situa¬

tions of high load. The resources are efficiently allocated to either useful work or left

idle, and are thus amenable to other applications. Therefore in addition to the increased

user quality metric, useful utilization of end system resources is also maximized. The

evaluation also motivates the need to tune the parameter a at run time based on appli¬
cation behavior. The networked image search and retrieval system Chariot is effectively
shielded from a number of background loads, and the RV-Scheduling System is able to

extend Chariot's working range with the simple load and cost model. With Chariot we

also show that an adaptive, reservation-based application performs considerably better

than a non-adaptive, reservation-based one. The adaptive MPEGdecoder can gracefully
and dynamically decrease service quality in resource contention situations and achieves

an end user performance comparable to and competitive with statically configured appli¬
cations. It shows furthermore that it is feasible to obtain both the amount of available

resources (through the RV-Scheduling System) as well as the amount of needed resources

(by means of model-based prediction) at run time, and to achieve a good service qual¬

ity. Therefore the adaptive MPEGdecoder can be deployed in situations where content is

generated at run time (i.e., live broadcasts). The evaluation also identifies the search for

reasonable admission policies as an area of future research.

6.2 Future Work

In this section, we identify a list of future work items along the contributions presented in

the previous Section 6.1. Most of them are conceptual issues, although some implemen¬
tation enhancements are listed that were not carried out mainly due to time constraints.
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6.2.1 Adaptive Application Model

Integrated resource management: Our work has treated the management of one end

system resource, namely CPU, so far. One of the more sophisticated example ap¬

plications (Chariot) trades off local computation for network resources. An inte¬

grated view of all resources required by an application would also have to include

other resources like memory, bus bandwidth or disk space. While we believe that

we cover the most important resource, CPU, a more thorough investigation should

be conducted to determine the importance of these other resources, and the subse¬

quently develop appropriate management schemes for them individually as well as

an integrated system for all resources.

Extended model for adaptive applications: In the current model for adaptive applica¬
tions, we assume that at an adaptation point, the application is able to predict exactly

(i.e., as a set of options) its future resource needs. For some applications, only a

ranges of resource needs instead of exact figures might be known. Some other ap¬

plications may be much more resilient to variations of the delivered resources, e.g.,

because they work with so-called imprecise computations where a task is decom¬

posed into a mandatory subtask that must be completed, and an optional part that

may be executed to refine the result, if there are sufficient resources available [82].
This idea can be carried further in hierarchical image coding schemes where data is

broken into several layers. The first layer contains the most significant information,

subsequent layers incrementally improve the quality of the image. Thus the decod¬

ing process can stop any time after the first layer has been decoded, and the user has

nevertheless a result at hand. The current model for adaptive applications does not

completely capture those application types; and it would be worthwhile to extend

both the model as well as the RV-Scheduling System to support such applications.

6.2.2 Design and Implementation of the RV-Scheduling System

Objective functions for cumulative resource consumption: The RV-Scheduling Sys¬
tem uses objective functions to represent the cumulative resource consumptions
of R-Processes, and calculates them according to the semantics of the reservation

abstraction (i.e., the resources have to be delivered within a certain interval, the

distribution within the interval is unspecified). By introducing additional bound¬

ary conditions for the calculation, other scheduling paradigms (e.g., periodic re¬

source delivery if the gradient of the function is constant over the whole interval)
can be implemented. Therefore it would be worthwhile to explore the idea of using

objective functions for cumulative resource consumption further and to determine

whether they are suitable as a base for an "unified scheduling paradigm" where dif¬

ferent scheduling paradigms can be implemented on that base in a framework-like

manner.

Miscellaneous implementation enhancements: Although the RV-Scheduling System
has been ported to a Linux version that supports symmetric multiprocessing (SMP),
the current implementation is not optimized for SMP: If a reservation is shared by
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more than one process, the overall fraction of CPUutilization can be larger than

one (e.g., two processes on a two processor machine, each of them consuming 0.7

of its CPU), which is not taken into account in the current implementation. There¬

fore the API has to be extended so that applications can indicate at reservation time

whether the requested reservation will be shared by more than one process, and

probably submit additional information on the individual processes' run time be¬

havior. Additionally, in the current implementation there is one single run queue

which has to be traversed with linear search to find the next schedulable process. In

a multiprocessor environment, this may turn out to be a performance bottleneck.

Another possible extension of the RV-Scheduling System is the support of clusters

of PCs, where requests are received by a front-end system that distributes them

over a cluster. Issues to be examined in this context are admission control (a single
centralized one for all PC's, or one individually for each PC?), and communication

latency (which arises when, e.g., the workstations have to be queried, or the request
has to be sent to an individual machine for processing).

The admission controller uses the Simplex Linear Program (in a standard textbook

implementation) to determine the feasibility of a new request and to calculate the

objective function for all R-Processes. The evaluation has shown that the admission

controller is the performance bottleneck of the RV-Scheduling System. To enable

the deployment of the RV-Scheduling System in large servers, which process orders

of magnitude more requests than we did in our evaluation, it would be worthwhile

to develop an optimized version of the SLP that takes into account the special char¬

acteristics of the system of in/equations used by the admission controller.

6.2.3 Evaluation of the RV-Scheduling System

Dynamics of a: The evaluations have shown that the parameter a (the maximal fraction

of the CPUassigned to reservations) is a key parameter for the performance of

the RV-Scheduling System for two main reasons: First, it allows for a trade-off

between reservation predictability and overall CPUutilization: For a small value

of a, there are much less reservation failures than for large values. But this comes

at the expense of a reduced overall CPUutilization for R-Processes. Second, from

the point of view of an application that switches back and forth between best-effort

and reserved mode (like the resource-aware Internet server, where the main server

thread accepting incoming connections has to be scheduled in best-effort mode due

to the unpredictable request arrival process), the parameter a has to be sized such

that the best-effort part of the application has enough resources to finish within a

reasonable time limit.

These observations suggest that a should be allowed to change dynamically at run

time, depending on feedback from applications. This raises a number of issues like

how do applications find out about their "optimal" a, the definition of a suitable in¬

terface between the RV-Scheduling System and the applications, and the arbitration

of possibly conflicting application requests (i.e., the determination of the "optimal"
a for a certain application mix).
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Admission policies: The experiments have shown the need for a a suitable admission

policy that, in a resource contention situation, enables a number of processes re¬

questing resources to co-exist peacefully. In fact, it prevents some R-Processes

from monopolizing the CPUto such an extent that the other R-Processes are un¬

able to do any work at all. The definition of various admission policies, which deal

with the issue of how to allocate resources to multiple adaptive applications on a

long-term basis, needs to be further explored. One possibility would be to, e.g., ap¬

ply proportional-sharing of resources among processes in the long-term, and to use

reservations to ensure predictable resource delivery between the adaptation points.

Depending on the end system usage scenario (e.g., a dedicated server with one kind

of applications vs. applications with dissimilar usage characteristics) different poli¬
cies might be appropriate.

6.3 Concluding Remarks

Adaptive applications need to be ensured that they have the necessary resources available

at the right time and in the right quantity to be able to provide a predictable service. This

dissertation provides a practical solution to this problem by presenting a reservation-based

CPUscheduling scheme—the RV-Scheduling System—that is integrated into a conven¬

tional best-effort operating system and thus combines the flexibility of best-effort schedul¬

ing with the resource guarantees found in real-time systems. It provides a predictable
resource availability that matches the need of adaptive applications with regard to the

resource CPU.

Therefore, the RV-Scheduling System simplifies the construction of CPU-aware ap¬

plications considerably: It allows them to be programmed on top of widely available and

well-known best-effort operating systems, and yet provides predictable CPUavailability

through a simple API. Furthermore, it is also helpful for the designers of more general,

system-aware applications (i.e., applications that adapt to multiple resources like CPU

and network capacity) in that it covers the end system part of such applications. This

support is especially useful for applications that are deployed in environments where net¬

works prevail that go beyond the best-effort type and provide a certain quality of service

(QoS). In this case, the notion of QoS found in the network can be extended into the op¬

erating system with regard to the resource CPU, and thus the application programmer has

an end-to-end QoS notion at his disposal.

In general, the RV-Scheduling System eases the construction of adaptive applications,
and provides a base for turning non-adaptive applications into adaptive ones when pre¬

dictable service is highly desirable (even at the cost of a reduced result quality), but over-

provisioning of resources is not a possible or feasible solution. As an additional benefit,
the RV-Scheduling System allows such applications to adapt themselves dynamically and

transparently to the current end system load (i.e., number of processes competing for re¬

sources) as well as to the overall amount of end system resources, should that amount be

increased by the addition of, e.g., a second processor to a workstation.
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Furthermore, the RV-Scheduling System is a valuable addition to a framework-based

approach to the construction of network-aware applications [20] and thus provides a base

for further research on system-aware adaptive applications.
The RV-Scheduling System provides resource reservations as an additional service to

applications, yet it does not impose any restrictions on the wide variety of usage scenarios

found on today's workstations, since existing applications can run unmodified on an end

system equipped with the RV-Scheduling System. Because the run-time overhead of the

RV-Scheduling System is negligible, it can be considered as a valuable addition to each

of today's best-effort operating systems.
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List of Terms

On-CPU-Time The elapsed time a process spends running on the CPU. In terms of

UNIX, this is the sum of user- and system-time obtained by the getrusage system
call and includes the time the process is executing and when the system is running on

behalf of the process.

(Reservation) Interval Denoted by a Start- and End-time (expressed in GMT); written

as I = [Start,End].

R-Process A process that holds a Reservation; written as RP.

R-Request A request for a Reservation, submitted as part of a Reservation Vector to the

scheduler's admission controller.

Reservation Denoted by the parameters Interval (P) and Amount of Resources (C); writ¬

ten as R(I,C).

Reservation Request Consists of a Reservation Vector and is submitted to the RV-

Scheduling System.

Reservation Vector a "vector" consisting of at least one R-Request.

RV-Scheduler Our scheduler for R-Processes. Is part of the kernel and closely interacts

with its built-in best-effort scheduler.

RV-Scheduling System The whole scheduling system including admission controller,
admission policy module and the RV-Scheduler itself.
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