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Abstract

A common approach to perform contact-rich tasks with robots is using force impedance control.
The traditional method relies on commanding torque to the robot actuators. However, in modern
cobots such interface is restricted due to safety reasons.

To address this limitation, we implement an outer control loop that uses information from an
external force sensor mounted in the robot's end-e�ector to command joint velocities in a way
that e�ectively emulates an impedance behavior. Motivated by the challenging tuning of this
controller, we explore a data-driven tuning method based on Bayesian Optimization.

Once robots operate in impedance mode, the next step is designing trajectories that achieve
the desired tasks. We propose a strategy that uses Proximal Policy Optimization (PPO) to
learn a motion pattern to perform a complex assembly without relying on a strong trajectory
parametrization.

Overall, this work demonstrates a pipeline towards more autonomous procedures to enable cobots
for contact-risk manipulations.
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Preface

Partnership collaboration framework

This project has been conducted in a collaboration framework between the Automatic Control
Lab (IfA) from ETH Zurich, Inspire AG and AICA SA.

The industrial partner, AICA, proposed an industrial case and outlined the challenges that
they are currently facing in relation with it. Likewise, they have disclosed, to some extent, their
proprietary solutions. On top of this, AICA, made their robots and controller interfaces available
to us, easing the algorithm deployment on real hardware.

The implication of AICA in this project has also been bene�cial for them, since they could test
the beta version of their product "AICA Studio" ([1]) with external people and applications.
Moreover, the methods and conclusions produced by this research work will be undoubtedly
useful to improve their products.

We want to thank everyone involved in this project for their support and collaboration.
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Chapter 1

Introduction

Robotic arms are a well established tool in industry and extense literature has been written about
their design and control ([2], [3], etc.). They are already used to automate many industrial
processes such as welding, painting, soldering, material handling etc. across a wide range of
industries like the automotive or the consumer goods manufacturing.

So far, robots are mostly successfully used for tasks that do not require regulated contact forces,
such as the the processes we enumerated before. In those cases the robot programming is straight-
forward and can be done in a-priori o�ine fashion. This planning step is fully deterministic and
the robot is only informed about the desired trajectory it should follow. However, if we need to
use the robot for tasks that require some level of controlled contact the aforementioned approach
is insu�cient and force control needs to be implemented.

In section 1.1 we distinct between di�erent types of industrial robots, and in 1.2 we have included
a short recap of the available strategies for robot control, highlighting the di�erent direct and
indirect force control techniques. If you are familiar with these topics, please proceed directly
with section 1.3.

1.1 Industrial robots

The robotic manipulators that are found these days in industry can be classi�ed in two main
groups:

1. Traditional industrial robotic arms

They are designed for heavy-duty and high-speed manufacturing tasks in structured envi-
ronments. They typically operate autonomously or under minimal supervision, performing
tasks such as welding, assembly, material handling, and painting. These robots excel in
precision and repeatability, making them essential in industries such as automotive manu-
facturing, electronics, and heavy machinery production. They are programmed for speci�c
tasks and are optimized for e�ciency and throughput in industrial settings.

These robots must be setup by an expert and are commonly programmed using the direct
strategies described in section 1.2. It is enough for most of the applications, since they
are deterministic and operate in an structured environment. In many of these robots it is
possible to access to the joint torque interface. So it is possible to implement custom force
control in the traditional way, see more in [4] or in section 2.1.

3



Examples in this category are the ABB IRB 6700, the Fanuc R-200iB or the KUKA KR
6/10

2. Collaborative robotic arms (Cobots)

They are designed to work alongside human operators in a shared workspace safely and
e�ciently. Unlike traditional industrial robots, cobots are equipped with advanced sensors
and safety features that allow them to detect and respond to human presence, reducing
the need for safety barriers. They are often lightweight, compact, and easy to program,
making them versatile for a variety of tasks such as assembly, packaging, inspection, and
small parts handling. Cobots are characterized by their �exibility, adaptability, and ability
to enhance productivity while ensuring the safety and well-being of human workers. They
represent a growing trend towards human-robot collaboration in modern manufacturing
and industrial environments.

These robots can be setup by an intermediate user. It is common to teach desired motions
from human demonstration. Teaching mode is usually an admittance mode (see section
1.2) con�gured by the manufacturer. Some cobots o�er a prede�ned impedance (see section
1.2) mode, but it is not custom tunable, reducing the range of application. In many of
these robots the joint torque interface is not available due to safety reasons.

Examples in this category are the Universal Robot UR5e or the Kassow Robot KR1410.

1.2 Robot control

There are two main approaches for robot motion and force control [2].

1. Direct control strategies

(a) Direct motion control. It controls the exact motion the robot should perform along
some speci�ed degrees of freedom (DoF). In this mode there is a reference for positions
and/or velocities, and those are tracked using a kinematic and dynamic model of the
robot. The internal low-level joint controllers close the loop on the motor torques in
order to track the desired reference. If the motion is directly regulated along a degree
of freedom, the force along such degree of freedom cannot be controlled and relies on
the reaction from the environment. Used in tasks that do not require contact with
the environment.

(b) Direct force control. It controls the exact force the robot should exert into the
environment along some speci�ed DoF. If the force is directly regulated along a DoF
the motion along such degree of freedom cannot be controlled and relies on the reaction
from the environment. Used in tasks that require contact with the environment, but
fully deterministic.

(c) Hybrid force-motion control. Direct motion and force control can be combined in
the so-called hybrid force-motion control. In this strategy some DoF are controlled in
motion and others in force. As a remark, constrained DoF must be force-controlled,
while non-constrained must be motion-controlled. A constrained motion-controlled
DoF generates unforeseen forces, likewise a force-controlled non-constrained DoF cre-
ates an in�nite motion.

4



2. Indirect Control Strategies
They regulate the interaction forces and motions between the robot and its environment.

(a) Impedance Control. It de�nes the relationship between the applied forces and
resulting motions (or deformations), de�ning the so-called mechanical impedance. It
allows robots to adjust their sti�ness (resistance to deformation) and damping (rate
of energy dissipation) in response to external forces. Common applications include
assembly tasks, manipulation of fragile objects and human-robot collaboration.

(b) Admittance Control. Speci�es how the robot moves in response to applied forces.
It determines the robot's compliance in following external force inputs, de�ning the
so-called mechanical admittance (complementary of the impedance). It can conform
to the forces exerted by external agents (such as a human operator or an automated
system) while maintaining stability and operational safety. Common applications
include teaching by demonstration or robot manual guidance.

1.3 Motivation

Collaborative robots (cobots) have increased their popularity in the last years thanks to both
their accessible price and their easy programming. For contactless tasks the programming can
be seamlessly done with a one-shot demonstration, which usually needs only minor corrections.
However, as it is seen in [5], [6] and [7] from the industrial applications that cobots are aiming
to automatize, there is a great interest in tasks that combine force and motion, such as polish-
ing, assembly, etc. Although it is technically possible to teach cobots force dynamics through
demonstrations, as seen in various studies [8], this approach often requires a vast amount of data
collected in collaboration with a human, making it impractical and not user-friendly.

Due to the limitations of teaching by demonstration for this type of motion-force problems,
cobot programmers commonly come back to the well-known strategy that has been long used in
industrial robotics. The method consists in enabling impedance behavior in the manipulator and
then optimizing its default reference movement. The traditional way to implement force control
(both directly and indirectly) relies on having access to directly command torque to the low-
level joint controllers as presented in 2.1. These algorithms are extensively applied in industrial
robots, where the responsive expert roboticist has access to the full machine. However, this is
not possible in most of the modern cobots because commanding torques would bypass the safety
�lters, that make cobots what they are, collaborative. Such safety restriction to implement force
control on cobots motivates this work.

1.4 Preliminaries at AICA

AICA o�ers as part of their portfolio a set of solutions regarding force control on cobots. In
particular, they have worked extensively on what they call "smart assembly".

Their technology has two main components:

ˆ Impedance controller . AICA proprietary solution includes a controller that is able to
emulate an impedance behaviour in a wide range of cobots using the joint velocity interface.
The speci�c tuning is conducted manually.
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ˆ Reference trajectory optimization . For each task, the engineers design a default family
of trajectories combining several movement primitives. The trajectory parameters are then
optimized within a reasonable range with a hardware-in-the-loop strategy.

Although this solution has shown its potential in many applications and is about to become an
industrial product, it still requires a huge intervention of highly quali�ed engineers that must
tailor the solution for each speci�c application.

In the �rst place, the controller manual tuning is tedious and makes it extremely hard to achieve
optimal con�gurations. On top of that, imposing a trajectory model for the reference trajectory,
despite being undoubtedly useful, forces the engineer to have a previous intuition of the optimal
strategy, which is not always obvious, specially in many complex tasks.

1.5 Scope of this work

In the �rst part of the thesis we will design an outer controller loop to enable impedance control
in cobots, by using an external force sensor and commanding to the joint velocity interface. We
approach the controller design in an structured way, understanding the phenomena involved and
accordingly providing mechanisms, that, when properly tuned can deal with them.

Although such impedance topologies enormously extend the robot capabilities, as outlined before,
their proper tuning is non-trivial. This directly motivates the second part of the thesis, where
we seek a data-driven self-tuning mechanism that can adjust the controller for di�erent robotic
platforms and tasks. We will develop a procedure based on Bayesian Optimization.

Finally we address the challenge of designing reference trajectories for di�erent sets of dynami-
cally changing problems such as assembly. The limitation of imposing a movement model per-
suades the last part of the research towards the search of motion learning frameworks that can
adapt to new situations in a more model-free approach. We will work on a method that learns
motion patterns with deep reinforcement learning.

While establishing AICA's state-of-the-art as baseline, this work introduces a novel impedance
controller architecture for cobots together with a data-driven tuning method, as well as a new
strategy to generate reference trajectories for assembly tasks.

6



1.6 Report structure

This report is divided in 5 chapters.

1. Introduction. This current chapter 1 includes a context to the problem, states the current
state-of-art at the industrial partner and motivates the research and its scope.

2. System architecture. Chapter 2 presents a literature review of the current state-of-art
control strategies for the described challenge and then details a novel architecture proposal.
We also show the implementation framework developed for this project.

3. Data-driven controller tuning. Chapter 3 presents a literature review of the cur-
rent state-of-art for sample-e�cient tuning for similar controllers as the one explored in
this work. Following we present a tuning methodology based on Bayesian Optimization,
demonstrating its capabilities both in simulation and real experimental setups.

4. Learning assembly trajectories. Chapter 4 presents a literature review of various ap-
proaches for learning motion patterns in manipulators. Then, we leverage the capabilities
of the impedance controller by exploring a reinforcement learning strategy to design tra-
jectories to perform complex assembly tasks.

5. Conclusions and future research In the last chapter 5 we wrap up the general ideas of
the work and propose new lines of research.
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Chapter 2

System architecture

This chapter is divided in four sections:

ˆ Traditional force control . We present a recap of the main theory for traditional force
control with access to the low-level joint torque controllers.

ˆ Literature review . We present a literature review about impedance control on collab-
orative robots. This reading complements the speci�c proprietary solution from AICA
outlined in chapter 1.

ˆ Control loop . We present a novel controller architecture to provide impedance behavior
to cobots without access to the joint torque interface.

ˆ Implementation . We detail the modular implementation developed for this project in
ROS2. It has allowed us to test di�erent ideas in a realistic simulated environment and
then transfer them to real hardware with minimal e�ort.

2.1 Traditional force control

As introduced in chapter 1 traditional force control relies on directly commanding to the joint
low-level torques controllers. Before deepening in the approaches followed with collaborative
robots, we �nd interesting a short discussion about the underlaying ground-base theory.

Usually we are interested in the force and torques (ft = [ f x ; f y ; f z; � x ; � y ; � z]) the robot is
applying at the end of the kinematic chain, that is to say, in the tool. This magnitude is related
with the torques in each of the joints (� joints ). Applying the principle of virtual work as shown
in [9], we can derive a relation between these magnitudes.

ft � � x = � joints � �%

ft T � x = � joints
T �%

ft T J�% = � joints
T �%

ft T J = � joints
T

� joints = J ft

where: J =
@x
@%

(Kinematic Jacobian)

(2.1)
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So, given that the e�ort sources in the robot are the joint actuators, let's understand the dynam-
ics �rst in joint space. The robot dynamical model can be expressed in Lagrangian formulation
as shown in equation 2.2 for a robot withn joints.

� joints = M (%)•%+ c(%;_%) + g(%) + h(%;_%) + � joints
ext

where:

� joints = [ � j 1; � j 2; :::; � jn ] (joint actuators torques)

%= [ %j 1; %j 2; :::; %jn ] (joint positions)

_%= [ _%j 1; _%j 2; :::; _%jn ] (joint velocities)

•%= [•%j 1; •%j 2; :::; •%jn ] (joint accelerations)

M (%) (inertial matrix)

c(%;_%) (Coriolis and centrifugal torque)

g(%) (gravitational torque)

h(%;_%) (friction, etc.)

� joints
ext = [ � j 1

ext ; � j 2
ext ; :::; � jn

ext ] (external torques)

(2.2)

If we want the robot to exert a speci�c desired � ext = � d, we can formulate the reference� joint
ref

that will be passed to the tracking low-level joint torque controllers as follows in equation 2.3.

� joints
ref = M̂ (%)•%+ ĉ(%;_%) + ĝ(%) + ĥ(%;_%) + � joints

d

where:

M̂ (%) (inertial matrix estimator)

ĉ(%;_%) (Coriolis and centrifugal torque estimation)

ĝ(%) (gravitational torque estimation)

ĥ(%;_%) (friction, etc. estimation)

(2.3)

This control law could be used for direct force control in joint space. However, we can de�ne a
exerted joint torque that is bonded to the deviation of the kinematic variables with respect to
desired values, that is to say, de�ne an mechanical impedance model. In this case the control
law that de�nes � joints

ref will be particularized from equation 2.3 as shown in equation 2.4.

� joints
d = K joints (%d � %) + D joints ( _%d � _%) + M̂ (•%d � •%)

� joints
ref = K joints (%d � %) + D joints ( _%d � _%) + M̂ •%d + ĉ(%;_%) + ĝ(%) + ĥ(%;_%)

where:

K joints (sti�ness matrix in joint space)

D joints (damping matrix in joint space)

(2.4)

So far we have seen how to design, taking into account the dynamic properties of the robot,
the reference torques the actuators should generate in order to exert certain joint torques in the
environment. Although for some applications it could be interesting to implement force control
in joint space, the most usual approach is to work in task space.
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Let's say we want to apply a speci�c force-torqueft d, for instance de�ned from an impedance
model like the one in equation 2.5.

ft d = K � (xd � x ) + D � ( _xd � _x) + �̂( •xd � •x)

where:

K � (sti�ness matrix in task space)

D � (damping matrix in task space)

�̂ (task inertial matrix estimator)

(2.5)

Next we need to compute the required references for the joint torque low-level controllers. Com-
bining equation 2.1 and 2.3, we �nd the relation presented in equation 2.6

� joints
ref = M̂ (%)•%+ ĉ(%;_%) + ĝ(%) + ĥ(%;_%) + J T ft d (2.6)

In the presented equations we are assuming two things: (1) the dynamical model is completely
accurate and (2) the low-level joint torque controllers assure perfect tracking. In real life, these
two assumptions are not met. For this reason, the basic method is enhanced with force-torque
online sensing. Thanks to this information, the control is in closed-loop, and the input to the
torque actuators can be adjusted in order to e�ectively produce the desired force.

2.2 Preliminaries in the literature

Although the traditional method for force control work well when we can command torque to
the joint actuators, this possibility is not allowed in collaborative robots due to safety reasons
as introduced in 1.3. Despite this restriction, we �nd some approaches to emulate force control
using the available position and velocity joint inner controllers.

This question has been widely studied, for instance in [10] M. Yamano et. al propose and
demonstrate a controller architecture that is able to achieve a combination of force and position
control to manipulate a rigid object by only interfacing with the low-level velocity controllers of
the manipulators. Likewise, Jaydeep Roy et al. presented in [11] several strategies to operate
position/velocity controlled cobots with an impedance behaviour.

In more recent publications, like the one in [12] by Rodrigo Perez-Ubeda et al., we found detailed
descriptions on how to implement custom force control on collaborative robots without knowing
their internal parameters. The approach in this study proposes diving the controller architecture
in two loops. An inner loop directly provided by the robot manufacturer, that is then interfaced
by an outer loop that implements the custom force control. This is actually also AICA's chosen
solution. The idea of the two loops is clearly inspired by what was proposed long time before
in [13]. However, the study in [12] targets more modern cobots and explore the use of three
di�erent inner loops: absolute position, incremental position and velocity. Their analysis shows
that using velocity or incremental position, which are actually theoretically equivalent, is the
best choice for this type of control architectures. On top of that they also explain that the
particular implementation of the force outer loop does not have remarkable performance e�ects.

Although the two-loop approach has proven to be e�ective, it implies an important challenge
with contact transients. In [14] Alexandel Winkler et al. present an experimental study of the
phenomena during discrete impacts, as well as during contact holding while moving on irregular
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surfaces. In short, their �ndings can be summarized that it is positive to use the force information
during the transient to adjust the control signal generated by the outer-loop.

2.3 Control loop

2.3.1 Foundations

The main idea underlaying the control architecture presented in this work is that commanding
accelerations is, in a certain way, equivalent to commanding torques. We can understand this by
looking at equation 2.2.

However, given this direct relationship between torque and acceleration, cobot actuators do not
accept acceleration targets either. We address this limitation by generating a target velocity
signal given the desired accelerations, computed, in turn, so as to achieve a desired force. Such
strategy is complemented with a force sensor that informs about the actual current force that
the robot is applying, so the force control is done in closed-loop.

Finally, assuming that with the previous approach it is possible to apply certain desired forces,
we simply compute the force the robot must exert using a mechanical impedance model together
with the actual position and velocity values measured from the robot.

We will implement the impedance controller in Cartesian/task space and rely on a inverse kine-
matic solver to generate the corresponding joint velocity target signals.

2.3.2 Controller architecture

The main control loop can be see in �gure 2.1. As depicted there, the controller is receiving the
actual position and velocity from the end e�ector [x ; _x] and the force-torque [ft act ] measurement
and computing a commanded velocity for the end e�ector in Cartesian space [_xcmd ].

Figure 2.1: Control architecture
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Frames and symbols

All the magnitudes are expressed in the word frame, see �gure 3.1 for a visual representation of
such frame.

Poses are represented with aR7 vector as de�ned in equation 2.7, aR3 position and a R4

quaternion for the orientation.

x = [ x; y; z; qw ; qx ; qy ; qz] (2.7)

Velocities are represented with aR6 vector as de�ned in equation 2.8, aR3 linear and a R3

angular component.

_x = [ _x; _y; _z; _' x ; _' y ; _' z] (2.8)

Forces-torques are represented with aR6 vector as de�ned in equation 2.9. AR3 vector for linear
force, and anotherR3 vector for angular torque.

ft = [ fx ; fy ; fz; � x ; � y ; � z] (2.9)

Force generator

The �rst block in the controller is essentially the impedance model. It is responsible of computing
the force the robot should exert into the environment given the di�erence between actual and
reference kinematic variables. The speci�c equation that implement this computation is the
following:

ft desired = K � (x ref � xact ) + D � ( _x ref � _xact ) (2.10)

The computation of (x ref � xact ) is divided in two parts. The �rst 3 �rst elements (position)
are simply element-wise subtractions. The "orientation error" that correspond to the 3 lower
elements, however, is computed as shown in equation 2.11

q� = qref � qact �

q� = k(qx
� ; qy

� ; qz
� )k2

� x =
qx

q� ; � y =
qy

q� ; � z =
qz

q�

� = acos(qw)

� = [ � � � x ; � � � y ; � � � z]T

(2.11)

Regarding the computation of( _x ref � _xact ), it is simply a direct element-wise subtraction between
the two R6 vectors.

K � and D � are 6x6 diagonal matrices. The parameters encoded in these matrices correspond to
sti�ness and damping of the respective cartesian-space degrees of freedom in the order de�ned
in 2.12.
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linear x, linear y, linear z, rotation x, rotation y, rotation z (2.12)

Force �lter

This block receives the raw signal from the ft-sensor and applies a smoothing �ltering.

ft �ltered = f �lter (ft raw ) (2.13)

In the case of working with the simulation, i.e. with a clean signal, this block is simply a bypass
from the signal coming from the robot into the �ltered signal. A great approach when working
with real signals is using theOne Euro Filter, which is a low pass frequency with an adaptive
cut-o� frequency as explained by their authors in [15].

Payload compensator

The signal coming from the ft-sensor measures the interaction force between the two bodies
between which it is placed, in this case the last robot link and the payload. We can understand
the measured signal as the e�ort that comes from the payload, however there are two sources for
such e�orts:

1. Intertial : The payload is a body with a certain mass and volume that is moving, ergo,
inertial forces appear. This contribution is transfer to the robot, and therefore appears in
the measurement.

2. Interaction : These e�orts appear when there is contact with the environment.

ft �ltered = ft inertial + ft interaction (2.14)

To implement an e�ective impedance controller we need to isolate the interaction e�ort. This
computation is exactly what the "paylod compensator" is responsible for.

The "payload compensator" needs information about the inertial properties of the hanging pay-
load, as well as the actual kinematic state to perform the step. The payload properties are known
beforehand or they can be identi�ed using simple experiments, whereas the kinematic state is
read from the robot sensors.

~ft inertial = f (m; I; xact ; _xact ) (2.15)

ft act = ft �ltered � ~ft inertial (2.16)

The subtraction in 2.16 is element-wise between the twoR3 vectors.

In the simulation the payload has been set to have no mass, so the inertial forces do not exist, and
the raw recorded signal contains only the interaction component. The "payload compensator"
in this case is just bypassing the measurement into what we called "actual force-torque".
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Force regulator

This block computes a desired acceleration [•xcmd ] for the end e�ector given the current force
mismatch.

The easiest approach, that indeed works �ne in free space or in stable contact, is simply accel-
erating in the direction of the force error (element-wise subtraction), so as to try to minimize
such, as shown in equation 2.17

•xcmd = K � (ft desired � ft act ) (2.17)

However, this vanilla approach does not properly handle the contact transient, i.e. from free
space into stable contact. To deal whit this we have included a "braking" term in the acceleration
computation showed in equation 2.18.

•xcmd = � brake(� B � _xact ) + (1 � � brake)K � (ft desired � ft act ) (2.18)

K � and B � are 6x6 diagonal matrices and respectively encode the scaling between force error
and acceleration, and the brake level for the 6 degrees of freedom in cartesian-space in the order
de�ned in 2.12.

The factor � brake is equal to 0 before the contact, when contact is detected its value is abruptly
changed to 1, giving all the control authority to the "braking" term. From this point on, the
value of � brake is decreased back to 0, keeping this value when contact is stable. This mechanism
is depicted in the state machine presented in �gure 2.2

Figure 2.2: Controller state machine during contact transients

The strategy presented in this work can be understood from a more intuitive point of view. The
"braking" term is equivalent to the damping term in equation 2.10 if the reference velocity is
null. The goal with this "braking" is nothing but increasing, independently of the impedance
function, the damping for a small amount of time during the contact transient, this will mitigate
the negative e�ects during the transient.

In �gure 2.3 we present a comparison plot between the vanilla (without braking) and the enhanced
strategy.
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Figure 2.3: Performance comparison between vanilla and enhance controller topology

Acceleraton integrator

Finally, the "integrator" will compute the updated command velocity [ _xcmd ] given the accelera-
tion [ •xcmd ] output by the "force regulator".

_xcmd [k + 1] = _xcmd [k] + •xcmd [k] Tintegrator (2.19)

Summary

The controller is then parameterized by:

� = [ K � ; D � ; K � ; B � ; � �
brake_ release_ factor ] (2.20)

� contain in total 25 independent parameters (6 for each diagonal matrix, and the scalar).

The impedance control loop spins at 500 Hz.

2.3.3 Motion generator

The reference trajectory that the impedance control will try to track is generated in the block
called "motion generator". This block will later receive inputs from a Reinforcement Learning
Agent. It generates inputs at a 10Hz rate.

2.4 Implementation

This project has been developed on a ROS2 framework. This choice is motivated by two main
reasons:

1. A modular and �exible architecture that can be modi�ed as required depending on new
requirements, being this extremely useful in research.

2. A seamless integration with real-time capabilities of advanced control algorithms with real
hardware, for example leveraging the AICA's robot controllers.
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Figure 2.4: ROS2 packages. (Packages in brown, nodes in blue)

We have organised the implementation, as shown in �gure 2.4, in the following ROS2 packages:

ˆ thesis_interfaces: This package de�nes custom messages, services and actions.

ˆ thesis_robot_* : This package implements a node that exposes services to start and
stop robot instances. When working in simulation, the robot is simulated using MuJoCo
([16]); this is implemented in C++. When working with the real robot, the start/stop
services call the AICA's API that communicates with the hardware; this is implemented
in Python.

ˆ thesis_force_control_cpp: This package implements a node that exposes services to
start and stop the instances of the controller described in the previous section.

ˆ thesis_motion_control_hub: This package implements a node that exposes services
to start and stop instances of a reference trajectory generator. Likewise, it also implements
a node that includes the trajectory modi�cator controller learned with RL.

ˆ thesis_optimizer: This package implements several nodes in charge of handling the
data-driven tuning method explained in the next chapter 3, more details about their func-
tionality are shown there.

ˆ thesis_app: This package does not implement any node, but it contains launch �les to
start di�erent con�gurations of the nodes implemented in other packages.
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2.4.1 Simulation environment

So as to provide an environment to test the algorithms, in this project we have developed a
simulation based on MuJoCo ([16]) that exposes an interface into a ROS2 ([17]) environment.

The simulation receives as input a reference for the Cartesian end-e�ector velocity. It then
computes the inverse kinematics using the inverse jacobian method as show in equation 2.21.

_%= J y _x

where:

_%=
�

_%1 _%2 _%3 _%4 _%5 _%6
� T

(Joint velocities)

_x =
�

_x _y _z _' x _' y _' z
� T

(Cartesian velocities)

J =
@x
@%

(Kinematic Jacobian)

J y = ( J T J ) � 1AT (Moore-Pensore pseudoinverse)

(2.21)

This information is then fed to the simulated joint velocity actuators that were de�ned in Mu-
JoCo. We have chosen this actuator model because it best captures the e�orts that will be used
to drive the robot in real life. This choice has been con�rmed by comparing the signals coming
from the simulation with the ones coming from the real platform.

On top of that, we have de�ned a force-torque sensor between the last robot link and the end-
e�ector. The signal from such simulated sensor is, in principle, noiseless, although it could be
disturbed, if desired, in order to be closer to real measurements.

For more details about the simulation environment, please have a look at the appendix A.

2.4.2 Real hardware setup

Robot

Albeit this project aims to target most of the cobots available in the market, we have chosen as
baseline the UR5e from Universal robot (UR) with its built-in force-torque sensor. The UR5e
is a lightweight cobot with 6 revolution joints, with a maximum payload of 5kg and a reachable
range of 850 mm. For more details about this robotic platform we recommend to have a look to
the o�cial documentation in [18].

It will be operated through the controllers developed by AICA, which in turn internally use
the ros2_control ([19]) drivers developed by Universal Robots ([20]). We have chosen to use
the AICA wrapper and not a direct interface to potentially deploy the developments presented
in this work on other robots in a seamless way, almost with a plug&play step thanks to the
abstraction provided by the wrapper.

Regarding the force sensor, it has been seen that the signal coming from the UR built-in sensor
is enough to demonstrate the algorithms developed in the present project. The sensor measures
force and torque in the 3 spatial dimensions. When working with robotic platforms without a
built-in sensor, a great option is using the sensors from Bota Systems AG ([21]). The AICA
wrapper integrates their input into the same interface, exposing the signal in an identical way it
does with the built-in sensor.
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AICA app

In �gure 2.5 we show the architecture used to deploy the controllers developed in this project.
It is composed by two main parts: the AICA app and our ROS2 stack. Both applications are
packed inside docker containers ([22]).

Figure 2.5: Deployment architecture

The AICA app can be interfaced using their proprietary API. We have setup callbacks to be able
to switch between two controllers. Such callbacks are exposed as ROS2 services.

When the robot is requested to be stopped, the position controller takes the control and steers
the robot back to a pre-de�ned reset pose. When the robot is requested to start, the control
responsibility is given to a custom controller that accepts the Cartesian velocity command from
our stack, then computes the required inverse kinematics, and �nally operates the robot. If the
robot has not reached the reset position when the start service is called, the return is hold until
the desired pose is reached. Thanks to this behaviour the next iteration will not start until the
whole system is back to initial conditions.
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Chapter 3

Data-driven controller tuning

In this chapter we present a zero-order optimization-based tuning procedure to adjust the pa-
rameters of the control architecture presented in the previous section. The followed strategy
consists of repeating a few times a simple experiment that captures most of the remarkable phe-
nomena involved in contact-rich tasks. The data collected in the experiment is used to associate
a performance cost to the controller parameters that were used. Thanks to this, the tuning can
be shaped into an optimization problem. We show how a Bayesian Optimization (BO) pipeline
can �nd an optimizer for this problem.

The chapter is divided in six sections:

ˆ Preliminaries We present a literature review about data-driven controller tuning methods
as well as the foundations behind our method.

ˆ Method design. We detail the experiment we have designed to collect the data that will
be used to tune the controller and how that data is used to formulate the controller tuning
as an optimization problem.

ˆ Optimization method. We present the speci�c details of the bayesian optimization
algorithm we have used.

ˆ Implementation. We present the implementation pipeline in ROS2.

ˆ Tuning in simulation. We present the results of the self-tuning method in a simulation
environment

ˆ Tuning with real hardware. We present the method porting to real hardware, as well
as the results of the experiments.

3.1 Preliminaries

3.1.1 In the literature

Controller tuning is a recurrent challenge in control theory. Several approaches have been pro-
posed and demonstrated in a wide range of dynamic systems to con�gure parameters through
data-driven techniques. A common strategy is to formulate the tuning as an optimization prob-
lem, that can then be solved to �nd the optimal parameters.
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For example in [23] Wenjie Xu et al. adjust the parameters of the controllers regulating the
temperature in a building to minimize the energy usage or in [24] Xu Zhou shows a self-tuning
procedure for a PID controller formulating the tuning as an optimization problem and then
solving it with an evolutionary strategy.

A popular approach to address the optimization is BO. The choice of BO is usually motivated
because of its e�cient data usage, which is able to converge to satisfactory results in a small
number of iterations. This fact makes BO a great option to implement run-to-run tuning as
Eduardo Moya-Lasheras et al. present in [25]. We can also see a good example of the e�cient
data use in BO in [26], where Xavier Guidetti et al. apply a method based on BO to �nd
optimal parameters for several continuous manufacturing processes. On top of that, BO is also
is excellent to deal with stochastic systems as we see in [27], where Raul Cruz-Oliver et al. show
how BO �nds robust solutions against system uncertainties.

Although optimization-based tuning can be highly e�ective, its success hinges on properly de-
signing an optimization problem that accurately captures the system's performance.

Particularly, in the context of tuning robotic impedance force controllers, Chao Li et al. present
a compelling data-driven approach in their work [28], where they focus on �ne-tuning a variable
impedance force controller to ensure a smooth transition from free space to stable contact. Using
a 1D contact experiment, they iteratively gather data to construct a Gaussian Process (GP)
model, which serves to predict the optimal impedance parameters. The impedance controller
has direct access to the joint interfaces.

3.1.2 Our method

In this work the goal is similar to the one in [28], although in our case, since we are inter-
facing with the internal joint velocity controllers, the controller parameters are not only the
impedance parameters (K � and D � ), but also the the parameters in the � function (K � , D �

and � �
brake_ release_ factor ). Intuitively speaking, the � part simply o�ers a mechanism to modu-

late the impedance during the contact transient. For this reason, the choice of such parameters
is crucial and highly depends on the dynamical properties of the system, i.e. robot inertial and
actual pose, joint actuator sti�ness, joint velocity inner controllers, etc.

We have designed an experiment, presented in 3.2 that captures the phenomena involved in
a contact process. This allows us to quantify a set of parameters goodness and accordingly
formulate the tuning as a run-to-run optimization problem, similarly to the approaches cited
before.

The function under optimization is black-box, as well as highly expensive to evaluate, since an
evaluation implies running an episode with a certain con�guration of the impedance controller.
Likewise, specially when working with real hardware, the function output is stochastic. We
have indeed observed that around optimal controller settings, it is common that a tuning that
performed great, performs bad if repeated. For these two reasons, we have chosen BO to address
the problem due the method data-e�ciency and stochastic robustness advantages.

3.2 Method design

The experiments used in this data-driven tuning procedure consist of a 1D downwards vertical
approach to a surface, against which the robot will come in contact, as shown in �gure 3.1.
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Figure 3.1: 1D contact experiments used to tune the impedance controller

This experiment, as required in 3.1.2, produces most of the phenomena involved in contact-rich
tasks. Given that, the goal is to �nd a controller tuning that produces a quality contact in this
case, quantitatively speaking, achieving a smooth transition from free space into stable contact.
A tuning found in this way has proven to be well generalizable for other types of contacts. In
the following, when we refer to force, it means the force signal recorded in Z component, being
the most important direction under study in this experiment.

We evaluate the performance of a set of controller parameters (� as de�ned in equation 2.20)
by conducting the described experiment. The starting position for the robot is 5 cm above the
surface, and then it moves downwards given a constant reference 2 cm deep inside the contact
surface. We record the force signal for a certain period of time (15s) The characteristics of such
signal depend on the choice of the controller parameters� , i.e. force_ signal = force_ signal (� )

Given the force_ signal we extract the performances metrics listed next. We have included a
visual representation of these metrics on top of a typical recordedforce_ signal in �gure 3.2.

1. Peak force: We de�ne the peak force as the max absolute value recorded in Z direction.

2. Settling time: We de�ne the settling time as the time that goes from the �rst contact
until the force signal is stable. The signal is considered stable if the rolling window variance
is below a threshold.

3. Contact loss time: We de�ne the contact loss time as the sum of all the time the contact
is lost (robot is in the air) after the �rst contact happened.

4. Transient quality: We de�ne the transient quality as the average rolling window variance
between the �rst contact and the settling time.

5. Settling quality: We de�ne the settling quality as the average rolling window variance
after the settling time (and until the end of the episode).
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Figure 3.2: Performance metrics representation on aforce_ signal recorded in the 1D contact
experiments for a speci�c choice of controller parameters� .

Finally we combine the extracted performance metrics to compute a performance cost as shown
in equation 3.1. This cost is then associated to the controller parameters� that were used in the
corresponding experiment.

costperformance (� ) =

wpf � SCALE pf � peak_ force(� ) +

wst � SCALE st � settling _ time (� ) +

wlct � SCALE lct � contact_ loss_ time (� ) +

wcq � SCALE cq � contact_ quality (� ) +

wsq � SCALE sq � settling _ quality (� )

(3.1)

As seen in equation 3.1, the di�erent performance metrics are multiplied by a certain factor and
then added together. We have decided to divide the factor in two parts:

ˆ Scale: This is a pre-�xed parameter and aims to regularize the di�erence metrics units.
In short the goal is that SCALE � metric � constant for all the summands.

ˆ Weight : This value should be between 0 and 1, and could be changed by the operator to
slightly direct the optimization towards one or other metric.

The speci�c choice of the weights and scales is presented in further sections.

Finally, given the cost function in 3.1, we can formulate the controller parameter tuning as the
optimization problem in equation 3.2

Warning

In what follows, the optimization problems and their algorithms will be presented as
maximizations as it is the common formulation founded in the literature. However, note
that the cost function is designed to be minimized.

max
� 2 P

f � (� )

where: f � (� ) = � costperformance (� ) as in equation 3.1
(3.2)
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We have decided to reduce the search dimensionality from the full controller parametrization�
in R25 to reduced dimension in R7 for the decision variable in the optimization problem. The
mapping between the two variables (� ( )) is presented in equation 3.3. The reduced formulation
has proven to speed up the learning process by several orders of magnitude, while still keeping
enough expressiveness to reach an optimal controller tuning.

K � =

0

B
B
B
B
B
B
@

 [0] 0 0 0 0 0
0  [0] 0 0 0 0
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brake_ release_ ratio =  [6]

(3.3)

Then, applying the mapping to reduce the dimensionality of the search space, the optimization
problem is de�ned as in equation 3.4

max
 2 	

f ( )

where: f ( ) = � costperformance (� ( ))

with costperformance (� ) as in equation 3.1 and� ( ) as in equation 3.3

(3.4)

The speci�c search space	 is detailed in further sections.

Finally, after solving the optimization problem in 3.4, we use the problem optimizer ( � ) to get
the optimal controller parameters (� � ) using the mapping in equation 3.3: � � = � ( � )

3.3 Optimization method

In this work we show how Bayesian Optimization can solve this problem in a reduced number of
iterations. Few-shots processes are key to deploy the data-driven tuning strategy in real robots.

Bayesian optimization as presented in [29] is a powerful zero-order method for optimizing ex-
pensive black-box functions that are noisy and have unknown analytical forms. The e�ciency
of Bayesian optimization makes it a preferred choice for many real-world optimization problems
where each function evaluation is expensive and time-consuming. A general description of the
Bayesian Optimization algorithm is presented in the Algorithm 1 box.
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Algorithm 1 Bayesian Optimization [Maximization]

1: Input:
2: Objective function: f ( );
3: Search space:	
4: De�ne:
5: Initial iterations: n0,
6: Acquisition function: � ,
7: Max iterations: nmax

8: Initialize:
9: Collect initial dataset, D0 = f ( i ; � i )g

n0
i =1 where: � i = f ( i ), with  i 2 	 ,

10: Initialize dataset D = D0

11: for nmax do
12: Fit Gaussian process toD, GP( ) = [ � ( ); � ( )] jD
13: Select next point  next = argmax

 2 	
� ( jD )

14: Evaluate objective function � next = f ( next )
15: Augment dataset D = D [ f ( next ; � next )g
16: end for
17:  � = argmax

 2D
�

18: Output: Estimated optimum  �

The algorithm's key part is how the next candidate for evaluation is computed. This process
involves �tting a Gaussian Process (GP) model to the data. Such surrogate model is used to
approximate the knowledge of the objective function, de�ning a probability distribution (mean
and variance) for each point in the search space. In image 3.3 we are showing a 1D example
of a �tted GP (in blue) to the current dataset (red dots). We depict the mean function ( � ( ))
with a solid line, while the variance (� ( )) is quantitatively presented in lighter colors as a 95%
con�dence interval (CI) band that grows or shrinks around the mean. A bigger band means a
bigger variance, and vice versa.

This surrogate GP model is then used to de�ne the so-called acquisition function, which is next
optimized to �nd the next candidate that will be evaluated. After testing with several of the
most popular choices for the acquisition function, we have chosen the Upper Con�dence Bound
(UCB) strategy. The reasons behind this choice arise due to an intuitive tuning that easily yields
to stable optimization results. The UCB acquisition function is formulated as shown in equation
3.5.

� UCB(x) = � (x) +
p

� � � (x) (3.5)

The only parameter that can be tuned in a UCB acquisition function is the so-called beta, which
controls how much the variance is taken into account to deviate the actual acquisition function
from the mean function. Quantitatively speaking, it sets in which probability level the acquisition
function will be set. A bigger beta pushes to a higher uncertainty level, while a smaller one keeps
the function closer to the mean.

In �gure 3.3 we have selected a speci�c beta that de�nes the UCB (in green) on the 97.5%
percentile, corresponding then the to acquisition function with the limit of 95% CI. Note that
this does not need to be always the case. We also show how the next candidate is extracted,
simply as the maximum value of the acquisition function.
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Figure 3.3: Bayesian optimization example on a 1D function

3.4 Implementation

3.4.1 Bayesian Optimization

The Bayesian optimization loop has been implemented in Python, using the BoTorch library
([30]). BoTorch builds on PyTorch and has the capability to leverage dedicated GPUs to boost
the learning. In particular, it is extremely useful during the GP �tting and acquisition function
optimization, because both are tasks that can e�ciently parallelized.

We want to remark a couple of data processing steps included in the model de�nition.

ˆ Input normalization . The goal of this is to make all the features in the input data have
a consistent scale. In particular we are applying a min-max normalization, scaling each
feature to a [0; 1] range.

ˆ Output standardization . The goal of this is transforming the output data to have zero
mean and unit variance. Mathematically speaking it just means subtracting the mean and
dividing by the standard deviation. This transformation is really useful when dealing with
probabilistic models. For example, in our case it helps to understand the e�ect of the beta
value regardless of the scale and relative dispersion of the cost.

Finally, it is important to highlight that the method implemented in this work to decide the next
point automatically optimizes the GP hyperparametes in each iteration, based on the current
dataset properties. In short, such hyper-parameters are responsible of shaping the covariance
between data-input observations and to provide �exibility for the mean function.

One particularly relevant parameter when �tting a GP is the "noise level", this indicates how
much an observation should be trusted. Specially in the implementation with real hardware,
we are dealing with a stochastic system. i.e. the same controller parameters yield to di�erent
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costs. To be able to deal with this, we have decided to evaluate each set of controller parameters
several times and stack all the data together, this information is then leveraged during the
hyper-parameter optimization to choose an appropriate noise level.

3.4.2 Loop in ROS2

The learning loop has been designed to be seamlessly transferred from simulation to a real robot.
We have set two ROS2 nodes that interact with the control pipeline:

1. Evaluator .This node exposes a ROS2 service that receives a set of controller parameters
to be evaluated and returns an associate cost. It is responsible of starting instances of
robot and controller, record the force trajectory for a certain amount of time, and then
stop the robot and the controller. Next it processes the recorded signal and computes the
cost value. Apart from the controller parameters to be evaluated, it also gets the time it
must let the system run, as well as the weights with which the cost will be computed.

2. Trainer . This node exposes a ROS2 action that implements the Bayesian Optimization
algorithm described before in section 3.4.1. The request payload contains a �ag indicating
if the stored data must be fresh reset, or if it should leverage data stored in database in
previous calls. The request also includes a number of initial random iterations (meaningful
only if stored data is reset) and the number of optimization steps that will be executed. This
node calls the service exposed by theevaluator to evaluate a set of parameter candidates.

A conceptual algorithm of the described pipeline is presented in algorithm 2. On top of that, we
show in �gure 3.4 how the di�erent nodes interact to implement the self-tuning process.

Figure 3.4: Learning loop implementation in ROS2
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Algorithm 2 Self-tuning loop implementation. trainer/bayesian_optimization action

1: for i in ( ninit + nmax ) do
2:

3: if i < n init then
4: Get next point random
5: else
6: Fit GP to dataset
7: Get next point from GP
8: end if
9:

10: Evaluate next point (/evaluate_single_controller)
11: Start robot (/start_single_robot)
12: Start controller (/start_single_controller)
13: Let it run T seconds
14: Stop controller (/stop_single_controller)
15: Stop robot (/stop_single_robot)
16: Compute cost
17:

18: Update dataset
19:

20: end for
21:

22: Return optimal controller parameters

3.5 Simulated experiments

In the simulation the values for the scales and weights that have been used are shown in table
3.1

Weights Scales
wpf 0.5 SCALE pf 10.0
wst 0.5 SCALE st 0.75
wlct 0.5 SCALE lct 1.0
wcq 0.5 SCALE cq 1.0
wsq 0.5 SCALE sq 1000.0

Table 3.1: Weights and Scales Parameters in the simulated experiments

And the search space	 is de�ned in equation 3.6

 min <  <  max

where:

 min = [5000; 1000; 10000; 10000; 0:5; 500000; 0:0005]

 max = [20000; 10000; 20000; 15000; 5:0; 600000; 0:0030]

(3.6)

In the following we show the results of an optimization process that was initialized with 10
random evaluations. It was stopped after evaluation 109, because the observed performance was
already satisfactory.

29



In �gure 3.5 we are presenting the force signal in several experiments during the optimization that
were considered the best so far at that point. Moreover, in table 3.2 we summarize the perfor-
mance metrics of such signal plotted in �gure 3.5. We can see how the method has progressively
found in a relatively small number of iterations controller parameters where the performance
metrics are improved.

Iteration Cost PF( N ) ST( ms) LCT( ms) QC( N 2) QS( N 2)
7 4374.29 238.87 3203.93 1680.02 524.59 1.75
25 4226.71 498.48 2870.13 1065.90 222.20 0.0278
30 3655.53 427.91 2134.05 771.96 571.47 0.088
32 2547.79 123.72 2740.13 1392.05 216.32 0.944
109 2138.83 125.98 2432.10 822.03 358.74 0.013

Table 3.2: Intermediate optimal solutions in the simulated experiments
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Figure 3.5: force_ signal corresponding to optimal solutions in the simulated experiments.
From top to bottom, iterations 7, 25, 30, 32 and 109.
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3.6 Real hardware experiments

In �gure 3.6 we show the setup we worked with to deploy the presented data-driven controller
tuning pipeline. As we can see, we have the UR5e, that will contact with a piece of wood when
moving downwards. We decided to contact with wood due to safety reasons so as to not damage
the hardware. Besides, contacting a surface like this dampens the interaction, making it easier
for the controller to handle the contact.

Figure 3.6: Setup for deploying the controller self-tuning in real hardware

In the experiments with the real hardware the contact phenomenon is softer and more damped
than in the simulation. Likewise, in order to be able to carry a demonstration experiment
minimizing the robot failure situations, we are playing around smaller forces, in particular one
order of magnitude smaller. For this reason the corresponding scale parameter has been reduced.
We have also empirically seen that increasing the importance of the quality of settling leads to
stable solutions with fewer shots. So this scale parameter has also been modi�ed. The particular
choice of scales and weights is presented in table 3.3.

Weights Scales
wpf 0.5 SCALE pf 1.0*
wst 0.5 SCALE st 0.75
wlct 0.5 SCALE lct 1.0
wcq 0.5 SCALE cq 1.0
wsq 0.5 SCALE sq 3000.0*

Table 3.3: Weights and Scales Parameters in the real hardware experiments.
* parameters have changed w.r.t. simulated experiments

Likewise, we have de�ned the search space	 as described in equation 3.7. The ranges have been
chosen given a rough test of di�erent parameters in the controller. This process is relatively fast
and does not require a deep understanding of the problem.
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 min <  <  max

where:

 min = [100; 5000; 100; 10000; 10:0; 0:0000]

 max = [1500; 6000; 1000; 450000; 50:0; 0:0030]

(3.7)

Similarly to what was presented for the experiments conducted in simulation, in the following
we show the results of an optimization process. The process was initialized with 5 random
evaluations, and each set of parameters was evaluated 3 times to reduce the e�ect of noise.

In �gure 3.7 several iterations of the algorithms are plotted. In particular, such solutions where
the best so far at that point. In table 3.4 we summarize the metrics corresponding to the force
signals plotted in 3.7. The results of the optimization methodology deployment show that the
method works �ne with real hardware. We show how the tuning is iteratively improved by
reducing the designed metrics included in the cost function.

Iteration Cost PF( N ) ST( ms) LCT( ms) QC( N 2) QS( N 2)
2 317.01 83.60 2282.09 0.0 117.26 0.133
3 110.51 34.02 2392.03 0.0 31.08 0.040
6 36.58 25.49 580.01 0.0 12.37 0.009
25 26.82 16.47 610.10 0.0 4.92 0.007

Table 3.4: Intermediate optimal solutions in the real hardware experiments
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Figure 3.7: Intermediate optimal solutions in the real hardware experiments.
From top to bottom, iterations 2, 3, 6 and 25
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Chapter 4

Learning assembly trajectories

After showing how we can implement impedance behavior to a joint velocity controlled cobot in
chapter 2, and then proposing a data-driven methodology to tune such controller in chapter 3,
in this chapter we present a strategy to pro�t from robots that can be operated with impedance
behaviour.

Impedance control shows all its potential in tasks where a combination of force and motion comes
into place, for instance sanding, painting, polishing or assembly. We will focus in this chapter on
assembly in particular, since it arise as the most challenging task cobot are facing nowadays. We
have chosen a planetary gear assembly task as baseline to showcase the proposed methodology.

This chapter is divided in six parts:

ˆ Preliminaries We present a literature review about the design of motion patterns to
perform assembly tasks. This reading complements the ideas outlined in the introduction
chapter about AICA's solution. On top of that, we explain the reasoning behind our
method.

ˆ Use case We present the speci�c use case we have chosen to show our method.

ˆ Problem statement We detail the formulation we have used.

ˆ Learning framework . We present the reinforcement learning algorithm we have used.

ˆ Implementation . We show the environment in which the learning has been conducted.

ˆ Training and evaluating in simulation . We show the results of learning and evaluating
a controller in simulation.

4.1 Preliminaries

4.1.1 In the literature

Designing motion trajectories for complex assembly tasks has been a widely researched topic
and several methodologies have been proposed to solve the challenges. They range from human
demonstration to model-free reinforcement learning approaches.
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A common approach for encoding robot motion is through Dynamic Movement Primitives
(DMP), initially proposed by Stefan Schaal et al. in [31]. DMPs o�er a �exible way to represent
complex motions and have been frequently used to drive robots through prede�ned trajectories.
Likewise, these representations are quite powerful to capture trajectories learned by demonstra-
tion. The core idea is to encode the motion into a dynamic system, which can then be optimized.
An example of this strategy can be found in [32] by Jens Kober et al., and it is actually what
AICA's "smart assembly" solution implements.

While DMPs o�er a structured way to generate motion trajectories, they are sometimes limited
in their ability to fully explore the solution space for complex tasks, for this reason some have
moved towards more model-free reinforcement learning (RL) methods, bypassing the need for
prede�ned trajectories and directly learning motion policies from environmental interactions.
These methods have shown promising results in dealing with the variability and unpredictability
present in real-world tasks.

Jianlan Luo et al. [33] address a complex assembly task by proposing to learn a controller with
reinforcement learning that will generate motion inputs for a force regulator. Their method
proposes feeding force-torque signal as input to the last hidden layer of the neural network that
models the policy. In a similar vein, Asad Aku Shahid et al. [34] employed Proximal Policy
Optimization (PPO) to learn a controller for a robot tasked with grasping objects. The RL
controller operated directly the robot's joints without any additional layer. Due to the challenge
of learning in this space, a dense reward function was used to guide the learning process.

A more intricate example of direct reinforcement learning in assembly tasks can be found in the
work of Kuk-Hyun Ahn et al. [35]. They utilized both visual and force information to train
a reinforcement learning agent to perform a peg-in-hole insertion task with a torque-controlled
robot. The visual input was primarily used during the initial alignment phase, while force
feedback was crucial during the insertion process.

Although learning directly motion commands in a model-free approach has been shown to be
possible, it is limited to few problems and requires quite ad-hoc formulations. To address this lim-
itation the so-called residual learning has been proposed, where a nominal trajectory is de�ned,
and the RL agent learns modi�cations on top of it.

For example, Todor Davchev et al. [36] demonstrated how a simple insertion task can be suc-
cessfully completed by learning with RL modi�cation on top of a nominal trajectory that was
de�ned with DMPs. The agent uses online execution data, such as force measurements, to handle
variability and uncertainty e�ectively.

Another great experimental example of residual learning can be found in Padmaja Kulkarni et
al. [37]. They learn the modi�cation using a combination of Twin Delayed Deep Deterministic
Policy Gradient (TD3) [38] and a recurrent neural network to model the policy network. They
emphasized the importance of memory in the network, which allowed the robot to capture the
necessary steps for the insertion process. The robot operated in impedance mode, with the RL
agent making incremental adjustments to the nominal trajectory based on online feedback. This
approach achieved successful results in a relatively short amount of training time.
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4.1.2 Our method

While DMP parameterizations o�er undeniable utility and can be optimized with relatively few
trials as seen in the literature examples or in AICA's solution, they limit policy �exibility, po-
tentially hindering the discovery of more optimal motion strategies that may not be immediately
apparent. On top of that, this strategy relies on expert engineering work to design the trajectory
parametrization in a smart way. For these reasons, in our work, we have explored more model-
free approaches. However, as evidenced by the examples in the literature, learning direct motion
strategies can be particularly challenging. To address this, our method draws inspiration from
the principles of residual learning.

We begin by de�ning a default trajectory and then train an agent to make modi�cations. The goal
is for the resulting motion to successfully complete the task while optimizing performance metrics
such as total completion time, minimizing contact forces, and maintaining minimal deviation from
the default trajectory. The trajectory modi�cation agent is continuously supplied with online
information, enabling it to dynamically adapt the trajectory towards optimal performance.

Complex assembly tasks, particularly the case study we have selected, introduce signi�cant
uncertainties, making it di�cult to manually design e�ective policies. Therefore, we aim to learn
these policies using deep reinforcement learning leveraging a simulated environment that expose
such variability. Among the popular modern algorithms to learn continuous action controllers,
we have chosen Proximal Policy Optimization (PPO) for its balance of learning stability, fast
convergence, and ease of implementation. We have decided not to use recurrent networks, that
could capture memory as in [37], because they are unnecessary complex, only increasing the
learning time, without signi�cant changes in the performance.

4.2 Use case description

We have chosen a planetary gearbox assembly, inspired by a use case from the industrial partner.
Speci�cally, the gear box looks like the one depicted in �gure 4.1.

Figure 4.1: Full assembled gearbox
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The gear box is assembled in four steps:

ˆ Step 1. The planet gears (black) are �rst mounted on the bottom part of the carrier
(blue). The carrier has two parts, one below (not visible in the picture) and one above.

ˆ Step 2. The sun gear (red) is then engaged and assembled between the planets (black).

ˆ Step 3. The upper part of the carrier is installed.

ˆ Step 4. The whole set of planets, sun and carrier is engaged and assembled in the outer
ring (green).

The �rst step could be treated as a peg in a hole problem, likewise the third one, although
in this case with three pegs and three holes simultaneously engaged. The last step could be
understood as simply assembling one gear against another gear, since the inner block (planets,
sun and carrier) now behaves as a single gear. Step 2 is probably the trickiest, since, before the
insertion, the teeth of all three planet gears (that can freely rotate) must be engaged with the
sun teeth. Given this extended complexity, we have chosen this step as the study case that will
be tackled.

The setup we will work on here consists of a base (carrier) on which three gears (planets) are
already mounted. These gears can freely rotate around their axes. The robot has already grabbed
the sun gear and we assume a start time, in which the robot is already placed a few centimes
above the theoretical insertion position. It could have been driven there using an open-loop
position controller. We have decided to increase the assembly complexity a bit more by setting
up helicoidal teeth instead of straight ones.

So, in summary, the use case we have worked with is shown in �gure 4.2.

Figure 4.2: Helicoidal gears from demo setup at AICA SA.
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4.3 Problem statement

4.3.1 Control architecture

We propose a strategy consisting in setting up a controller that generates a reference trajectory
for the impedance controller to track. The generated trajectory must be such that the assembly
is achieved in minimal time and with as little as possible contact forces.

The described control architecture is shown in �gure 4.3

Figure 4.3: Control architecture used to perform the gear assembly task.

As we can see in �gure 4.3, there are two control loops.

ˆ Impedance controller. This loop spins at 500Hz in real-time. It is the controller de-
scribed in previous sections that emulates an impedance behaviour by generating a target
velocity given force and pose/velocity measurements. This control structure is tuned using
Bayesian Optimization and the 1D contact experiment described in chapter 3. We have
observed that the tuning obtained with that method, although working �ne in the linear
motion contact transients, �nds some problems when dealing with orientation compliance.

ˆ Trajectory modi�er and generator. This loop spins at 10Hz in real-time. It generates
a reference trajectory for the impedance controller to follow. We learn with Reinforcement
Learning a policy that modi�es the reference given force/torque and pose/orientation mea-
surements.

The controller learnt with RL has an action space of 4 dimensions. The �rst three components
represent a linear velocity that translates the reference frame in space, whereas the last compo-
nent is a rotation velocity around the vertical axis of such reference frame. A detailed formulation
is shown in equation 4.1.
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given: a[k] = va = [ vx
a; vy

a; vz
a; ! z

a]

xref [k + 1] = xref [k] + vx
a � TRL

yref [k + 1] = yref [k] + vy
a � TRL

zref [k + 1] = zref [k] + vz
a � TRL

! x = ! y = 0 ; ! z = ! z
a;

! = k(! x ; ! y ; ! z)k2

� = ! � TRL =2;

q� =
�

cos(� );
sin(� ) � ! x

!
;
sin(� ) � ! y

!
;
sin(� ) � ! z

!

�

qref [k + 1] = q� � qref [k + 1]

(4.1)

It has been seen that this expressiveness in the action space is enough to achieve a successful
assembly. We rely on the compliance given by the impedance controller for the tilting in x and
y components.

4.3.2 Markov formulation

The problem has been formulated in the conventional RL state-action-reward framework as
follows.

s[k] = [ xact [k]; x ref[k]; ft act [k]]

where:

xact [k] = [ x; y; z; ux ; uy ; uz; � z]act

x ref[k] = [ x; y; z; ux ; uy ; uz; � z]ref

ft act [k] = [ f ; t ]act = [ fx ; fy ; fz; � x ; � y ; � z]act

a[k] = va = [ vx
a; vy

a; vz
a; ! z

a]

s[k + 1] = f sys(s[k]; a[k])

r [k] = + � t + pcontact + � � � � z
ref + � goal � rgoal + � xy � r xy + 


(4.2)

The state is a R20 vector composed for three parts:

ˆ Actual pose . It is the actual position ( R3) and orientation (R4) of the end-e�ector. The
orientation is represented with aR3 vector aligned with the end-e�ector expressed in the
world frame, together with a relative rotation R1 around such axis. See �gure 4.4 for a
visual representation of this. Note that this is not the same orientation representation used
for the impedance controller that was described in chapter 2.
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ˆ Reference pose . It is the position ( R3) and orientation (R4) of the reference frame
that the impedance controller will try track. As with the actual pose, the orientation is
represented with a R3 vector aligned with the (reference) end-e�ector expressed in the
world frame, together with a relative rotation R1 around such axis. See �gure 4.4 for a
visual representation of this.

ˆ Actual force and torque . It is the (�ltered) signal coming from the force torque sensor,
expressed in the world frame.

Figure 4.4: Visualization of the vector and relative angle orientation representation.

We have decided to express the orientation with the mentioned end-e�ector aligned vector and
relative angle representation because this representation is intuitive and continuous, which is
bene�cial when applying deep-learning. We want to highlight that the relative angle is actually
computed in the range[� 2�; 2� ], to make a di�erence between same orientations that di�er in
the number of turns w.r.t. initial rotation.

Finally, we would like to mention that the reference pose is included due to the integral nature
of the action. The information encoded in reference pose take into account the past actions that
have been already implemented. Likewise, knowing both actual and reference poses is a good
indicator of the force the robot is applying (though the impedance controller).

The reward function contains the following terms:

ˆ Time penalty (� t ) : Encourages to perform the task in as few steps as possible.

ˆ Contact penalty (pcontact = � contact if there is not contact, = 0 otherwise):
Encourages not being in the air.

ˆ Reference penalty (� � � � z
ref ) : Encourages not deviating the reference rotation too much.
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ˆ Goal reward (� goal � rgoal; where: rgoal = 1 � k� xk2
(k� xk2 )max

; � x = xxyz
act � xxyz

goal).
Encourages movement towards the goal position.

ˆ XY reward (� xy � r xy ; where: r xy = 1 � k� xxy k2
(k� xxy k2 )max

; � xxy = xxy
act � xxy

goal).
Encourages alignment with the insertion center.

ˆ Final reward/penalty (
 ): Only applied when the episode terminates. It includes a
penalty proportional to the average force during the episode, as well as, rewarding or
penalizing by a big quantity depending on the episode success as shown in equation 4.4.

An episode is considered successful if the position of the gear is close enough to the goal position
(assembled position) and failed if either we reach a maximum episode length or the actual
position of the gear falls outside a certain sphere centered in the goal position. This is described
in equation 4.3.

8
><

>:

success if� x < �

fail if � x > � or t > t out

non-terminated otherwise

(4.3)

Then, the �nal reward 
 is computed as shown in equation 4.4


 =

8
><

>:

r success + 1
T

P T � 1
j =0 kf[j ]k2 if success

pfail + 1
T

P T � 1
j =0 kf[j ]k2 if fail

0 if non-terminated

(4.4)

The speci�c values used for the parameters that de�ne the reward are shown in table 4.1

Parameter Value
� t -1.0

� contact -5.0
� � -2.0

� goal 1.0
� xy 1.0

r success +500.0
pfail -500.0

Table 4.1: Reward function parameters

We have formulated the encouragement towards the goal/center as a reward and not as penalty
simply to make the parameter tuning easier. The scaling of the reward between 0 (when at the
furthest possible point) and 1 (when at the exact target) makes the selection of the weights� goal

and � xy really intuitive. Also, we would like to mention that splitting the reward into goal and
xy is simply to reinforce the xy alignment, specially crucial during the �rst learning episodes.
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4.4 Learning framework

4.4.1 Algorithm choice

After evaluating di�erent alternatives for deep-RL algorithms, we have selected the well-known
"Proximal Policy Optimization" (PPO [39], [40]) algorithm.

We have chosen PPO to learn this controller because:

ˆ Stability during learning . Thanks to its clipping mechanism in the objective function,
the policy updates do not deviate too much from the previous policy, helping to achieve a
stable learning and improving.

ˆ On-policy learning . It uses the latest available iterations with the environment, achieving
a faster convergence and adapting better to complex environments.

ˆ Natural balance between exploration and exploitation . The policy is learned as a
probability distribution, that re�nes and becomes more deterministic as learning progresses.

In particular, we have used the PPO implementation shown in algorithm 2.

Algorithm 3 Proximal Policy Optimization (PPO)

1: Initialize policy parameters � 0 and value function parameters� 0

2: for i = 0 ; 1; 2; : : : do
3: Run policy � i = � (� i ) in environment for T time-steps.
4: Compute rewards-to-goR̂t .
5: Compute advantage estimatesÂ t using the current value function V� i

6: Update the policy by maximizing the surrogate function.

g(�; Â t (st ; at )) = clip
�

� � (at jst )
� � i (at jst )

; 1 � �; 1 + �
�

Â t (st ; at )

� i +1 = arg max
�

1
T

TX

t=1

min
�

� � (at jst )
� � i (at jst )

Â t (st ; at ); g(�; Â t (st ; at ))
�

7: Fit value function by regression on mean-squared error:

� i +1 = arg min
�

1
T

TX

t=1

�
V� (st ) � R̂t

� 2

typically using some gradient descent algorithm.
8: end for

PPO is a deep-RL algorithm classi�ed within the actor-critic methods. They are characterized
for modeling both the policy function, called actor, and the value function, called critic, using
neural networks (NN). As learning progresses and data is collected, these NNs are accordingly
updated.

We use a Multi-Layer Perceptron (MLP) with tanh activation functions to model both the
actor and the critic networks. Each of them with two hidden layers with 64 neurons. The
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implementation in SB3 ([41]) includes a feature extractor that preprocess the input to the NNs,
such is shared for both actor and critic. In particular it implements a �atten extractor.

PPO involves solving two optimization problems, one to update the policy (step 6 in algorithm
3) and to update the actor (step 7 in algorithm 3). We use Adaptative Moment Estimation, or
better known as ADAM [42], to solve these optimizations. ADAM is a particularly popular choice
in deep-learning because it provides adaptive learning rates, which are crucial for managing the
varying magnitudes of gradients encountered during training.

Although the key of ADAM is working with adaptive learning rates for each parameter, it still
exposes to the user an hyperparameter called "base learning rate". Such acts as a scale factor
to regulate in general how much the parameters are updated. In what follows, when we refer to
"learning rate" without explicitly indicating anything else, we do so to this hyperparameter.

4.4.2 Algorithm �ne-tuning

A key objective when implementing a deep reinforcement learning (RL) algorithm is to initially
prioritize exploration, enabling the agent to quickly discover a preliminary policy that performs
reasonably well within a limited number of iterations. Following, the algorithm needs to start
switching the focus toward more exploitation, re�ning the already known policy.

In this work we show how this behaviour is possible thanks to a scheduling rule for the (base)
learning rate. As a general rule of thumb, the learning needs to start with a big learning rate,
and decrease as learning progresses.

Thanks to the discrete success/failure nature of our problem, an excellent metric to quantify the
learning progress is to look at the success ratio over a sliding window. Such metric is de�ned as
follows:

R[j ] =

P j
i = j � N success[i ]

N
(4.5)

We have chosen the window to be 100 episodes.
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Figure 4.5: Variable learning rate as a function of success ratio
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We then use such success ratio (R) to schedule the learning rate, decreasing it as the successes
increase, meaning this the policy is getting better. In particular, the learning rate is scheduled
following the function depicted in �gure 4.5

4.5 Implementation

4.5.1 Environment

Gym structure

It is common to cast reinforcement learning problems into standardized environment interfaces.
The most popular choice nowadays is Gymnasium [43] supported by the Farama Foundation, but
actually forked from the Gym [44] developed by Open AI. Likewise there exists a great collection
of already developed and tested algorithms that expect the environment to be accessed in this
standard form. In fact, in this work we have decided to leverage the community implementations
of di�erent deep-RL algorithms, and then merely �ne-tune them for our application.

Gymnasium essentially expects the environment to be a class that de�nes the following two
methods:

ˆ obs = reset() . This method is called to reset the environment to initial conditions, which
can be random with every call. It must return a �rst observation.

ˆ obs, reward, done, truncated = step(action) . This method forwards the environment
one time step given a certain action. It also return the reward collected in that time step.
On top of that it returns a "done" �ag that turns true when the episode has terminated,
and a "truncated" �ag that is true if the episode was preempted because, for instance, a
timeout was reached or the system state went out of bounds.

Since this environment is used to train models in simulation, the computation of step() can take
an indeterminate time to be completed. Preferably, as little as possible and in a lower time scale
than real-time.

The Gymnasium API is fully pythonic, as the environment is simply a python class that inherits
from a base class and then overrides the reset() and step() methods. Although in simpler problems
it might be computationally light enough to implement the "physics" of the system directly in
Python, in our case it would make the computation time of step() too long, therefore extending
the learning time. For this reason we have setup a "simulation backend" in C++ that is then
called from a Python interface. We have used Nanobind [45] to build the bridge between C++
and Python, as it is well-known for its e�ciency and fast computation.

In the �rst place, the backend exposes a reset method that resets the simulation variables and
gets a �rst observation. It is directly mapped with the python environment reset() method.

On top of that, the backend, implements the two control loops described in �gure 4.3: impedance
controller and trajectory generator. It exposes a method calledagent_step(action) that for-
wards one step the trajectory generator. In particular this method gets an action, accordingly
modi�es the reference pose and then forwards the impedance controller step, �nally it returns the
current state. It is such agent_step(action) what is mapped then to the python environment
step(action) method.
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In deep-learning it is advisable to have a consistent scale in the variables. For this reason we
have implemented a scaling both in the action and state space. It is a simple linear mapping
from a expected[min; max ] to [� 1; 1].

Randomization

The idea of designing a controller with deep learning is that it can be robust against complex
situations without explicitly specifying controller rules beforehand. However, for the learned
policy to be able to deal with di�erent cases it needs to be exposed to them. For this reason,
when designing environments for deep learning, one must include the uncertainty that is expected
in the control situation the learned policy aims to tackle.

In our speci�c problem, the most clear unknown initial conditions are the positions of the di�erent
bodies.

In the �rst place, the planet gears are free-spinning when mounted in the carrier, so the robot
can encounter them in any possible con�guration. Every time the environment is reset, the three
planet gears start with a completely random independent initial rotation.

Moreover, the robot is driven to the initial pose with a position controller. According to the robot
documentation [18], the robot has an accuracy of 0.03 mm, however, in practice, the position
will have a worse performance, probably in the range of 0.1 mm.

To be able to deal with this situation, we have included a random noise additive to the joint
initial angle. In particular we have included an uniform noise with +- 0.001 rads for each joint
position. This randomization leads to a robot start position in task space that distributes as
shown in �gure 4.6.

284:0 284:5 285:0 285:5 286:0 286:5
X Position (mm)

527:4 527:5 527:6 527:7
Y Position (mm)

39:0 39:5 40:0 40:5 41:0
Z Position (mm)

Figure 4.6: Distribution of the robot start position. Nominal position with dotted red lines

Apart from the unknown positions, the contact physics also are not fully characterized. Although
we have not included such variability in the simulation environment, we will conduct some
robustness tests at the end of this chapter to analyse the performance of the trained policy
regarding changes in these parameters.

4.5.2 Reinforcement learning implementation

Among the many options available in the community, we have chosen the "Stable Baselines
3" (SB3 [46]) due to their simplicity and ease of implementation. As shown in �gure 4.7 the
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SB3 framework simply de�nes a model that needs an instance of a compatible Gymnasium
environment.

The model is fully customizable. One can change for instance the neural network architecture
(MLP, RNN, etc.), parameters such as learning rate, clipping range, entropy coe�cient and much
more. Please have a look at the o�cial documentation in [47] if you are interested in more details.

4.5.3 Overview learning architecture

In �gure 4.7 we show how the reinforcement learning problem has been implemented. Starting
from the right, one can see how the C++ program implements the environment backend, with
both impedance and trajectory generator control loops, spinning the �rst 50 times faster than
the second. Such backend is then interfaced from python, where a Gymnasium class is de�ned.
Finally this environment is given to the PPO algorithm implemented in SB3, that through
interaction with it, learns the "trajectory modi�cator" controller.

Figure 4.7: Environment and learning framework implementation

4.5.4 Model training on a workstation

Deep reinforcement learning is computationally really intensive because it needs a huge amount of
data collection to be successful. A common practice to train deep learning models is to outsource
it to powerful workstations or clusters with dedicated hardware that can boost the process. In
this work we have leverage a workstation available at Automatic Control Lab (IfA) from ETH
Zurich. This workstation is mounted with a Intel Core i9-9900K CPU and NVIDIA GeForce
RTX 2080 Ti GPU.

The workstation is running a Aarchlinux ([48]) distribution and it is connected to the ETH
network, so it can be accessed via SSH from any device (with the right credentials) that is
connected to such network. In particular, for this project we have interfaced the workstation
from a laptop that is connected to the ETH network using a VPN service, so this terminal device
does not need to be physically present in the ETH campus.

The learning framework and environment described in the previous section is packed into a
Docker container, that is self-contained, including all the necessary dependencies for running in
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isolation. The workstation must be equipped with the Docker Engine to be able to run this
container.

Deep learning processes are usually highly non-convex problems, for this reason it is advisable
to run the process several times in parallel including some randomness in the search and then
discard convergences into local optima, that are sub-optimal solutions to the general problem.

This is achieved using the tmux utility ([49]) in the workstation. tmux allows to start multiple
bash sessions, that can run in parallel, and what is really important when working with a sever,
they can be dis-attached and reattached as desired. These sessions are useful to leave the learning
going on for long time, disconnecting the terminal device from the workstation.

So, as described in �gure 4.8, when we want to train a model we start several tmux sessions
and then run a docker container with the learning stack in each of them. Once the learning has
started, we dis-attach from the session and disconnect the terminal device from the workstation.
Some hours later we connect back to the workstation, attach to the respective sessions and
retrieve the learned models and log �les.

Figure 4.8: Training architecture in Automatic Control Lab (IfA) workstation
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4.6 Training and evaluating in simulation

4.6.1 Learning the policy

In this section we will present the results of a learning process. In �gure 4.9 we can see the
progress of the training. The time it took to complete those 1000 episodes was around 2.5h.

In the upper plot we see the collected scores for the di�erent episodes, the average of such is
plotted in orange. In the middle plot we can see the success ratio, computed as in equation 4.5.
Finally, in the lower plot we can see how the learning rate is modi�ed depending on the success
ratio. It starts in a relatively big value, and decreases toward zero as the policy shows some
success, we see that the learning rate is increased again when the policy starts failing again.

Figure 4.9: Variable learning rate as a function of success ratio

We see a double ascent in the success ratio. Although at the end the policy is learned, this
behavior is not desired during a learning process. However, we could interpret the double ascent
as �rst learning how to achieve success and then �ne-tuning the policy to improve the performance
regarding the other metrics, such as completing the task with minimal force.

This phenomena could be due to a too aggressive decrease in the learning rate. It would be wise
to modulate the learning rate more smoothly. The learning goal is not only to achieve success,
but also to balance other performance metrics, such as force level. For this reason it could be
interesting to include more variables apart from the success ratio to schedule the learning rate,
for instance the average force during the last episodes.

On top of that, the way the force penalty is included as a single terminal value might also a�ect
this. This is because this penalty has more in�uence in the steps towards the end of the episode
due to the e�ect of the discount factor. Despite that disadvantage, we chose this implementation
and not a dense reward for the ease of tuning. Moreover, a dense reward showed more di�culties
achieving success, specially �nding troubles in the last steps of the insertion where the force is
higher.
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4.6.2 Trained policy demonstration

In �gure 4.10 we show how the learned policy operates the robot, leading to a successful insertion.

Figure 4.10: Assembly with trained policy visualization (0, 20, 42, 90, 130, 170 steps)

Figure 4.11: Actions and states in a successful episode.
Upper row: actions. Middle row: pose actual and ref. states. Lower row: Force-torque states

The signals recorded in that episode are plotted in �gure 4.11. In the upper row we see the
actions produced by the trajectory modi�cator learned with RL. In the middle row we see the
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states related with pose. The �rst three plots are linear positions x, y and z, whereas the last
one is a rotation angle around the end-e�ector axis as de�ned before. The orange signal, is the
reference that is fed to the impedance controller, it is the signal modi�ed by the RL agent. The
blue signals are the actual values measured from the robotic system. The last row corresponds
to the force and torque state measured from the ft-sensor. We want to mention that we are
representing 12 of the 20 states in this system. The pose is complemented by the vector aligned
with the end-e�ector, however, both vectors, reference and actual, mostly stay aligned with the
world frame Z axis. Finally, the tilting torques X and Y are not included since they also do not
provide substantial visual information.

After analysing the behavior in �gure 4.10 and 4.11 we could say that, quantitatively speaking,
the arising strategy is going down, with jiggling in x and y, as well as in rotation around Z,
helping this to engage the teeth, �nally it pushes and rotates to insert the sun gear between
the planets. We show how the reference is rapidly decreased for Z, in order to generate some
force in that direction, but as the assembly proceed, the reference is brought back up, decreasing
therefore the exerted force, this behaviour emerges thanks to the force penalty included in the
reward function.

4.6.3 Trained policy evaluation

The policy shows a success rate of 100% with an average score when evaluated in the same
environment it was trained.

Since the material sti�ness plays a key role in this problem, but at the same time it is relatively
complex to model properly in simulation we conducted evaluations of the exact same policy on
(1) 30% sti�er and (2) 30% softer materials for the gears. In both cases, the policy showed a
success rate of 100%. Although we observe slight di�erences in the recorded forces, the di�erences
are not substantial to the signals presented in �gure 4.11.

Another parameter that in�uences the gear assembly substantially is the friction coe�cient. The
e�ects of changing it are rather interesting. Increasing this coe�cient makes the forces read by
the sensor to be smaller as we can see in �gure 4.12. We can understand this by assuming that
certain level of friction forces are needed to complete the task, but if there is more friction, the
normal forces can be smaller. On the contrary, decreasing this coe�cient makes the policy take
longer to achieve a successful assembly, although we observe success almost always (985/1000
episodes) as well.
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Figure 4.12: Actions and states in a episode with 20% more friction.
Upper row: actions. Middle row: pose actual and ref. states. Lower row: Force-torque states
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Chapter 5

Conclusions and future research

5.1 Conclusions

This work has addressed, in a novel way, three main challenges related with contact-rich ap-
plications with collaborative robots: designing a controller architecture that does not require
commanding torques to the joints in chapter 2, designing a data-driven method to tune the
controller that can be implemented in real hardware in chapter 3 and exploring a model-free
approach to generate motion patters to perform complex assembly tasks in chapter 4.

5.1.1 Controller architecture

The control strategy proposed in this work has shown to be e�ective to provide impedance
behaviour to cobots. It has been successfully tested in simulation, as well as, deployed in real
robots. This controller is also useful for robots that only o�er a prede�ned impedance mode,
making it possible for them have a tunable behavior.

The controller architecture o�ers independent parameters to adjust the impedance, both sti�ness
and damping, in all 6 degrees of freedom in task space. Special detail has been paid to the
orientations, where an e�cient representation using quaternions have been used to provide a
reliable controller performance.

The key of our idea is to provide enough tunable mechanisms to adjust the performance during
contact transients, these events being the most critical phenomena that need to be addressed
when designing impedance controllers. The controller provides, at the end of the day, a way to
increase the damping when a contact is detected and then gradually return to the default value.
Tuning how much the damping must be modi�ed, and how fast it should return to normal values
is the biggest challenge to tune the control architecture.

5.1.2 Data-driven tuning

In the second part of this work we reviewed di�erent approaches to �nd optimal parameter
con�gurations using data-driven methods. Most of the methodologies have the same core idea
in common: formulating the search as an optimization problem and then solving it with some
data-e�cient algorithm.
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We proposed a 1-dimensional contact experiment that captures many of the phenomena involved
in contact-risk interactions. The signal recorded from these experiments is then used to de�ne
a performance cost by weighting the in�uence of di�erent metrics, such as peak force, bouncing
after contact, settling time, or transient and steady-state quality. The weighting is split in two
parts: a constant scale factor decided a-priori, and a tunable part, that the robot operator can
adjust in-situ to slightly change the behaviour towards one or other metric.

We tackle the cost minimization using Bayesian Optimization, as it leverages collected data
with exceptional e�ciency. This approach is particularly advantageous for our method, where
collecting each data point requires running an episode with the robot, i.e., operating the machine
over a speci�c duration.

Furthermore, the system we are addressing exhibits stochastic behavior, making the use of a
Gaussian Process (GP) within Bayesian Optimization (BO) highly suitable. In our case, the
noise level is not known a priori, so we evaluate each candidate multiple times before passing the
results to the GP �tting algorithm. The implementation used in this work automatically tunes
the noise level hyper-parameter based on the observed data, ensuring an accurate model �tting.

When designing a BO loop, apart from the GP �tting algorithm, a critical choice is the acquisition
function inasmuch as it is the responsible of deciding the next point that will be evaluated. We
have used Upper Con�dence Bound (UCB), which exposes a single tunable parameter, the so-
called beta. Such parameter controls the percentile, in which the acquisition function is de�ned, a
bigger value will encourage more exploration, whereas a smaller will prefer exploiting candidates
around known points. Similarly to what we have done with the learning rate scheduling in the RL
part, an interesting strategy could be introducing a rule to decrease the beta as better solutions
are found. This strategy will �rst let the algorithm explore a wider range of parameters and then
focus on exploiting around visited points that showed a good performance.

5.1.3 Learning motion

In the last part of this work, we show how it is possible to learn a trajectory for a complex
assembly task in a model-free approach. The found policy not only achieves success in all cases,
but also optimizes other criteria, such as contact forces. We learn with deep-learning only
modi�cations in task space that come on top of a default reference. This strategy speeds up the
learning, and does not require any strong prior about the motion strategy.

A good take-home message from our �ndings is that it is a good idea to have a faster controller
loop operating the impedance controller, which is ultimately responsible of controlling the inter-
action when coming into contact, and a second controller, spinning slower, generating the motion
inputs.

Regarding the choice of PPO, and its implementation in Stable Baselines 3, we can say that it
is e�ective, as well as, intuitive to tune its hyper-parameters. For instance, as it is a common
practice in deep learning, we decided to include a scheduling for the learning rate, bonding it to
the task success ratio. We did not shrink the learning to 0 when the success was 100% because
that will have prevented �nding better strategies within the ones that are anyway successful.

We also observed the importance between dense and sparse rewards. For instance a dense reward
was really useful to foster the strategy into the goal position. On the contrary, a dense penalty
associated to the force was preventing the strategy to arrive to the goal position. We saw that, in
this case, a discrete terminal penalty taking into account the average force was a better choice. It
is important to note that when including sparse rewards, for instance at the end of the episode,
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we should keep the discount factor relatively high, so the in�uence of the terminal reward can
be well seen steps before completion.

5.1.4 Other contributions

Apart from the contributions mentioned before, this work has produced interesting resources
that could be used in future research.

The biggest challenge with model-free learning is always preparing a simulator that captures the
problem well enough. The main bottleneck in this work was making the simulation realistic. We
used, to certain a extent, data collected from the real system to adjust the contact model.

Despite the drawbacks with the setting up steps, once the simulation is ready, di�erent type of
tasks can be e�ciently learned. For this reason, the MuJoCo environment used to simulate the
complex use cases studied in this work will be extremely useful in future research. Likewise, its
implementation using standard interfaces eases the reuse and adaptation of the di�erent parts
with minimal e�ort. We want to mention that the simulation development clearly enhances the
tool-set available at AICA for contact-rich related learning algorithms. So far, they always relied
on hardware-in-the loop solutions.

On top of that, thanks to building the codebase in the ROS2 framework, together with keeping
the implementation quite modular and well documented, the di�erent components of this project
can be used independently and/or be ported to other projects. Likewise, it provides interfaces
ready to be connected to real hardware controllers, as well as, data management systems, like
databases, that ease the data acquisition processes.

5.2 Future research

5.2.1 Regarding the control architecture

Our controller approach puts in place the need of setting up parameters in the controllers to
modify the impedance during the transients. In the our approach we do not di�erentiate between
di�erent types of contacts, and the impedance is also regardless modi�ed as a whole. In more
�ne implementations this behaviour could be di�erentiated for each degree of freedom.

5.2.2 Regarding the data-driven tuning

The method showed in this work only explores the parameters e�ect in a single degree of freedom,
the translation in Z. We then assume the same tuning for the others degrees of freedom. A clear
continuation of this work will be extending the set of experiments to assess performance in the
other directions.

Moreover, we are optimizing taking only into a account an event of coming from free space into a
stable contact, so it could be also interesting to analyse the performance when the contact is hold
in di�erent con�gurations, and perturbations appear. These type of phenomena are common in
the tasks where impedance controllers are used.

On top of that, we are assuming that the controller parameters need to be constant. One could
explore bio-inspired methods, in which impedance parameters can be actively changed. For
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example in [50] Loris Roveda et al. propose an strategy to learn the human-robot interaction
dynamics using an ANN that is then used together with an MPC to predict at every moment
the right parameters that should be used. However, the approach here is focused on �nding a
system that assists the human, rather than con�guring a robot that will work stand-alone in
contact-rich tasks.

5.2.3 Regarding the learning trajectories

Although we have shown that it is possible to learn with deep-learning the motion trajectories,
the drawbacks of this type of methods are still big. Specially regarding implementing these
controllers learned in simulation (almost a mandatory requirement with deep learning) in a real
system. The simulation needs both to be realistic and to capture well enough the variability
present in the real system in order to learn a deployable policy.

An interesting idea will be using deep-learning only in simulation to realise strategies to perform
complex tasks, then encoding such strategies in parametric trajectories and using a run-to-run
approach to optimize them directly with hardware-in-the-loop. This pipeline could ease the
engineering expertise of �guring out the best way to achieve certain tasks.

5.2.4 General ideas

As a last note, the authors want to recall that even though in this work the controller architecture,
its tuning and the trajectory design have been presented in three blocks, they are closely related.
For instance, an insu�ciently �exible controller will never perform as desired regardless of the
tuning, in the same way, an excessively tunable structure will be hard to con�gure properly.
And of course, a robot without a proper tuned behavior will never be able to perform tasks in a
satisfactory way.

Furthermore, the controller tuning and the motion generator can be merged in the search of a
strategy that varies the impedance during the trajectory, this is the ultimate goal, and is indeed
how humans and other animals interact in contact-risk manipulations.
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Appendix A

Simulation environment design

A.1 MuJoCo environment

This project has extensively worked on simulation environments where di�erent contact-rich
tasks have been evaluated. The tasks range from the simply 1D contact experiment used in the
data-driven self tuning method presented in chapter 3, to complex systems such as the planetary
gear assembly used in chapter 4.

We have used MuJoCo [16] as the core simulation engine. Although in the beginning we used the
python bindings, their computational overhead made them useless to achieve simulations that
can run at least at real-time, specially in the context of the impedance controller that runs in
the kHz order.

The o�cial MuJoCo documentation provides an example to visualize the simulation using GLFW3,
so we adapted it for our own purposes. We integrated MuJoCo in a ROS2 Node, being this novel
regarding the references found online. It was challenging to split the physics calculation in a
fast spinning thread from the rendering in a slower thread. GLFW3 presents some issues with
multi-threading in the context of ROS2, see [51] for more details.

In MuJoCo models are de�ned using their own xml syntax. We build our models from the UR5e
model available in the o�cial MuJoCo Menangerie repository. We then de�ned velocity actuators
for the joints, and tuned them to resemble as much as possible the behaviour of the controllers
embedded in the real machine.

Last, but not least, MuJoCo o�ers great �exibility to adjust the contact model used. We ad-
justed the friction coe�cient, the surface impedance (sti�ness) and the solver reference dynamic
parameters. In the project repositories, one can �nd the tuning the authors of this work �nd the
best modeling the addressed tasks.

A.2 Convex decomposition of meshes

Most of the libraries designed for contact simulation require to represent the bodies as convex
meshes. Sadly, MuJoCo does not include a built-in tool that automates this process.

However, we �nd open source tools that allow us to decompose objects into a set of convex
bodies in a straight forward way. A popular tool is CoACD [52], developed Xinye Wei. This tool
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allows personalizing the �neness of the decomposition, allowing the user to control how much
the geometry will be approximated. The convex decomposition performed by CoACD as shown
in �gure A.1 does not exploit the mesh symmetry to achieve a more e�cient decomposition, but
it uses a more brute-force strategy.

Figure A.1: Convex mesh decomposition of planetary gears

Despite having a tool able to decompose the meshes, the information still needs to be "translated"
into MuJoCo �les that the simulation engine can understand. To address this issue, in this work
we have used the tool [53] developed by Kevin Zakka. This tool uses CoACD internally.

As a last note, we want to mention that professional software, like ABAQUS, includes as part of
their solution mesh convex decomposition that is able to exploit symmetries. An open research
question is to build a decomposition algorithm able to do this in a certain way, or at least a plugin
that can leverage the professional solutions an integrate their results in the research libraries.

A.3 Repositories

For the real-time control of the robotic systems used in this project we have developed several
ROS2 packages. They can be found in the following repository [51]. For the Reinforcement
Learning part, we developed a Gymnasium Environment and integrated it with Stable Baselines
3 in a dedicated and e�cient way. This code can be found in the following repository [54].

60



Declaration of originality 

The signed declaration of originality is a component of every written paper or thesis authored during the 
course of studies. In consultation with the supervisor, one of the following three options must be selected: 

Title of paper or thesis: 

Authored by: 
If the work was compiled in a group, the names of all authors are required. 

Last name(s): First name(s): 

With my signature I confirm the following: 
�� I have adhered to the rules set out in the Citation Guide.
�� I have documented all methods, data and processes truthfully and fully.
�� I have mentioned all persons who were significant facilitators of the work.

I am aware that the work may be screened electronically for originality. 

Place, date Signature(s) 

If the work was compiled in a group, the names of all authors 
are required. Through their signatures they vouch jointly for the 
entire content of the written work. 

1 E.g. ChatGPT, DALL E 2, Google Bard 
2 E.g. ChatGPT, DALL E 2, Google Bard 
3 E.g. ChatGPT, DALL E 2, Google Bard 

I confirm that I authored the work in question independently and in my own words, i.e. that no one 
helped me to author it. Suggestions from the supervisor regarding language and content are 
excepted. I used no generative artificial intelligence technologies1.

I confirm that I authored the work in question independently and in my own words, i.e. that no one 
helped me to author it. Suggestions from the supervisor regarding language and content are 
excepted. I used and cited generative artificial intelligence technologies2.

I confirm that I authored the work in question independently and in my own words, i.e. that no one 
helped me to author it. Suggestions from the supervisor regarding language and content are 
excepted. I used generative artificial intelligence technologies3. In consultation with the supervisor, I 
did not cite them.

Learning for contact-rich tasks with cobots

Cruz-Oliver Raul

Zurich, 20.09.2024


	MA_report_Cruz-Oliver.pdf
	List of Figures

	MA_declaration-originality_Cruz-Oliver.pdf

