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A note on style

Using the third person in scienti�c writing is expected.
On rare occasions in this text, the �rst person is used to express the author's
opinion or explain his thought process whenever decisions had to be made that
were simply a matter of taste.
I decided to make it clear to the reader when this is the case by using my voice.

1 Introduction, the thirst for football data

After a comparatively slow, hesitant, and late start [34], the football data evolu-
tion is underway, changing how the game is played and how fans interact with
the sport.
Every broadcast and match report now includes statistics such as xG, intercep-
tions, and the traditional number of corners, among many others.
Communities have sprung up dedicated to discussing, analyzing, and interpreting
the data the sport produces.
A particular interest has been shown in analyzing playing styles through passing
networks and clustering.
Academic interest in football data analytics is growing [35], [36], and with it, the
number of di�erent metrics to describe the game.
There is a desire from everyone involved in the sport to understand the new data
and tools available to them better.

Freely available existing solutions are often sparse in visualizations and bombard
users with unedited and unexplained numbers, making the data challenging to
understand and use.
Alternatively, paid solutions are costly (with subscriptions in the tens of thou-
sands of dollars per year). Yet, they often ignore data visualization's best
practices by focusing on complex "cool looking" visualizations instead of e�ective
ones and rarely make machine learning models explainable if they are used.

The author presents Mondaystats, a dashboard that enables users from any back-
ground to leverage data science tools to research, learn and understand football
statistics to gain new insights into the beautiful game. This work introduces the
visualizations used, shows their e�ectiveness in explaining football with data,
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and how the dashboard enables users to make their own discoveries.
Mondaystats provides solutions in the form of e�ective, interactive visualizations
of metrics used in football data analysis.
Mondaystats shows how game outcome prediction models can be more inter-
pretable through intuitive interactions with the model input.
The AI Manager introduces how predictive models, probabilistic modeling, and
reinforcement learning algorithms can work together to simulate and rank play-
ers' performances.
The author further proposes favoring gaussian mixture models for pass clustering
and introduces a method using dice coe�cients to compare clusterings for passes
quantitatively.

1.1 Pass Clustering

A primary point of interest in the tactical analysis of football has been passing
networks and the clustering of passes.
Pass Clusters can reveal a team's play patterns and the di�erences in playing
styles [28].
The go-to method for clustering passes has been the K-means algorithm and
choosing the number of clusters via the "elbow method."
However, because of the subjective nature of the cluster assignments, we currently
lack a way of quantitatively comparing one clustering solution with another.

1.2 Existing Solutions

Football 's popularity and the rise in data the sport provides have led to numerous
platforms providing data and analysis.
As mentioned above, the focus of these platforms lies in data aggregation and
rarely in their presentation.
The data is also limited to what the provider has gathered and is thus subject
to di�erences between them due to di�erences in de�nition, human error and
subjectivity For an example see [25].
Some paid solutions by the data providers such as Statsbomb, Hudl and Statsper-
form o�er interactive visualizations.
A selection of related solutions are introduced below. They will be referenced
where appropriate when compared.

1.2.1 Free Solutions

FBref

Via Opta (Statsperform) FBref.com provides numerous statistics on all major
competitions worldwide. It is one of the community's most widely used sources
of football data.
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Understat

Understat.com is a data aggregation site that provides summary statistics of the
top �ve leagues and the Russian premier league. It is a popular source of xG
calculations [37]. Unfortunately, the source of its data is unknown to the author,
and they have yet to respond to an email request at this date of publication
[insert date here].

Whoscored

Whoscored.com provides Live scores, summary statistics, and match reports on
many football competitions. Whoscored also calculates their own rankings and
scores of players. Their data source is Opta (statsperform).

The Analyst

TheAnalyst.com is Statsperform's own outlet. It provides articles and statistics.
In addition, it is expanding its visualization o�ering. Among the free dashboards,
it provides more interactive visualizations.

FiveThirtyEight

FiveThirtyEight.com is a data analysis and forecasting website that also provides
summary statistics and visualized prediction tables, including sparklines on
football competitions.

1.2.2 Paid Solutions

Statsbomb

Statsbomb is a data provider and provides an interactive dashboard on a sub-
scription basis. It includes most professional leagues and many competitions.

Statsperform

Statsperform is one of the oldest [2] sports analytics companies and acquired
Opta, a pioneer in football data collection, in 2013. It remains one of the most
popular football data and visualization providers used in the media.

Hudl

Hudl provides dashboard and data solutions via Wyscout and Instat. They cover
most of the world's professional leagues and many tournament competitions.

There are other existing solutions. However, the selection above is the one
that in�uenced Mondaystats and served as an inspirational starting point when
considering the goals of Mondaystats.
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1.3 Goals

Mondaystats aims to build and improve the existing solutions by introducing more
robust and interpretable data and following data visualizations of empirically
proven best practices of e�ective visual communication through an interactive
dashboard.

The goal of the dashboard is to make it possible for every fan, regardless of
background, to analyze and understand football data that goes beyond the
simplest stats, such as the count of corners and xG, while at the same time being
useful to more experienced analysts.
Speci�cally, the user should be able to:

1. get a holistic view of the competition and easily compare teams, positions,
and players.

2. gain a deeper understanding of what the standard metrics displayed in
everyday match reporting mean

3. �nd nuances in playing styles between teams and players

4. interact and explore the data visually through an easy-to-use interface
a. combine di�erent statistics to create new interpretations of the game
b. generate a personal story of exploration by relating the di�erent compo-
nents

5. share their �ndings to discuss and further explore with others.

In summary, the dashboard's goal is to be useful to its primary users.

1.4 Mondaystats Primary User

They love exploring football statistics and numbers but do not necessarily have
the education to understand the underlying theory.
They are creative and playful. The user is deeply interested in the game and the
data describing football.
They want to learn new insights and share them in causal and analytical discus-
sions.

They will use the dashboard to better interpret, justify and understand their
team and its decisions on and o� the pitch.

1.5 Requirements

The goals lead to the following general requirements for the dashboard: the
frontend, backend, and the data.
The dashboard must include familiar components such as the league table and
its relevant statistics to serve as an entry point and transition to metrics that
could be new to the user.
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1.5.1 Frontend

The dashboard has to be easily accessible, enjoyable to use, and aesthetically
pleasing on all common devices.
Therefore the dashboard should be web-based to allow any user to access it
easily.
Furthermore, the dashboard should be adaptive, adjusting to screen sizes and
devices automatically.
The dashboard has to follow common UX/UI Design principles and implement
data visualization strategies that are empirically proven to be e�ective.
The dashboard's machine learning components must be easy to use and intuitively
explained by user interactions.

1.5.2 Backend

The backend must provide the dashboard with API endpoints serving the data
it needs as fast as possible to provide a good user experience.
Because football matches aren't played continuously, data manipulation and
calculations should be made beforehand so that the data is preprocessed and
ready to serve the frontend.

1.5.3 Data

The requirements for the data needed are low for most components as everything
can be engineered and derived from the most common summary statistics found
on publicly available data.

The minimum data the dashboard needs should include:

ˆ Match results

ˆ Match dates

ˆ Players

ˆ Positions

ˆ Teams

ˆ Goals

ˆ Shots

ˆ Passes

ˆ Cards

ˆ Tackles

ˆ Interceptions

ˆ Touches
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2 The Mondaystats Dashboard

2.1 Technology and Tools

2.1.1 Customization Tradeo�

In many cases, Mondaystats tools and features were built from the ground up,
even though packages are available that do o�er similar functionality. After a
lot of exploration and research, I came to the conclusion that if one wants to
implement speci�c behavior and designs, it will be more challenging to customize
popular solutions than to build your own. Because details matter to me, I
decided more often than not to take inspiration from popular solutions but not
use them.

2.1.2 Frontend

Svelte

Mondaystats uses Svelte together with Vite as a javascript/typescript frontend
framework. It is relatively new compared to other popular JavaScript frameworks
such as React, Angular, and Vue. Svelte is being adopted more widely. [33] The
author decided to use Svelte because of the advertised �exibility and increased
performance. It meant being able to customize and tailor the components in
detail to the needs of the dashboard.

TailwindCSS

Tailwind CSS provides the CSS framework for Mondaystats. It was chosen for
mondaystats for being more �exible, customizable, and lightweight. Compared
to other frameworks, such as Bootstrap, it does not provide UI components but
lets developers style each element individually through utility classes that act as
a kind of CSS function.

D3.js

D3.js is a javascript library widely used to manipulate data and create interactive
visualizations for web applications. Mondaystats uses D3.js to load, �lter, and
bind data to SVG objects and render them and their transitions to the Document
Object Model (DOM). In most Mondaystats components, D3.js is mixed with
Svelte because the �exibility (of Svelte) mentioned allows us to use Svelte
directly to draw SVG objects and update them. D3.js provides the scaling, data
loading, and updating functions that Svelte can use just like any other javascript
function. This mixing led to a noticeable speed-up in updating and smoothness
in transitions of the more demanding visualizations.
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2.1.3 Backend

Fastapi

FastAPI provides the backend API. It is a python web framework specialized in
providing API solutions. I weighed the choice between FastAPI and Flask and
chose FastAPI because it is faster and speci�cally targets API use cases.

Nginx

Nginx is the most popular web server, according to W3Tech. It provides serving
and acts as a reverse proxy for the Mondaystats server.

Docker

Docker is software that enables us to run an application as an image inside a
container on any computer that has docker available. Mondaystats runs in three
containers, the backend, frontend, and Nginx, which all communicate with each
other through ports.

Spectrum Chrome Plugin

The Spectrum Color Vision De�ciency (CVD) Plugin for Chrome was used to
�nd color combinations that make Mondaystats CVD Friendly.

2.1.4 Data collection and feature engineering with python

The most basic data was scraped from publicly available sources with the
Soccerdata (Pieter Robberechts) package.
The data obtained via Soccerdata included summary statistics.
The data was explored and analyzed in interactive python jupyter notebooks.
Python packages such as pandas, numpy and scipy were used to feature engineer
the derived statistics that were used in all of the components.
In combination with numpy and scipy, pandas makes it possible to feature
engineer more complex metrics from the summary statistics.
Such as ratios (e.g., touches per pass), and interval counts (e.g., plus-minus
statistics and percentages, contributions of a player to the team total).

2.2 General Design Choices

Details matter. It is essential that the user feels that every part and its design
has a purpose [57]. This section explains the layout and the design choices that
the user will encounter in many and sometimes all components of Mondaystats.

2.2.1 Mondaystats Layout

It is common for dashboards to use tiles (as can be seen in many examples
in: [51]) of several components on the screen for the user to see and interact
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with simultaneously. However, to avoid overwhelming users with choices [4],
Mondaystats uses just one component per screen for the user to interact with.

However, every component is on a single page, letting users quickly scroll up
or down and revisit their earlier �ndings or explore new ones with insights
gained from another component. The league table is the �rst component users
see. It provides a familiar entry point for users, which they already under-
stand. It enables Mondaystats to gently introduce them to reading data through
visualizations as they will throughout the rest of the dashboard.

The dashboard components follow a rhythm. Components generally lead from
the top left to the bottom right and start again when split. Interaction elements
start with �Explain!�, then o�er choices to customize and �nally tools that
interact with the visualization itself.

The narrative guides the �ow from one component to the next.

2.3 Narrative of Mondaystats

The �ow and layout of Mondaystats blend Shneiderman's Mantra [1] within
the football frame. Football is a team game. Thus we start with an overview
of the statistics at the team level, comparing the collectives (collective bodies)
with one another on a high level, then more granular statistics, numbers, and
visualizations that describe the team-level play.

From there, we move to positions and individual players. We are again comparing
the parts (dividing up the team into classical components, keepers, defense,
mid�eld, and attack (even though recently these lines have become increasingly
blurred footnote)) to individual players and, �nally, the plus-minus statistics
bring everything full circle.
How do the individual parts (the players) in�uence the whole collective statistics
(the team)?

Everything is connected, and all players (components) matter, not individually,
but as we will see, collectively, each in�uencing one another.

There is harmony and rhythm in the game, everything counts, and details matter,
and I also adopted this mindset in building and designing mondaystats.

2.4 Aesthetics and Color

Many di�erent color combinations were explored to combine with the rhythm
and layout of the dashboard.
This extra e�ort was not for vanity reasons but because users perceive aes-
thetically pleasing designs as more usable, a phenomenon called the Aesthetic-
Usability-E�ect [20], [26], which was �rst published by Masaaki Kurosu and
Kaori Kashimura and backed by multiple follow-up studies.
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Mondaystats uses the same colors throughout, sparingly and consistently, to
reduce the cognitive load on the user [32].

Figure 1: Mondaystats Color Palette

The colors were chosen carefully, with accessibility in mind, and every component
was checked for being CVD-friendly and minimizing eye fatigue.

Many of the existing solutions do unfortunately not consider red-green color-
blindness which a�ects 1 in 12 men and one in 200 Women [42].
For example, here are the league tables including charts from FiveThirtyEight,
FBref, Whoscored and Mondaystats.

Normal View Red Green Color De�ciency

FiveThirtyEight

FBref

WhoScored

Mondaystats

All colors have the same meanings in di�erent components, �rst introduced in
the league table. Blue and its shade generally indicate favorable statistics, and
red indicates bad statistics. Gray is neutral. Footnote CVD = Color Vision
De�ciency.
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Colors and opacity serve as the main preattentive attributes [55] throughout
mondaystats. Axes and annotations are gray to allow a focus on the data. When
speci�c data points are focused on, all other data points are either gray or use
an opaque version of the background color. For example, in the league table,
the heatmaps quickly pull the user's eyes toward outliers and interesting data
points.

The text color is dark gray instead of black to reduce eye fatigue.

The �elds in the visualizations are scaled to be true to accurate premier league
�eld dimensions contrary to many existing solutions.

The art of clear and e�ective communication is brevity. Once the basic visu-
alizations were in place, they went over many iterations removing distracting
elements from the visuals and their controls.

2.5 Interactions and Feedback

Mondaystats Buttons and selections are made to look like buttons and selections.
Buttons have a shadow to protrude, and a rounded border to look like a button
from our physical world [24], [38].
They provide feedback by changing color, and hue and adding glowing borders.
Selections have an arrow that indicates expansion.
Selections are used when possible to reduce cognitive load by dividing the true
number of selections into manageable chunks.
All controls feature an "Explain!" button to the left and a "Download" button to
the right.

Expanded Choices:

When clicking "Explain!" a short description of the visualization, data, and or
technology is shown.
"Download" lets the user download any chart as a png image.

When the user hovers over items that are clickable but aren't buttons, the mouse
cursor changes to a pointy �nger [24]. The mouse pointer transforms into a
dragging hand on items the user can drag. When useful, the item also changes
shape and highlights like a button.

2.6 Choice of Chart types

Ease of Understanding was the primary criterium when choosing and designing
visualizations. Area, Pie, and Radar Charts are ubiquitous in the football data
analysis community and prevalent in almost all tools and visualization attempts.

Because these chart types are tough to interpret and are discouraged in most
data visualization literature [19], [21], they were avoided entirely and replaced by
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Figure 2: Statsbomb IQ Screenshot, Source: Statsbomb

bar and scatter charts which can more e�ectively compare the same information
[22].

2.6.1 Issues with Pie and Radar Charts

Pie and Radar charts are challenging to interpret visualizations of data because
angle and area are more di�cult for us to perceive and distinguish correctly [13],
[22].
For radar charts, this di�culty is further increased by combining di�erent scales,
sometimes in di�erent directions, making it very hard to compare and read [23].
For example, here is a statsbomb radar chart summarizing Harry Kane's attacking
statistics:

All of the axes have a di�erent baseline. None of them are at zero.
Areas are connected, deceiving the user into perceiving a direct spatial relation
even though the numbers are at di�erent scales.
Normalizing might put the scales onto the same screenspace, but they are still
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perceived as di�erent scales.
We will see how the same statistics can be compared more e�ectively in the
Components below.

Statsbomb has repeatedly argued against criticism of its radar charts.
Of course, given enough time and being repeatedly exposed to them does lead
to better understanding, which is the case with any chart type.
Contrary to their claim, radar charts do not provide more information than a
simple bar chart but the same information in a way that our human perception
has a harder time distinguishing [12].
Radar and Pie Charts do feel more engaging, but their perceived superior
usefulness to bar charts might be due to the aesthetic usability e�ect [20].

An illustrative example is taken from the big book of dashboards in Figure 3
below [3] showing a chart and challenging the reader to order the areas A, B, C,
D, and E from largest to smallest.

Figure 3: Pie Chart Example, Big Book of Dashboards

In comparison, they then o�er the same data as a bar chart, which makes it
much easier to order the Categories from largest to smallest.

The user should be able to understand and compare data from a visualization
with as little e�ort as possible, leaving the mental capacity to gain valuable
insight.

The human brain can most easily distinguish between positions on a common
scale.
Length is more accurately distinguished than area [12], [13].
Therefore Bar Charts were used to show summary counts of single statistics and
scatter charts to show relationships.
Color was used in all of the Charts to either encode redundant information to
emphasize [31], [32] or to encode additional related information and relationships.
Combinations of red and green were avoided, and easily separable red and blues
were used to distinguish individual independent data points.
When focused, other data points are grayed out to emphasize a single data point
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using our preattentive attributes.

The following section will show how these principles and details make up the
individual components.

2.7 Components

2.7.1 Navigation Bar

The Navigation Bar provides access to individual sections of the dashboard to
enable users who know what they're looking for to navigate there directly.
The scrolling transition to the desired location lets users catch a glance over the
other components leading to the destination.

The navigation bar also provides an overview of the dashboard's contents and
order.
Some navigation bars are sticky, which can help reduce the cognitive load since
the choices do not have to linger in memory [4].
I decided against it because it also distracts from the components and data,
which should be the focus of each section.

The focus on team selection will highlight the chosen team (or their players)
across all visualizations.

2.7.2 League Table

The League Table serves as entry point to Mondaystats. It's goal is to provide
a comprehensive and intuitive overview to team performances of the current
season. It is designed to be interactive, o�ering details on demand.

Figure 4: Mondaystats League Table
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Design and Layout

The table provides an overview of the current standings. The highlighted column
indicates the sorting statistics. Initially, the points (Pts) column is highlighted to
make the user aware of this feature. The table also leverages the visual channels
of position and color naturally to provide an overview of other statistics.
The column order progresses from coarse to granular statistics from left to right.
They progress in a rhythm, 3 (or 2) columns of numbers, a summary bar graph.
The Form Column provides a high-level overview of the season's games with
Soccerbars [39]. The Soccerbars show wins as blue, losses as red, and draws as
gray bars.
Goalless games are gray circles. Games that are yet to be played are shown as
black circles. Match details show when hovering over a game.

The table provides an overview of the current standings. The highlighted column
indicates the sorting statistics. Initially, the points (Pts) column is highlighted to
make the user aware of this feature. The table also leverages the visual channels
of position, length and color naturally to provide an overview of other statistics.
The column order progresses from coarse to granular statistics from left to right.

Soccerbars

The Form Column provides a high-level overview of the season's games with a
derivation of Ulrik Brandes ' Soccerbars [39]. The Soccerbars show wins as blue,
losses as red, and draws as gray bars. Goalless games are gray circles. The bars
use a square root scaling to avoid distortion by outliers, such as Liverpool's 9:0
over Bournemouth.
Several non-linear scales were experimented with, which returned the visually
most satisfying results.
Match details show when hovering over a game.
Form Columns are present in Whoscored and Fbref as well, and they provide
similar functionality.

Figure 5: An example graph

This style is more conventional and was considered as well, however, the soccer-
bars o�er a more informative overview of the result without complicating the
presentation.

Summary Statistics

Consistent with the Soccerbars color scheme, the W% Column summarizes the
ratios of the match outcomes detailed in the previous three columns.
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Figure 6: An example graph

The following columns show the Goals Scored (GF), Goals Conceded (GA), and
their di�erence (GD).
These three are standard statistics shown in almost all league table presentations.
The GDR Column provides a summary from a di�erent perspective. The idea
came from an Udo Lattek interview [41] in which he said he prefers to win 1:0
than 4:3.
For example, scoring 25 out of 30 and 60 out of 100 both lead to a goal di�erence
of 20, but very di�erent performances achieved them.
Point Di�erence Ratios have been used in Markov Models to evaluate team
strengths in other sports, such as basketball. [29], [30].
Hovering over the cell provides exact numbers.
The cells leverage the positional visual channels by letting users easily compare
teams with their neighbors and simultaneously have a birds-eye view of the
performances. To the author's knowledge, GDR is not published anywhere else
yet.

The numerical columns o�er the highest level of detail while at the same time
using color as a preattentive attribute to give an overview of the whole column
and performance di�erences.
For example, Manchester United and Bournemouth immediately jump out in
several columns in 4. above thanks to the color gradient and, as a whole, also in
the GDR column due to position.

Users are able to sort and read through the same information in the other
solutions, but points of interest do not jump out at them from these tables,
making it harder to investigate and gain insight.

The ratio cells leverage native CSS to render the bars as background colors
keeping the table lightweight despite the many visual elements. Text alignment
and formatting follow convention to allow e�cient scanning [5].

Space usage

The table still has space to add more information. However, Mondaystats wants
to utilize the white space and avoid adding more information simply for the
reason of having space.

Summary Card

The right-hand side provides a summary.
The numbers here are shown directly instead of using visualizations because there
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is nothing to compare and they are the focus of what we want to communicate.
Summary Statistics.

Figure 7: League Summary Card

By clicking on a team, the user can �lter these statistics by that team. Commas
inserted to the left of every 3 numbers aid reading [5].

Choice of Color Scales

The quantitative Color Scales are sequential for all positive values to be more
intuitive [11]. Only the Goal Di�erence Column uses a diverging scale because it
o�ers a clear middle point.
The league table introduces the color scheme of the whole dashboard.
There is no color legend since the columns provide this functionality when sorted.

Progress Bar when loading

A progress bar is displayed when loading the table because studies have shown
that users experience waiting times as less insu�erable [27], [56] with a progress
bar.

2.7.3 Shooting and Passing (Match Events)

This component enables the user to do a detailed analysis of shooting and
passing.
Initially, this component also included Pressures. However, it was impossible to
continue to have pressures as FBref stopped providing this statistic in October
2022 [16].
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Figure 8: Color Scales

Overview

The table �rst few columns o�er an overview of the whole teams passing and
shooting performances. Then, it follows a Rhythm of three, showing more detailed
summary statistics and dividing the team into sections which are ordered by
positions on the �eld. Defense, Mid�eld, Attack.

This Component aims to provide a di�erent view of the table and insight into
the di�erent playing styles of the teams.
The heatmap's sequential color scale is from the background color to red instead
of blue because a full blue-scale table without breaking contrast felt overwhelming.
That is why I decided against it, even if it would have been more consistent.

Text alignment and number formatting follows the same conventions as the
league table [5]. The two decimal digit precision allows distinction between
entries for most rows in all columns, less than that leads false equalities.
In the weekly statistics the percentages were round to full numbers as the
decimals did not o�er extra information.

For example;

ˆ Does a team keep the ball in the back, pass among defenders and wait for
opportunities?

ˆ Or are they more eager to play forward (Progressive percentages and
number of passes by defenders)?

ˆ Which teams play more aggressively forward (Progressive percentages)?

ˆ Who are the most relentless attackers? (Touch-to-shot ratio)
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ˆ How �uid are the playing styles? (Touch-to-pass ratio)

ˆ How involved are Attackers, Mid�elders, and Defenders in direct Goal cre-
ation? (Goals and Assist ratios by Attackers, Mid�elders, and Defenders).

The table can additionally be �ltered by Matchday to enable more detailed
research.

The selection of "Passing" or "Shooting" also �lters and loads the related compo-
nents below. Please refer to the sections introducing the Passing Clusters (2.7.4)
and Shot Analysis (2.7.5) Components.

2.7.4 Pass Clustering Field

The Pass Clusters component displays the clustering of all passes played during
the season.

Design

The �eld 's dimensions and layout are a 1:1 scale to the standard 105 by 68 m
�eld.
The �eld is an opaque green, and the clusters are shades of blue that follow a
gradient that is explained in the color legend.
Text on the �eld are gray.
The detailed distance numbers formatting follow convention of good practice.

Functionality

The user can hover over each line and display the variances of the start and
endpoint shown as two ellipses of di�erent saturation (one and two standard
deviations from the mean). On click, that cluster is �xed on the right-hand
summary card. To deselect, the user can click anywhere else.

When hovering over a cluster, the right-hand side summary changes to detailed
information about that cluster.

When a team is selected, the visualization shows and displays the cluster details
�ltered by that team.

It was considered to �t a separate model for each team and show these clusters
on selection. However, I decided against it because I want to make it easier for
users to understand and see di�erences between teams by being able to compare
the same cluster.

Visualization

The pass lines follow a blue gradient from least played to most played, cumula-
tively by all teams or by the selected team.
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Figure 9: Pass Clusters

On the right-hand side is a summary statistics card. For larger screens, this was
made sticky, so it does not end up o�-screen when scrolling down.

2.7.5 Shooting �eld

The shot �eld displays a summary of all shots taken within a match week.
Shots that were missed or saved are shown in the background color and are
slightly transparent.
Shots that resulted in goals are blue and in the foreground.
Own Goals are shown in red.
Initially, the card on the right displays summary statistics of all shots taken by
all teams.

Functionality

The user can select between the available game weeks and the given teams.
When a user hovers over a shot the trajectory of the shot is shown as a line from
the shot coordinates to the destination.

At the same time, the right hand card provides information about the game the
shot took place in, the shot taker, teams, outcome, distance and time.
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Interesting shot attempts and Goals can easily be discovered using this compo-
nent.
For example, Casemiros' optimistic attempt against Fulham:

Figure 10: Casemiro's Ambitious Attempt

Or Douglas Luiz's direct corner kick goal for Aston Villa against Arsenal:

Figure 11: Douglas Luiz Corner Kick Goal

2.7.6 Feature Engineered Statistics

The following Components include several derived metrics that, to the author's
knowledge, currently are not provided.
This section brie�y introduces the motivation for calculating them; they can
enhance or replace other measurements.
They were created with objective 3 in mind enabling users to �nd nuances in
playing styles between teams and players.
These statistics aim to help the user compare two teams more accurately than
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commonly provided summary statistics that are often just the sum of a typical
event or subjective with di�erences across data providers.

The ratio of passes to interceptions

This statistic is an alternative or enhancement to pressures.
It measures the e�ectiveness of a team's pressing game by measuring how many
passes the opposition gets to make before the pressing team successfully intercepts
the ball.
Comparing two teams with this metric, we can tell whose opponents have more
freedom in playing their game. It was also motivated by the ambiguity of
pressures which have high variance between providers, making them much less
useful.
For example, in Manchester United's 3-2 win over Arsenal on December 2, 2021,
Opta counted 27 pressures from Ronaldo and Statsbomb 3 [25]. On the other
hand, there is little to be subjective about what a successful pass is and what a
successful interception is.

The number of touches per pass

This metric measures how dynamic and �uid a team's play is. We notice
intuitively that Manchester City players keep the ball moving and have the
fewest touches-to-pass ratio. Because these are two basic metrics, a user should
easily get a picture of what they mean in terms of playing styles.

Cards to tackles

The ratio of cards to tackles helps us understand how referees punish a team
compared to others.
It can also reveal how physical a team's tactical play is and their players'
discipline.
For example, Chelsea fans and their previous managers have often complained
about referees treating them more harshly [40].
As we will see in the exploration and examples section, this may not be a baseless
claim based on the ratio of cards to tackles they receive compared to their
opponents.

2.7.7 Team Bar Chart

Perhaps because a table (the league table) decides at the end of the season,
football statistics are often prepared and compared exclusively in tables.
By keeping the ranking structure of a table, the bar chart serves as a transition
from a view of all metrics together to ranking teams by a single metric.
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Design

Initially, the chart is ordered according to the current league table.
Unless focused on, all bars are �lled by a gradient indicating the position of the
team in the ranking by the chosen statistic.
Positive statistics are shown in a blue gradient, and negative statistics in a red
gradient.

Following good practice, the bar charts y-axis starts at zero for all visualizations,
even though most statistics have minimum values higher than zero.
The Bar Chart does not have a visible y-axis but instead displays the values
inside the bars to reduce clutter.
The labels and x-axis are gray and slightly opaque to bring the data into the
foreground.

Interactions and Choices

The user has the choice to order by the current focus statistic with the "Sort by
Stat/Pos" Button.
The statistics available to compare are in the selection, the default statistics is
the number of Goals a team scored.
"Focus on Team" is a selection that lets you choose the team to focus on.
When a team is focused on, either through choosing it in this component or
globally through the navigation bar, all other teams are greyed out.

The familiar order that bene�ts the bar chart is also a limitation since it would
be di�cult to compare several relationships at once for all teams.

Figure 12: Mondaystats Team Bar Chart
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Information through movement

The visible growth or shrinking of the bars shows how di�erent teams have
di�erent strengths and playing styles.
Thanks to the transitions when sorting, the user can also see how di�erent
leaders emerge by changing the statistics by following the associated bar. This
is especially powerful when highlighting a team.

2.7.8 Team Scatter Chart

The familiar order that bene�ts the bar chart is also a limitation since it would
be di�cult to compare several relationships at once for all teams.

The scatter charts enable us to compare teams in terms of two relationships,
moving the ranking from 1D onto the plane.

Design

The data points are shown in blue. All other teams are grey if a team is focused
globally from the navbar choice.
The main axes are grey and slightly opaque to blend into the background.
Slightly opaque red dashed lines indicated the mean values of the chosen statistics.
Opaque grey dashed lines aid the user in locating numbers from the axis labels
without distraction.

Figure 13: Mondaystats Team Scatter Chart
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Interactions and Choices

The user is free to choose the statistics to be displayed on the horizontal and
vertical axes. They are the same that they could already explore in the bar
charts.
Initially, team names are displayed but are greyed out after a few moments to
prevent label overlap.
The choice of which labels to display is not random, all teams that have a label
overlap are compared, and the one with the lower sum of chosen statistics is
grayed out.
For example, if Manchester City has 5 shots + 100 passes = 105, and Arsenal
has 6 shots and 90 passes = 96, Arsenal will be greyed out if the labels interfere
because 96 is less than 105.

"Display/Hide Team Names" buttons let the user decide to show or hide the
labels.

Initially, the axes start at zero, following good practice.
However, to enable users to see more detailed di�erences, they can click on the
"Zoom" button, which "zooms" into the used space by setting the axes' origins at
the minimum values found in the data.

The "Week/Season" button enables the user to �lter the data by a given game
week, which will show or hide a selection upon click.

Hovering the mouse over a data point highlights this data point and displays a
tooltip with the exact coordinates of the point.

Information through movement

The team scatter charts let us relate teams to one another and �nd related
groups not only through static display but also through movement by showing
how the data changes.
For example, it is easy to tell that Manchester City and Arsenal play a similar
style of football when cycling through the options because they move together
almost as if tied by an invisible string in nearly all metrics.
Of course, this should not surprise followers of these clubs as the current Arse-
nal Manager, Mikel Arteta, was Manchester City's Manager Pep Guardiola's
Assistant coach for many years.
The reader is encouraged to try and explore this uncanny relationship themselves,
as the static display does not do this sense of revelation justice.

2.7.9 Team Direct Comparison

The Team Comparison Visualization lets users compare two teams over several
di�erent statistics.
They serve the same purpose as the radar charts.
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Design

The design is similar to the team bar chart.
The two teams are grouped by statistics, with one in blue and one in gray.
The selections themselves also serve as color legends.

Interactions and Choices

The user can select a group of related statistics via dropdown.
The familiar team selections let users choose two teams to compare or the league
average, median, minimum, or maximum.

Advantages over Radar Charts

We return to Statsbombs Edin Dzeko Radar Chart and compare it with the
Harry Kane Radar Chart in Figure 14.

Figure 14: Radar Charts by Statsbomb, Source: Statsbomb [7], [61]

What is the purpose of this chart?
Statsbombs Ted Knutson argues that it allows us to process the information
more quickly than tables and bar charts because our brains want to process the
shapes [7].
This is contrary to results backed by research [12], [13].
Color and contrast issues aside it is very di�cult to read exact numbers o� the
chart and within one it is challenging to understand the relationships between
the statistics.
Comparing two players in a meaningful way is also complicated.
We can learn from the chart that Dzeko took more Shots than Kane and that
he has slightly more successful dribbles, but it takes e�ort.
It is tough to compare the exact numbers. The labels have di�erent orientations
and are sometimes �ipped upside down to indicate reversed scales.
Near the center, the axes ticks are nearly indistinguishable.
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To compare a statistic from one chart to another, the user has to use precious
working memory [55] to hold the information from the �rst chart and not �nd
that information in the next without being distracted.
Of course, these radar charts can also be improved using the same visualization
principles that suggest using bar charts.
The Athletic and Smarterscout have more straightforward (but not CVD
friendly) versions of radar charts (this type of radar chart is more speci�cally
known as Polar Chart [18], as shown in Figure 15 comparing Virgil Van Dijk's
Performance di�erences over two seasons.

Figure 15: Van Dijk Radar Chart, Source: The Athletic [14]

The clutter has been removed, and the actual numbers are emphasized. However,
comparing is still strenuous because one still has to move from one graph to the
next and hold the previous value in memory.

Users can compare similar (or similar) statistics via this component's bar charts
shown in Figure 16.
However, it takes minimal e�ort to learn that Liverpool takes more shots than
Chelsea, but Chelsea, in turn, has made more successful dribbles.
There is little to no cognitive e�ort spent �nding this information and comparing
it, freeing the user's brain to think critically about the information they learn
from the chart.

The user has now been able to compare all teams by the summary of their
performances (league table), all teams by playing styles (Shooting and Passing),
all teams by individual statistics (bar and scatter chart), and directly compare
teams individually (direct comparison).

Now the user will be able to take the next step and analyze how the players
combine to make up the statistics from the previous components.

The team of the season serves as a transition in the narrative from the collective
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Figure 16: Mondaystats Team Comparison Charts

to the individual player statistics.

2.7.10 Team of the Season

The team of the season is based on scores calculated for each position. The scores
are chosen by the features the predictive models deem important to win and
then weighted by the player's contribution to the team e�ort of that statistic.

On the right, we display a detailed summary of the statistics that mattered for
the score. This is more transparent than other popular scores, and the beauty
(and hope in) of that is that the community will point out �aws and suggest
better ways to compute the scores.

Design

The team of the season (or AI Manager pick) is shown on a three-quarter �eld
instead of a full �eld to avoid scrolling or distortions.
Other than that, the �eld follows the same design as the Shooting and Passing
Component.
The choice of formations is based on the most popular formations used in 20/21
and 21/22 [6].
Each Player is shown as a blue circle with white border and shadow (to hint at
clickability).
Both player and team name is shown while the player name is boldened, indicating
that they are considered together but the players individual contributions are
emphasized here.

29

https://www.premierleague.com/news/2640968
https://www.premierleague.com/news/2640968


Figure 17: Team of the Season

Alternatives to circles

Team of the season or match week graphics often include the team badges as
"visuals". This however isn't so di�erent to using redundant information if the
team names are still displayed and otherwise makes it more di�cult for the user
to get the information (which team) as team badges are more complex designs.
Another popular choice and alternative is the faces of the players, which could
be bene�cial as it is one of the visual elements (if the face is familiar) humans
are able to recognize especially fast [9].

Interactions and Choices

Hovering over a player expands the circle and highlights it to encourage users to
click.
A mouse pointer also appears to indicate the circle being a button.
When clicked on a player circle, the card changes to the player view.
A search bar over the player card appears when a player is clicked. Inside, "Enter
Player Name," prompts the user to search for any player and display the statistics
for that player in that position.
The search autocompletes, �ltering the available players by name as the user
types.

The user can switch between the Team of the Season by points or the AI Manager
pick.
The selection dropdown o�ers the choice of formation.
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Player Cards

The player cards follow the same style as the summary card from the league
table.
Initially it shows the best keeper, defender, mid�elder and attacker by the
calculated scores.
When a player is selected the card switches to a more player-view.
On the top right the total score for the given position is shown and then the
cards have three columns.
The columns show a given statistic as a Jitterplot to compare with other players
in their positions, then the numbers making up that feature and the contribution
that was used to weigh addition to the score.

Jitterplots

Jitterplots were chosen over boxplots or histograms because they allow us to
explore individual points [8].
The Jitterplots highlight the selected player as a red dot, all other players shown
on the chart are in the background, and the text color and slightly transparent.
On hover, the user can get detailed information, such as the player's name and
the exact number of the data point.
The horizontal axis is shown above the data points to avoid having another axis
and make it clear that this is a 1D chart.

Figure 18: Mondaystats Jitterplot

2.7.11 Player Level Match and Season Stats

This scatter chart is a player-level analog for the team scatter chart.
Additional statistics, such as the number of assists, are shown in this chart that
were redundant and not informative enough to be included in the team scatter
chart.
The number of assists is an informative summary statistic on the individual level
but not so on the team level.
The number of assists a team has will be highly correlated to the number of
goals for that team.

When a team is focused globally, the players of that team are highlighted in this
chart by making all other players gray as can be seen in Figure 19.
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Figure 19: Mondaystats Focused Scatter Chart [14]

The second deviation is that the controls now include a "#Players" �eld where
the user can select the number of players to compare.
The circles' radii are resized dynamically with the number of players chosen for
the visualization.
The astute reader will notice that the player-level statistics move directly to the
scatter chart and omit the 1D bar chart.

There are two reasons. For one, the bar charts also served as a transition for the
user to relate the league table and ranking to the subsequent visualization.
The second reason was that there were many players, and while possible, no
solution was found in the given time with a high enough upper limit to render
an aesthetic bar chart.

Up until now, we explored the league from the top down, learning how the teams
make up the standing in the league and how the players make up the team.
The plus-minus statistics will let us discover how the individuals in�uence the
numbers that lead to the league standing and match results.

2.7.12 Plus-minus Statistics

Plus-minus statistics are a popular concept in measuring a player's impact on
the team's performance in Ice-Hockey and Basketball.
In football, plus-minus statistics have gathered limited interest up until now,
despite some attempts to change that [15].
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However, as we will see, this might change as valuable insight can also be gained
from these numbers in football, especially when exploring over several seasons.

2.7.13 Plus-minus Bar Chart

Design

The calculated plus-minus statistics are displayed in a bidirectional bar chart for
each team, with one bar for each player.
Positive numbers are blue and negative numbers are red, negative numbers
additionally include a minus sign in front making it easier to understand [5].
The x-axis serves as an intuitive divider between plus and minus. The axis
and labels are gray and the exact numbers are displayed inside the bars in the
background color.
The data points are sorted either by matches played or minutes played, with
highest being the left most player and lowest the right most player.
A legend shows this scale to the user but is positioned slightly higher so that
the user can scroll away from it.

Figure 20: Mondaystats Plus Minus Bar Chart

Interactions and Choices

The user can choose the team, season and statistic to focus on with the selection.
For each statistic the user can choose either the "On" plus-minus statistic or the
o� plus-minus statistic.
"On" is the statistic their team has achieved while the player is on the �eld.
"O�" is the score the team has achieved while the player is o� the �eld.
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For example, "Goals Plusminus Mean On" shows the average di�erence of goals
scored for their team when a player is participating in the match. The player's
score starts 0-0 the moment they come on.
If a player comes on the pitch when the score is 1-2 against their team and leaves
the �eld at 2-2, then their statistic will be + 1. This is because, in their score, it
is as if the game ended 1-0.
Similarly, their "Goals Plusminus Mean O�" would be -1, as the score was 1-2
for the time they were o� the �eld.

The user can choose sorting the players by matches played or minutes played.
Which o�ers two important perspectives, as there are many players that often
come on only when the their team is comfortably in the lead, their team needs
to hold the line or when they need to chase another goal leading to very di�erent
styles of play from the norm.

Information through movement

When changing the data for the same team between seasons the transitions allow
the users to follow how a players minutes and participation changed, possibly
due to their impact on the game.
Similarily we can see how teams improve (or worsen) collectively and how certain
players act as outliers from season to season.
The changing bars when selecting di�erent statistics show how di�erent players
have very di�erent impacts.
We will look at a few interesting data points in the exploration and examples
section.

2.7.14 Plus-minus Scatter Chart

The plus-minus Scatter chart allows us to compare correlations of the plus-minus
statistics within a team or over the whole league.
This allows a direct comparison between the "On" and "O�" statistics.
The design and choices follow the player scatter chart with the additional choice
to switch between seasons and that here the mean line represents the average
team performance of the given statistic.

Information through movement

Similar to the plus-minus bar chart updating a statistic from the past to the
current season allows us to intuitively understand how a player's impact on their
team has changed.
The second axis additionally enables us to see changes relative to another plus-
minus statistic, for example, how a player impacts goal scoring and conceding,
which, as we will see in the exploration and examples section, can produce
exciting observations worthy of further exploration.
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Figure 21: Mondaystats Plus Minus Scatter Chart

2.7.15 Whats my Chance of Winning

At this point, the user has gathered much domain knowledge and understanding
of the features that go into evaluating performances and building features for
forecasting models.
This �nal component engages the user to understand how some more common
machine learning models use the features explored until now to make predictions
on a game's outcome.
Similar explainable AI tools have been proposed and analyzed with case studies
in [58] and in [59].

The setup for this component was inspired by Fermi Estimation [49], a technique
to make reasonable "back of the envelope" estimations using known baselines
and Shapley Values (and SHAP) [48], a model agnostic explanation method that
explains what the impact of each feature is to the prediction. At it's core, the
technique is not too di�erent from Fermi estimation.

Design

The feature input controls are on the left-hand side in the form of sliders.
The sliders are in the familiar gray background. The slider's thumb is in red to
be consistent with the red dot on the gray background from the jitter plots.
The model's outputs are shown on the right-hand side in the form of gray bars.
The prediction outcome is plotted over a lighter gray bar giving the user a
relative point (100%) to relate the change to. This also serves as a visual aid to
intuition.
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2.8 Machine Learning

Every Component in Mondaystats relies on other components in Mondaystats.
There is no standalone feature; every part is integral to the dashboard and
its story. This is especially true for the Machine Learning Components. The
[[Predictive models]] decide which features and stats are important to highlight
and choose for the hierarchical models and Bayesian neural networks that simulate
player performances, which in turn are used as input for the [[AI Manager]] who
in turn gets feedback from his picks from the [[Predictive models]].

2.8.1 Predictive Models

Three Predictive Models were chosen. A linear and a tree model for their intuitive
interpretation and a neural network for contrast and popularity.

The Decision Tree and Logistic Regression Model are inherently interpretable
[50], and easily understood with the slider controls anddiagrams in Explain! .
(todo!)
Which was the main motivation behind using them in the What 's my Chance of
Winning Component.
Because the primary goal of these models is to be interpretable with explainable
decisions and o�er fast predictions on the dashboard so that users could get
immediate feedback, they were kept as simple as possible.
A fast response time is crucial to the user experience [56], especially after adding
the neural network, which was noticeably slower in serving instant feedback.

As noted in section 4.1, Data Challenges, FBref had changed their data provider
and lost some essential statistics mid-way through this project. This also
impacted the model's accuracy as all models placed a high value on features
derived from pressures.

All models were trained on the same dataset consisting of the premier league
seasons 2017/18 until 2022/23.

Neural Network Training

Two simple neural network architectures were considered and experimented with.
One set of architectures were networks with an embedding layer for the team
names, and the other set were networks without the embedding layer and with
the same input features except for the team names.

All neural networks were able to outperform the other models and gain a relatively
high ROC AUC score (0.97 and 0.85 on out-of-season validation) and accuracy
(0.93 and 0.78 for the team embedding model and the one without, respectively).
The author originally hypothesized that the embedding model could over�t on
the matches and remember the result in the embedding based on a few of the
opponents' columns.
Interestingly, grouping by teams did reduce the ROC AUC score and accuracy.
However, over�tting on the matches is unlikely as the models were tested on
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complete seasons unseen during training and on the current season that was not
in the dataset.

A possibility could be that the model e�ciently learns team strengths as the
scores increase slightly from the earliest to the most recent season. Additionally,
if there was a large gap between training and validation, the model did worse.
For example, if trained on the 2017/18 season and validated on the 2021/22
season, the ROC AUC score was about 0.93, compared to when validating on
seasons directly following one another (all-around 0.96-0.97).

Because of the uncertainty in these results, the network without embeddings
was chosen for the dashboard to preserve the integrity of the predictions.

The original Neural Network Model used Tensor�ow [47], which proved to be
too slow to provide instant feedback via the backend.
Pytorch [46] was able to provide the inference speed needed, and slider feedback
is now smooth and immediate.

The �nal network used in the dashboard had three layers and was 64x16x1
with ReLU activation, batch normalization in the hidden layers, and a sigmoid
activation for the output.

Gradient Boosting Decision Trees

A gradient-boosting decision tree model is an ensemble of decision trees.
An argument can be made that a single decision tree might be easier to under-
stand.
I considered adding a single decision tree model as a transition to the gradient-
boosting decision tree model, but I decided against it to not overwhelm the user.
Like most machine learning algorithms, gradient-boosting decision trees bene�t
from thoughtful feature engineering.
Here, however, this would complicate the component's goal of making the algo-
rithm 's predictions explainable to the non-technical user.
The library used was lightgbm [52].
The �nal model has 300 tress and the hyperparameters were optimized with
optuna.

The average out of season ROC AUC score was 0.62 with accuracy 0.65.

Logistic Regression

The logistic regression model was trained without hyperparameter tuning and
served as an inherently interpretable baseline model. [50]
The average out of season ROC AUC score was 0.64 with accuracy.

In season (KFold or simple hold out) test scores were considerably higher (ROC
AUC 0.85 and 0.78 for the gradient-boosting decision tree and logistic regression
model, respectively), but these numbers do not re�ect the real-world application
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as much as out-of-season even when grouped by matches (as it is possible to see
into the future).

More detailed hyperparameter settings of the �nal Gradient Boosting Tree Model
can be found in Appendix A.

Probability Calibration

Some classi�cation algorithms allow us to return probabilities. However, not all
algorithms predict probabilities are good estimates of the actual class distribution.
The motivation for probability calibration is intuitive. For example, if a model
predicts a team will win with a probability of around 0.6, then we would expect
that, on average, the teams that were assigned that probability would win 60%
of the time.
However, models can often be over and undercon�dent.
For example, our model would be overcon�dent if, upon examination, we discover
that for all teams that were assigned a winning probability in [0.55, 0.65], only
30% won their actual game, and likewise undercon�dent if 90% won their game.
Please refer to [63] as an excellent resource on calibrating classi�ers.
The decision tree and neural network were calibrated with a logistic regression
model. I chose the omit this in Explain! to avoid confusing users.

2.8.2 Issues with the Models

A potential issue with the models is that premier league tactics and performances
have changed over the years. While this should be minimal from season to season,
the changes and innovations that new coaches, teams, and players bring change
drastically when viewed from over a longer timespan as studied in Jonathan
Wilsons Inverting the Pyramid [44].
New playing styles and tactics will change the statistics that the models base
their predictions on. They (coaches, philosophies, players, and tactics) are latent
variables we observe via proxies like in a hidden Markov model.
Therefore, the models may be too general and may have to be retrained from
time to time to include the newest data. Possible solutions to this problem would
be to weigh more recent seasons higher or oversample these in the training data.
This could be exciting for future work.

2.8.3 Issues in feature selection

The redundancy in the features should be addressed by more careful feature
selection.
For example, the number of passes a�ects the number of touches directly.
At the same time, the decision tree and linear models would bene�t from
engineering more feature interactions.
This is an area where many improvements can be made quickly, yet where,
time-wise, out of reach for this work.
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2.8.4 AI Manager

The AI Manager is a (Deep) Reinforcement Learning Agent. The inputs or
observations are the player performances (simulated and natural), and the reward
signal is the probability of winning the game having picked those players. The
individual performances are then simulated using a bayesian neural network,
aggregated into team performance, and the predictive models introduced above
and used in the "What's my chance of winning" component, then provide the
reward by their prediction of the outcome.

The problem is framed as an episodic task. Each episode is one game where the
Opponent is sampled at random from the teams in the past �ve seasons (2017 -
2022) and their performances. The agent picks one Goal Keeper, four Defenders,
four Mid�elders, and 2 Forwards, which are the agents' available actions.

OpenAi Gym was used to build an environment with the dynamics described
above. [64]
The environment's action space, observation space, and reward model and
episodes are described in the following sections.

Action Space

A multi-discrete space of the following dimensions was used to model the action
space: 8

>>>>>>>>>>>>>>>><

>>>>>>>>>>>>>>>>:

nkeepers ;
ndefenders ;
ndefenders ;
ndefenders ;
ndefenders ;
nmid�elders ;
nmid�elders ;
nmid�elders ;
nmid�elders ;
nattackers ;
nattackers

9
>>>>>>>>>>>>>>>>=

>>>>>>>>>>>>>>>>;

Where ndefenders ; ndefenders ; nmid�elders ; and nattackers correspond to the available
number of keepers, defenders, mid�elders, and attackers, respectively.
The available players are players who have played> 0 minutes in a 4-game
interval.
This means that the AI Manager is �xed in a 4-4-2 Formation, although in
reality, there is little �exibility as some players (except for the keepers) do play
in more than one position.
Ensembling (see the Network Training and Inference section below) provided
further �exibility.
And for each main position (keeper, defender, mid�elder, and attacker), the AI
Manager has a choice from all the available players.
All players have a �xed index from 0 to nposition � 1.
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Thus, if the manager outputs [12; 55; 3; 9; 8; 72; 42; 18; 29; 5; 3] that correspond to
the keeper indexed at12 in the list of keepers, defenders indexed at55; 3; 9 and
8 and similarly for mid�elders and attackers.

Reward

The uncalibrated gradient boosting decision trees and neural networks provide
the reward based on the simulated performances of the AI Managers selection
and the Opponent by the player simulation Bayesian neural network (refer to
the player performance simulation below).

A penalty of -1 for every duplicate player was introduced to prevent the agent
from picking a player multiple times in one selection. This penalty was very
e�ective, and after just a few iterations, all agents learned to pick a unique
selection.

In summary, the reward r for each episode is calculated as follows:

r =
pGBT + pMLP

2
�

11X

k=1

ID (playerk )

Where, ID is the indicator function returning 1 if playerk is already selected
(duplicate) and 0 otherwise, pGBT is the uncalibrated probability of winning
prediction based on the simulated performances of the selection and opponents
of the Gradient Boosting Tree Model and pMLP is the uncalibrated, probability
of winning prediction of the Neural Network. (MLP is short for Multi-layer
Perceptron)

Observations

The Observations are placed in a continuous Box Space of shape(obs_size +
11) x (n_features) , with values in the Interval [-1, 1] .
The �rst dimension is the sum of all available players for each position + eleven
opponent players (refer to pseudocode below), and n_features are the number
of simulated features for each player.
The simulated player performances are normalized to the interval of [-1, 1] for
better performance.
Normalizing to either interval of [-1, 1] and [0, 1] was tested and made no
di�erence.
There is a poetic redundancy here in the simulated model and predictive models.
The agent learns what the predictive model has learned and what the bayesian
neural network (or hierarchical model) has learned and combines these.

Training and Inference

The network was trained and tuned with Stable Baselines 3, a library for fast
implementation of reinforcement learning algorithms [60].
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For each episode, the agent is asked to pick one keeper, four defenders, four
mid�elders, and two attackers from a random truncated selection of all available
players.
Then, the agent plays against a simulated team sampled from all premier league
sides from the seasons 2017/18 to 2021/22 or an ensemble from all players in
the dataset with equal probability.
In other words, with probability 1

81 , the agent selection is compared against a
selection from Liverpool's title-winning team from 2019/20 or a random selection
of all players.

Like in the "What 's my Chance of Winning Component," a feature array contain-
ing the mean values for all performance metrics is modi�ed with the simulated
values and then fed into the predictive models.
These models then return probability values that are used in the reward calcula-
tion explained above.

The following pseudocode summarizes the training loop:

Algorithm 1 Training Episode Loop
for episode in episodes do

opponent_ team  random.choice([teams])

opponent_ selection  opponent.team.sample()

opponent_ performance  simulate(opponent_selection)

observation  concatenate(all_players.sample(), opponent_performance)

selection  agent.selection(observations)

num_ duplicates  check_duplicates(selection)

predictive_ features  concatenate(selection_performance, opponent_performance)

p  get_prediction(predictive_features)

reward  p � num_duplicates

evaluate_episode(observations, reward)
end for

In addition to experimenting with di�erent distributions, features, action spaces,
and reward functions, the di�erent Deep Reinforcement Learning Algorithms
were tried and compared.
A synchronous variant of the Advantage Actor-Critic (A2C) algorithm [65], [66],
Proximal Policy Optimization (PPO), [67], and a Deep Q Network (DQN) [68].
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Each algorithm trained between 100 thousand and two million steps (matches).
A2C and PPO have converged consistently already between 150 to 300 thousand
steps.
PPO achieved a higher mean reward on average (around 0.77 - 0.8).
A2C was also able to achieve a mean reward in that range in some iterations,
but not consistently, and needed to be restarted several times.
DQN failed to converge in all experiments.
For A2C and PPO, adding a linear learning rate schedule with a multiplier of
0.01 improved the �nal mean reward achieved.

2.8.5 Player Performance Simulation

Player performances for the environment were simulated and tested with hierar-
chical linear models using pymc4 and bayesian neural networks using TensorFlow
probability.

Performance was similar, but the hierarchical linear models using Markov chain
monte carlo were signi�cantly slower and thus provided much less �exibility to
change things later on.
Therefore the environment used the TensorFlow probability model after a few
trial runs of both.

Simulated Performance Features

The simulated features are a subset of the features input to the predictive model.
The remaining features were held constant at the mean values, as is also done in
the "What 's my Chance of Winning" component.

The selected features are:

ˆ number of Shots

ˆ number of Touches

ˆ number of Tackles

ˆ number of Interceptions

ˆ number of Blocks

ˆ number of Completed Passes

ˆ number of Attempted Passes

ˆ number of Progressive Passes

Distributions

The features are simulated by randomly drawing from distributions. Poisson
distributions intuitively describe the statistics we used as input features.
However, many of the statistics are overdispersed with respect to the Poisson
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distribution (for example Granit Xhaka's Passes in Figure 22), meaning the
variance was much higher than the mean.

Figure 22: orange: Passes Completed Distribution, blue:Passes Attempted
Distribution by Granit Xhaka

Thus a negative binomial distribution was used in place to compare.
The models converged at similar speeds with similar mean rewards (between
0.76 and 0.79) for both distributions.

2.9 Pass Clustering

2.9.1 Using Gaussian Mixture Models over K-means for Pass Clus-
tering

A Gaussian Mixture Model was chosen over the otherwise commonly used K-
means clustering because the origin and destination of the pass clusters vary
from tilted ellipses instead of circles [53], and players do not move forward and
sidewards by the same proportions.

K-Means assigns points to clusters via shortest distances, so on a plane, this
would be:

argmink k < x 1; y1 > � < x k ; yk > k2
2

For point 1 and clusters k, with the centroid at xk ; yk , the distances describe
circles for which we try to �nd the one with the smallest radius (Appendix C.1).
Moreover, the K-means solution corresponds to a gaussian mixture model where
the covariance matrix is the scaled identity with hard assignments.
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2.9.2 Justi�cation

Qualifying the clustering assignments of passes is subjective because we have no
access to the ground truth.
Therefore, it is not easy to qualify a clustering assignment as better than another.
However, we will attempt this and hope to convince the reader at �rst through
visual exploration and then by o�ering a measurable score via the dice coe�cient.

In order to facilitate this, we 'll need two make a simpli�cation and an assumption.

1. We simplify our problem by choosing �ve players from di�erent teams in
di�erent sections (positions) of the �eld.

2. We assume that they generally play di�erent passes. Even though players
do not play the same passes every game, I believe it is sensible to assume
that in the coarsest separation of passes, a full-back, a left winger, a right
winger, a center-back, and a mid�elder play di�erent passes.

Therefore in this example, only the passes of Trent Alexander Arnold, Sadio
Mané, Heung-Min Son, Chris Smalling, and Fabian Delph in the Season 2017-2018
were considered.

The data is from the Wyscout public dataset [43].

2.9.3 Intuitive Reasoning and Exploration

Intuitively players do not move in rigid lines up and down the pitch equidistant
from one another. The pitch is longer than it is wide, and the goals are centered,
a�ecting player movements; for example, players on the side tend to move inward
more, leading to the assumption that the origin of their passes is along these
axes too.

The �eld below shows a random sample of 100 passes of the above �ve players
to illustrate this.

The reader may already be able to see that our assumption, in this case, is not
an unreasonable one.
Without too much di�culty, one could already create overlapping clusters of
di�erent shapes by eye.

To make this a useful and realistic case, we'll go through the motions as one
would usually choose the number of clusters for K-means.
We will measure the "elbow" method and then the more speci�c silhouette score
for k clusters from 2 to 20.
The elbow occurs around 4 or 6 clusters, though it isn't very pronounced. 5, 6
and 7 could still be good values for k, and the silhouette scores seem to con�rm
this. (See Figure 24)

Therefore since it is known that there are �ve players, we'll choose k = 5 for
this �rst demonstration. Exploring Figure 25 visually, it is clear that Gaussian
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Figure 23: Red: Trent Alexander Arnold, Blue: Sadio Mane, White: Chris
Smalling, Black: Fabian Delph, Yellow: Heung-Min Son

Mixture Clustering is much better at keeping the players apart.

Please refer to Appendix B for full-resolution graphs and the table with the
detailed cluster assignment summaries for both algorithms.

This separation becomes more pronounced with higher k.

Now we wish to quantify our visual intuition about the pass clusters with the
dice coe�cient. I chose the dice coe�cient because the origin and destination of
passes are intuitively areas that players cover on the �eld. With clustering passes,
analysts try to segment these areas, which isn't unlike image segmentation tasks.

Discretizing the digital �eld, we have something akin to pixels. (Figure 26)

Thus to use the dice coe�cients we bin the �eld in two 1 square meter "pixels"
and assign a mask of a player by the origin or destination of their passes.

Now for each algorithm Gaussian Mixture Models and K-means, we use the
cluster with the most assignments for each player as their predicted label by the
clustering algorithm.

For example, for K-means, cluster 0 has the most assignments by K-means (875).
For Gaussian Mixtures, it was cluster 0 as well, with 1028 assignments. That
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Figure 24: Left:K-Means Clustering Inertias over k clusters, right: Silhouette
Scores over k clusters

these are both cluster 0 is a coincidence as the clusters initialized at random.

Thus we let the mask K-means, or Gaussian Mixtures predicted be all passes
assigned to cluster zero.

We then proceed as if these were normal pixels and compute the dice score, once
for the origins and once for the destinations.

2.9.4 Results

Origin dice scores

Player GMM K-means

Trent Alexander-Arnold 0.346 0.030
Sadio Mané 0.244 0.078
Chris Smalling 0.435 0.072
Fabian Delph 0.365 0.103
Heung-Min Son 0.217 0.070

Destination dice scores

Player GMM K-means

Trent Alexander-Arnold 0.253 0.101
Sadio Mané 0.244 0.110
Chris Smalling 0.355 0.247
Fabian Delph 0.419 0.188
Heung-Min Son 0.217 0.118

The dice scores for all players were considerably higher for Gaussian Mixture
Models clusters than for K-means (however, the margins were narrower for the
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Figure 25: Left:Bayesian Gaussian Mixture cluster assignments, right:K-means
cluster assignments
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Figure 26: Discretized Pass Origins of Trent Alexander Arnold

destination scores), supporting our intuition from the earlier visual analysis and
comparison of the two clustering algorithms.

A visual side-by-side of the Masks is found in Appendix B.

3 Exploration and Examples

3.1 Palhinha, Fulham's Mid�eld Motor

Fulham could be considered a surprise team for this season (2022/23).
Despite being just promoted, they �nd themselves in the top half of the table
with consistent performances.
Analyzing the di�erent statistics with Mondaystats visualizations, we �nd that
they have a few individual performers that stand out.
One of them is João Palhinha, who has the highest number of tackles in the
league despite being a mid�elder.
On average, Palhinha contributes more than half of Fulham's tackles won in the
matches he participates in. He also contributes nearly 30 percent of the total
tackles Fulham makes.

However, it might not all be positive, as Fulham has the highest Cards to Tackles
ratio of any team.

3.2 Plus-minus, Liverpool stark negative contrast to last
year, similarily as Arsenal stark positive.

The Plus-minus statistics are also interesting to compare across teams and
seasons.
For example, Liverpool and Arsenal are near opposites collectively.
It is also interesting to notice that Arsenal has either gotten rid of or not played
the worst players in terms of the mean plus-minus goals statistic from last season.
Liverpool has shu�ed their players less, possibly because they were relatively
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Figure 27: Palhinha's Numbers
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Figure 28: Liverpool-Arsenal Season Plus Minus Contrast
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successful. It will be interesting to see if the players who will leave at the end of
this season (2022/23) will also coincide with the worst plus-minus performers.

3.3 Is Liverpool better without Oxlade-Chamberlain?

Going over Liverpool's Plus Minus statistics, one quickly notices an outlier in
Alex Oxlade-Chamberlain.

Oxlade-Chamberlain played 785 minutes over 17 Matches last year, which is
far from a full season. However, in the matches he was selected, Liverpool did
noticeably worse with Oxlade-Chamberlain on the pitch.
Liverpool scored less with him on the �eld and more with him o� it.

He has been missing most games this season due to injury.

Figure 29: Alex Oxlade-Chamberlain Plus Minus Statistics

3.4 Chelsea gets more cards than their opponents

Chelsea supporters and their sta� have been vocal that they're being treated
unfairly and possibly been punished more harshly than their opponents by
referees [40] in the past.
We may immediately notice that Chelsea plays a physical game.
They have the second-highest number of tackles made and, interestingly, also
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Figure 30: Is Bournemouth too hesitant?
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the second-highest number of tackles against them.
One might hypothesize after seeing this that referees could indeed card players
more in such games to try and discourage overly dangerous and physical play.

When looking at the direct comparison between the average per game cards per
tackles ratio and their opponents, we do notice that they are punished more
harshly.
This contrast was stronger at the beginning of the season and has regressed
towards the mean since Thomas Tuchel's departure.
From the graph, we can tell that they are still some way o� from the team that
has been punished most disproportionally: Manchester United.

3.5 Is Bournemouth too hesitant?

Has Bournemouth been too hesitant in front of the goal this season? Do they
play too cautiously?
The detailed shot statistic table highlights Bournemouth as an outlier with the
fewest number of shots and yet one of the highest percentages of shots on target
through the heatmap.
We might hypothesize that Bournemouth waits until they have a clear shot.
However, their shots per goal ratio or percentage of goals are about the league
average.
Additionally, we notice in the shot map that Bournemouth rarely attempts shots
from outside the box.

They may also not get in the right positions because they let their opponents
play.
We notice that they have their opponents get to play by far the most passes
before being intercepted. But, at the same time, Bournemouth has conceded
the most shots after Everton.
Yet interestingly, their opponents have a relatively low percentage of Shots on
Target.

All of these insights (or new questions) can be arrived at by reading the Shot
table and selecting statistics in the bar and scatter chart.

Figure 30 shows a selection of our �ndings, the reader is encouraged to explore
the others.
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Figure 31: Chelsea Cards and Tackles
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4 Challenges

This section describes general challenges to the problem and challenges that
were project speci�c.

4.1 Data Challenges

Lack of Data

There is a limited amount of publicly available data on the current and more
recent premier league seasons.
While Metrica and Wyscout provide historical datasets with detailed event data,
which were used to prototype, much less is available for more recent or the
current season.
This challenge was a boon in disguise. It forced me to think about the most
basic features available and try to get as much out of them as possible, which I
have done to some degree. The features are useful and new.

FBref change to Opta

Late in the project, FBref switched its data provider from Statsbomb to Opta
[16]. This change was problematic as it meant that for the current season, a lot
of data that I used up until this point was not available anymore. Also, models
trained on past seasons could not predict (at least not fully, can use placeholder
mean) current seasons. This led to some creative problem-solving and also, in
part, a revamp of components.
FBref then actually changed the data again on February 3rd, 2023 [17].

5 Conclusions

In this thesis, the author presented Mondaystats, a football data analysis dash-
board enabling users to explore and understand football data visually.
Mondaystats visualizations combine aesthetics and usefulness through proven
design, interaction, and perception principles.
The user interactively learns about the data and what impact it may have on
the outcome of the game.
The AI Manager Component has shown how Reinforcement Learning and Prob-
abilistic Modelling can work together to simulate and evaluate the individual
player and team performances collectively.
Mondaystats uses Gaussian Mixture Models for pass clustering and introduced a
novel method using dice coe�cients to justify this choice and evaluate clustering
algorithms for football pass clustering in general.
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5.1 Future Work

One of the most exciting aspects of this project is that it can be expanded and
improved upon in so many aspects. And each improvement will often lead to
possibilities and questions. Many additional features could be engineered, and
some of them might lend themselves to be presented in new tools. Below is a
small selection of some of the possible future paths this project can take.

5.1.1 League Table

The League Table Component can include other in match events such as Tackles,
Fouls, Interceptions and Set pieces given that data is available.

5.1.2 Pass Clustering Field

In the future, adding the option to show a di�erent clustering can enhance this
component to provide an additional high-level overview of di�erent passing styles
between teams.

5.1.3 Team of the Season Scores

Future work The scores can be weighted by the regression coe�cients of the
predictive models.

5.1.4 Extensions and Future Work Simulated Performances AI Man-
ager

The number of goals was consciously omitted for fear of over�tting. However, this
was not empirically tested due to the time constraints of this work. Searching
the feature space for more e�ective feature selections and performance indicators
should prove exciting work for the future.

Custom Architecture and Algorithms

Stable Baselines 3 were used to do this proof of concept. Customization of the
algorithms, as well as the update and learning steps tailored to the problem,
could increase the performance and reliability.

Pick formations

Simple adjustments could be made to have the same agent learn di�erent
formations and pick the best lineup instead of the current one lineup per agent
setup.

Single Team Manager

The AI Manager can be used and retrained to pick the best lineups for a given
team squad over a season, given the opponents. In this setting, the episode could
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be 38 games (a season), the input into the player performance simulation be the
previous three games from game four onwards, and for each step, we would cycle
through any game. One could account for Yellow Cards, Injuries, and many
more. The reward can be adjusted to re�ect a season's output or be kept the
same.

5.1.5 Performance Simulations

A mixture of di�erent distributions tailored to each feature could be used instead
of a single distribution type for the performance simulations.
For example, we could train the model to �t a Poisson Distribution for the
number of shots and a negative binomial distribution for the number of passes.

5.1.6 What ' s my Chance of Winning?

Expanding this component could allow users, via a simple selection interface,
such as in the scatter and bar chart components, to select features, models, and
data to �t their own models. This would be educative to many users and valuable
to the community by enhancing intuition and understanding and enabling a
crowd-sourcing feature selection search.

In addition, this component could attempt feature visualizations through feature
interactions, clustering, and correlation heatmaps.

5.1.7 Predicting Game outcomes with Neural Networks

Future work may investigate why a Neural Network with the team embeddings
was able to outperform a gradient-boosting decision tree by such a large margin
when both are kept simple.
Additionally, it could be interesting for users to explore the embeddings these
models produced (see the appendix) as they arguably group teams of similar
playing styles and success.
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6 Appendix A

Hyperparameter Settings

6.0.1 Gradient Boosting Decision Tree

The �nal model has 300 trees and the following hyperparameters optimized with
optuna:

Hyperparameter Value

lambda_l1 10
num_leaves 4
feature_fraction 0.92
bagging_fraction 0.88
bagging_freq 1
n_estimators 300
min_child_samples 35
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7 Appendix B

Individual Cluster Assignments
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Pass Cluster Assignment Table
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Full discretized pass maps
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8 Appendix C

8.1 C.1 Equation of a Circle

The standard equation of a circle with centerx0; y0 and radius r 0 is

(x � x0)2 + ( y � y0)2 = r 2
0

[62]
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