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Abstract

Underwater robotics is a strongly growing �eld with economic interests, such as in
o�shore industry, underwater archaeology and inspection tasks. One of the key con-
tributors to more autonomy under water is the capability to build volumetric maps
of the underwater world. Particularly for navigation, volumetric occupancy maps
are one of the foci in research. The sensor imagery is often provided by forward scan
sonars, which are mounted directly on underwater robotic platforms. Compared to
light-based sensors, they handle turbid water signi�cantly better and the low fre-
quencies have less problems with attenuation than light waves. Existing approaches
to build volumetric occupancy maps struggle to be cost e�cient in terms of compu-
tation time or perform poorly in unknown environments. Additionally, the recovery
of elevation information from forward scan sonars poses di�cult challenges for map
makers. This work introduces a novel sensor model for forward scan sonars that
takes uncertainty in three dimensions into account. This sensor model is applied
on preprocessed imagery and provides in three dimensional probability tensors. We
show that the sensor model performs well in two and three dimensions and that
elevation recovery through uncertainty quanti�cation is a valid approach. Finally,
the model is applied to imagery from a sonar simulator, where the integration of
the model into Voxblox is veri�ed.
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Chapter 1

Introduction

1.1 Motivation

Underwater robotics has regained the attention of researchers around the globe in
the last few years, after it being pushed down the priority list by aerial and land
robotics. Throughout the last two decades of the twentieth century, underwater
robotics experienced a boost in terms of hardware development, software solutions
and mapping approaches. Many of the mathematical fundamentals were derived in
that period and more elaborated software solutions came in harmony with hardware
developments, such as novel sensors. However, due to unforgiving test conditions
under water, including salinity, high pressure and unforeseeable 
uid motion, many
publications from that time are purely theoretical, with the proof of concept in
practice pending. A wider range of possible applications and easier test conditions
shifted the focus more and more towards aerial and ground robotics.
Since 2000, the cost for land and aerial depth sensors decreased signi�cantly. With
commercially available Lidars and depth cameras, such as Microsoft Kinnect [1],
the focus in autonomous robots shifted heavily towards areas where these sensors
could be used. With high resolutions, good frequencies and unseen a�ordability,
these sensors opened an entire �eld of new use-cases. Particularly the development
of drones experienced high interest from research institutions and economic actors
alike. During this time, many new mathematical frameworks for mapping, local-
isation and path planning were introduced and optimized for real-time operation.
For underwater robotics however, these innovations were somewhat irrelevant by
that time, as none of these sensors could be used underwater. Most of the newer
sensors worked with some sort of light on the time of 
ight principle. Under water,
light is di�used and de
ected at 
oating particles, which creates noise signals. Ad-
ditionally, due to refraction and high attenuation rates of light waves (particularly
in the infra-red spectrum) in water, the penetration distance very low compared to
the one in air. This means that light-based sensor feedback is often hard to use, if
not impossible at all. A ready solution for that problem are sound-based sensors,
such as sonars. Thanks to lower wavelengths, sound can penetrate water for higher
distances, even in high turbidity. But their low resolution and comparably large
size make them not an attractive solution for aerial or ground applications.
After 2015, more and more researchers focused again on underwater robotics and the
number of publications increased again. Possible use-cases for underwater robotics
were found to be routine inspection tasks of man-made structures (such as harbour
infrastructure, pipelines or buoys), topography analysis and mapping, mine detec-
tion and elimination, sea
oor examination, and ship hull inspections, among others.
Therefore, as well an economic interest in the research of underwater robotics devel-
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Figure 1.1: Predicted market potential for underwater robotics derived by Veri�ed
Market Research [2].

oped, where large companies, such as o�shore platform operators, were interested in
the results. Figure 1.1 shows the predicted market potential for underwater robotics
in the period of 2020 to 2028 to grow strongly. Most of the growing potential comes
from the oil and gas sector and the rising of national security issues [2]. In the
last few years, cheaper and better underwater sensors, among them side-scan and
forward-scan sonars, became available and allowed for more elaborated mapping
and navigation techniques. Additionally, di�erent types of specialized underwater
robots were introduced, design for very speci�c tasks. [3] [4] [5]
Today, the area of underwater robotics pro�ts strongly from the developments and
achievements in the �elds of aerial and land robotics during the 2000s, as a lot of
knowledge can now be transferred to these platforms and sensors. Still, light-based
sensors are hard to use underwater and the main focus lies on more and more pre-
cise sonars. But the mathematical frameworks and algorithms derived for mapping,
localisation and path planning above water can now be adapted for the usage under
water. Online volumetric mapping and localisation in real-time can now be con-
sidered the bottleneck for the further exploitation of underwater robotics. With
this problem solved, autonomous or tele-operated underwater robots could become
a very valuable asset for the use-cases described earlier. Not only are they able to
dive deeper than human beings, but they have longer operation times, no decom-
pression time, more sensors for environmental perception and allow to build maps
of so far unknown regions.

An example for an emerging company in the �eld of underwater robotics is Tethys
Robotics [3], who build an underwater platform equipped with a multitude of sen-
sors for fresh water body inspection. Section 2.1 will introduce the platform in
more detail. One of the promising use-cases for this platform is the detection of
ammunition disposals in lakes. This thesis uses information and sonar imagery from
Tethys Robotics.
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1.2 State of the Art

1.2.1 Underwater Mapping

As described in the motivation section 1.1, many of the current implementations
for underwater robotics are based on achievements in land and aerial robotics. In
general, mapping serves a speci�c purpose and thus, the approach to build the
map is chosen adequately. Mapping techniques exist for feature detection, surface
reconstruction, navigation or localization tasks, to name a few examples. This work
focuses on volumetric mapping for navigation. On a basic level, surface mapping and
direct volumetric representations are closely related, as both focus on the detection
and representation of objects. Good surface reconstruction allows to build maps for
navigation as shown by Oleynikova et al. [6].
In the following, the state of the art with respect to general volumetric map building
will presented. This gives an insight into the current challenges and approaches and
shows their advantageous and weaknesses. After that, some of the most relevant
publications covering occupancy and sonar mapping will be shown.

Map Building

Depending on the complexity of the map building process and the available compu-
tational power, there are di�erent types of map representations. Hornung et al. [7]
introduced one of the most commonly used ones called Octomaps. By storing map
information in a tree like structure, the access time and storing capacities are signif-
icantly better than for older storage methods. Other representations use bucket-like
structures for storage [6] [8], which seem to perform even better than octrees and
allow to expand maps on the go. However, most publications do not mention a
particular storage method, which suggests, that storing the vanilla way is common
[4] [9] [10]. All the methods share that they store information on a section of the
world, which can contain information about colour, occupancy, surface connection
et cetera. This information has to be extracted from the sensor output.
In general, maps can be created either online on the vehicle or o�ine with exter-
nal computational power. Additionally, the map generation can be performed in
real-time or postponed. Literature o�ers many insights in the advantageous and
disadvantageous of the di�erent types of map generation. An algorithm for a point
cloud generation with imagery from a multi-beam sonar with an acoustic lens is
shown by Cho et al. [4]. The algorithm does not work in real time and uses ex-
ternal computational power. Their process produces reasonably good results for a
planar sea
oor assumption with distinguishable objects. Fallon et al. [5] presented
an online real-time algorithm that runs on a�ordable hardware, creates a local map
and compares it to a given global map for localisation. As their platform is intended
to be destroyed in the process of underwater mine countermeasures, the computa-
tional power and sensor quality is very limited. Due to these limitations and the
requirement of a global map for localization, the method is rather specialized and
requires the robotic device to break the surface every now and then to relocate with
GPS.

Occupancy and Sonar Mapping

Volumetric occupancy mapping focuses on a representation of the world that states
which areas are occupied and which are free. As discussed earlier, volumetric map-
ping and surface reconstruction are closely related.
Curless and Levoy [11] presented already early a predecessor of truncated signed
distance �elds (TSDFs) to �nd occupied sections of the world. Newcombe et al.



Chapter 1. Introduction 4

[12] extended this work and used the then newly available Microsoft Kinnect sen-
sor to introduce a more complete surface reconstruction with the help of TSDFs.
Oleynikova et al. [6] introduced Voxblox, a library that builds Euclidean signed
distance �elds (ESDFs) from TSDFs and outperforms most of the currently imple-
mented algorithms in terms of speed, computational cost and map quality. And
�nally, Loop et al. [9] used elements from TSDFs and occupancy maps to build up
one of the most elaborated mapping processes up to date.
Volumetric mapping from sonar imagery comes with a special set of challenges.
Sonar images summarize information from a sphere cone onto an image plane.
Therefore, the recovery of lost elevation information, and thus the extraction of
good features in three dimensions, is generally one of the biggest issues to solve.
Several techniques have been introduced. Guerneve and Petillot [13] suggested to
use multiple views of the same object and pose a motion constraint on the platform
to move along the direction with the highest uncertainty. DeBortoli et al. [14] took
a step back and introduced a convolutional neural network (CNN) to only select
meaningful images for the upcoming information recovery. In another publication,
DeBortoli and his colleagues [15] used again a CNN to estimate the missing elevation
information from one image only. Teixeira et al. [10] tried to avoid the recovery of
the elevation information completely by using a forward-looking sonar with a strong
lens that reduces the �eld of view (FOV) to almost a line. But the probably most
used technique to recover elevation information is to use acoustic shading [4] [16]
[17] [18]. The calculation involves assumptions on the sea
oor orientation and uses
geometrical properties of the shadow orientation combined with a known vehicle
pose.

1.2.2 SLAM

With increasing computational power on mobile platforms, the formerly separated
problems of mapping and localization are now often addressed at the same time in
form of a Simultaneous Mapping and Localisation (SLAM) formulation. A standard
SLAM map only contains feature points and does not provide additional informa-
tion such as occupancy. It has to be mentioned that these maps are suitable for
the localization tasks they are designed for. However, in comparison to occupancy
maps, they are rather unpractical for path planning. For aerial and land robotics,
convincing solutions have been published and implemented in the last decade, lead-
ing to a growing autonomy for these vehicles [19].
For underwater robotics, the SLAM formulations are yet to mature. Particularly
the low localization precision under water due to the lack of GPS, the poor map
quality and the unpredictable motion of the water make SLAM signi�cantly harder.
Most of the present implementation try to account for the aforementioned problems
with more or less complex motion models. For example, Ribas et al. [20] created
a SLAM framework for forward-looking sonars that extract manmade line-features
from recti�ed images. Li et al. [21] implemented a pose-graph based SLAM method,
that uses bundles of images to account for motion drift. The mapping part is re-
duced to feature detection and matching. And �nally, Teixeira et al. [10] introduced
a submap-based SLAM techniques that builds smaller submaps and puts them to-
gether for the global map. Through scene registration the motion drift is partially
compensated.
All current methods would bene�t largely from a mapping framework that provides
the localization part with a precise and reliable map. From the literature it becomes
obvious that the high uncertainties in the pose and the sensor readings are one of
the main contributors to poor results.
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1.3 Problem Statement
The creation of 3D-maps is a crucial part for any type of interaction task between a
robot and the environment. For aerial and land robotics, the usage of lidars is very
common to build volumetric maps of the surrounding of a robot. Due to re
ections
at 
oating particles and high refraction factors in turbid water, light-based sensors
fail to provide reliable information on the surrounding, particularly on distances
higher than a meter or two. An alternative are sensors based on sound, such as
sonars. The lower frequencies of sound can penetrate turbid water a lot better than
light and allow for usage at higher distances. On the downside, sonars do no longer
provide volumetric point clouds but provide the user with a 2D image, similar to
a camera. Additionally, they come with much lower resolutions than light-based
sensors. In summary, the following core problems occur for volumetric mapping
with sonar imagery:

� Memory e�cient map storage and maintenance

� Elevation information recovery from 2D sonar imagery

� Feature/response detection in sonar imagery (e.g. noise rejection)

� Cost-e�cient update calculations

As the state of the art section 1.2 showed, there are already promising approaches
to these core problems. In this thesis, the current approaches will be analysed and
on the basis of the results thereof, a novel approach will be derived to tackle the
core problems.

1.4 Goal
This work aims at introducing a complete sensor model for volumetric mapping
with imagery from forward-scan sonars. With this model, an occupancy map shall
be built that contains occupancy probabilities for visited parts of the world. Fi-
nally, this occupancy map will be put into the pipeline of the mapping framework
of Voxblox [6], which allows path planning and �nally SLAM with cutting-edge
performance.

1.4.1 Thesis Structure
In a �rst step, research results on various relevant topics will be presented in the
research chapter 2. The mathematical fundamentals needed will be presented in
3. Then, the sonar image will be closer examined and image preprocessing will be
de�ned in 4. Following that, the gained knowledge will be used to create a sensor
model 5. Using the sensor model, formulations for an occupancy map representation
will be presented in 6. The implementation in voxblox provides an overview over the
performance of the new sensor model presented in 7. Finally, a brief summary and
a discussion 8 put the results in relation to the formulated goal and the intended
improvements.
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Chapter 2

Research

2.1 System

The process of mapping from sonar imagery is not only limited by the resolution and
quality of the imagery, but as well by the precision of the pose estimate of the sonar
in a global coordinate system. The details will be further explained in the mapping
section 2.3, but this dependency introduces some requirements on the platform the
sonar is mounted on. Particularly, the mapping process needs extra information
from the platform, such as a motion estimate, the height above sea
oor and the
pose with respect to a �xed world origin. In case of a SLAM setup, the latter is
usually not available. The mapping process takes the information from the platform
to determine the general state of the platform and then uses the sonar imagery to
build a map from the environment of that state. For this thesis, the platform is
provided by Tethys Robotics [3] and contains the necessary sensory equipment.
Tethys Robotics is a soon-to-be start-up from ETH Zurich, which is dedicated to
build an underwater robotic vehicle for inspection tasks in freshwater lakes. Their
current platform prototype likes a research submarine, which is remotely controlled.
Moved by thrusters at a maximum speed of around 2.5 meters per second, the
platform is optimized for the usage in lakes and slow-moving rivers. It is equipped
with 
ash lights and RGB cameras for inspections in clear water, but o�ers as well a
Blueprint Subsea M1200d sonar [22], which will be inspected closely in 2.2. The pilot
uses the camera feedback for navigation and object recognition. A simple motion
estimator is implemented using inertial sensors. For the detection of the height
above lake 
oor, a Doppler Velocity Log (DVL) is used. The current prototype is
equipped with a Short Baseline (SBL) acoustic positioning system, which provides
the approximate position of the vehicle with respect to a GPS-�xed point above
the water level. All these inputs are fused into a state estimator that estimates the
pose and motion of the vehicle in real time. For this thesis, the state estimator is
assumed a �xed input variable to the mapping process.
One of the biggest issues of platforms operating close to the sea 
oor for extended
periods of time at the same place, is the mud that is moved by the thrusters. These

oating particles are lightweight and move thus easily from the ground but stay
a
oat for a long time. Once happening, the camera give very poor imagery due to
the light being re
ected and di�used by the particles. Even though the platform
from Tethys has their thrusters mounted in an optimal angle, this problem can
occur when moving close to the lake 
oor. Additionally, the presence of algae and

oating particles in Swiss lakes is rather high, which leads to a very limited visibility
in certain areas.

7
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Figure 2.1: CAD-imagery of the current prototype of Tethys Robotics called
Protheus. It is equipped with standard sensory and is tele-operated. The com-
munication is performed through cable. [3]

2.2 Sonar

As described earlier, light-based sensors are hard to impossible to use in turbid
water. Sensors working with lasers su�er from re
ections at 
oating particles and
refractions in the water, which leads to very noisy and unreliable data. Cameras
on the other hand su�er from di�raction and refraction of light, with poor image
quality as a consequence. In greater depths, cameras need additional light sources
on the vehicle to get enough visibility. In turbid waters, the range of these light-
based sensors is restricted from centimetres to a few metres. As this is not suitable
for precise mapping and localisation tasks, active sonar sensors come into focus.
Active sonars have a sound emitter and a receiver, thus, they create their own
signal. With frequencies in the range of kHz to MHz, they come with much lower
frequencies than light-based sensors and can avoid di�raction and refraction to a
certain degree at the cost of a noisy image with low resolution. In general, sonars
are distinguished by their orientation on the vehicle, their beam pattern and the
scanning range. The most prominent types of sonars are side-scan and forward-scan
sonars.

2.2.1 Side-Scan Sonar

Side-scan sonars are probably the most used sonar type up to date and are often used
on boats and torpedo-shaped underwater vehicles. They are mounted orthogonal
to the direction of motion looking vertically on the sea
oor. Usually, they send a
single line beam, thus, the sonar has no vertical opening angle. An image of the
sea
oor is created by stacking several subsequent line-scans. The image is often
of good quality and allows for sea
oor inspection in top view. However, due to
the way images are built up, they have motion blur for moving objects. The most
signi�cant limitations come from the �xed observation angle and the fact that each
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Figure 2.2: Example imagery of a bicycle on the sea
oor from a high quality side-
scan sonar. Image source: [23]

section of the world is only seen once due to the line characteristic of the beam.
As a consequence, they are most often used as �sh �nders or for general sea
oor
examination, for example to �nd objects or examine structures from distance.

2.2.2 Forward-Scan Sonar

Forward-scan sonars are specialized devices for the usage on underwater robotic
platforms. They are designed for slow-moving vehicles that navigate close to sea
oor
or inside structures. Their orientation is usually aligned with direction of motion
and tilted by around 15 degrees towards the sea
oor. This way, they provide im-
agery of what lies ahead of the robot and can gather information from the sea
oor.
Most forward-scan sonars are multi-beam sonars, meaning, that a single image con-
sists of a number of di�erent beams at the same time. The number of beams varies
between di�erent models, but 256 beams is an often used standard. Each beam is
similar to a line-scan in the vertical direction. Therefore, the sonar image shows
information gathered from a sphere cone in 3D space. Figure 2.3 shows the working
principle of a multi-beam forward scan sonar graphically. As the sonar image is
two-dimensional, the image loses the elevation information of the re
ection. More
details on this process will be given in the sensor model chapter 5. Thanks to the
sonars position on the vehicle, it can be used to build up detailed maps of the
sea
oor or of structures the vehicle moves in. Forward-scan sonars are often used
in closer range inspection tasks and map building.
In this work, simulated and real data from a forward-scan sonar will be used, mainly
from the Blueprint Subsea M1200d [22]. The datasheet can be found in the Ap-
pendix A. This sonar has two modes. The �rst with frequency 1.2MHz has a wider
opening angle and results in range up to 30m. The other o�ers a higher angular
resolution with 2.1MHz frequency at cost of a narrower �eld of view and a range
up to 10m. Typical for forward-scan sonars, the image is noisy and does not o�er
elevation information.
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Figure 2.3: The image is built from multiple beams and summarizes re
ections from
a sphere cone as indicated in the image on the left. A multi-beam forward scan
sonar is usually mounted in direction of motion and tilted towards the sea
oor as
shown on the right. [24]

Figure 2.4: On the left, the Blueprint Subsea Sonar M1200d [22]. On the right an
image of a folding chair on the lake 
oor taken with this sensor by Tethys Robotics.
Opposite to a camera image, the sonar is placed at the top of the image.

2.3 Mapping

The mapping is a complex and error-prone process, whose results are heavily de-
pendent on the input quality and the approach chosen. For a regular mapping
approach, the position of the sensor is known in a global coordinate system. For
example, a drone uses GPS to determine its position in a world frame and then
uses the sensor imagery to build a map from the place de�ned by its own global
coordinates. Another possibility is the creation of a local frame by a motion track-
ing system, that again allows to determine the position of the vehicle, and thus the
sensor. For aerial and land applications, these techniques work reasonably well and
maps can be created with resolutions up to a few millimetres [12]. For underwater
robotics however, motion drift is a big issue in terms of mapping precision. Stan-
dard GPS is not available underwater, as the signal can not penetrate the water
surface [25]. Therefore, motion tracking through sensor readings or scene registra-
tion remains one of the only approaches to counter the present motion drift. Its
implementation is, however, costly and the technical possibilities are limited. As a
result, the mapping pipeline needs to take the state uncertainty into account and
it is clear that the better the state estimation is, the higher a map quality can be
expected.
For all types of autonomous systems, there are cases, in which no position infor-
mation with respect to a global frame is available. This includes scenarios, where
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this information would theoretically be obtainable, but for the lack of sensor equip-
ment, it can not be used. For these cases, a Simultaneous Mapping and Localization
(SLAM) formulation is needed. The algorithms of that �eld combine the problems
of building a map and locating the vehicle in it. Particularly in mobile autonomous
robotics, the e�cient solution to the combined problem can be considered the holy
grail these days. For underwater robotics, the �rst few implementations of SLAM
algorithms have emerged, such as the ones presented by Ribas et al. [20], Li et
al. [21], Fallon et al. [5] and Teixeira et al. [10]. Most of them adapt techniques
well known from aerial and land robotics, but prove themselves often unstable and
unprecise. Independent of the availability of the localization through the knowledge
of global coordinates or through onboard estimation, the mapping process stays at
the core of the problem to solve.

2.3.1 World Representation

Maps of the 3D world need a digital representation that allows to perform algo-
rithms on. Similar to 2D maps and images, the 3D world is usually discretized into
elements with constant size. Most mapping algorithms introduce cubic elements
called voxels, which are the equivalent to pixels in three dimensions. A voxel al-
ways carries the position of its centre. Additionally, it can contain other properties,
such as occupancy, colour, material or distance to closest surface. Probably the best
way to illustrate voxel properties is through video games like Minecraft. From the
characters perspective, one looks into a world scenery (see �gure 2.5 as an example)
very similar to one built from voxels. Each voxels contains its position, but as well
material, colour and interaction properties.
The side length of a voxel de�nes the resolution of the map, as all information of the
cube is summarized at its centre point. This introduces one of the most important
trade-o�s for mobile platforms with limited computational resources. The smaller
the voxel size, the better the resolution and the map quality, but the higher the
computational cost for map updates and planning algorithms. This often leads to
maps in worse resolution than the sensor returns would actually allow, traded for
the possibility to build the maps in real-time and online.

Figure 2.5: An example scenery from the video game Minecraft. The cubic setup
of the world is clearly visible and is very similar to voxel-based maps from sensor
input. Image source: [26]
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Computational and memory cost are not only dependent on the map resolution, but
as well on the map size. The size of many maps is prede�ned, an example for that
are Octomaps [7]. This works well if the portion of the world, where the mapping
should take place, is known in advance or if the platform has motion limitations.
Assuming, for example, a maximum 
ight distance of two kilometres for a drone, the
size of the map can easily be pre-determined as a circle with two kilometres radius
around the zero position of the drone. However, this leads to a memory allocation,
which is much larger than actually needed. Due to this, and for use-cases such as
search and rescue missions or mapping in completely unknown environments, the
map size might have do be expanded on the run. There are di�erent approaches
to this in literature, but Niessner et al. [8] presented one of the most common
ones. They work around the map size limitation by using voxel hashing, a memory
allocation technique using aligned buckets to store voxel centres. However, there is
an upper bound for the map size in any case, as the computational power and the
available memory are limited. Oleynikova et al. [6] introduced a distance threshold
between the sensor and the edge of the map to remove sections again that are
far away from the current position. In general, the adaptive size of maps allows
for a more general de�nition of the use-cases and is therefore more attractive for
implementation.

2.3.2 Surface Reconstruction

In mobile robotics, inspection tasks are one the strongest growing �elds, as a large
economic interest is present. The goal in inspection tasks is to provide the best
possible representation of an object to the operator (human or AI). Curless and
Levoy [11] introduced a predecessor of truncated signed distance �elds (TSDF) as
early as 1996 as a surface reconstruction method from range measurement point
clouds. TSDFs are used up to date for surface reconstructions, as Oleynikova et
al. [6] show with their work from 2017. On the downside, the surface reconstruc-
tion process at high resolution is computationally rather expensive, especially for
larger areas. Therefore, surface reconstruction at millimetre resolution is usually
performed in small environments, such as rooms. Figure 2.6 shows the results from
Newcombe et al. [12] for an environment smaller than 7m3.

Figure 2.6: Surface reconstruction in millimetre resolution of small room achieved
by Newcombe et al. [12]
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For underwater robotics, Lidar and depth cameras are hard to use, as explained in
the motivation section 1.1. The poor image quality compared to the aforementioned
sensors makes surface reconstruction at similar resolutions close to impossible. So
far, most of the research conducted focuses on occupancy mapping under water.
However, the future might hold a new generation of 3D sensors for underwater
usage that could enable more research in that direction.

2.3.3 Occupancy Mapping

In occupancy mapping, the focus lies in the representation of free and occupied
space. Very often, occupancy maps ignore other properties of the world, such as
colour or material. Either, because the platforms are not equipped with sensors that
provide this information or because the information is simply not needed. The goal
of this mapping technique is to build a map that shows as accurately as possible
where objects lie. Figure 2.7 illustrates the functionality of an occupancy map in
2D.
In comparison to surface reconstruction techniques, the exact surface shape is not as
relevant. Due to the poor image quality from sonar sensors and high uncertainties
in state measurements, surface reconstruction through smoothing and interpolation
is di�cult. However, most path planning algorithms that rely on occupancy maps
to �nd the best path from one point to another, do not require precise surface
information.

Figure 2.7: An occupancy map in two dimensions showing three di�erent states
for pixels, namely free (white), unseen (grey) and occupied (black). The range
boundary can be implemented to be either of these states. The �nal map is then
binary, representing the worlds true state of occupied or free. [27]
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2.4 Voxblox
Voxblox is a mapping and path planning library �rst presented in 2017 by Oleynikova
et al. [6] at ETH Zurich. The library is speci�cally build for mapping tasks with
drones, where at the time, GPUs were rarely available. Therefore, the entire library
is built for CPU only. On a theoretical level, they use Truncated Signed Distance
Fields (TSDFs) to build Euclidean Signed Distance Fields (ESDFs). ESDFs hold
distance information to obstacles. In a nutshell, a voxel contains the Euclidean
distance to the next occupied voxel. This type of information is very useful for
path planning, as the complex process can be reduced to a maximization problem.
Figure 2.8 shows the work
ow of Voxblox and �gure 2.9 displays an ESDF �eld
for path planning. Up to 2017, ESDFs were usually built from Octomaps. How-
ever, Octomaps come with some limitations, for example, the map size needs to be
known a priori and they rely on the octree data structure. In Voxblox, these ESDFs
are built incrementally from TSDFs. This allows to expand the map on the run
through an underlying data structure called voxel hashing. On the performance
side, the presented algorithm is faster than comparable techniques building ESDFs
from Octomaps. Furthermore, the quality of the created map is better.

Figure 2.8: Voxblox uses sensor information and the state estimator output to build
TSDFs and then builds ESDFs incrementally from them. The output then serves
for visual inspection, localization and path planning. [6]

However, Voxblox has a few issues that prevent it from getting a standard library
for other projects. First, as it is typical for most distance �eld representations, the
algorithm does not work in a probabilistic way and ignores all uncertainties. Voxels
are, for this type of maps, usually considered spatially independent and uncertain-
ties are di�cult to handle in this context. The good quality of the derived map
proves that the assumptions made are justi�ed to a certain degree for the use-case
presented by Oleynikova et al. This is mainly due to the very well de�ned pose of
the drone (little pose uncertainty) and the high accuracy of the used Lidar sensor.
It has to be mentioned though that Voxblox uses voxel sizes of up to 20cm, which
is, compared to other techniques using Lidar sensors, a very low resolution. This,
and the missing uncertainty quanti�cation, leads to problems with slim and small
objects, such as 
agpoles or small pillars. As a consequence to the missing uncer-
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tainties, each measurement of a point is regarded as \true". Even though there is
a weighting system, many measurements of the same point lead up to a signi�cant
number of contradicting measurements. This can result in vanishing objects or the
creation of artefacts, thus, non-existing objects.
For underwater robotics, the current implementation of Voxblox is not usable in
practice. The assumptions made to justify the ignorance of uncertainties and noise
do not hold for sonars by any means. As described in the mapping section 2.3,
the pose is often biased by signi�cant error and the sensor measurements are very
noisy. As a result, the presented library has to be adapted for underwater usage.
In a certain sense, the algorithm has to be generalized to be not only a valid option
for Lidar sensors, but as well for other sensor types with higher uncertainties. One
way to do this is by replacing the TSDF derivation with a probabilistic occupancy
mapping. While this would remove the implicit surface reconstruction character-
istic, it would allow to take all given uncertainties into account. Additionally, a
probabilistic approach has higher chances of grasping small and slim objects, as
individual measurements are fused in the current assumption of the world. The
resulting occupancy map can then still be used in the pipeline to derive ESDFs and
use the path planning properties of the current implementation.
In summary, the current implementation of Voxblox has big potential for high qual-
ity maps and excellent path planning capabilities. However, the algorithm has its
problems with small and slim objects and creates artefacts over a large number
of measurements. For underwater robotics, the current implementation has to be
adapted to take uncertainties and noise into account.

Figure 2.9: An ESDF layer used for path planning displaying distance properties
of voxels in the colour code. [6]
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Chapter 3

Mathematical Fundamentals

In this chapter the mathematical fundamentals needed for the derivation of the sen-
sor model will be introduced. This includes the sonar basics and an introduction to
probabilistic occupancy mapping. Furthermore, crucial de�nitions and assumptions
will be made upon which the sensor model is built.

3.1 Sonar Basics
In section 2.2, the di�erent types of sonars were presented. As explained, a multi-
beam forward scan sonar is used as the primary sensor for the upcoming mapping
process. In the following, some of the main characteristics and de�nitions for this
type of sensor will presented. The focus lies on information that is needed for the
sensor model derivation and the selection shown here is not complete.
In a �rst step, the coordinate system of the sensor and therefore of all subsequent
calculations has to be de�ned. The choice of coordinate system is often a question
of intuition and it aims at the representation with the easiest calculations. Due
to the functionality of a forward scan sonar, the most practical representation of
the world is given in spherical coordinates, with radial distance r, azimuth angle �
and elevation angle �. The image plane is two-dimensional (elevation information
is lost), represented by range r and azimuth angle �, with

� =
p
x2 + y2 (3.1a)

� = arctan(
y
x

) (3.1b)

transformed from cartesian coordinates. Figure 3.1 displays the spherical coordi-
nates with the projection onto the image-plane. Each image I consists of N mea-
surements zn, where

N =
opening angle

angle increment per beam
(3.2)

is the number of beams. Therefore, the image I is built from measurement vectors
zn and can be described as

17
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Figure 3.1: The spherical coordinate system and the projection onto the image
plane with coordinates � and �.
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Given the robot state, the individual measurements are assumed to be indepen-
dent. This assumption is not entirely true, as crosstalk between the beams is one
of the noise sources. However, by taking appropriate countermeasures to noise, the
assumption of independence is valid. Expressed mathematically, the probability of
an image given the world P (I j X) is given by

P (I j X) =
NY

n=1

P (zn j X) (3.4)

Each measurement zn returns an array of m bins (pixels) centred at (rb; �b) and
with sides �r and ��. Each bin collects the re
ections of all points lying on the
sphere segment (r; �; �) with r 2 [rb � �r

2 ; rb + �r
2 ], � 2 [�b � ��

2 ; �b + ��
2 ] and

� 2 [��max2 ; �max
2 ]. The re
ected energy collected in one bin can be described as

I(rb; �b) =
Z rb+ �r

2

rb� �r2

Z �b+ ��
2

�b� ��2

Z �max
2

��max2

f(r; �; �) dr d� d� (3.5)

with f(r; �; �) the re
ectance function of an object. This function includes, among
others, occupancy information, material properties and exact shape of the surface.
If the re
ectance function would be known for every point in space, the state of the
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world would be completely de�ned. In reality, this function is unknown and could
theoretically be approximated. However, this process would be computationally
extremely expensive and would use hard assumptions on the environment. As a
result, the measurement process usually focuses only on one property of the world,
while the impact of other properties on the measured re
ectance are neglected,
assumed constant or implicitly added in probabilistic approaches.
For the scope of this work, the re
ectance function is simpli�ed for occupancy
information. In a nutshell, this means that a bin collects occupancy information
of the sphere segment described earlier. A re
ection collected in a bin, thus a
response in the image, can therefore originate from every point lying inside the
sphere segment.

3.1.1 Sonar Pose
The vehicle pose, including the position and orientation, is a state received from
the state estimator and serves as an input to the mapping process. As the pose
estimation is not perfect, an uncertainty is associated to it. From the mapping point
of view, the vehicle pose can be seen as a measurement with noise. This replicates
the uncertainty in the pose and allows for further calculation. The true pose vector
is given by

X =

0

BBBBBB@

X
Y
Z
A
B
�

1

CCCCCCA
(3.6)

with A;B and � corresponding to the roll, pitch and yaw angle, respectively. Now,
the uncertainty of the pose can be modelled as a multivariate, six-dimensional Gaus-
sian with mean � at the true pose of the vehicle in global coordinates and covariance
� 2 R6x6. The measured vehicle pose is then given by

x =

0

BBBBBB@

x
y
z
�
�



1

CCCCCCA
(3.7)

and thus the uncertainty by

ep =
1

p
(2�)6 � j�j

� exp(�
1
2

(x�X)T��1(x�X)) (3.8)

In theory, this could be used to compensate the pose uncertainty in the mapping.
However, from a practical standpoint, the pose uncertainty just adds further blur-
ring to the measurement. In other words, by not knowing exactly where the sensor
is, the position of the object creating a return in the image is even less sure. Instead
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of adding an additional calculation step that creates computational cost, this e�ect
can be elegantly approached by increasing the measurement uncertainty. This way,
the pose uncertainty is implicitly modelled in the measurement uncertainty.

3.1.2 Coordinate Transforms
For further calculations, the coordinate frame transformations are needed to �nd
the sensor in the world frame. First, the coordinate frame of the vehicle has to be
represented in global coordinates. This is realized with homogeneous transforma-
tions. The basic matrix is of the form

H =
�
R3x3 T3x1
01x3 1

�
(3.9)

with R3x3 the rotation matrix and T3x1 the translation vector.
In the following calculations, the global frame will be denoted as inertial frame with
subscript I, the robot frame will be denoted by the subscript R and the sensor frame
by the subscript S. The complete transformation matrix is obtained by multiplying
the three rotation matrices around the axis, e.g. HIR = H�

IR �H
�
IR �H



IR. Using

abbreviations cx and sx for cosine and sine respectively leads to

HIR =

2
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3
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Additionally, it is important to de�ne the sensor position in the inertial (world)
frame. To this end, the transformation matrix from the robot frame to the sensor
frame has to be derived. Setting the x-axes of the robot frame to align with the
heading and the z-axes pointing upwards, the y-axes is perpendicular to the robot
heading. In a standard con�guration, the sonar is only tilted around the y-axes
with respect to the robot frame and translated to a position. Rotation around the
x- or z-axes do not have practical usage. With sensor position and orientation in
the robot frame de�ned as PRx ; PRy ; PRz and �R, the transformation matrix reads as

HRS =

2

664

cos�R 0 sin�R PRx
0 1 0 PRy

� sin�R 0 cos�R PRz
0 0 0 1

3

775 (3.11)

Note that this matrix is constant, as all parameters are de�ned by the setup of the
robot and do not change throughout the operation. The tilting angle �R is usually
negative as the sonar points towards the sea 
oor. The pose of the sensor in the
inertial frame is then just given by

HIS = HIR �HRS (3.12)
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3.1.3 Field of View
Given the pose estimate of the sensor, the Field of View (FOV) of the current mea-
surement Zt can be derived. The FOV corresponds to the sphere cone spanned by
the azimuth angle interval, the elevation angle interval and the range interval. All
points in the FOV at time t are therefore in the volume spanned by

r 2 [0; rmax]; � 2 [�
�max

2
;
�max

2
]; � 2 [�

�max
2

;
�max

2
] (3.13)

with � = 0 lying on the xy-plane.
To �nd all points lying in the current FOV at time t in the global coordinate sys-
tem, the points are determined in the sensor frame and then back propagated to
the inertial frame by the inverse transformation matrix HSI = H�1

IS .
Due to the shape of the sonar image cone, a coordinate system in spherical coordi-
nates is introduced, with � de�ned from the xy-plane instead of z-axes. Therefore,
the FOV constraint de�ned above can directly be implemented. The coordinate
transformation to cartesian coordinates (x in direction of heading, y in sensor plane
orthogonal to x, z pointing upwards) is then given by

x = r � cos � � cos� (3.14a)
y = r � sin � � cos� (3.14b)
z = r � sin� (3.14c)

The points C in the FOV in the inertial coordinate frame are then given by

�
CI

1

�
= HSI �

�
CS

1

�
(3.15)
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3.2 Probabilistic Occupancy Mapping

3.2.1 Probabilistic Mapping Basics
Many of the following derivations are similar to the ones presented by Loop et al.
[9] in their paper on occupancy probabilities and by Thrun et al. [28] in their book
Probabilistic Robotics. As described in section 2.3.1, the map of the world is built
up by equally sized cubes called voxels. In a global cartesian frame, the voxel posi-
tion is de�ned by its centre point through

�v =

0

@
vx
vy
vz

1

A , with (vx; vy; vz) 2 (X;Y; Z) (3.16)

In probabilistic occupancy mapping, each voxel is assigned a probability of being
occupied. This probability is updated at each time step t for all voxels in the current
�eld of view (FOV). To take uncertainties and errors into account, the probability
of occupancy is calculated such that it fuses all available information. In the sense
of resolution, the state summarized at the centre of a voxel is assumed true for the
entire space the voxel occupies.
In a �rst step, the approach has to be de�ned. Each voxel vi has a state that
describes its properties, including position and occupancy. Let m denote the map,
then

m = fvig (3.17)

describes the map built from voxels.
The state of the sensor and of the world at time t are assumed to be fully de�ned.
In other words, each time step t can be understood as an initial time step, from
which the process could be started. As a consequence, it is assumed that the given
process can be modelled as a Markov chain. The prediction of the state at the
next time step only depends on the information available at the current time step.
This includes information such as pose and measurements. Consequently, all past
information is summarized in the current state

p(vi j xt; zt) = p(vi j x1:t; z1:t) (3.18)

Expanding the de�nition of the voxels, an independence constraint among the vox-
els is imposed. This is a rather strong assumption in terms of information rejection.
For example, by looking at an image of a wall, humans can deduce that if all points
around a certain point are part of the wall, that the given point is very likely to
be part of it as well. While there is a lot of potential in these deductions, they are
computationally very expensive, as the interdependencies avoid parallelization in the
calculation. Additionally, the probability derivation for a voxel can get in�nitely
complex, depending on the de�nition of the relevant neighbourhood. Consequently,
this justi�es the independence constraint and allows to build the map by fusing all
voxels into
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p(m j xt; zt) =
Y

i

p(vi j xt; zt) (3.19)

Note that this independence constraint among voxels is not per se true for the real
world. A measurement zi might not only be depending on the corresponding world
point, but on the entire world. With the general map characteristics de�ned, a
closer look at the speci�c case of occupancy can be done.

3.2.2 Occupancy Mapping Basics
Occupancy maps are a speci�c type of probabilistic maps, which focus on the oc-
cupancy information. In general, a voxel does not only hold its position, but as
well its occupancy state as an attribute. In the following, the fundamental setup
of occupancy maps will quickly be explained and the update space for probabilities
will be de�ned.

States

In the real world, a point x 2 R3 can be either occupied or free. Let S � R3 be a
random set and

Sx =

(
1 if x 2 S
0 if x =2 S

(3.20)

the occupancy at point x. The priors p0 of the two states are assumed to be equally
likely, thus

p0(Sx = 0) = p0(Sx = 1) =
1
2

(3.21)

Depending on the environment, such as airspace, this assumption is probably not
very accurate. However, an unbalanced distribution would lead to a heavy-tailed
conclusion, which is not intended. After all, the probabilistic approach already cov-
ers the uncertainties of the environment and the sensor.
In occupancy mapping, voxels contain a continuous representation, namely the like-
lihood of occupancy. Voxels are initialized by the prior probability of being occupied,
which is 1

2 . By using observations and the sensor model, the likelihood of occupancy
tends to either 0 or 1, and thus to the free or occupied state. In summary, the bi-
nary state of the real world, free or occupied, is represented as a likelihood in the
map. Which state is assigned to a voxel is depending on the threshold, above which
a likelihood is considered strong enough.
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Binary Bayes Filter with Static State

As the two possible states for points in the real world, free and occupied, don’t
change over time, the problem can be formulated as an estimation problem with
static states. The solution to this problem can be found by a Binary Bayes Filter.
Fundamentally, the two states are exclusive, meaning, that only one or the other
can occur as

p(Sx = 1) = 1� p(Sx = 0) (3.22)

Let p(Stx j zt) denote the occupancy probability given the measurement zt at time t.
Then, the standard update for the binary Bayes �lter using a static map assumption
is given by

p(Sx j zt+1) = � � p(zt+1 j Sx) � p(Sx j zt) (3.23)

with � a normalization constant derived from the priors to keep the probability
bounded. In words, the formula calculates the current occupancy probability by
multiplying the previous one with the current probability of the measurement given
the true occupancy state and normalizing the result. An elegant way to avoid the
normalization is to move the update to the log-odds space.

Log-Odds

The odds of a state Sx are de�ned as the ratio of the probability of the event and the
probability of it not happening. Following the exclusion theorem above, it follows
that

odds(Sx) =
p(Sx = 1)
p(Sx = 0)

=
p(Sx = 1)

1� p(Sx = 1)
(3.24)

While regular probabilities are de�ned in the range [0; 1], the odds has now de�ned
in [0;1]. It is obvious that this ratio is ill-de�ned at event probabilities close to 1.
To allow simple summation update of probabilities, the log-odds is introduced as

l(Sx) = ln odds = ln
p(Sx)

1� p(Sx)
(3.25)

The log-odds is basically a coordinate transform, which shifts the scope from [0; 1]
to [�1;1]. In log-odds space, probabilities can just be summed to update. Let
l() denote the log-odds function. Applying the log-odds transform to equation 3.23,
the multiplications turn into sums

l(p(Sx j zt+1)) = l(�) + l(p(zt+1 j Sx)) + l(p(Sx j zt)) (3.26)
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The transformation allows to update the voxels occupancy state incrementally with
every new measurement that o�ers information for the respective voxel. For the
constant state priors de�ned in 3.21, the log-odds is given by

l0 = ln
p0(Sx = 0)
p0(Sx = 1)

= ln
p0(Sx = 0)

1� p0(Sx = 1)
= ln

1
2

1� 1
2

= 0 (3.27)

This is coherent as with this choice of prior no initial o�-sided probability was given.
Therefore, the update formula simpli�es to

l(p(Sx j zt+1)) = l(p(zt+1 j Sx)) + l(p(Sx j zt)) (3.28)

For voxels not in the current view, thus voxels, for which no measurement was re-
ceived, the update is trivial and given by

l(p(Sx j zt+1)) = l(p(Sx j zt)) (3.29)

The transition back into probability space can �nally be derived for the general case
as

p(Sx) = 1�
1

1 + exp(l(Sx))
(3.30)
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Chapter 4

Image Preprocessing

It is well known that sensor models and image analysis algorithms work best with
noise-free images, where each response is a true signal. However, sonar imagery
is often very noisy and might have additional artefacts due to internal sensor in-
accuracies. To still receive reasonably good results from the sensor model, image
preprocessing is needed. This includes �rst an analysis of the original imagery and
then suitable countermeasures to improve the image quality as much as possible
with the resources available. As the image quality is highly dependent on factors
such as depth, water quality or 
oating particles, the following analysis is more
representative than absolute. Figure 4.1 shows the example image of the folding
chair on the lake 
oor used in the analysis.

Figure 4.1: The original image of the folding chair on the lake 
oor used for the
following image analysis. [3]

27
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4.1 Noise Rejection
The imagery from the forward scan sonar is an 8-bit grey-scale image and o�ers
thus 256 intensity levels. Noise can have various sources in sonar imagery, such as
crosstalk between beams, foreign sound sources and internal sensor noise. However,
noise created through crosstalk is by far the most occurring. To �nd the range of
noise in the imagery, the intensity values have to be analysed.
One of the most intuitive ways to �nd the range of noise is by plotting an intensity
histogram. Figure 4.2 shows the histogram of the chair image. The histogram dis-
plays that the large majority of returns lies in the lower range of intensity values,
somewhere between zero and 50. The average return intensity is not higher than
13. It is reasonable to assume that direct re
ections give high intensity returns,
at least at low to medium-large distances. This suggests that many returns in the
lower intensity range might result from crosstalk.

Figure 4.2: The intensity histogram showing a high number of signals in the low
intensity ranges.

One way to prove the aforementioned assumption is to set all returns lower than
a certain threshold to zero. If the assumption holds, this 
ooring operation should
enhance the contrast, while the main features should be preserved. Figure 4.3 shows
the original image and the 
oored images for thresholds between 10 and 50. The

oored images show the expected behaviour. The key features are still clearly vis-
ible while the contrast is in fact enhanced. The behaviour is directly correlated to
the threshold value. It has to be mentioned that by 
ooring the image the com-
putational cost for the occupancy calculation in a frame is drastically reduced. A
threshold of ten already reduces as much as 66% of the returns, a threshold of 50
over 95%. It is obvious that a higher thresholds leads to more rejection of important
information. Therefore, the tuning of the threshold becomes a trade-o� decision be-
tween noise rejection and information maintaining.
In summary, 
ooring seems to reduce the amount of noise due to crosstalk signi�-
cantly and allows to reduce the number of active returns. This way, the sonar image
keeps its key features, while the computational cost per frame is much lower due to
lesser non-zero returns.
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Figure 4.3: The 
oored images compared to the original at the top left. Thresholds
are de�ned as 10 (top right), 20 (centre left), 30 (centre right), 40 (bottom left) and
50 (bottom right).



Chapter 4. Image Preprocessing 30

4.2 Image Downsampling
The image size from the forward scan sonar Blueprint Subsea M1200d is 440 x 512
pixels. The resulting total of over 225’000 pixels per frame is a key contributor to
long computation times. In the worst case scenario, where all pixels have non-zero
returns, the model algorithm would have to calculate the results for every single of
them. An additional factor is the memory that has to be allocated for each frame.
As the calculations happen in spherical coordinates, a memory block of the size of
the image with height respective to the calculation parameters has to be allocated
for every frame. This memory block can be cleared again after the results are
transferred to the cartesian map. However, depending on the parameters chosen,
several million data points would have to be allocated for each frame and cleared
after the calculation. As a consequence to that, the image has to be downsampled
to a smaller size.
Downsampling algorithms try to summarize the information given in many pixels
into one value. In this process, information is irrecoverably lost. Therefore, it is
essential to �nd an algorithm, which preserves as much of the variance of the data as
possible. In the following, three downsampling algorithms will be examined and the
histograms of the images will be compared to the 
oored image histogram resulting
from the noise �ltering above. The histograms presented are cut at the threshold 50
for more clarity. It is obvious that the 
oored image would have tens of thousands of
returns at zero, which would make the graphic unreadable. The same is true for the
histograms of the downsampled images. There are signi�cant numbers of returns in
the lower intensity ranges after the downsampling, however, the important features
are here assumed to lie above the threshold due to the 
ooring. An important
parameter for the downsampling is the downsampling factor. It represents the side
length of a square of pixels and thus, describes how many pixels will be summarized
into one. For the comparison ahead, a downsampling factor of four was used. This
results in 16 times lesser pixels.

4.2.1 Average Pooling
In average pooling, the average over all pixels in the scope will be calculated and
set for the new value in the downsampled image. The resulting image is shown in
comparison with the 
oored image (threshold 50) in �gure 4.4. The e�ects are very
similar to average �ltering. The image is blurred out and strong features are weak-
ened. This behaviour becomes even clearer by the comparison of the histograms
presented in �gure 4.5.

Figure 4.4: The 
oored image with threshold 50 on the left compared to the average
downsampled image with downsampling factor four on the right. The image is
blurred out and strong features vanish.
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Figure 4.5: The histogram of the average pooled image shows that high intensity
returns are 
attened. All returns below 50 are cut for more clarity. Visual inspection
makes clear that the relevant variance of the data is not sustained.

4.2.2 Max Pooling
Similar as for average pooling, max pooling summarizes all pixels in the scope
de�ned by the downsampling factor into one value. It does so by choosing the max-
imum value given in the square. The resulting image is shown in �gure 4.6. Again,
the e�ects are unpleasant. By choosing maximum values, �ne contours, such as the
second leg from the left, almost vanish. On the other side, remaining noise at higher
intensity values is strengthened. The histogram presented in �gure 4.7 proves that
high intensity values are over-present. However, the resulting histogram is a lot
closer to the original histogram than the average one.

Figure 4.6: The 
oored image with threshold 50 on the left compared to the max
pooled image with downsampling factor four on the right. The image looses details
and contours, while remaining noise is strengthened.

Figure 4.7: The histogram of the max pooled image shows that high intensity
returns are over-present. The underlying curve is 
atter and data variance is lost.
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4.2.3 Percentile Pooling
The weaknesses of the presented average and max pooling come from there tendency
to be extreme. Average pooling gives lot of weight to the zero returns (created as
well by the 
ooring process) and thus loses a lot of the high intensity returns. Max
pooling on the other side ignores all lower returns and loses contrast and details.
To counter these weaknesses, the last downsampling algorithm is more moderate
and looks for the 80-percentile of the pixels in the scope. For this, the pixels in the
scope are ordered from lowest to highest value and the percentile is calculated. The
resulting value is high enough to take the strong responses into account, but low
enough to respect the low intensity returns. The resulting image is shown in �gure
4.8.
The percentile pooled image is the closest to the original image. Although brighter,
it is less blurred than the others and preserves most of the details. Fine-tuning
the percentile factor might result in even better downsampling. The histogram
presented in 4.9 shows that the curves are indeed similar to each other but that a
lower percentile would likely perform better. After all, visual inspection proves that
the percentile downsampling produces the most convincing results of the algorithms
presented here.

Figure 4.8: The 
oored image with threshold 50 on the left compared to the per-
centile pooled image with downsampling factor four on the right. The image is
slightly brighter than the original, but preserves most of the structures.

Figure 4.9: The cut histogram of the percentile pooled image shows that most of
the variance is remaining. The most deviation is present at intensity values around
75.
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Chapter 5

Sensor Model

5.1 Introduction

The sensor model is the mathematical description and interpretation of a sensor’s
output. In a world, where a sensor would perfectly capture all information avail-
able and could give the exact data to the next client in the pipeline, a sensor model
would only have to transform the measured quantity into the desired one (for ex-
ample time of 
ight into distance). Any interpretation of the data given would be
obsolete, because the data is fully representative of the state of the world. However,
due to limited resolutions, various noise and error sources, data quality degradation
and data pre-processing, the sensor output does not show the world as it actually
looks like. The goal of the sensor model is to identify, and to compensate for, as
many relevant in
uences as possible, while still being computationally a�ordable.
This compensation is never perfect and predictions on the worlds state are not ab-
solute, but are usually implemented in a probabilistic way. Probabilistic modelling
assumes, that some disturbance factors (such as noise) can not, or not entirely, be
modelled. Therefore, these factors are treated as random variables and compensated
for as good as possible according to their occurrence in the returns. In summary,
the world is treated as deterministic, thus absolute, while the sensor responses are
regarded as probabilistic, thus not absolute.
In terms of occupancy, this means that if the sensor returns an occupied measure-
ment of a section of the world, there is a certain probability that the measurement
and the place of measurement are true. In other words, a probabilistic sensor model
is somewhat similar to a lie detector, which states a certain probability for a sensor
statement to be true in the real world. By fusing several measurements, the model
becomes more and more certain about the truth.
In the general use of sensors, the �nal goal is thus to �nd the probability of the
world given the measurement. Or in a more intuitive way, how the world looks like
if only the sensor returns are available to reconstruct it. Depending on the sensor
and the return quality, this probability is rather high. The probability of objects
being present in the real world when found on RGB camera images is very high and
even further information on colour and state can be extracted with good certainty.
However, for less precise sensors, such as sonars, the likelihood of a correct mea-
surement is signi�cantly lower. As a result, the model requires more measurements
to become sure about the world. In any case, the probability of the world given
the measurement is usually very hard to de�ne, as the world, even though real, is
not mathematically given. Bayes probability rule o�ers a workaround by deriving
the probability of the measurement given the world and by fusing this information
with the prior probabilities to �nd the desired quantity.

34
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In the following sections, the model to �nd the probability of a measurement given
the world will be derived step by step. First, a measurement has to be de�ned.
Di�erent techniques will be presented, of which one will be selected. Then, the
recovery of the missing elevation information will be examined, where again various
techniques will be discussed. And �nally, a fusion framework will be built up that
includes the results of the previous steps and derives a formula for the probability
calculation.

5.1.1 Measurement De�nition

When working with sensors on the basis of light, such as cameras and lidars, a
measurement is equal to a return. This means that if the sensor shows a re
ection
at a certain point that this re
ection is a measurement. For sonar, the de�nition
of a measurement can be a bit more complicated. Due to a low signal-to-noise
ratio created by crosstalk between the beams and external sources, a return is not
necessary a measurement.
In the image preprocessing chapter 4, the 
ooring operation was introduced to
reduce the number of returns and �lter as much noise as possible. The drawback of
this method is though, that true, low intensity returns are disregarded. This might
lead to false negatives, thus occupied space labelled free. For the remaining returns,
there are two main approaches on how to use the values given.
The �rst approach is to treat all returns as equal measurements. By doing so, the
exact value of the return is ignored and the calculation is performed the same for
all returns. This is computationally the cheapest and overall the least complex
way to use the measurements. On the downside, probably valuable information is
disregarded. In 3.1, it was shown that a return is the summary of all re
ections
given in a sphere segment. By ignoring the exact value, possible information on the
amount of re
ection in the sphere segment is lost.
This leads to a more complex approach. By using the received intensity value as
an indicator of likelihood of occupancy to the probability calculation, occupancy
could become more likely for higher values. The derivation of the bias, however, is
complicated and relies on knowledge regarding the sensors’ data preprocessing and
display. Unfortunately, Blueprint Subsea stated upon request that the sonar does
indeed some sort of data preprocessing, which might even be di�erent from beam
to beam. Therefore, this approach would be very labour intensive. As a result, this
approach can be interesting for further improvement, but is not a valid option for
a proof of concept.
In summary, it is di�cult to de�ne what a true measurement is in a sonar image.
For the scope of this work, the images will be 
oored to reject as much noise as
possible. After that, each return will be treated equally on a binary basis.

5.2 Elevation Information Recovery

In the sonar imaging process, the height information of objects, encoded in the
elevation angle �, is lost. Figure 5.1 shows illustrated the problem. As described in
section 3.1, an image pixel (bin) sums all re
ections from the sphere segment given
by (r; �; �) with r 2 [rb� �r

2 ; rb+ �r
2 ], � 2 [�b� ��

2 ; �b+ ��
2 ] and � 2 [��max2 ; �max

2 ].
Literature presents several ways to recover elevation information, yet none of them
works 
awlessly in a general environment.
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Figure 5.1: All re
ections originating from an arc at �xed distance are collected
into one return in the image. The actual height of the stairs can not be extracted
from the image directly. [24]

5.2.1 Acoustic Shading
The most common approach is to use acoustic shades to geometrically reconstruct
the height of objects [4] [17] [18]. While this works reasonably well for speci�c
use-cases, there are some hard constraints on the objects and the environment.

� The object lies on the sea
oor, the shadow is connected to the object

� The shadow has to be clearly visible and lie completely inside the image

� Standard method does not work for staircase-like objects, as only highest
point throws a shadow

� For the geometrical derivation, the pose of the vehicle and the altitude above
sea
oor have to be known

While this technique o�ers results with good precision for use-cases ful�lling the
requirements, it adds further complexity to the model. Each frame has to be anal-
ysed for shadows and the geometric calculations have to be performed. But most
importantly, the requirements for the algorithm to work are highly exclusive, which
makes it not useful for general volumetric mapping.

5.2.2 Other Approaches
To generalize the acoustic shading approach described above, Negaharipour et al.
[18] extended their work and presented an algorithm that derives the background
plane normal vector n and uses it together with pose information to calculate the
elevation angle of each point. This method still needs the assumption of a pla-
nar sea
oor with small elevations, but is more 
exible on the sea 
oor topography.
Guerneve and Petillot [13] showed a multi-view approach to work well for the ele-
vation recovery of single objects. This gets rid of requirements on the sea
oor or
the object position, but poses constraints on the motion and makes general map-
ping slow. DeBortoli et al. [15] introduced a convolutional neural network (CNN)
to extract elevation information directly from one image. However, besides of rea-
sonably good results at short ranges, the algorithm is computationally very costly
and is not performable onboard. Additionally, the CNN is only trained on certain
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types of objects, which again restricts the use-cases. Finally, McConnell et al. [29]
introduced a technique using two forward-scan multi-beam sonars to reconstruct
arbitrary geometries, including elevation information. With little requirements to-
wards the environment, the method can be widely used. However, it requires two
forward-scan sonars positioned orthogonal to each other, which does not only require
a lot of space and computation power on the robot, but is �nancially expensive.

5.2.3 Probabilistic Elevation Estimation

All algorithms presented have signi�cant drawbacks, either on the requirements,
the computational costs or the possible use-cases. Therefore, a novel approach will
be presented here.
One way to avoid the issues described is by rejecting the idea of recovering the
precise height of an object. In occupancy mapping, it is important to know which
areas of the world are occupied and which are free. A precise reconstruction of
objects is therefore not necessary. So instead of geometrical calculations or precise
estimations, a probability density function PDF with mean on zero height and
variance half the vertical opening angle is introduced. Remembering the working
principle of the sonar described in 3.1, the return can come from any point or
multiple points in a sphere segment. By placing a PDF in the elevation direction,
the entire sphere segment becomes a probable source of re
ection. This way, the
elevation information is recovered implicitly, whenever a measurement is present.
Over several measurements, the occupancy probability of in fact occupied sections
should increase, while it should vanish for empty sections.

5.3 Fusion Framework

In this section, the information derived will be fused to derive a mathematical model
of the probability of the world given the measurement. Loop et al. [9] reformulated
equation 3.23 and included the measurement uncertainty along the range dimension.
In this work, their approach will be extended for angular uncertainty combined with
the elevation probability density introduced before. Therefore, the resulting frame-
work takes uncertainty in all three axes into account. In the following, P denotes
discrete probabilities, while p stands for probability distributions.
The probability of occupancy Sx given the measurement Mr at a point x of the real
world is given as

P (Sx = 1 j Mr) =
Z

R3
P (Sx = 1 j r) � p(r j Mr) dr (5.1)

Here, P (Sx = 1 j r) denotes the occupancy probability given the true position r
and p(r j Mr) denotes the distribution of the true position given the measurement
Mr. The measurement o�ers, besides the response intensity, the angle and range
information from its position. For clarity, the measurement is here denoted with
Mr instead of z, due to possible confusions with coordinate axis. Expanding the
integral into the dimensions leads to
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P (Sx = 1 j Mr) =
Z �

��

Z �

��

Z 1

0
P (Sx = 1 j r; �; �) � p(r; �; � j Mr) dr d� d�

=
Z �

��

Z �

��

Z 1

0
P (Sx = 1 j r; �; �) � p(r j Mr) � p(� j Mr) � p(� j Mr) dr d� d� (5.2)

where the second equality comes from the independence of coordinate axis. In
the following, the occupancy probability given the true position is derived in two
di�erent ways. The extended approach derived from Loop et al. [9] shown in 5.3.1
uses carving. This means that the occupancy probability of all points in front of
a surface (e.g. a response) is set to zero. Some researchers describe this method
as using the negative information, where negative indicates a wrong occupancy
hypothesis. In other words, this approach assumes that if there is no response, the
space must be free. While this method is usually valid for laser sensors, it can be
problematic for sonars due to multiple responses along a ray. Sonar signals have
low frequencies and can thus penetrate certain material. Additionally, the opening
angle of a beam, which is around 0:2° for the Blueprint Subsea M1200d [22], can
allow multiple responses. Especially at larger distances, sound waves might pass
objects and hit other ones further away, leading to multiple responses along one
beam. The adapted approach shown in 5.3.2 thus rejects the idea of carving and
treats areas in front of a surface as points with no additional information.

5.3.1 With Carving
The occupancy probability given the true position following Loops approach [9] is
given by

P (Sx = 1 j r; �; �) =

8
><

>:

0 kxk < r ^ \x� 2 f� ���g ^ \x� 2 f����g
1 r � kxk � r + � ^ \x� 2 f� ���g ^ \x� 2 f����g
1
2 otherwise

(5.3)

where r; �; � describe the true coordinates of the surface, kxk, \x� and \x� describe
the measured distance and angles of the point x, �� and �� the angular uncer-
tainties and � the thickness of the surface, equivalent to range uncertainty. While
it is possible to run the calculation on this representation of the function, it will be
easier to have a condition stating 0 probability in the otherwise case to split up the
calculation. This can be achieved by shifting the function by 1

2 . This results in

P (Sx = 1 j r; �; �) =

1
2

+

8
><

>:

� 1
2 kxk < r ^ \x� 2 f� ���g ^ \x� 2 f����g

1
2 r � kxk � r + � ^ \x� 2 f� ���g ^ \x� 2 f����g
0 otherwise

(5.4)
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Now, the uncertainty function for the probability distribution of the position of a
point given the measurement p(r j Mr) has to de�ned. Usually, this is realized
with Gaussian distributions. Loop [9] showed however, that an issue arises from the
in�nite support of the Gaussian distribution and the �nite support of the surface
given by � . They introduced a quadratic B-spline function Q, which is similar to a
Gaussian curve, but has limited support. It has to be mentioned that the original
B-spline function presented in the paper misses the normalization factor and thus
does not integrate to 1. Compensating for that, Q is de�ned as

Q(�; �) =
1
�

8
>>><

>>>:

1
16 (3 + t)2 �3 � t � �1
1
8 (3� t2) �1 < t < 1
1

16 (3� t)2 1 � t � 3
0 otherwise

(5.5)

with t = �
� , where � de�nes the variance of the quantity and � stands for the

di�erence between true coordinate and measurement. The original approach proved
that the ideal choice � is given by half the width of the B-spline function, thus 3�r.
Expanding this knowledge to the three dimensional case, the boundaries are given
by

� = 3�r (5.6a)
�� = 3�� (5.6b)
�� = 3�� (5.6c)

Using this, the distributions of the true position elements given the measurement
are

p(r j Mr) = Q(r � kMrk; �r) (5.7a)
p(� j Mr) = Q(� � \Mr ; ��) (5.7b)
p(� j Mr) = Q(�; ��) (5.7c)

with �r; �� and �� the variances of the distributions along the coordinate axes.
Putting this into equation 5.2 yields

P (Sx = 1 j Mr) =
Z �

��

Z �

��

Z 1

0
P (Sx = 1 j r; �; �) �Q(r � kMrk; �r) �

�Q(� � \Mr ; ��) �Q(�; ��) dr d� d� (5.8)

As Q(� � \Mr ; ��) and Q(�; ��) are not depending on r, they can be pulled out
of the �rst integral

P (Sx = 1 j Mr) =
Z �

��

Z �

��
Q(� � \Mr ; ��) �Q(�; ��)

Z 1

0
P (Sx = 1 j r; �; �) �

�Q(r � kMrk; �r) dr d� d� (5.9)
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At this stage, not only the integrands depend on the variables, but the boundaries
as well. As this results in problematic formulations, the boundaries of P (Sx =
1 j r; �; �) given in equation 5.4 can be rearranged to

P (Sx = 1 j r; �; �) =

1
2

+

8
><

>:

0 r < otherwise
1
2 kxk � � � r � kxk ^ � 2 f\x� ���g ^ � 2 f\x� ���g
� 1

2 kxk < r ^ � 2 f\x� ���g ^ � 2 f\x� ���g
(5.10)

The given integrals in the range [�1;1] can be split up in a part for points lying
outside the boundaries de�ned in otherwise and in a part where the conditions are
met. As a shortcut, the �rst part is given as constant 1

2 . This can be derived math-
ematically in the same way as the following, but can also be shown intuitively. By
de�nition, all sections of the world not covered in the conditions of P (Sx = 1 j r; �; �)
do not receive information from the measurement. Therefore, the occupancy prob-
ability of these points remains the same after the measurement. In log-odds space,
where the probability update happens, a probability of 1

2 results in a zero update.
Thus, the previous occupancy probability is not changed. This intuition proves
valid through calculation, which will not be derived here. However, the probability
for points lying in the boundaries given in P (Sx = 1 j r; �; �) has to be calculated.
For that, the range integral is split up and the boundaries of the angle integrals are
changed as

P (Sx = 1 j Mr) =
1
2

+
Z \x�+��

\x����

Z \x�+��

\x����
Q(� � \Mr ; ��) �Q(�; ��)�

�

"Z kxk

kxk��
P (Sx = 1 j r; �; �) �Q(r � kMrk; �r) dr +

+
Z 1

kxk
P (Sx = 1 j r; �; �) �Q(r � kMrk; �r) dr

#

d� d�

=
1
2

+
Z \x�+��

\x����

Z \x�+��

\x����
Q(� � \Mr ; ��) �Q(�; ��)�

�

"Z kxk

kxk��

1
2
�Q(r � kMrk; �r) dr +

+
Z 1

kxk
�

1
2
�Q(r � kMrk; �r) dr

#

d� d�

=
1
2

+
Z \x�+��

\x����

Z \x�+��

\x����
Q(� � \Mr ; ��) �Q(�; ��) �

�
1
2

"Z kxk

kxk��
Q(r � kMrk; �r) dr �

�
Z 1

kxk
Q(r � kMrk; �r) dr

#

d� d� (5.11)
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The remaining integrals can be solved by substitution. Let u = r�kMrk
�r , v = ��\Mr

��
,

and w = �
��

for more clarity. Then

u =
r � kMrk

�r
�!

du
dr

=
1
�r
�! dr = �r � du (5.12a)

v =
� � \Mr

��
�!

dv
d�

=
1
��
�! d� = �� � dv (5.12b)

w =
�
��
�!

dw
d�

=
1
��
�! d� = �� � dv (5.12c)

and the boundaries of the integrals change to

� 2
�

\x� ���
��

;
\x� +��

��

�
(5.13a)

� 2
�

\x� ��� � \Mr

��
;

\x� +�� � \Mr

��

�
(5.13b)

r1 2
�
kxk � � � kMrk

�r
;
kxk � kMrk

�r

�
(5.13c)

r2 2
�
kxk � kMrk

�r
; 1

�
(5.13d)

Applying the substitution 5.12 and the adapted boundaries 5.13 into 5.11 yields

P (Sx = 1 j Mr) =
1
2

+
Z \x�+��

��

\x����
��

Z \x�+���\Mr
��

\x�����\Mr
��

Q(v) �Q(w) �

�
1
2

"Z kxk�kMr k
�r

kxk���kMr k
�r

Q(u)�r du �
Z 1
kxk�kMr k

�r

Q(u)�r du

#

��dv ��dw

(5.14)

All variances cancel out in the multiplication with their corresponding Q function.
Let Q0 denote the presented B-spline function without the normalization factor 1

� ,
then
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P (Sx = 1 j Mr) =
1
2

+
Z \x�+��

��

\x����
��

Z \x�+���\Mr
��

\x�����\Mr
��

Q0(v) �Q0(w) �

�
1
2

"Z kxk�kMr k
�r

kxk���kMr k
�r

Q0(u) du �
Z 1
kxk�kMr k

�r

Q0(u) du

#

dv dw

(5.15)

Loop et al. [9] showed that the cumulative density of the quadratic B-spline mea-
surement uncertainty function Q(�; �) is given by

Qcdf (�; �) =

8
>>>>>><

>>>>>>:

0 t < �3
1

48 (3 + t)3 �3 � t � �1
1
2 + 1

24 t(3 + t)(3� t) �1 < t < 1
1 � 1

48 (3� t)3 1 � t � 3
1 3 < t

(5.16)

At this stage, it is obvious that the remaining integrals are independent of each
other and can be solved separately. After reordering 5.15, the term looks like

P (Sx = 1 j Mr) =
1
2

+
Z \x�+��

��

\x����
��

Q0(w) dw
Z \x�+���\Mr

��

\x�����\Mr
��

Q0(v) dv �

�
1
2

"Z kxk�kMr k
�r

kxk���kMr k
�r

Q0(u) du �
Z 1
kxk�kMr k

�r

Q0(u) du

#

(5.17)

Solving and plugging in the boundaries yields
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Z \x�+��
��

\x����
��

Q0(w) dw = Qcdf (
\x� +��

��
)�Qcdf (

\x� ���
��

)

��=3��= Qcdf (m+ 3)�Qcdf (m� 3) (5.18a)

Z \x�+���\Mr
��

\x�����\Mr
��

Q0(v) dv = Qcdf (
\x� +�� � \Mr

��
)�Qcdf (

\x� ��� � \Mr

��
)

��=3��= Qcdf (n+ 3)�Qcdf (n� 3) (5.18b)

Z kxk�kMr k
�r

kxk���kMr k
�r

Q0(u) du = Qcdf (
kxk � kMrk

�r
)�Qcdf (

kxk � � � kMrk
�r

)

�=3�r= Qcdf (o)�Qcdf (o� 3) (5.18c)

Z 1
kxk�kMr k

�r

Q0(u) du = Qcdf (1)�Qcdf (
kxk � kMrk

�r
)

= (1�Qcdf (o)) (5.18d)

with m = \x�
��

, n = \x��\Mr
��

and o = kxk�kMrk
�r . Finally putting all terms together

leads to

P (Sx = 1 j Mr) =
1
2

+ (Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�Qcdf (n� 3))�

�
1
2

((Qcdf (o)�Qcdf (o� 3))� (1�Qcdf (o)))

=
1
2

+ (Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3) �

�Qcdf (n� 3)) � �(Qcdf (o)�
1
2
Qcdf (o� 3)�

1
2

) (5.19)

The lengthy derivation of the probability of the measurement given the world re-
sults in an elegant formula. Comparing to the result derived by Loop et al. [9],
the formula has two more factors, one for the angular and one for the elevation
uncertainty. In summary, the occupancy probability given the measurement with
carving is given by

P (Sx = 1 j Mr) =
1
2

+ (Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�Qcdf (n� 3))�

�
�
Qcdf (o)�

1
2
Qcdf (o� 3)�

1
2

�

(5.20)
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5.3.2 Without Carving
The process and the calculations are very similar to the carving case. Only the
changing parts will be presented again. The main di�erence occurs in the occu-
pancy probability given the true position, which is no longer zero for points in front
of the measurement, but 1

2 as well. This corresponds to the statement that no new
information was received. Additionally, the surface thickness estimate is doubled,
with the assumption that the true surface centre is at the point of the measurement.

P (Sx = 1 j r; �; �) =

1
2

+

(
1
2 r 2 fkxk � �g ^ � 2 f\x� ���g ^ � 2 f\x� ���g
0 otherwise

(5.21)

Using the same B-spline model for the measurement Q as de�ned in 5.5 and as-
suming again � = 3�r; �� = 3�� and �� = 3��, the calculation of the occupancy
probability given the measurement is

P (Sx = 1 j Mr) =
1
2

+
1
2

Z \x�+��

\x����
Q(�; ��) d�

Z \x�+��

\x����
Q(� � \Mr ; ��) d��

�
Z kxk+�

kxk��
Q(r � kMrk; �r) dr (5.22)

Applying again the substitution from 5.12, changing the boundaries as de�ned in
5.13 and multiplying the variances into the B-spline functions yields

P (Sx = 1 j Mr) =
1
2

+
1
2

Z \x�+��
��

\x����
��

Q0(w) dw
Z \x�+���\Mr

��

\x�����\Mr
��

Q0(v) dv �

�
Z kxk+��kMr k

�r

kxk���kMr k
�r

Q0(u) du (5.23)

With the de�nition of cumulated density function Qcdf as in 5.16, the result is

P (Sx = 1 j Mr) =
1
2

+
1
2

(Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�Qcdf (n� 3))�

� (Qcdf (o+ 3)�Qcdf (o� 3))

=
1
2

(1 + (Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�

�Qcdf (n� 3)) � (Qcdf (o+ 3)�Qcdf (o� 3))) (5.24)

Same as for the carving case, m = \x�
��

, n = \x��\Mr
��

and o = kxk�kMrk
�r . It is

intuitive that the main di�erence between the two formulas occurs in the range
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term, as the others are not a�ected by the changes. The formula shows that now
the range term has the same shape as the azimuth and elevation angle terms. In
summary, the formula for the occupancy probability given the measurement without
carving is given by

P (Sx = 1 j Mr) =
1
2

(1 + (Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�Qcdf (n� 3))�

� (Qcdf (o+ 3)�Qcdf (o� 3)))
(5.25)

5.4 Sensor Model Validation
In the upcoming analysis, both the carving and the non-carving case will be ex-
amined. By the end of this section, the more suitable of the two will be derived.
In a �rst step, the formulas derived in the sensor model section 5 will be imple-
mented for a single point. This neglects all relation to sonar imagery, but should
just demonstrate that the formulas produce reasonable results. Continuing, the
models will be shown for simulated sonar imagery with two point responses. This
way, the behaviour of the framework for returns with overlapping support will be
shown. And �nally, the real sonar image of a folding chair on the lake 
oor will be
processed.

5.4.1 Point Response
Figure 5.2 shows the results for the carving model for a single point response in
spherical coordinates in probability space. The left image shows the behaviour of
the framework at zero elevation. As expected, the area in front of the point is set to
zero occupancy probability due to the carving. According to the boundaries set in
equation 5.4, a surface thickness � occurs behind the point, stating a high occupancy
probability there. The right image shows the same framework with results o� centre,
thus at non-zero elevation. The blurring along the elevation axis is clearly visible,
as the probabilities o� centre are lower than the ones at zero elevation.
The �gure shows that the carving framework produces results as expected for a
single point response.

Figure 5.2: The results of the carving model plotted for a single point response.
On the left, the results are shown at zero elevation, on the right o� centre. The
probability blurring along the elevation axis is clearly visible.
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Figure 5.3: The results of the model without carving plotted for a single point
response. On the left, the results are shown at zero elevation, on the right o�
centre. The probability blurring along the elevation axis is clearly visible.

Figure 5.3 shows the results for model without carving in probability space. Similar
as for the carving model, the left image shows the probability distribution at zero
elevation, while the right image shows it o� centre. Compared to the carving model,
the area in front of the point is treated the same way as all other areas. According
to equation 5.21, the thickness � of the surface is now centred at the response point.
This takes into account that range uncertainty is present in front and behind the
point.

5.4.2 Two Point Response
In this section, the two models will be used to calculate the occupancy probabil-
ities for a simulated sonar image containing two point responses, placed at (171,
220) and (342, 220), respectively. The coordinates correspond to vertically centred
points on the �rst and second third mark along the horizontal. This test should
show the behaviour of the models for overlapping responses. For that, the variances
in the models were chosen such that an overlap happens. Additionally, the scale
is changed from probability space to log-odds space to easily combine the results.
The reader is reminded that the log-odds space is de�ned in the range [�1;1].
For clarity, the results are only shown at zero elevation, as the elevation blurring
has already been illustrated before.
Figure 5.4 shows the performance of the models applied on the two point response
image. The scale shows that the models become more certain about free and oc-
cupied space where the supports of the responses overlap. It has to be mentioned
that, in log-odds space, the carving model creates negative values due to its usage
of negative information. On the other hand, the model without carving never falls
bellow zero, thus 1

2 in probability space. This is intuitive, as no negative information
is used that could push the probability below the prior.



47 5.4. Sensor Model Validation

Figure 5.4: The colour maps illustrate the overlapping support functions for the
carving model (left) and the non-carving model (right).

5.4.3 Folding Chair

Two Dimensions

Now, the models will be tested on a real sonar image showing a folding chair on
the lake 
oor, see �gure 5.5. It is the same 
oored image derived in the image
preprocessing 4.

Figure 5.5: The 
oored image of a folding chair on the lake 
oor as an example for
real sonar imagery.

Figure 5.6 shows the results of the models applied to the chair image in two dimen-
sions. The left image displays the output of the carving model. By visual inspection,
it becomes clear that the model is very sure about free space, but has problem to
identify occupied space. Compared to �gure 5.5, the chair is almost gone. This is
mainly due to the carving in
uence of the lake 
oor responses.
On the right side, the results from the model without carving is shown. As explained
before, the model does not produce values bellow zero due its lack of negative in-
formation usage. However, the model becomes very sure about occupied space and
also identi�es free space accordingly. This is a very promising result, as the level of
detail is relatively high.
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Figure 5.6: On the left, the result of carving model applied to the folding chair
image. The model struggles to maintain occupancy information. On the right, the
same for the model without carving, showing much better results.

Three Dimensions

In this last step, a three dimensional plot of the results will be presented. As shown
in the previous section, the model without carving produces better results than the
carving model. Therefore, only the non-carving model will be shown here in the
three dimensional environment. Figure 5.7 shows a three dimensional rendering of
the results. The elevation variance was chosen much larger than the angular and the
range variance to show its e�ects. Each feedback is multiplied with a Gaussian-like
quadratic B-spline function to adjust for elevation uncertainty. Figure 5.8 shows a
top view of the same rendering, making clear that the underlying two dimensional
image is still visible.

Figure 5.7: A three dimensional rendering of the results of the probability calcula-
tion based on the chair image from the sonar point of view.

In summary, the sensor models derived in chapter 5 are valid and produce the
expected results. It was shown that the model without carving produces performs
better, as it is more certain about occupancy.
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Figure 5.8: The top view on the three dimensional rendering of the probability
calculation shows detected returns. The chair and its legs are clearly visible.

5.5 Probability Scaling
The sensor model derived and validated in this chapter fuses uncertainties from
various sources, such as the pose estimator and the elevation information recovery.
Therefore, the model states how certain we are about the position of the return
by summarizing the e�ects of named uncertainties. However, the framework does
not cover the uncertainty if a return is actually present at all. An elegant way to
achieve this is by limiting the impact a single measurement can have. A solution to
that is probability scaling, where the range of possible probabilities in the update
is restricted.
In practice, the calculated occupancy probability is scaled from the range [0; 1] to
a smaller range [ 1

2 � �;
1
2 + �], with � 2 [0; 1

2 ]. By observation, the adapted range
looks very similar to the derived sensor model P (Sx = 1 j Mr). In fact, the �rst
summand indicates the centre at 1

2 , while the second summand in both formulas
take values in the range [� 1

2 ;
1
2 ]. By pre-multiplying the second summand with a

scaling factor � 2 [0; 1], the scaling can be achieved very easily. This results in the
following updated formulas for the case with carving

Pscaled(Sx = 1 j Mr) =
1
2

+ �(Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�

�Qcdf (n� 3)) � (Qcdf (o)�
1
2
Qcdf (o� 3)�

1
2

) (5.26)
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and for the case without carving

Pscaled(Sx = 1 j Mr) =
1
2
� (1 + �(Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�

�Qcdf (n� 3)) � (Qcdf (o+ 3)�Qcdf (o� 3))) (5.27)

Intuitively, � = 1 corresponds to the original, unscaled state and � = 0 to a con-
stant occupancy probability of 1

2 with no new information. A suitable value for �
has to be found empirically. A reasonable initial guess is � = 0:5. The range of
probabilities in probability space is then [0.25, 0.75]. In other words, a single return
receives at maximum 75% impact capability compared to the unscaled case. The
update in log-odds space is thus bounded in the range

�
ln
� 1

2 � 0:5 � 1
2

1� ( 1
2 � 0:5 � 1

2 )

�
; ln

� 1
2 + 0:5 � 1

2

1� ( 1
2 + 0:5 � 1

2 )

��
� [�1:1; 1:1] (5.28)

This adapted range of the update in log-odds means in practice that, for every
return, the occupancy probability of a point in log odds-space can maximally be
reduced or increased by 1:1.
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Chapter 6

Occupancy Map

In this chapter, the practical implementation of an occupancy map on the basis of
the derived sensor model will be presented. In practice, there are several aspects to
be resolved, such as the unbounded log-odds space, the de�nition of an occupancy
threshold and free space compensation. In the following sections, approaches for
these problems will be discussed.

6.1 Clamping
In 3.2.2, the log-odds transform was introduced to move the probability update
in a space, where the updates could just be summed. This transform has many
advantageous, but comes with one signi�cant drawback, namely, that the space is
unbounded. This means that the log of occupancy probability of a point can grow
to positive or negative in�nity with probabilities close to 0 and 1 or with many
accumulated observations. In 5.5, the probability scaling was introduced to limit
the update a single return can create. Even though this has as well signi�cant impact
on the speed of growth of the probability in log-odds space, the property remains
unbounded. The main reasons to avoid this in�nite growth are the memory cost
for storing and handling very large numbers and the limited use of high precision
of occupancy probabilities close to one.
Clamping is a common approach to limit the growth of the probabilities in log-odds
space. Applying clamping means to set a high !high and a low threshold !low,
above and below which no further update is performed. If an update would over-
or undershoot the threshold, the clamping thresholds would be imposed. Typical
values are !high = 0:99 and !low = 0:01. In log-odds space, these values become
�4:59. In theory, the thresholds do not need to be symmetric, but it makes sense for
the present case. Setting the clamping thresholds is one of the tuning parameters
of the model, as the thresholds de�ne how much "counter-evidence" is needed for
the conclusion to change. Taking the example scaling factor of � = 0:5 given in 5.5,
the maximum update per return is �1:1. This means that it takes approximately 4
individual returns to remove the evidence for a conclusion. In reality, this number if
a lot smaller due to overlapping return supports. In summary, clamping limits the
range of probabilities in log-odds space and tuning the thresholds is the set screw
to how fast the model changes its conclusions.

52
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6.2 Serialization
This section focuses on the reduction of computational cost by serializing the sensor
model given by the formulas 5.20 and 5.25. In two dimensions, the output of the
formulas applied on all returns of an input image is a probability matrix of the
same size as the image, called base matrix. An original image thus results in a 440
x 512 matrix, while the downsampled image in a 110 x 128 base matrix. For the
three dimensional case, the number of elevation levels is a set screw to tune. The
output of the formulas result in a three dimensional matrix, here called probability
tensor, built from stacked layers of probability matrices. For a downsampled image
and eleven elevation levels for example, the tensor is of shape 110 x 128 x 11. This
is a rather high number of data points to be calculated and revisited. In practice,
as few as possible calculations should be performed, where serialization comes into
play.
Visual inspection shows that the formulas consist mainly of three factors of simi-
lar shape and a constant o�set of 0:5. Each factor is independent in its direction,
meaning that one contributes the range, one the angular and one the elevation un-
certainty. The independence of these factors allow to serialize the calculation of
these models.
In theory, all three dimensions can be calculated separately and fused in a �nal
calculation step. However, in the zero elevation plane, the support of the models of
two neighbouring returns overlap, which makes the serialization less e�ective. Still,
some points have to be revisited several times for multiple overlapping supports.
Additionally, the de�nition of the range and azimuth angle variances �r and ��
allow to limit the support area signi�cantly. Low variances already result in lower
computational cost.
However, the elevation dimension o�ers great potential for cost saving. In this di-
rection, no overlapping supports occur, as there are no returns along this axis. This
results in a very practical property, namely, that the elevation factor is constant for
all points at a certain elevation level, therefore for a horizontal slice in the proba-
bility tensor. Using this knowledge, the probability matrix at zero elevation (image
plane) can be calculated independently of the elevation factor. Only later, this base
matrix is multiplied with the corresponding factors to create elevation levels. In
a more graphical understanding, applying a gaussian-like uncertainty function to
every single point gives the same result as applying one gaussian-like uncertainty
function to the entire zero elevation plane. In the following, the no-carving formula
with the scaling factor 5.28 will be serialized according to the derivations. The
procedure is then similar for the carving case.
The original formula is given by

P (Sx = 1 j Mr) =
1
2

+
1
2
�(Qcdf (m+ 3)�Qcdf (m� 3)) � (Qcdf (n+ 3)�

�Qcdf (n� 3)) � (Qcdf (o+ 3)�Qcdf (o� 3)) (6.1)

Let f stand for the range factor Qcdf (o+ 3)�Qcdf (o� 3) and g and h for azimuth
and elevation angle factors, respectively. The formula then reads as

P (Sx = 1 j Mr) =
1
2

+
1
2
� � � f � g � h (6.2)
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For the zero elevation plane, the elevation factor has no impact, therefore

P 0(Sx = 1 j Mr)
�=0=

1
2

+
1
2
� � � f � g (6.3)

The elevation factor h can now be evaluated for discrete elevation levels. To �nd the
probability matrix at a certain elevation level, the elevation factor can be multiplied
to the base matrix P 0. However, a compensation factor � has to be introduced to
compensate for the multiplication of h with the summand 1

2 as

P�(Sx = 1 j Mr) = P 0(Sx = 1 j Mr) � h(�) + � (6.4)

By requiring the same results for the original and the serialized case, � can easily
be derived as

� =
1
2

(1� h(�)) (6.5)

Plugging this into 6.4 leads to

P�(Sx = 1 j Mr) = P 0(Sx = 1 j Mr) � h(�) +
1
2

(1� h(�)) (6.6)

Back substitution shows that 6.6 and 6.1 are indeed equivalent for a �xed elevation
level. This derivation shows that the probability tensor can be calculated by �rst
deriving the zero elevation base matrix and then adding the elevation components.
The e�ects on the computational cost can be estimated by the number of function
evaluations that have to be performed. For the regular case, all three factors have
to be evaluated for every entry in the probability tensor. Therefore, each entry
requires six evaluations of the Qcdf function. Assuming for example a low number
of 11 elevation steps and a downsampled image of size 110 x 128 pixels, this leads to
over 84’400 evaluations for the zero elevation layer and over 929’000 evaluations for
the entire tensor. In comparison, the serialized case only requires four evaluations
of Qcdf per pixel in the base plane and in total 11 � 2 = 22 evaluations for the
elevation factors, two evaluations per elevation level. This results in little over
56’300 evaluations for the entire probability tensor. This corresponds to a reduction
of almost 94% of Qcdf evaluations compared to the standard approach. It has to
be mentioned though that additional multiplications have to be performed for the
serialized case. Their in
uence, however, is negligible compared to the impact of
Qcdf evaluations.
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6.3 Interpolation

In 3.2.1, it was shown that the occupancy map is built from voxels de�ned in carte-
sian space. Voxels are equally sized cubes that contain their position information
and additional attributes. The sensor model, however, works on the image points
and is therefore based on spherical coordinates. Assuming constant angle and range
increments, the volumetric elements in spherical space are not equally sized. Sphere
segments close to the sensor are very small, whereas elements at outer ranges be-
come very large due to growing arc segment lengths. As a result, the probability
that is derived by the sensor model for individual image points has to be transferred
to the cartesian map space.
In a �rst step, the a�ected voxels in cartesian space have to be identi�ed. Here, the
de�nition of the �eld of view (FOV) given in 3.1.3 comes into play. Using the co-
ordinate transforms given in 3.1.2, the current sensor pose in cartesian coordinates
can be derived. Applying standard coordinate frame transforms, the �eld of view
of the sensor in the global cartesian frame is obtained. From the perspective of
the mapping algorithm, this allows for a simple check to determine a�ected voxels.
By iterating through the map, voxels in the current FOV are labelled for further
update, while all others are disregarded.
In a next step, the data points in spherical coordinates relevant for an individual
voxel have to be identi�ed. For that, the centre of a previously for update labelled
voxel is mapped to spherical coordinates and the closest neighbours are derived.
Upon knowing all relevant data points for the update, the interpolation process can
be started. Kang illustrated the technique of trilinear interpolation to extract infor-
mation in three dimensions from an external frame [30]. Figure 6.1 shows the basic
setup assuming an equally spaced cartesian grid. The method performs seven linear
interpolation steps to �nd the desired quantity at point p. The lengthy formulas will
not be presented here, however, they can be easily derived by performing the nested
interpolations. The method, originally introduced for colour values in volumetric
grids, can as well be implemented for the derivation of probability values. Using
the closest neighbours derived by the last step, the interpolation method, for the
remainder of the chapter indicated by T (), can be applied to �nd the probability
update value.

6.4 Free Space Compensation

In 5.4, it was shown that the no-carving model performs generally better. However,
it comes with the major drawback that no occupancy probabilities bellow 0.5 can
be generated due to it ignoring negative information. As a result, noise and weak
signals can leave traces in the map, as no handle exists to remove them. This be-
haviour is obviously not desired because the noisy imagery of the sonar might lead
to many accumulated artefacts.
To counter this, free space compensation is introduced. The basic idea is to reduce
the occupancy probability of all points in the current �eld of view by a small value.
Points, that are truly occupied, will be merely a�ected by the reduction, as the
values created by signals are signi�cantly larger. But over time, truly free space
will be labelled as such, when many observations are accumulated. By the working
principle of this method, negative information is implicitly used. Let Pocc denote
the occupancy probability of a voxel in log-odds space after the interpolated update
and �P the compensation factor. Then, the �nal occupancy probability after one
update step, thus after one image, is given by
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Figure 6.1: The trilinear interpolation method presented by Kang [30] uses seven
linear interpolation steps to derive the value at the desired location p.

Pocc;new = Pocc ��P (6.7)

6.5 Update Algorithm
This section summarizes all derivations made in the previous chapters and presents a
pseudo-code for the update algorithm in 1. On a basic level, the algorithm consists of
Three main parts. First, the preprocessed input image is used to derive a probability
tensor, as shown in lines 5-9. This tensor contains the overlapping supports of the
sensor model evaluated for all returns in the image. For every new image, this
tensor is calculated anew. Second, all voxels in the map are reviewed and sorted
according to their position in the �eld of view. All voxels, which are not visible,
do not get an update and the algorithm continues. The last part is the update of
the voxels in the current view. For that, the interpolation method is called on the
corresponding position of the voxel in the probability tensor. The interpolation of
the occupancy probability is shown in line 11. Finally, line 12 shows the free space
compensation, where the occupancy probability of each voxel in the current �eld of
view is reduced by a constant factor.
The algorithm is called for every incoming sonar frame. One can imagine that
the computational cost for the calculation of the probability tensor and for the
interpolation are rather high, which makes them key contributors to computation
time. The in
uence of the voxel reviewing in line 10 would have to be examined
further, if timing becomes critical.
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Algorithm 1 Voxel Update Algorithm
1: I = Preprocessed Input Image
2: PTensor = Probability Tensor
3: SM() = Sensor Model
4: T () = Interpolation Function
5: for Pixel in Image do
6: if Ir;� > 0 then
7: PTensor  SM(Ir;�)
8: end if
9: end for

10: for Voxels in FOV do
11: p(Sx) = T (PTensor(r; �; �))
12: p(Sx) = p(Sx)��P
13: end for

6.6 Occupancy Threshold
The formulas derived in the sensor model section 5 provide a probability of oc-
cupancy. However, this value has to be interpreted to build a binary map with
occupied and free voxels. To build a map from the calculated values, a threshold
� 2 [0; 1] in probability space is introduced. This threshold is the set screw to tune
the model. The higher the threshold, the lower is the false positive rate, meaning,
the more sure the model is about occupancy. On the other side, the lower the
threshold, the lower is the false negative rate. In other words, the model is more
sure about free space. Additionally, a low threshold is prone to noise error and
introduces artefacts, whereas a high threshold tends to neglect true occupancy and
thus missing objects. It is therefore important to tune the threshold as good as
possible for a given use-case, which is more than often an empirical trial and error
process.
For the area of occupancy mapping for navigation and localization tasks, false neg-
atives, thus occupied space labelled free, is very dangerous. Collisions with objects
or the sea 
oor can not only cause damage to the platform, but can also disturb
the state estimation process signi�cantly. As a result, it is reasonable to assume a
rather low threshold to be suitable. After the de�nition, the threshold given in the
probability space has to be transformed to the log-odds space.

In occupancy space: � (6.8a)

In scaled space: �scaled =
1
2

+ �(��
1
2

) (6.8b)

In log-odds space: �log = ln(
�scaled

1� �scaled
) (6.8c)

Using the scaling value � = 0:5 and a threshold � = 0:75 in occupancy space as an
example leads to an �scaled = 0:625 in scaled space and thus �log = 0:511 in log-odds
space. Every point with a value above this threshold is considered to be occupied,
everything below to be free.
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Chapter 7

Integration in Voxblox

After the model validation shown in 5.4 and the practical aspects for occupancy
mapping presented in 6, the �nal step is the integration of the novel approach
into Voxblox. Voxblox o�ers tools for map update and visualization, which allow
to further test and analyse the behaviour of the model. For this work, the scope
stays in the implementation, while testing and visualization will be open tasks.
In 2.4, Voxblox was introduced on a basic level as a mapping and path planning
library. It is built for the usage with point clouds created from depth cameras or
Lidars and performs very well in comparison to other state of the art methods. It
was shown, however, that the current implementation of Voxblox has di�culties
to handle uncertainty, which makes it hard to use for underwater robotics. But
as a 
exible volumetric voxel-based system, it can basically represent any three
dimensional �eld with independent cells. Therefore, with some changes, it can
represent occupancy maps too. For the integration, the general structure of the
original Voxblox will be �rst examined in more detail, before the adaptations needed
will be shown. The upcoming analysis does not claim to be complete, but rather
focuses on the parts relevant for the project.

7.1 Structure

7.1.1 Old Structure
In the following structure analysis, Voxblox will be broken down top to bottom, from
a very general description to the explanation of individual modules. As a starting
point, Voxblox takes the sensor output as input and performs calculations on it.
The results of these calculations are then used to build, update and maintain a map
that enables, among others, path planning. Voxblox can be used as a stand-alone
library, but more often, it is used in a Robot Operating System ROS network. A
dedicated package exists that handles all communication over ROS. For underwater
robotics, where an entire system has to communicate, the implementation with
ROS is unavoidable. Figure 7.1 shows the general data 
ow of Voxblox in a bit
more detail.
Voxblox is built for the usage with pointclouds, which often originate from depth
cameras or Lidars. Pointclouds are three dimensional return arrays that collect
returns created on the basis of the time-of-
ight principle. As explained in 2.4,
Voxblox creates Truncated Signed Distance Fields (TSDFs) to reconstruct surfaces.
The TSDF-Server is one of the key modules of Voxblox and handles all commu-
nication regarding TSDF information and incoming sensor messages. It can be
understood as some sort of post o�ce that collects the published data from the
sensor, prepares it and hands it over to the TSDF-Integrator, where the TSDF map
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Figure 7.1: The original structure of Voxblox illustrated on the simpli�ed data 
ow
from sensor output to visualization.

building happens. As the name suggests, the TSDF-Integrator uses the information
extracted from the pointclouds and fuses it into the map. On a side note, it can be
mentioned that the current implementation of Voxblox uses ray-tracing, therefore
a method to make use of negative information (carving). For each return, a ray is
drawn from the origin (sensor position) to the respective point. All voxels along the
ray are labelled as free and excluded from further calculations. The voxels a�ected
by the return are updated according to the results of the TSDF calculation. Upon
�nishing the map update, the integrator returns to the TSDF-Server. In theory,
the TSDF map can already be used as it is an implicit surface representation. In
Voxblox, the TSDF map is used to build Euclidean Signed Distance Fields (ESDFs),
with which path planning can easily be performed. The visualisation modules are
built such that they can publish various properties, such as slices, the TSDF or
ESDF maps and surface reconstructions.

7.1.2 New Structure

As a part of this work, the integration of occupancy mapping into Voxblox can be
achieved by creating new modules replacing the TSDF-related elements in the old
structure. As a matter of fact, the occupancy elements can be implemented on the
side as a new module, without changing much to the original structure of Voxblox.
A basic occupancy integrator with pointcloud input is already implemented, but is
not fully connected to the rest of Voxblox. For the main part, the remaining changes
focus on the TSDF-Server and the TSDF-Integrator, which will be replaced by a
new occupancy server and integrator. Figure 7.2 shows the adapted data 
ow.
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Figure 7.2: The updated structure of Voxblox used for occupancy mapping illus-
trated on the simpli�ed data 
ow from sensor output to visualization. Main changes
occur for the input server and the integrator.

The sensor output is no longer a pointcloud, but an intensity image, which can
be handled as a 2D grey-scale image. As before, the occupancy server manages
all communication with ROS. It gets the images from the sensor and puts them
into a queue. Furthermore, the image preprocessing described in 4 is performed
in the occupancy server and has to be implemented accordingly. This allows to
clearly separate the actual image handling from the probability calculation and
map update. In summary, the entire pipeline of sensor output message handling
has to be adapted to now work with 2D imagery instead of pointclouds.
After the image preprocessing, the server hands the 
oored and compressed image
over to the integrator. The general functionalities here are the same as described
in the pseudo-code 1. In comparison to the original Voxblox implementation, a
completely new integrator has be to implemented. The occupancy integrator is the
part containing the derived new sensor model from 5. It calculates the probability
tensor from the preprocessed image, looks for a�ected voxels and performs the
update on the map. This as well includes the trilinear interpolation described in
6.3. Compared to the original Voxblox implementation, a lot more calculations are
now performed. It is very likely that this leads to higher computation times, but
this would have to be tested in a one on one comparison of an identical 3D volume.
From there on, the data 
ow is very similar to the one in the old structure. The
occupancy server publishes the updated maps and provides them to the ESDF-
Server and the visualisation modules. The latter two only need minor changes to
work with the provided occupancy maps, because ESDF-maps can be built from
occupancy maps as well as from TSDF maps.
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7.2 Testing

For the scope of this work, the testing is rather rudimentary. After showing that the
derived sensor models are valid in 5.4, the testing in Voxblox focuses on the correct
implementation. To achieve that, a sonar simulator created at ETH Zurich is used
to create sample images. With the simulator, it is possible to create subsequent
images with known poses to recreate a real motion scenario. Figure 7.3 shows
an example image displaying a cubic object and a cage on an uneven, sandy 
oor.
Visual comparison makes clear that the imagery from the simulator has only limited
meaningfulness, as the 
oor creates a lot more high intensity returns than the one
in the chair image used earlier. Additionally, the omnipresent crosstalk noise in the
original image and the range-dependent image degradation are missing. Overall,
the simulator imagery is useful to test the general implementation in Voxblox, as
it can be considered an easier case than the real one with the missing noise. But
proper testing would in a next step require true sonar data.

Figure 7.3: An example image from the sonar simulator. Missing noise and image
degradation and the overly present high returns of the 
oor result in low overall
meaningfulness of the simulator imagery. However, it can be considered an easy
test case to validate the occupancy implementation in Voxblox.

The testing shows that the implemented occupancy server is working. The sonar
simulator image is published together with the sonar pose from a separate script to
replicate a true sonar publisher. The incoming images are put in a queue, which
works on the �rst in �rst out (FIFO) principle. The current image is then extracted
from the queue and the coordinate frame transforms between world frame and sen-
sor frame are performed. In a next step, the image preprocessing happens, where
the image is 
oored and compressed. Last but not least, the image is handed over
to the integrator successfully. This corresponds to the desired work 
ow described
previously in 7.1.2.
The occupancy integrator receives the image from the server and aims to update the
map accordingly. The integrator as the newly designed core part of the occupancy
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implementation required special attention to work properly with the remaining char-
acteristics from Voxblox. Therefore, the interfaces to the occupancy server and to
the map representation, thus the voxel handling, are crucial.
Voxblox uses a specialized indexing system, where voxels are grouped into blocks
of 16. Additionally, Voxblox builds the map as it grows, thus, unvisited areas are
not yet initialized. As a result, �rst the a�ected blocks have to be identi�ed and
the memory capacity allocated. For the current implementation, this is done with
a measurement independent bounding box. In the future, a method to dynamically
grow the map based on the current measurement will reduce the allocated memory
by the unnecessary parts. All blocks inside that bounding box are revisited. In
each block, the voxels indices are extracted and projected into the sensor frame.
By doing so, it can easily be checked if a voxel is in the current FOV. If the check
is passed, the trilinear interpolation function calculates the interpolated value from
the probability tensor using the projected indices. As the �nal step, the interpo-
lated probability is written to the voxel properties.
Figure 7.4 shows a three dimensional rendering of the result. The input stream is a
sequence of images created from the sonar simulator. The pointcloud uses intensity
values corresponding to the occupancy probabilities and encodes them in a colour
scheme. In the same rendering, occupied voxels are displayed, again with a colour
code. All displayed voxels exceed the occupancy threshold set for this example. It
has to be mentioned that the parameters of the model are not speci�cally tuned
for the case given. Therefore, the results proof the continuous update, the free
space compensation and the underlying concepts valid, without giving information
about the map quality. Figure 7.5 shows then a slice at a �xed z-coordinate of the
pointcloud. The colour scheme again indicate the occupancy probabilities calcu-
lates by the model. In summary, the aforementioned interfaces between server and
integrator and between integrator and voxel handling work as intended and make
the newly implemented modules valid extensions to Voxblox.

Figure 7.4: A 3D rendering of the model output on the basis of an image sequence
created in the simulator. The pointcloud displays the occupancy probabilities at
the grid points, whereas the boxes display the voxels that exceed the occupancy
threshold.
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Figure 7.5: A slice at a �xed height z through the pointcloud shown in 7.4. The
colour scheme indicates the calculated occupancy probabilities.
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Chapter 8

Conclusion

8.1 Summary

Mapping is one of the key contributors to successful autonomous mobile robotics.
Particularly navigation, but as well object localization, recognition and manipula-
tion depend on precise and computationally a�ordable mapping. While for aerial
and land robotics techniques based on depth cameras and Lidars are predominant,
sonars are the preferred sensor choice for underwater robotics. Being more reliable
in the di�cult environments of turbid water with low illumination levels, they over-
come the limitations of light-based sensors. However, forward-scan sonars come
with an own set of challenges, including noisy imagery and the loss of elevation
information.
To counter the overly present noise in the sonar images, a representative analysis
of the intensity values on an example image of a folding chair on the lake 
oor was
performed. It showed that many returns in the image have low intensity values and
might thus originate from noise. A valid solution was found in the 
ooring opera-
tion, which had similar e�ects to a contrast enhancement. To reduce the number
of pixels, on which the calculations would have to be performed, a percentile com-
pression was introduced that preserved the variance of the data, thus the intensity
distribution.
Leaving the image preprocessing, a novel sensor model was introduced that included
a new approach to tackle the loss of elevation information in forward-looking sonar
imagery. By implementing an uncertainty model with �nite support along all three
coordinate axes, various uncertainties can be fused into one. Even though pose un-
certainty and measurement uncertainty are fundamentally di�erent problems, they
have a similar e�ect on the mapping process. Namely, they make recovering the
position of objects more di�cult, thus unsure. Therefore, the introduced uncer-
tainty model allows to be tuned by the variance of the underlying function, which
results in more or less certainty about the position of the object. Along the ele-
vation dimension, the uncertainty model can be tuned as such that it covers the
entire elevation angle of the sonar. Like this, the model is implicitly building the
elevation of objects in three dimensions over multiple observations. In compari-
son to existing techniques, this approach has signi�cant advantages. Probably the
biggest is the ceasing of hard requirements towards the environment or the sensor
pose. The presented method can be used in any environment and regardless of the
motion of the sensor. The resulting sensor model fuses the uncertainties along all
three dimensions in a single formula, where one was derived for the carving and
non-carving case each.
The model validation proved that the derived sensor models work as intended on
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point responses, before the results on the folding chair image showed the advanta-
geous of the non-carving model. Due to the function principle of the sonar, multiple
returns along one beam can occur, which will get overridden by the furthest response
in the carving model. This resulted in high certainty about free space, but did not
prove valid for navigation tasks. The non-carving model, however, looked very
promising and the results were as expected. With high certainty about occupancy,
the non-carving model seemed to be a lot better suited for occupancy mapping in
navigation tasks. However, it came with the inverse problem of the carving model,
as no handle to reduce occupancy probability was available.
Following the non-carving modelling approach, several supporting techniques were
introduced for the model to perform better. The free space compensation provided
a handle to remove artefacts created from noise and to introduce more certainty
about free space. The clamping solved the problem of high values in log-odds space,
which are expensive to handle. The implementation of probability scaling created
a handle to limit the impact a single measurement can have on the map. This way,
the amount of counter-evidence needed to switch conclusion is implicitly modelled.
The serialization approach introduced reduced the amount of function evaluations
in three dimensions by over 94% and the occupancy threshold allowed to easily
derive a binary map from the calculation probability values. Finally, the concept of
trilinear interpolation was introduced to transfer the probability values from spher-
ical coordinates to the cartesian grid of the map.
Voxblox as a mapping and path planning library o�ered many valuable tools for
further testing of the derived sensor model. To integrate the proposed sensor model
into Voxblox, an additional occupancy module was created that takes sonar imagery
as an input, performs the image preprocessing, calculates the probability tensors
and updates the occupancy map. Making use of the integration of Voxblox in ROS,
the modules could be set up such that they work either with true sonar imagery
or with imagery created from a sonar simulator. Rudimentary testing proved the
integration of the occupancy modules valid and further testing can be performed.
In summary, the goals de�ned in 1.4 have been ful�lled. A novel sensor model was
introduced that overcomes known limitations. The implementation of the derived
sensor model in an occupancy mapping framework was successful and the integra-
tion into Voxblox allows now for further testing and research on the behaviour of
the model.

8.2 Future Work

8.2.1 Optimization Process

This thesis ends where the practical testing and optimization process begins. Us-
ing the implementation in Voxblox, the sensor model has to be proven valid for
sequences of images. Enabling the visualisation tools of Voxblox to display oc-
cupancy maps will be a key aspects for understanding the model’s behaviour over
multiple images. Tuning of the model parameters, particularly the model variances,
the scaling factor and the occupancy threshold, will have to be done empirically ac-
cording to the performance of the model with various input sequences. It is very
likely that, depending on the sonar type and environment, di�erent parameters
might perform better. A trade-o� decision would be unavoidable in this case.
Probably the most work lies in the optimization of the computational cost. The
ultimate goal is to build a framework that runs onboard an underwater robotic plat-
form in real time. This requires as well the de�nition of the sampling rate needed
for proper map building. The �nal step of testing is then the appliance of a path
�nding algorithm on the occupancy map created from the model. In simulated and
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real cases, this will show how well the model actually performs and how useful the
derived maps for navigation tasks are.

8.2.2 Future Research
The proposed approach for the volumetric mapping from sonar imagery has many
advantageous, which have been discussed in previous sections. However, there are
as well some serious limitations that require further research. Particularly in the
theoretical derivations, various assumptions have been taken, which might or might
not proof valid for practical usage. In the following, some of the areas of further
research will be presented.
The mathematical derivation of the sensor model was based on a Markov assump-
tion, which states that all previous states are summarized in the current state.
Therefore, the prediction of the next state would only depend on the current state.
This does not need to be true, as there might be factors to the mapping process
that do not ful�l the Markov assumptions. An example for that could be water
current created by tidal motions. The AUV, and thus the sonar sensor, can expe-
rience it in ocean environments or brackish waters. Further research could explore
the consequences and positive e�ects on the sensor model if the Markov assumption
is weakened or rejected.
Another signi�cant limitation is the assumption of independent occupancy voxels.
By ignoring the information that the world is continuous and that certain proper-
ties, such as occupancy, usually occur in larger areas, the model loses capabilities in
deduction. For example, it is very unlikely that a portion of the world represented
by a voxel is free, if all surrounding voxels are occupied. As a consequence, further
research could be performed on the possibilities to extend the current model to use
this information and make therefore reasonable deductions about the worlds true
state. It has to be mentioned though, that removing the independence assumption
increases the models complexity signi�cantly and the e�ects on the computational
cost would have to be examined closely.
The approach for the elevation information recovery presented in this work allows
to perform the reconstruction without hard requirements. Compared to existing
techniques, this enables the implementation in various environments and use-cases.
However, the reconstruction of elevation information through uncertainty has its
own set of drawbacks. Most dominantly, the highest occupancy probability is as-
signed to the points at the centre of the elevation cone, indicated by zero elevation.
As a result, areas of the world that have been rarely seen or not seen at various
elevation levels have imprecise reconstruction and possibly artefacts. Testing and
further research is required to understand the impact of that limitation on the map
quality and to come up with adequate solutions. Possible approaches could involve
the usage of a di�erent type of uncertainty model with 
atter curve or the imple-
mentation of multi-hypothesis reasoning for multiple viewpoints.
Finally, the image preprocessing performed in this work focused on the imagery re-
ceived from Tethys Robotics [3] and is therefore not representative. It is reasonable
to assume that the presented noise countermeasures and downsampling techniques
have their limitations for other environments. Additionally, the analysis on a single
image does not take temporal e�ects into account, which might create a signi�-
cant impact. Further research should focus on imagery from various sources and
environments to get a more complete understanding on how noise can be reduced
e�ectively. By analysing subsequent images from the same stream, temporal e�ects
can be extracted that might help to further improve the image preprocessing and
the modelling.
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