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Abstract

We introduce a new methodology for inference of fluid composition from mea-
surements of mineralogical or chemical compositions, expanding upon the use of
reactive transport models to understand hydrothermal alteration processes. The reac-
tive transport models are used to impute a latent variable explanatory mechanism in
the formation of hydrothermal alteration zones and mineral deposits. An expectation
maximisation algorithm is then employed to solve the joint problem of identifying
alteration zones in the measured data and estimating the fluid composition, based on
the fit between the mineral abundances in the measured and predicted alteration zones.
Using the hydrothermal alteration of granite as a test case (greisenisation), a range of
synthetic tests is presented to illustrate how the methodology enables objective infer-
ence of the mineralising fluid. For field data from the East Kemptville tin deposit in
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Nova Scotia, the technique generates inferences for the fluid composition which com-
pare favourably with previous independent estimates, demonstrating the feasibility of
the proposed calibration methodology.

Keywords Inference - Reactive transport modelling - Hydrothermal alteration -
Optimisation - Fluid composition

1 Introduction

Big data and small data approaches combined with geological expert knowledge have
been employed to obtain insight from measured chemical or mineralogical composi-
tions. Small data approaches are characterised by the screening of large data sets to
obtain a subset of high-quality data for a subsequent interpretation (e.g. Herzberg et al.
2010). In contrast, big data approaches rely on statistical methods to analyse large data
sets to discover groups and trends (e.g. De Souza et al. 2019). Both approaches rely
on expert knowledge of the geological context to make sense of the compositional
groups discovered, to screen the measurements prior to analysis, and to adjust param-
eters related to the statistical methods, for example, the minimum separation between
the clusters to be identified. This is often an iterative, subjective and qualitative process.

Reactive transport models enable numerical simulation of the hydrothermal alter-
ation processes that have led to the observed groups and trends, and thus can contribute
to an understanding of the underlying processes (e.g. Halter et al. 1998; Geiger et al.
2002). Assuming that a reactive transport model can be formulated that is a good
approximation of the geological processes, some of its parameters, such as the com-
position of the fluid entering the system, will still need to be defined. In the absence
of any other sources of information, a natural choice for the fluid composition is the
one that leads to the smallest difference between the measured data and the modelled
data.

Provided that chemical reactions go to their completion, hydrothermal alteration
due to fluid infiltration at constant temperature and pressure leads to the formation of
zones with distinctively different mineralogical and chemical compositions. Calibra-
tion of the underlying model relies on quantifying how well the modelled alteration
zones match measured data, and this requires the assignment of each measurement
to an alteration zone. For a well-characterised borehole or geological outcrop, the
assignment might be trivial, but this is no longer the case when faced with random
samples of an alteration system.

A similar problem occurs when fitting a Gaussian mixture model to a set of points,
where the unknowns are the means of the Gaussians, their covariance matrices and
mixture weights, and the assignment of each point to a cluster. The categorical variable
assigning points to clusters is commonly referred to as a latent or hidden variable.
Fitting the Gaussians to the points requires the estimation of the component means,
covariance matrices and weights, as well as inference of the hidden variables. Thus,
the mineralogical assignment problem can be solved with methods that are strongly
related to the fitting of Gaussian mixture models. Specifically, we use an expectation
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maximisation algorithm (Dempster et al. 1977) to update the model parameters as part
of an iterative non-linear approach.

Alteration zones can be observed at different scales, from within centimetres of a
fault (e.g. Nishimoto and Yoshida 2010) to remote sensing data sets covering large
spatial geological features, for example across a fold belt (e.g. Laukamp et al. 2011).
If the aim is to determine the composition of the fluid causing an alteration, the scale
on which a sequence of alteration zones is observed is less important, due to the fractal
nature of alteration zones. That is, the interest is in calibrating a model that can predict
the alteration zones in the correct sequence, and the scale of the alteration zones in time
and space is of less concern. Thus, the model to be derived from those data needs to be
only as complex as necessary to fit the compositional data within the noise level and
should not contain features that are not essential to match the data. Such an Occamist
perspective has been argued for in the geophysical literature for more than 35 years
(e.g. Constable et al. 1987), and from this point of view, a one-dimensional reactive
transport model is sufficient to explain the observations, given that it can be used to
predict the observed alteration zones.

Information about fluids responsible for the formation of an alteration pattern, and
ultimately an ore deposit, is typically obtained through the analysis of fluid inclu-
sions or mineral stability diagrams. While those fluid inclusions are potential direct
observations of the fluid responsible for the formation of an alteration pattern, the
analytical data are often incomplete (e.g. there are no data on such critical parameters
as fluid acidity or redox state). Fluid inclusions may also be affected by a variable
degree of post-entrapment modifications/alterations, and the analysis itself can be
time-consuming. Similarly, the applicability of two-dimensional mineral stability dia-
grams is limited due to the multi-component nature of many alteration systems. The
approach introduced here allows a rapid and approximate inference to be made with
respect to the fluid composition, given observations of mineral abundances or chemical
concentrations.

We introduce the methodology initially for the simple example of the alteration of
granite by an acid Na—K—Cl-rich fluid. This is accompanied by a discussion of how
well we can expect to be able to resolve the model parameters we seek to infer from
the data, particularly as the hydrothermal alteration system becomes more complex.
Finally, to study the performance of the method, itis applied to a setting where there is a
wealth of information about the fluid composition. In this application we seek to predict
the fluid composition through inference from normative mineralogical compositions,
capturing the greisenisation at the East Kemptville tin deposit in Nova Scotia, Canada.

2 Method

A synthetic example centred around the hydrothermal alteration of granite with the
parameters given in Table 1 is used to introduce the inference methodology. While the
behaviour of this simple hydrothermal system could be captured with two-dimensional
mineral stability diagrams, it is used here to introduce the inference methodology, with
the understanding that once the system becomes more complex, its behaviour can no
longer be captured by two-dimensional mineral stability diagrams.
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Table 1 Input parameters of the reactive transport model for the alteration of a granite with a Na—K—Cl-rich
fluid

Nomenclature Values

Rock composition Qz 30vol%, Ms 5 vol%, Ab 33 vol% and Kfs 32 vol%

Fluid in equilibrium with rock NaCl (aq) 0.27 mol/kg of H,O
KCl (aq) 0.03 mol/kg of HyO

Fluid being injected HCl (aq) 0.1 mol/kg of HyO
NaCl (aq) 0.2 mol/kg of H,O
KCl (aq) 0.05 mol/kg of HyO

Temperature 300°C

Pressure 85.88 bar

Darcy velocity 1/7m/day ~1.65e—6m/s

Diffusion coefficient 1072

In the following, we introduce the forward problem, use it to generate a synthetic
data set, and finally try to independently infer the fluid composition that was used to
generate the synthetic data set in the first instance. The forward model predicts the con-
centrations (mol/m?) of quartz (Qz), pyrophyllite (Prl), K-feldspar (Kfs), albite (Ab)
and muscovite (Ms) reported in the alteration zones. A datum or observation is then
given by the concentrations of the aforementioned minerals, and the dimensionality of
the data space is given by the number of minerals being tracked/measured. For a fixed
number of sample observations, the data set becomes sparser as the dimensionality of
the (multivariate) data space increases, and thus it becomes more difficult to extract
features, as for example in cluster analysis (e.g. Aggarwal et al. 2001). Hence, we seek
to use a data space that is as low-dimensional as possible but still contains the features
present in the higher-dimensional data space, that is, the alteration zones. The desired
dimensionality reduction is achieved here by normalising the subset of thermodynam-
ically relevant concentrations, that is, the ones the model parameters are sensitive to.
The parameters to be inferred from these data are a subset of the parameters that define
the reactive transport model; they will in the following be referred to as the “model
parameters”, here comprising the concentrations of NaCl and KC1 in mol/kg of H,O
in the fluid being injected.

The data being fitted are concentrations; model-based clustering via finite mixture
models has previously been applied to such compositional data to identify group-
ings and infer parameters for the underlying distributions (e.g. Mooijaart et al. 1999;
Comas-Cuff et al. 2016; Pal and Heumann 2022). Similarly, inference of the model
parameters relies on the assumption that the data can be described by a finite mixture
of multivariate distributions, here log-normal, with the complication that the means
of the multivariate distribution are based on predictions made by the reactive trans-
port model; our explanatory variables are the parameters of the reactive transport
model. Concentrations and normalised concentrations cannot be negative, and it is
thus convenient to model them log-normally distributed.
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Fig.1 a Mineral concentration as a function of the distance from the fluid injection boundary after 625 days.
b Extracted alteration zones, with zone 3 representing the most altered zone and zone 1 the unaltered rock. ¢
Extracted alteration zones as a stack-bar plot emphasising the difference in total concentrations between the
zones which is a consequence of the different amounts (mol) of reactants and products in the reactions that
produce the mineral assemblages. d Alteration zones in the data space given by the normalised concentrations
of Ms/Kfs and Ab/Kfs

Fitting a model using a normal distribution to quantify the misfit residuals between
the predicted and measured logarithm of normalised concentrations is related to apply-
ing an additive log-ratio transform to the measurements (Aitchison 1982), and then
assuming that they are normally distributed. Different log-ratio transforms have been
proposed for the analysis of compositional data (e.g. Aitchison 1986; Pawlowsky-
Glahn and Egozcue 2006), and depending on the statistical method to be used to
identify structures in the data, one log-ratio transform might be preferred to others.
For example, it can be shown that the groups resulting from a distance-based clustering
applied to additive log-ratio-transformed data depend on the choice of denominator
(e.g. Hron et al. 2021). Conversely, Greenacre et al. (2021) argue for the additive
log-ratio transformation with optional amalgamation and carefully selected compo-
nents/ratios, for a setting where there is a geochemical model to be tested against the
data. Similarly, successful inference will depend on selecting a data space that reflects
knowledge about the thermodynamic processes embedded in the reactive transport
model, and this needs to be expressed by the choice of log-ratios. The information the
data carry about our model parameters is subject to the choice of data space and the
thermodynamic processes captured in the reactive transport model.

2.1 Forward Problem

Solving the inverse problem relies on first defining a forward model that is a differ-
entiable mapping from the fluid composition to the alteration zone centroids, that is,
their predicted average mineralogical or chemical composition. Throughout this work
the prediction of the alteration zones is based on the solution of a one-dimensional
reactive transport problem with Reaktoro (Leal 2015; Leal et al. 2017). The reactive
transport model is run forward in time until an expected number of alteration zones
have formed and can be identified. The number of expected alteration zones is directly
dependent on the model setup. Thus, prior to attempting to calibrate the model, one
needs to understand how many alteration zones the model generates.

In the one-dimensional reactive transport model, the existence, position and spa-
tial extent of the alteration zones depends, among other factors, on the amount of
fluid being injected, which is a function of time. Figure 1a shows an example spatial
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distribution of the concentration of the selected minerals after 625 days simulation,
where three clear alteration zones with a distinct mineralogical composition have
formed. If one sought to match the actual length and time scales of this predictive
model, the resulting inverse problem would become very challenging, introducing
additional parameters that would need to be constrained by the data, such as the fluid
flux (Dolej$ 2015). Thus, the non-localised concept of alteration zones is critical in
that it is used to link the model prediction and the observed data.

A closer inspection of the transition from zone 2 to 3 indicates that the model could
form a fourth alteration zone consisting of Qz and Ms, but the limited spatial extent
of the zone means that for the given setting, this zone is unlikely to be usable in an
inference context. Thus, the synthetic example is based on the three distinct alteration
zones, with one being the unaltered rock, and so one can expect to be able to recover
two model parameters.

Given the results of the reactive transport model for a given time step, the alteration
zones can be extracted using clustering in the space spanned by the five minerals
(Qz, Prl, Kfs, Ab and Ms) and the distance from the boundary across which the
fluid is being injected. For a variety of models and data space definitions, density-
based spatial clustering of applications with noise (DBSCAN) (Ester et al. 1996) has
consistently been able to extract the alteration zones, particularly after scaling the
input data. Figure 1d shows the extracted alteration zones which represent the model
prediction that will be compared with the observed measurements. The difference in
total concentrations (mol/m?) between the three zones in Fig. 1b and c is due to the
different amounts (mol) of reactants and products in the reactions that produce the
mineral assemblages of different zones. Further, the underlying reactive transport is
generally not a closed system, and minerals can be formed by consuming species in
the fluid being injected and minerals present in the rock. Therefore, the concentrations
of sets of minerals or elements no longer sum up to the same total concentration for
different alteration zones (e.g. Pingitore and Engle 2022).

Given that data are typically sparse in high dimensions, it is desirable to find a low-
dimensional data space that still captures the three alteration zones. Care must be taken
when employing such dimensionality reductions to ensure that the reduced data space
still captures the alteration zones that are predicted by the model and expected to be
present in the field data. Figure 1d shows that for this example, a data space spanned
by the concentrations of muscovite and albite normalised by the concentration of
K-feldspar captures the three alteration zones.

2.2 Synthetic Data Set

The predictions made by the forward model can be used to generate synthetic data sets
that in turn will be used to illustrate how well a model can be recovered from data; that
is, we simulate a known model and seek to recover it. In the following, normalised
measurements for a given alteration zone are assumed to follow a multivariate log-
normal distribution, with the probability density function given as
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Fig. 2 Normalised mineral concentrations for the initial guess, the true model, the MAP model and the
observations generated based on the predictions for the true model. The alteration zones are numbered from
1 to 3, with 1 representing the unaltered rock, and 3 the most altered rock. Fluid compositions inferred
from the synthetic data are plotted together with the initial model and the true model (i.e. the model used to
generate the synthetic data). For all alteration zones, the MAP model prediction, the true model prediction,
and the mean of the alteration zone samples plot on top of each other

P(x) = —e(—%<log(x>—u)Tcg‘<1og<x>_ﬂ))

v 2m)k| Cyl

where the vector X represents a measurement with k components, e = exp(x) is
the exponential function, and g and Cqy are the parameters defining the log-normal
distribution. Under the assumption of no correlation between the normalised mineral
concentrations that form a measurement, Cq is a diagonal matrix with its diagonal
elements given by o2, that is, the square of the standard deviation which is equal to
the variance. Then we may model a distribution with mean g, and variance a)zc by
choosing

ey

r=g(n, o) =log (Mi/ w2+ a%) , )

with the variance (i.e. the diagonal elements of the covariance matrix Cq) given as

o’=h (1y,0x) =log (1 + a%/ui) ) 3)

For each of the alteration zones in Fig. 1d, 75 samples are now generated with
the diagonal elements of the data covariance matrix given by oxms/kfs = 0.15 and
oxab/Kts = 0.15,and p, given by prediction made using the true model. The variances
were chosen so that there are distinct alteration zones (clusters) in the synthetic data.
The synthetic data set is shown in Fig.2, and in the following, a fluid composition
will be inferred from these data and compared with the fluid composition (true model)
that was used to generate the data set. There is no guarantee that each data point
can be produced by the underlying reactive transport model, in other words that it is
thermodynamically feasible. Nonetheless, the limitations of such synthetic data sets
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are likely to be minor compared with the complexities the algorithm will encounter
when applied to field data.

2.3 Model Parameters

The ability to constrain and accurately determine the parameters of the reactive trans-
port model is influenced by several factors, including the number of alteration zones
present in the data, the dimensionality and choice of the data space, and the number
of observations. These elements play a role in determining the accuracy of parameter
estimates. It is important to consider that the composition of the fluid in equilibrium
with the rock may differ from the fluid being injected. However, in the selected data
space, the unaltered rock does not provide information about the injected fluid, as the
data only encompass a subset of minerals. As a result, in order to maintain a favourable
data-to-parameter ratio, the inference is limited to two model parameters.

The concentrations of NaCl and KCl in mol/kg of H,O for the fluid being injected
now become the elements of the model vector m. The data are given by the vector
Y = Yi—-1)r+k, where i represents the measurement index and k the mineral ratio
index; more generally, k is the data space index and r the dimensionality of the data
space. The ith measurement [y _1),41, Y(i—1)r+2, - - - » Yir] formed by r components
is then given as y(_1)+1..ir, With .. denoting an integer interval that includes both
endpoints and all indices being unit-offset.

The model prediction is given as f(m) = f(m)(;_1)-4x, Where j represents the
alteration zone index, k the mineral ratio (i.e. data space index) and » the dimensionality
of the data space. Hence, f(m)(;_1)r41..jr is the prediction of the » mineral ratios,
that is, components for the jth alteration zone.

For practical implementation, it is convenient to organise the model predictions
and observations as matrices, and this is discussed in Appendix A. Information about
the local shape of the likelihood function in addition to its value for a given model
allows for efficient optimisation. A finite difference approach is used to compute the
partial derivatives for each prediction with respect to the model parameters to form a
numerical Jacobian, with the computation being parallel over the model parameters.

2.4 Inverse Problem

The inverse problem belongs to the family of latent variable problems. In addition to
observable variables and model parameters, there are latent variables that are inferred
through a mathematical model from the observed variables. When fitting the reactive
transport model, the aim is to infer the composition of the fluid being injected (i.e. the
model parameters), and thus one needs to determine for each measurement the alter-
ation zone to which it belongs. The alteration zone assigned for each measurement
is the hidden or latent variable. It is impossible to infer the latent variables and the
model parameters simultaneously, as simultaneous optimisation in the joint discrete
and continuous space is intractable. The expectation maximisation algorithm (Demp-
ster et al. 1977) solves this by choosing a set of arbitrary values for one of the two
classes of parameters and then using it to estimate the second class. The new values
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for the second class are then used to update the estimate for the first class. It iterates
between these two steps until the model estimate converges. The step to update the
information about the latent variables is referred to as the expectation step, whereas
the one updating the model parameters is referred to as the maximisation step. Here,
the alteration zone to which each measurement belongs is inferred with the expec-
tation step, and the concentrations of the fluid components are determined with the
maximisation step.

2.4.1 Expectation Maximisation

The expectation maximisation algorithm may start with the expectation or the max-
imisation step. For this problem, if the first step is the maximisation step, each
measurement has to be randomly assigned to an alteration zone according to some
distribution, for example, one that assumes that the alteration zones are equiprobable.
Further to this, the fluid composition would still require an initial guess, as in the
maximisation step only an update to the fluid composition can be computed. It is thus
simpler to start the expectation maximisation algorithm with the expectation step and
provide an initial guess for the fluid composition.

The expectation step computes the membership matrix Z comprising the member-
ship weights w; ; for the ith measurement with respect to the jth alteration zone given
as

e—%ij A
w; j = W, “4)
with
T o
¢i,j = (log (Yi—1yr+1.ir) — & (f M) (j—1yr+1.jr. 0x))" Cq ! )

(log (yi—1yr+1.ir) — & (FM)(j—1)r41.jr, 0x)) -

Here, the data covariance matrix Cq = diag(az) = diag(h(f(m)—1)r+1..jr> Ox))
is a diagonal matrix with its diagonal elements representing the uncertainty or variabil-
ity of the concentration of a given mineral within an alteration zone, with o , the desired
standard deviation of the log-normal distribution. In principle, it is possible to treat the
data covariance matrix as unknown, that is, to infer its values simultaneously with the
model (i.e. the fluid composition). This could be combined with an ability to classify
possibly spurious observations as not belonging to an alteration zone. Doing so would
increase the number of unknowns, namely the pieces of information to be constrained
with the information provided by the measurements, and this would require a larger
number of measurements than what is available in the field data example. To avoid
this, we fix o, a priori to balance identifiability with multimodality: if o, is too large
with respect to separation of the means of the alteration zones, the likelihood function
will be flat, and there will be little difference between different models with respect
to the fit to the data. If o, is too small, the likelihood function will contain several
local maxima, and an iterative non-linear approach is more likely to get trapped in a
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local maxima. Choosing o, as 25% of the range spanned by the observations leads
to a smooth log-likelihood function with a large basin of attraction amenable to the
deployment of an iterative non-linear approach to optimisation.

In the subsequent maximisation step, the membership matrix Z is now used to re-
weight the Jacobian X when computing the model update Am. The full Newton step
for the model update is given by

Aam = ((zX)"(zx) ' zx)" Ay, (©6)

where Ay is the difference between each observation and the prediction for the most
probable alteration zone it represents, with elements Ayi_1y,4x = Yi—1)r+k —
S@m) 1)k, with j = argmax; Z; .. Here, i represents the measurement index,
Jj the alteration zone index, k the data component index and r the dimensionality of
the data space. A backtracking line search is used to iteratively shrink the full Newton
step until the negative log likelihood

Xp = ZZ@; i @)
i J

decreases.

Based on the synthetic data shown in Fig. 2, the expectation maximisation algorithm
is now employed to infer the composition of the fluid entering the model. The initial
guess for the fluid composition is significantly different from the true fluid composition
used to generate the synthetic data set. Itis only in the third alteration zone, representing
the most altered rock, where the two fluid compositions lead to distinctly different
predictions. After four expectation and maximisation steps, the changes to the inferred
fluid composition become negligible (i.e. ||Aml|> < 1079). This corresponds to four
Jacobian evaluations and 22 evaluations of the log-likelihood function, or 30 calls
to the underlying reactive transport model. The time to infer the fluid composition
depends on the time it takes to solve the reactive transport problem, which for this
example is in the order of minutes. The maximum a posteriori (MAP) solution is the
best-fitting model that has been found by the expectation maximisation algorithm. The
success of the inference is evident in that it matches the synthetic data better than the
initial model, and its fluid composition is close to the fluid composition of the true
model, that is, the model that was used to generate the synthetic data (Fig. 1).

In Fig. 2, bootstrapping with replacement is employed to explore the range of mod-
els that fit the data (i.e. the robustness of the inferred fluid composition). Successful
inference of a model from data relies typically on the inverse problem being overde-
termined, that is, there are more observations than model parameters that need to be
constrained. Increasing the number of measurements for each alteration zone and/or
decreasing the amount of log-normally distributed noise used to generate the syn-
thetic data set typically leads to the recovered models being closer to the true model.
This example seeks to constrain two model parameters from three alteration zones, of
which only one turns out to be sensitive to the declared model parameters, and thus,
not surprisingly, the solution exhibits typical features of non-uniqueness. There are a
wide range of models that fit the data.
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Fig. 3 Normalised element concentrations for the initial model, the true model, the MAP model and the
observations generated based on the predictions for the true model. The alteration zones are numbered from
1 to 3, with 1 representing the unaltered rock, and 3 the most altered rock. Fluid compositions inferred
from the synthetic data are plotted together with the initial model and the true model (i.e. the model used
to generate the synthetic data)

One way to address this is to impose additional constraints on the model update
calculated in the maximisation step, such as hard lower and upper bounds for individual
model parameters or functions thereof. This can be easily achieved by replacing the
Newton step and the backtracking line search with a method for constraint optimisation
such as the method of moving asymptotes (Svanberg 2002). Another option to address
the non-uniqueness is to improve the sensitivity of the model to the data by using a
different data space.

In the next example, the inverse problem has been recast as a chemical inference
problem, where the data consist of normalised measurements of K and Na relative
to H. This is motivated by the fact that the chemical reaction is controlled by the
ratios of NaCl to HCl and KCl to HClI as described in previous studies such as Launay
et al. (2019). The new data space and alteration zones are now more reflective of the
composition of the injected fluid, as demonstrated by the improved recovery of the
true model compared to the initial model, as shown in Fig. 3. Despite the synthetic data
set having only 10 measurements per alteration zone, with means slightly different
from the true model predictions due to the low number of samples, the results show
that the choice of data space can significantly impact the ability to recover the model
from the data.

The recovery of fluid composition for a more complex model, where CaCl, and
MgCl, have been added to the fluid entering the system, is illustrated in Fig.4. The
model generates five alteration zones, and the synthetic data set again consists of 75
measurements per alteration zone that overlap. It is still possible to robustly recover
the concentrations of NaCl, KCl, MgCl, and CaCl, with an initial model that is
significantly different from the true model. This is because the number of alter-
ation zones influenced by the fluid composition is larger than the number of model
parameters.
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Fig. 4 Normalised element concentrations for the initial guess, the true model, the MAP model and the
observations generated based on the predictions for the true model. The fluid compositions inferred from the
synthetic data are plotted together with the initial model and the true model (i.e. the model used to generate
the synthetic data). The alteration zones are numbered from 1 to 5, with 1 representing the unaltered rock
and 5 the most altered rock. For all alteration zones, the MAP model prediction plots on top of the true
model prediction

3 Application to Field Data

The East Kemptville tin deposit is a greisen-hosted tin deposit in Nova Scotia, where
detailed information on fluid and mineralogical composition was published by Halter
et al. (1995). Halter et al. (1998) used these data to set up titration and multi-pass
fluid flow models to obtain insight into the role alteration-induced changes and fluid
chemistry play in cassiterite deposition. They identify the fluid responsible for the
greisenisation of the leucogranite as a Na-rich fluid containing variable concentrations
of Fe, Mn, K, Si and F. Here, these studies, and particularly the information on rock
composition (different alteration zones) given in Halter et al. (1995), are used to
illustrate the applicability of the model calibration methodology to field data.
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Fig.5 The lower panel shows the nornalised mineral concentrations calculated from the normative weight
compositions for the diamond drill hole 90-1 ordered as a function of distance along the borehole (Halter
etal. 1995). The upper panel shows for each measurement the probability that it belongs to one of the four
alteration zones. Alteration zones are numbered from 1 to 4, with 1 representing the unaltered rock and 4
the most altered rock

The data from which the fluid composition is inferred are the normative miner-
alogical composition data given in Halter et al. (1995). These data were calculated
from measurements of a drill core that intersects all the alteration zones present in
the deposit. From the normative weight composition provided in wt%, normalised
mineral concentrations in mol/kg are calculated and used as the data to be matched.
The four-dimensional data space is given by the concentrations of K-feldspar (Kfs),
albite (Ab), muscovite (Ms) and topaz (Tpz) normalised by the concentration of quartz
(Qz). The concentration of Qz was chosen for the normalisation because it is present
in each alteration zone. Such a normalisation reduces the dimensionality of the data
space, which is desirable, as illustrated by the synthetic tests.

With the measurements sorted as a function of distance along the borehole, the
observations (Fig.5) contain four distinct alteration zones, with the first zone repre-
senting the unaltered leucogranite. The alteration zones are only identifiable from the
combination of the four normalised mineral concentrations, and no single normalised
concentration alone can be used to identify them. Thus, it is necessary to use a four-
dimensional data space combined with a low number of data points on mineralogical
composition, which will limit the robustness of any model parameter estimates. Given
that one of the four zones represents unaltered rock, at most three independent model
parameters can be constrained. However, the fluid described in Halter et al. (1998)
contains more than three components. It is described as a sodium-rich fluid containing
Cl, Na, Fe and minor amounts of K, Si, F and Sn. It is not possible to constrain such
a large number of model parameters given that the measured data only contain three
alteration zones, in addition to the unaltered rock. Hence, inferences are restricted to
the concentrations of HCI, KC1 and HF, with concentrations for the other components
given by Halter et al. (1998) based on estimates for a zoned greisen using mass balance
considerations. The motivation for the subset chosen here is the critical role of fluorine
in the formation of typomorphic greisen assemblages (e.g. the presence of topaz).
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Fig. 6 Observed normalised mineral concentrations and the inferred model-predicted normalised mineral
concentrations. The inset figure compares the inferred concentration for HC1, KC1 and HF with the result
from Halter et al. (1998). The alteration zones are numbered from 1 to 4, with 1 representing the unaltered
rock and 4 the most altered rock

The expectation maximisation methodology requires an initial guess for the con-
centrations of the components to be inferred, and it is here chosen to be intentionally
different from the values given in Halter et al. (1998). The inferred best-fitting model
is thus different from the initial model, and the bootstrap samples are focused around
the best-fitting model (Fig. 6). The recovered fluid composition compares favourably
with the one estimated for a zoned greisen from mass balance considerations by Halter
et al. (1998), falling mostly within the range of models recovered by bootstrapping
with replacement for KCI and HF. While this is not the case for HCI, the MAP solution
for it is nevertheless closer to the concentration given in Halter et al. (1998) than that
of the starting model. The bootstrap sample predictions show limited variability in
the data space, and this is a consequence of the information captured in the reactive
transport model. The field data example confirms what has been observed in the syn-
thetic tests. If a reactive transport model that predicts the alteration zones exists, the
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methodology introduced here allows for components of the reactive transport model,
such as the partial composition of the fluid, to be inferred.

An important by-product of the expectation maximisation algorithm is that for each
measurement in the set of observations, it furnishes the probability for it to belong
to one of the predicted alteration zones (Fig.5). We note that the implementation of
the expectation maximisation algorithm does not use any information about the spa-
tial location of the measurements or the ordering of the alteration zones to assign
measurements to alteration zones. Nevertheless, the most probable alteration zone for
each measurement is in agreement with the alteration zones one would identify from
a visual inspection of the data, as reported in Halter et al. (1995). The recovered prob-
abilities do capture the inherent ambiguities in the data around where one alteration
zone begins and another ends, which is particularly evident in the transition from seric-
itized leucogranite to quartz sericite greisen, and in the subsequent transition to quartz
topaz greisen (Fig.5). The prediction of such a gradual transition between alteration
zones is more in line with what one encounters in nature.

4 Conclusion

We have introduced a new latent variable-based methodology that enables inferences
to be drawn about model fluid composition, given measurements of mineralogical
or chemical compositions. A smooth mapping from Reaktoro (Leal 2015; Leal et al.
2017) simulations to alteration zone centroids is used to solve the forward problem
of predicting alteration zones given the composition of the unaltered rock and a fluid
composition. The expectation maximisation algorithm then treats the identification
of alteration zones and the inference of the fluid composition from measurements
as a joint problem. The alteration zones (i.e. clusters) identified in this manner are
guaranteed to be thermodynamically feasible because they are predicted by the reactive
transport model. This is different from a setting where the clustering is performed
without accounting for the strong and necessary conservation laws embedded in a
reactive transport model.

Given measurements of the mineralogical or chemical compositions, this method-
ology provides an efficient way to make objective inferences about aspects of a
hydrothermal alteration system, such as the fluid composition. For the East Kemptville
tin deposit, the inferred information is consistent with what has been reported in the
literature based on detailed analyses of samples. The true value of this model cali-
bration methodology is expected to be evident in scenarios where, for example, there
are no measurements of fluid inclusions, but one aims to understand the likely com-
position of a mineralising fluid given field observations of mineralogical or chemical
compositions.

The underlying assumption is that the reactive transport is capable of predicting
the alteration zones in the data, and all alteration zones are represented in the data.
Naturally, a model system that is a poor approximation of the real system may have
low explanatory power for a given data set. Additionally, not all alteration zones might
be captured in the data, and thus even a correct model might have a poor fit to data. It is
also possible to calibrate a model with fewer predicted alteration zones than observed,
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or more zones than observed. When presented with several models that fit the data,
an Occamist approach would be to select the simplest model that still explains the
data. For practical applications, assessing a wide range of candidate models together
with the within-model variance (through bootstrapping) and overall model selection
uncertainty would be a prudent approach to increase confidence in the results.

As expected, fluid models with a large number of components (i.e. higher-
dimensional model parameter spaces) have less robust estimates. It is not possible
to robustly constrain more model parameters than there are alteration zones that are
sensitive to the model parameters. The dimensionality of the data space (i.e. the num-
ber of normalised mineral or chemical concentrations) also influences the capacity
for robust inference of fluid composition: the higher the dimensionality of the data
space, the greater the amount of data required to constrain the model. Thus, while it is
necessary to ensure that the data space contains all the minerals or chemical elements
needed to identify the alteration zones, in general the data space dimensionality should
be kept low.

The machinery described in this paper quantifies the robustness and uncertainty of
the inferred fluid compositions, which is valuable in planning data collection efforts.
As an example, the apparatus provides the means to determine in principle the number
of field measurements required to infer a fluid composition with a given certainty or
to choose between two different reactive transport models describing two different
scenarios for the processes that could explain the observations.
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Appendix A: Membership Matrix Calculation

For practical implementation, the data (i.e. normalised measurements) given by the
vector y = Y(_1)r+k, Where i represents the measurement index, k the mineral
ratio index (or more generally the data space index), and r the dimensionality of
the data space, can be organised as a g x r observation matrix Y, with the number
of observations being g. Given a model vector m of length p, the model prediction
fm) = fm)q—1)r4x (ee. g(f (M) (j—1)r+1..ir, 0x)) With g() as per Eq.2), where j
represents the alteration zone index and k the mineral ratio (data space) index, is then
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expressed as an s X r matrix Y, with s the number of predicted alteration zones and r
the dimensionality of the data space, here typically the number of normalised concen-
trations being considered. For each predicted alteration zone j, an r X r covariance
matrix Cq = diag(az) (i.e. diag(h(f (m);—1)r41...jr» 0x))), with () as per Eq. (3),
expresses the spread of the data samples representing the alteration zone.

In the expectation step, the computed membership weights w; ; for the ith
measurement with respect to the jth alteration zone are then given by

e i
w; j = W (A1)
with
b= (log(Yi,:) - ?,,)T ;' (log(Yi,;) - ?j,;) . (A2)

The maximisation step uses a membership-matrix re-weighted Jacobian to compute
a model update (Eq. 6). The Jacobian comprises partial derivatives of each prediction
matrix entry with respect to the model parameters. It is thus an (sr) X p matrix, where
X1 1s the derivative of the prediction IA/Lh /r)+1,h—h/r]+1 With respect to the /th model
parameter, and | | denotes the floor of integer division. To re-weight the Jacobian,
the membership weights w; ; are used to form the (g7) x (sr) membership matrix Z,
With Z;j = Wyi/ri41, Lj/ri+1-
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