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Abstract

Many machine learning models suffer from the well-known catastrophic forgetting
problem, that is, they perform worse on previous tasks after they are trained on a new
task. In the field of continual learning, researchers investigate training algorithms and
architectures that can produce models which work well on both the old and new tasks,
similar to the capability of humans to continuously learn new and improve on existing
knowledge and skills.

So far, continual learning models predominantly target non-sequential data such as
images, while little attention has been applied to the input temporal sequences, e.g., video
or motion. Furthermore, the ability of generative models to learn and generate temporal
sequences in within a continual learning setup is relatively unexplored, since continual
learning research is predominately done on classification tasks.

This thesis focuses on two aspects of generative learning in the domain of continual
learning. The first is the investigation of biologically-inspired incremental learning
models that can produce temporal sequences given a conditional input, specifically,
generating different human motion actions in a continual learning setup. The second is in
the area of transfer learning between multiple modalities (text and visual sensor events) in
a generative model. The visual sensor events come from a biologically-inspired Dynamic
Vision Sensor event camera sensor that outputs sparse spatio-temporal events.

The recent new latent diffusion architectures haven proven to be powerful generative
models that can leverage pretrained components to reduce computational resources
required to train a generative model by operating in latent space. This thesis presents a new
sparse autoencoder that can encode sensor events to an informative latent representation.
This latent space is then used by a new latent diffusion model on a text-to-events objective.

ii



This work advances the state-of-the-art by demonstrating the first pipeline for generating
event sequences from a text prompt describing a dynamic scene, concretely, a person
performing a gesture.

The thesis contributions include training algorithms on a brain-inspired generative
model for generating human motions in a continual learning scenario, investigations into
motion curriculum training over a set of tasks, a model and training technique for an
autoencoder for spatially and temporally sparse event frames, and a novel text-to-events
model for synthetic event stream generation.
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Zusammenfassung

Viele Modelle für maschinelles Lernen leiden unter dem bekannten Problem des
katastrophalen Vergessens, d. h. sie schneiden bei zuvor gelernten Aufgaben schlechter
ab, sobald sie eine neue Aufgabe erlernt haben. Im Bereich des kontinuierlichen Lernens
untersuchen Forscher Trainingsalgorithmen und -architekturen, die Modelle hervorbrin-
gen können, die sowohl bei alten als auch bei neuen Aufgaben gut funktionieren, ähnlich
der Fähigkeit des Menschen, kontinuierlich neues Wissen und Fähigkeiten zu erlernen
und zu verbessern.

Bisher zielen Modelle für kontinuierliches Lernen vorwiegend auf statische Daten
wie Bilder ab, während den sequenziellen Daten, zum Beispiel Videos oder Bewegungsse-
quenzen, wenig Aufmerksamkeit gewidmet wurde. Darüber hinaus ist die Fähigkeit
generativer Modelle, sequenzielle Daten in einem kontinuierlichen Lernprozess zu lernen
zu generieren, relativ unerforscht, da sich die Forschung zum kontinuierlichen Lernen
vorwiegend mit Klassifizierungsaufgaben befasst.

Diese Arbeit konzentriert sich auf zwei Aspekte des generativen Lernens im Bereich
des kontinuierlichen Lernens. Der erste ist die Untersuchung von biologisch inspirierten
Modellen für inkrementelles Lernen, welche sequenzielle Daten in Abhängigkeit von
einer Vorgabe erzeugen können, insbesondere die Generierung verschiedener men-
schlicher Bewegungshandlungen, erlernt während kontinuierlichem Lernen. Das zweite
Projekt befasst sich mit dem Transferlernen zwischen mehreren Modalitäten (Text und
Eventkameradaten) in einem generativen Modell. Die visuellen Events stammen von einer
biologisch inspirierten Dynamic Vision Sensor (DVS) Eventkamera, die dünnbesetzte
räumlich-zeitliche Eventdatenströme ausgibt.

Die neuen Repräsentationsraumdiffusionsarchitekturen haben sich als leistungsstarke
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generative Modelle erwiesen, die vortrainierte Komponenten nutzen können, um die für
das Training eines generativen Modells erforderlichen Rechenressourcen zu reduzieren,
indem sie im mehrdimensionalen Repräsentationsraum der vortrainierten Komponenten
arbeiten. In dieser Arbeit wird ein neuer Autoencoder für dünnbesetzte Eventdaten
vorgestellt, der Eventkameradatenströme in eine informative Repräsentation in einem
mehrdimensionale Repräsentationsraum kodieren kann. Dieser mehrdimensionale
Repräsentationsraum wird dann von einem neuen Repräsentationsraumdiffusionsmodell
für Text-zu-Eventdatenstromgenerierung verwendet. Diese Arbeit bringt den Stand der
Technik voran, indem sie die erste Pipeline zur Generierung von Eventdatenströmen
mittels einer eine dynamische Szene beschreibende Texteingabe demonstriert. Konkret
handelt es sich bei der Texteingabe um eine Beschreibung einer Person, die eine Geste
ausführt.

Die Beiträge dieser Doktorarbeit umfassen Trainingsalgorithmen für ein vom Gehirn
inspiriertes generatives Modell zur Erzeugung menschlicher Bewegungen erlernt in
kontinuierlichem Lernen, Untersuchungen zum Training von Bewegungscurricula über
eine Reihe von Aufgaben, ein Modell und eine Trainingstechnik für einen Autoencoder
für räumlich und zeitlich dünnbesetzte Event und ein neuartiges Text-zu-Eventdatenstrom-
Modell zur Erzeugung synthetischer Eventdatenströme.
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Glossary

generative replay

A continual learning technique: the model itself or a separate generator module
generates replay samples of previously seen classes (e.g., from previous tasks),
which are mixed with new real training data of new classes (of a new task). 9

incremental learning

A model is trained in a sequence of tasks. 3
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1
Introduction

This introductory chapter provides an overview of the structure, context, and main
contributions of this thesis: Section 1.1 describes the research goals and organization
of this thesis document, Section 1.2 describes the motivation of this thesis work and
introduces the relevant context, and Section 1.3 summarizes and presents the main
contributions of this work.

1.1 Thesis Content and Structure Overview

To provide the background of thesis work in an area of deep learning called continual
learning, Chapters 1 and 2 �rst provide the context and background relevant to this thesis
work and highlight its key contributions. Subsequently, the thesis itself is structured in
two parts, each part covering the research in one of two different investigated models for
Continual Learning.

The �rst part of the thesis work, i.e., Chapter 3, introduces a Continual Learning
to Generate (CL2Gen) model on human motion and looks at the impact of action class
order to CL2Gen performance. The second part of the thesis work, covered in Chapters 4
and 5, describes a new text-to-events model by introducing the sparse autoencoder and
training techniques and describing the transfer learning and by combining it with a latent
diffusion model.

1
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1.2 Thesis Motivation

It is well known that Arti�cial Neural Networks (ANNs) trained on one task tend to
forget their attained knowledge when trained on a new task. Also deep learning [178]
models trained with Backpropagation of Error [172, 211] are affected by this loss of
knowledge. This observation was termedcatastrophic forgetting[43, 49] or catastrophic
interference[121]. Approaches to overcome this limitation are studied within a �eld
of machine learning calledContinual Learning. A detailed overview of this Continual
Learning (CL) �eld can be found in [59, 142].

The key motivation for overcoming catastrophic forgetting is to enable the
development of systems, for example robots, with machine learning components that do
not need all training data in one training phase to generalize, i.e., to adapt appropriately
to previously unseen data. Instead, they can retrain or continuously learn to adapt to new
or changing environments. CL research also allows testing hypothesized mechanisms
of how CL functions in real brains by adapting for and applying them to ANNs. Thus,
to advance the state-of-art of CL research on temporal data, this thesis investigates two
areas of CL and improved upon current knowledge.

Many tasks, particularly sensory tasks such as, e.g., auditory data or visual data
involving movement, employ time-series (sequential temporal) data. Despite such tasks
being ubiquitous in our daily lives, this area of CL is considerably less explored than
other models, such as, e.g., tasks classifying static visual data like images. Furthermore,
a model being able to not only analyze and employ data, but to generate data, allows
more and novel applications of Machine Learning (ML) models. For example, generative
models may be used to generate training datasets, or to enable a model to interact with
an external environment through one data type like, e.g., a chatbot. To be able to learn
tasks using time-series data continuously, i.e., using CL, and, additionally, being able to
generate such data, poses a complex challenge, which this work seeks to expand on.

1.2.1 Part I Context

The work in the �rst part of the thesis focuses on a CL scenario called incremental
learning, which is a form of continual learning where a model learns over a set of tasks.
In incremental learning, the training data is split into data corresponding to distinct tasks
(e.g., sets of classes). As shown in Figure 1.1, this data structuring differs from of�ine
training, where the training data is randomly shuf�ed and the model is trained on all data
in sets of batches, as well as from lifelong continual learning, where the data distribution
can change over the course of training therefore no clear separation of data corresponding
to the tasks is possible [28].
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Figure 1.1:Training data is organized differently in varying types of machine
learning scenarios.Top: in typical machine learning training, of�ine training
is used for which data is randomly shuf�ed.Middle: in continual learning, in
the incremental learning scenario, the model sees a different data distribution
(e.g., different classes or distributions of classes) in each episode. The
different episodes have clear borders, hence they are calledtasks. Bottom: if
the episodes do not have clear boundaries the continual learning scenario is
referred to aslifelong continual learning[28].
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Overcoming catastrophic forgetting during incremental learning requires
modifying the model and/or the training procedure. This is a balancing act between
various aspects affecting the learning capabilities of the model, as described in [59], such
as plasticity and forgetting, memory, scalability, access to samples within a task, and
knowledge transfer between tasks. The emphasis on the different aspects or combinations
thereof leads to various approaches to tackle CL and are generally categorized as:

• regularization and gradient-based methods that alter or limit the weight updates
applied to the model.

• architecture-based techniques that allow only certain parts of a model to be active
or new model parameters to be updated for each new task or novel information
encountered.

• architectures containing memory systems that encode seen information or even
store real exemplars and require less storage space and computation compared to
systems that record all data or spin up new model instances.

• outer-loop and meta learning/learning-to-learn [103, 191] methods, where an
outer-loop-model either modi�es hyperparameters of the inner loop, or even
combines this with generating the parameters, e.g., network weights, used in
the model of the inner training loop.

While some CL works employ even more exotic techniques that do not fall into
these categories, most, including the work in this thesis, rely on a combination of the
above mentioned approaches to implement continual learning.

Furthermore, the temporal aspects of the data seen by the model and the nature of
the task during CL must be taken into consideration. Although many publications on
CL motivate their work with how biological brains are capable of learning continuously,
the chosen input for CL models are usually static, for example images. This is in stark
contrast to our senses (vision, audition, etc.), where inputs consist of sequences over time.

Currently, CL research is predominantly focused on classi�cation tasks. Therefore,
generative models, where the quality of the generated data is the main metric, are
researched to a lesser extent, potentially due to being already in the of�ine setting more
dif�cult to train and computationally demanding, especially on temporal sequences. This
Continual Learning to Generate (CL2Gen) of temporal sequences, a term we coin in
Chapter 3, and CL2Gen with multiple modalities with temporally changing inputs in
particular, is abundant in nature and not well explored in CL. Therefore, this thesis
furthers the current state-of-the-art research on the topic of generative models for CL.
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Humans are able to learn new movements for a skill, e.g., for a sport like tennis, by
observing others performing the relevant movements, imagining themselves doing these
movements, and, as a major component, practising the movements. It is hypothesized
that the actual consolidation into long-term memory happens during some restful states,
especially during some sleep phases. During these, the acquired memories are replayed
and new memories are stored in long-term memory while existing ones get re�ned.

Although this phenomenon is a main inspiration for the established generative replay
technique of continual learning, so far no work tackles CL to generate motion using a
brain inspired generative replay strategy. Additionally, it was recently shown that standard
generative replay fails on tasks with more complex sequential data types. Therefore,
a key interests in the CL research of the �rst part of this work is how continual
learning of motion with generative replay can be implemented in CL models, in
order to explore novel ways of improving generative CL.

1.2.2 Part II Context

The second part of this thesis addresses cross-modal transfer learning, which is another
area of generative continual learning that offers a lot of potential to be further explored.
Transfer learning as such measures how much a model can leverage knowledge
from previous tasks when learning new tasks, whereas cross-modal transfer learning
speci�cally refers to the models' use of multiple modalities. A modality is a classi�cation
of input or output channel, such as, e.g., sensory or text, and may have a signi�cant
impact on how a model learns, as shown in Figure 1.2.

In many types of transfer learning, a model is trained over a course of tasks with
each task using one and the same modality. In comparison, a cross-modal transfer
learning model learns a task on one or multiple modalities and subsequent tasks on other,
different combinations of modalities. Again, the human brain is a good example for why
cross-modal transfer learning is relevant, since brains are able to integrate information
from different sensor modalities even when information from one modality is missing.
In most humans, given literacy and no Aphantasia [99], this is even possible via more
abstract information representation of text and subsequent imagination of the read content.

Aside from brain-inspired CL research, cross-modal transfer learning, andapplied
cross-modal transfer learning being in particular is very relevant to machine learning
in general. Recently, there has been a massive increase in works that allow the generation
of synthetic data, e.g., images, audio, or video, from text descriptions, whose models
often rely on a form of transfer learning. For example, text-to-video models use pretrained
components from Video-Language Models (VLMs), text-to-image models, and combine
them with a new model to subsequently train on a text-to-video objective.
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Figure 1.2:Cross-modal transfer learning allows learning across different modalities.
In cross-modal transfer learning, learning happens over multiple tasks, where
a task can contain one or multiple modalities, while the following task(s)
contain yet again other modalities or combinations thereof. Icon sources are
reported in Appendix B.2.

Notably, the pretrained components and the �nal output use common intensity
frames for videos. So far, no work has used asynchronous visual events from the silicon
retina, which provides an interesting area for further research.

The visual events modality is of special interest, given its properties compared to
standard video: in contrast to intensity frames of conventional cameras, biology-inspired
visual events from a silicon retina is a sparse signal. The transient pathway circuitry of the
retina is implemented in silicon retina event sensors, also known as the Dynamic Vision
Sensor [18, 31, 44, 107, 153]. As shown in Figure 1.3, pixels in these event sensors
convert light into an electrical signal similar to a biological photoreceptor. When the local
brightness change exceeds a threshold, an event is triggered that indicates that brightness
increased (ON event) or decreased (OFF event).

The continuous asynchronous reporting of scene changes is a major difference to
conventional cameras: As seen in Figure 1.4, a conventional camera has a �xed frame
rate readout, e.g., 60 frames per second. This results in redundant information being sent
and can cause image blur if an object moves too fast. In comparison, event cameras have
a higher temporal resolution, making them far less blurry, and the sparse nature of events
make them more data ef�cient to transmit than full frames.
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Figure 1.3:Event camera pixel principle (simpli�ed, from left to right) : in the
photoreceptor(A), light falls onto the photodiode (PD), causing photo
currentI p and a change in photoreceptor output voltageVp in the brightness
comparator(B). This change gets ampli�ed (A) to getVd. � on and� off are
the thresholds for triggering ON and OFF events fromVd resulting in the
operating principle shown in(C). Additional details see [107]. Figure adapted
from [78, 107, 137].

These advantages make event cameras interesting for applications where these are
relevant or even mandatory, and if machine learning models are part of these applications
training data is required. Only a very small percentage of available video datasets are
of the event type, hence having a method that allows generating event data for training
without the need for time-consuming real data collection is of interest to the research
community. Although it is possible to convert videos to event streams, this limits the
application to scenes where normal cameras recording the video can perform at, not
situations where an event camera provides an advantage. A different approach for event
data generation is therefore desirable.

For a new approach involving text-to-events, we take inspiration from text-to-
video models and research a generative model with a text-to-events objective that is able
to generate a sparse event stream. These model architectures require an encoding and
decoding component to and from video. For events this means a component that can be
trained on sparse input encoding and decoding without training collapse. Sparse in this
context means a large portion of values, for example of an input matrix or tensor are zero.

Recently, it was shown that this encoding and decoding of sparse data is possible
for sparse via routing images in a chip design application, where the output is just a
single channel, and using multiple training phases with increasing image resolution [193].
A viable text-to-event pipeline would require a similar component for events but with
multiple output channels (e.g., On and Off events) and additional training steps for
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Figure 1.4:Comparison of a conventional vs. an event camera.A: a conventional
camera outputs intensity frames with a �xed frame interval� of several
milliseconds. An event camera outputs asynchronous events re�ecting
brightness changes (ON or OFF events) with microsecond temporal resolution.
B: a real example [129] of clock-wise camera rotation while observing shapes:
intensity frames (3 images) record the entire image in a �xed interval while
asynchronous events (red = ON, blue = OFF) are triggered on leading and
trailing edges of the shapes relative to the motion trajectory. Images adapted
from [107, 177].

downstream pipeline components.
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1.3 Contributions

In Part I, we introduce a new CL learning scenario called CL2Gen. Although generative
networks are a frequent component of models used in CL, they have been trained almost
exclusively on static data, such as, e.g., images, and the generative output is mainly used
for maintaining classi�cation performance during CL training. Our contributions are:

• A CL model that is trained entirely from scratch;

• A new generative Variational Autoencoder (VAE) model for temporal sequences
where the latent space can be conditioned to produce realistic-looking samples of
the dataset, speci�cally human motion;

• A take on curriculum learning in that the action classes are ordered according to a
complexity metric during training.

In Part II, the thesis addresses cross-modal transfer learning on a text-to-events
scenario. The events are from the Dynamic Vision Sensor (DVS) where the output can be
relatively sparse. This work is based on the recent success in ML of using text prompts
to produce corresponding images. The contributions consist of the following.

• A text-to-event models that produce event frames directly;

• A new method of creating arbitrary labelled event camera datasets of smooth
motion using text prompts, that will allow large datasets to be generated without
performing conversion of images to events;

• A novel method of training an autoencoder on sparse event frames for a polarity
and spatio-temporal latent space representation of event frames.

This pipeline will be useful for generating datasets for sensors which are still
relatively novel and where huge datasets do not exist.

1.3.1 Part I Contributions: Continual-Learning to Generate Human
Motion

The model in this �rst part uses the generative replay method of continual learning and
is trained on a human motion dataset. This means that the model is a class-conditional
model that allows the generation of a speci�c action, e.g., 'jump' or 'run', with just a
class label. The generated samples for generative replay should be representative of their
class as well as diverse between samples of the same class, such that training on replay
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samples maintains generative performance for this class over a set of tasks. Since this task
is on sequences, a Recurrent Neural Network (RNN) [12] is used for both the encoder
and decoder, forming a VAE architecture. For an intro to autoencoders and VAE see 4.1.

For the model to perform CL using generative replay, additional model features had
to be developed. Without these features, the model suffers from catastrophic forgetting
and fails on the complex task of generating a motion sequence, like also previously
reported for vanilla generative replay on other complex tasks [38]. The authors of [160]
use mixture-of-Gaussians latent space VAE in an unsupervised CL setting without any
task labels, task boundaries, or class labels. The work of [195] used a similar Gaussian
Mixture Model (GMM) with a separate mode for every class, hence a mode separated
latent space together with other techniques for brain-inspired continual learning on image
classi�cation.

While these works show that such a class-partitioned latent space, hence distributions
in a GMM called modes, works on classi�cation or data representation tasks involving
static images, it was unclear if they work on temporal sequences. It was also unclear if
this technique works with generative tasks where the quality of the generated samples
matter. The authors of [195] show that the generated samples can even be few and of
poor quality, however, the model still shows good classi�cation accuracy after training in
a continual learning setting. For the scenario of CL2Gen in this work, it is essential the
generated samples are of good representative quality and similar to the ground-truth real
data.

In Chapter 3, the model called Bio-inspired Conditional Temporal Variational
Autoencoder (BI-CTVAE) is introduced that extends the understanding of CL on
temporal sequences and performance in a generative setting involving human motion.
This work is among the �rst to demonstrate successful CL2Gen on human motion
using a causal Gated Recurrent Unit (GRU) architecture. The model and training
method is validated on two datasets that are converted so that the datasets can be used for
training models in an incremental learning scenario. The results show that the generative
performance is maintained for both datasets, one with six tasks, and the second with
twenty tasks.

Besides benchmarking the new model on CL2Gen, results of state-of-the-art of�ine
trained baseline models are reproduced. The reproduced results are compared to
the reported published results. Additionally, the sensitivity to modi�ed random seed
initialization, and (non-)deterministic behaviour of these baseline models, is presented.

Furthermore, in Chapter 3, the impact of a form of curriculum learning in the
incremental learning setup is presented. Previous work showed that learning to generate
or imitate motion sequences can be improved by ordering the sequences by complexity in
a speci�c curriculum [26]. Also among the �rst that explore this in a CL2Gen setting
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for human motion, this thesis presents in this chapter results after changing the
default class order before splitting into tasks, showing that the order has an impact
on the �nal performance on multiple metrics, for example accuracy, after CL2Gen.
Although no clear metric for optimally ordering the tasks was found, the results will be
useful for future research in this area.

1.3.2 Part II Contributions: Transfer Learning for Synthetic Event
Camera Streams from Conditional Text Input

Cross-modal transfer learning with language-video models and diffusion models have
recently gained a lot of attention because they can be trained to output temporal sequences
such as, e.g., video, audio, or motion. These new models allow conditional input, like a
text prompt, to synthesize a realistic sample sequence. Additionally, they also apply other
techniques common in some �elds of continual learning. Among these techniques are
such as iterative training, also known as cascaded models [73]. This technique involves
training over multiple stages on increasingly complex tasks, such as, e.g., increasing
image or video resolutions.

Sparse input modalities have not received much attention so far, and to the best
of our knowledge no work has been reported on generating synthetic events involving
motion (only one work that generates static-scene-like events) from a text description.

One explanation for the lack of successful research on synthetic sparse sequence
generation is the dif�culty to generate such a sequence. Synthetic event generators
like v2e [78] need a high framerate of dense intensity frames from a video as data
source to output a (realistic) event stream. This requires computationally demanding
temporal interpolation. A model that can directly generate such a sequence from a latent
representation, without an interpolation step and synthetic intensity frames, has to be
trained on a reconstruction task to learn the mapping from and to a latent space.

For this, autoencoders [97, 98] are typically used. These can suffer from training
collapse, especially when trained on sparse data. Some works tackle speci�cally this
problem to overcome collapse and are able to encode and decode sparse data, however,
they still reconstruct to a lower dimensional output compared to the input. Generating
event sequences, or a representation like an event frame, requires the model to train on a
reconstruction objective with the same dimensions as the input.

Chapter 4 describes a novel model and training technique for training an
autoencoder on sparse event data, and Chapter 5 describes the previously described
algorithm using the pretrained autoencoder for transfer learning. The complete
pipeline includes the autoencoder, a conditional Latent Diffusion Model (LDM), and a
pretrained VLM.
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This work explores if such a diffusion pipeline is also suitable for the event domain.
The diffusion pipeline is trained on a new version of a event gesture dataset that contains
newly created gesture descriptions. The generated samples from this new text-to-events
pipeline is evaluated using a classi�er, speci�cally built and trained on the ground-truth
data of the gesture event dataset. Finally, a qualitative evaluation of the examples
allowed veri�cation that the pipeline generates spatiotemporal sequences similar to a
event representation of real gestures. This is a major improvement over previous work
that only generates an event representation of a static scene.



2
Background

The overall research theme in this thesis is on investigations of new generative models for
temporal sequences using two different approaches: the �rst by incremental learning over
a course of tasks (Chapter 3) and the second by transfer learning on multiple modalities
(Chapters 4 and 5). This chapter presents the background of the continual learning
methods relevant to the thesis work in more detail.

2.1 Continual Learning

The �eld of Continual Learning (CL) [142] explores ways to overcome catastrophic
forgetting, frequently drawing upon neuroscience for inspiration [62, 190]. Aside of the
area of CL that is mainly concerned with model architecture, weight initialization, and
updates, other CL areas like curriculum learning and curiosity driven learning investigate
whether the model accuracy is higher if the training is dependent on task ordering.

The area of transfer learning adds yet another angle, in that not only maintaining
knowledge from previous tasks is evaluated, but also how much previous knowledge can
help in learning a new task, i.e., forward transfer, and how much the knowledge from a
new task helps performing previous tasks, i.e., backward transfer. Cross-modal transfer
learning, speci�cally, investigates how a model trained on one or multiple modalities can
bootstrap learning a task in a new modality.

13
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This thesis work focuses on conditional and supervised class-incremental learning
with generative replay, as well as cross-modal transfer learning on generative tasks. These
terms are further explained below in separate sections.

2.1.1 Supervised Continual Learning Scenarios

Standard Scenarios
The three main supervised CL scenarios [195, 196] for incremental learning, along with
examples using the well-known MNIST [101] dataset, are as follows:

• Task-incremental: the model gets a signal which task it is in, and the number of
output classes is the same as the given task contains. Example: each task covers 2
MNIST digits. The model output is always length 2 and provides the probabilities
for the digits of this task, hence the classi�cation if it is the �rst or second digit of
the task, not which digit overall.

• Class-incremental: As shown in Figure 2.1, the model does not know which
task it is in, and every task adds a new set of classes. The model can predict all
previously seen and current task classes. For MNIST, if we choose 2 classes per
task, so task 1 may consist of samples from digits 0 and 1, task 2 contains digits 2
and 3, and so on. Note: in task 2 the model may predict a sample from any of the
classes seen so far, hence 0, 1, 2,or 3.

• Domain-incremental: As a proxy for the same objective in different contexts
called domains, for example object detection under different lighting condi-
tions [196], the data within each sample is shuf�ed for each domain using a
�xed shuf�ing pattern. For example 100 random pixel permutation patterns are
created of the digit samples in MNIST. Then 100 copies of the entire dataset
are created. Each copy gets one permutation pattern applied. Training is done
incrementally by training on one dataset version at a time and always predicting all
classes. The model does not know which domain it is in while training.

Other scenarios of supervised CL that are not explored within the scope of this thesis
are described in detail in [28, 142, 195]. Also noteworthy is that many CL approaches fail
to perform on all three incremental learning scenarios even for this simple non-sequential
dataset [195]. In this work, only class-incremental learning is used, which is considered
the hardest [28] of the three to implement due to its complexity.
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Figure 2.1:Class-Incremental Continual Learning on a classi�cation task (from left
to right): a modelt is trained on task 1 that contains digit classes 0 and 1,
and the model output head can provide probabilities for both classes, and
receives an error signal only for these classes. In task 2, the model is trained
on classes 2 and 3 but can provide probabilities for all classes seen so far (0,
1, 2, and 3) hence it does not know which task it is in. After training on task
2 we call this model t+1. In task 3 the model sees classes 4 and 5 but can
predict digits from 0 to 5. After training on task 3 we call this model t+2.

Class-incremental Scenario: Continual Learning to Generate (CL2Gen)
To adapt the class-incremental scenario to a generative objective, instead of training the
model on a classi�cation objective over a sequence of tasks with an increasing number of
classes, the class label, as conditional input, and the sample to reconstruct is provided as
input. The objective during task training is to reconstruct the sample as best as possible.
After training on all tasks, the model has to, given only the class label, generate samples
for all seen classes. Then, the similarity of the generated samples to the ground-truth
samples of this class is evaluated. This also makes the model feature requirements more
demanding compared to a pure classi�er architecture, since generative models require
more advanced architectures and computational power for training compared to models
limited to classi�cation. For good generative performance the model also requires some
diversity of the generated samples to avoid pure memorization of training samples.
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2.2 Continual Learning on Sequences

The body of works about CL on models for Sequential Data Processing (SDP) [51]
and tasks involving temporal sequences is considerably smaller than for non-temporal
modalities like, e.g., images [28, 38]. For CL using RNN models, the review of [28]
provides a good overview of current approaches and establishes benchmarks for a
class-incremental scenario.

2.3 Generative Replay: A Continual Learning Technique

A popular technique for continual learning is generative replay. Replay or rehearsal [167]
are continual learning techniques that use samples from previous tasks and mixes them
with the new samples of a new task. Some approaches just store a random subset of
samples from each previous task when training on a new task. Other, more sophisticated,
approaches select special representative examples or store the mean value, or centroid of
embeddings, of all samples of a seen class [163].

Yet another form of replay where the model itself, or a separate generator model,
learns to generate samples of seen classes, is called generative replay. A generative replay
model can be used to generate samples for replay during training. Some approaches store
a separate frozen version of the model for each task to generate samples from, others use
the last model version before the new task or even use the current model directly when
no other model copies exist.

Generative replay techniques are inspired by a popular theory, based on observations
in neuroscience of how real brains consolidate newly acquired knowledge and memories,
called 'active systems consolidation theory' [34]. During awake states, the brain
stores new memories in the hippocampus. During sleep, the brain replays these
memories, faster than real-time [40], and consolidates them into long-term memory [29].
This was observed in rodents [158] and humans [29] learning new motions, e.g.,
for sports. Additionally in humans, existing memories relevant for performing the
sport can be enhanced by imagining observation and replay during some sleep phases,
[128, 131, 133, 186], leading to improved performance in the sport.

2.4 Cross-modal Transfer Learning

During development, humans learn to align input from various modalities and infer
missing input in one modality with the input they receive in another modality.
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A prominent example is aligning tactile and visual stimuli, leading to a similar
representational space [10]. This allows humans via (hypothesized) internal generative
models to make inference about material properties, like, e.g., soft or hard, smooth or
rough surface [42].

This type of cross-modal learning can serve as inspiration for lifelong cross-modal
learning in robots [225] such as, e.g., for object manipulation tasks. As shown above in
Figure 1.2, during a task, the model can train on input from one or multiple modalities,
which helps faster learning of the next task on yet a different modality.

2.4.1 Cross-modal Transfer Learning for Conditional Diffusion

A popular application of cross-modal transfer learning is in Latent Diffusion Models
(LDMs) [168]. These are state-of-the-art models for generative tasks. Commonly, a LDM
used in a generative pipeline is not trained entirely from scratch on different tasks that
involve different modalities, as is done in common cross-modal transfer learning. Instead,
individual components are pretrained and are either frozen when assembled with other
components to form the LDM or are also �ne-tuned during training of the LDM pipeline.
A simpli�ed schematic is shown in Figure 2.2:

(left side) First, an autoencoder is trained on the modality space that should be
generated, i.e., if the modality is images, hencex is an image, an autoencoder is trained
to encodex to latent representationz and reconstruct the input to~x.

(middle) a forward diffusion process and its opposite, a reverse denoising process,
act the the latent representationz. The diffusion process adds Gaussian noise over the
course ofT steps to the latent representation, the noisiest beingzT . In the reverse process,
a denoising model, which forms the backbone of the LDM, is trained to denoise the input
zt to ẑt . Additionally, it receives the index of the current denoising stept. The reverse
process can therefore be interpreted as a series of denoising autoencoders with shared
weights. Since the noisiest step is very close to just random sampled Gaussian noise
N (0; I ), a trained denoising model can be used with such random noise to generate a
sample by iterating over the entire denoising chain (T steps in total).

(right side) One or multiple additional conditional input(s) besides the noise step
index can be given to the denoising model. For this, other pretrained components are
used to encode the condition into an embedding. The denoising model receives this input
via cross-attention.
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Figure 2.2:Simpli�ed schema for a conditional LDM pipeline.During training, inputs
x are encoded (Enc) into a latent space to obtain a latent representationz.
A diffusion process adds noise toz, leading to the noise state,zT . The
denoising model, which is the backbone of the LDM, learns to de-noise the
input overT steps to retrievêz, which may be decoded (Dec) to~x. Besides
the noisy input, the model also gets one or multiple conditional input(s),
which can be of the same or a different modality thanx . These inputs are
encoded by a set of conditional encoders (CENC(s)) and also fed to the model.
For testing, e.g., if it is a text-to-image pipeline, a randomzT can be sampled
from N (0; I ) together with a conditional input, to generate a synthetic image.
Note: the encoder, decoder, and conditional input encoders may be trained in
a separate phase and are frozen during training of the LDM.

For a hypothetical text-to-video pipeline, such a conditional input could be a video
description. For this, a good candidate for an description encoder is a Video-Language
Model (VLM) [8, 127, 216]. Such VLM models, as shown in Figure 2.3, learn to
generate the same embedding for a video (frames) as for the videos description (text):
during training, these models have the objective to maximize a similarity metric (e.g.,
cosine similarity) between the embedding resulting from passing the video through the
model and the embedding resulting from passing the text though the model. VLMs are
typically trained on a very large dataset of videos and their text descriptions, making
them computationally challenging to train.

To construct these VLMs, yet again pretrained text encoder and video and/or image
encoders are leveraged. This chain of assembly and training steps with pretrained
components shows that current LDMs generative models utilize cross-model transfer
over multiple steps.
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Figure 2.3:Simpli�ed schema of a language-video model that learns a joint embedding
space for both modalities.During training, parts of either the video (including
intra-frame masking) or the text sequence are masked and the model learns to
�ll in missing content. During testing, one can also provide only video or text
input to obtain a meaningful joint modality space embedding. Note: there
are many different types of architectures and training techniques (including
contrastive learning) for this type of language-video model, here we show one
possible model. These models are well suited for retrieval tasks, for example.
�nding videos matching a description text. They also are a key component
for providing conditional input to generative LDMs such as the one presented
in this thesis. Icon sources, see Appendix B.2.

A more detailed explanation and a concrete application of a LDM is presented in
Chapter 5 of this thesis. There it is also shown, which VLM was used for encoding the
conditional input for a text-to-events pipeline.
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3
Continual Learning to Generate

Human Motion

This thesis chapter presents the investigations into a continual learning model for temporal
sequences. In particular, we focus CL models for generating human motion sequences.

Section 3.1 presents the motivation for this part of the thesis, Section 3.2.2 describes
how human motion sequences are represented and Section 3.2.3 describes how the
sequences are converted to a continuous joint angle representation suited for training
an ANN. Section 3.3 provides details about the model components and the training loss
functions and Section 3.4.1 presents experiments (incl. evaluation metrics) as well as
results and their discussion and limitations. Finally, Section 3.7 summarizes the results.

Some of the content in this chapter was previously published in a conference paper
titled "Biologically-Inspired Continual Learning of Human Motion Sequences" [141],
DOI: 10.1109/ICASSP49357.2023.10095490,© 2023 IEEE. All co-authors gave permis-
sion. We reuse / reprint with permission some text and �gures in this thesis according to
the rules published by IEEE [82], see also A.5.
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3.1 Motivation

Humans are able to learn new skills and improve on already learned skills, for example
learning new motions in a sport over time or a set course of tasks. This can be described as
a form of continual learning happening and it has an generative aspect, since the motions
are generated by the learner. To bring this general concept of CL2Gen to machine
learning, we �rst look at the state-of-the-art in CL research: Most CL works focus on
1) classi�cation and 2) non-sequential data [28, 38, 142]. Since motion is a temporal
sequence signal, a model capable of Sequential Data Processing (SDP) [51] is required.

Incremental learning with sequential data is relatively under explored [28, 38] partly
because CL with sequential models has proven to be challenging. Some CL methods
are not straightforward to implement in sequential models, and others fail if the task or
objective is too complex [38, 195]. For example, the authors of [38] showed that CL
methods like online-Elastic Weight Consolidation (online-EWC) [81, 180] and Synaptic
Intelligence (SI) [221] work for the simple copy-task [52] but fare worse on classi�cation
tasks with audio data. They further show that generative replay (a memory/rehearsal
method) did not work at all on these tasks, hence they chose to use hypernetworks [205]
(a meta-learning approach) to solve the task.

This thesis work seeks to �nd a method that does not require an external meta-
learning loop. Therefore the following research question guided the work: can a different
approach to a bio-inspired principle like generative replay be used to enable CL in
sequential models? What additional improvements are needed to make generative replay
work with a complex task like CL2Gen of human motion?

For this, a new generative model for sequences is established with components
speci�cally suited to mitigate catastrophic forgetting and allowing the model to learn over
a series of tasks in a CL2Gen scenario. The model is trained and tested on two human
motion datasets, and a comparison is made between of�ine trained and CL2Gen trained
model variants.

In a series of follow-up experiments, the use of curriculum learning methods for
CL2Gen was investigated. Curriculum learning is used in neural network training as a
way of organizing the training samples so that the networks �rst learn on simpler samples,
before learning dif�cult samples similar in which humans are taught in the classroom [13].
Speci�cally focused on motion learning, it was observed in humans that the impact of
motor learning by imagination and observation varies greatly with task dif�culty [133],
and tasks should be well structured [186]. This serves as inspiration for the conducted
curriculum CL2Gen experiments on human motion.
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In CL on motion, this has so far mainly been researched not in incremental
learning but in human demonstration to robot transfer and reinforcement learning: by
selecting task order by motion complexity learning in a shape drawing and �tting tasks is
improved [26]. In contrast, in the experiments in this work, the impact of the ordering
of the dif�culty level on the network accuracy in CL2Gen is explored using different
metrics for quantifying the dif�culty of the motions, including similarity and complexity
of the samples.

3.2 Background and Basics of Human Motion

This section gives a brief introduction to the CL technique of mixture generative replay
used in this work, and presents some basics of human motion recording and human pose
format conversions.

3.2.1 Mixture Generative Replay

During training in a CL2Gen scenario as introduced in Section 2.1.1 a mixture of
generated and real samples are needed: For incremental learning with generative replay
on tasksk1...kN , the model most recently trained on taskkn is used to generate replay
samples from all previous classes (and tasks) that the model has been trained on, i.e.,
k1...kn . These generated replay samples are combined with real samples of the next task
kn +1 , and the model is trained on this mixed dataset. For taskkn +2 , a completely new set
of replay samples fromk1 to kn +1 is generated from the newly trained model onkn +1 .

3.2.2 Motion Representation

To record human motion over time, a sensor setup is used to track the body pose over
time. Popular types include motion capture setups (mocap) and/or (structured light)
camera setups [89, 90]. Some setups employ visual markers as proxy for body parts on
the tracked person(s) which are then detected by the system [213], e.g., optoelectronic
motion capture from Vicon [117].

These markers on the subjects in the frames are mapped directly to virtual joints or
bones in a postprocessing step [118, 192, 224]. Structured light setups employ cameras
with, besides black-and-white or color intensity frames, one or multiple additional
image channels, such as, e.g., depth information [5, 181]. Traditionally, only the main
limbs are tracked, however, nowadays individual �ngers and facial expressions are also
tracked [90, 144].
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Figure 3.1:Several human joint annotation systems exist.A: an example from the
COCO 2017 dataset with COCO joint annotation.B: Skinned Multi-Person
Linear Model (SMPL) joint annotation with kinematic tree: in this system the
pelvis is the root joint (joint index 0) and 23 additional joints are connected
via a kinematic tree (joint names see Appendix A.1.1). Note: in both of these
two human joint labeling systems the joints do not correspond with the exact
location of the anatomical joints with the same name. Source: A from [109],
B from [75] and © 2022 IEEE.

The extracted raw 3D joint positions are different from subject to subject because
of individual body proportion, hence in some approaches the coordinates are mapped
in a normalization step to a virtual skeleton of �xed dimensions [111]. The pose can
therefore be represented by a kinematic tree of joint rotations, bone lengths, and a root
joint with its global position [23]. To use the motion data hence pose data over time, in
ML the representation format is often converted to a different format as discussed next in
Section 3.2.3.

3.2.3 Input Representation

Recorded motions consisting of a series of poses, are converted to a representation suitable
for training an ANN. A review of different motion capture methods and representations
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