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Abstract
While achievements of arti�cial intelligence continue to surprise and
fascinate, the interest in its theoretical understanding is growing
considerably. Our principal goal is to introduce machine learning
techniques with some theoretical guarantees in �nance. We mainly
employ neural networks to approximate the solutions of nonlinear
and dynamic optimization problems from �nance.

We are interested in the problem of decomposing a positive
semide�nite matrix as a sum of a matrix with a given rank plus
a sparse matrix. Our �rst approach consists in representing the
low-rank part of the solution as the product MM>, where M is a
rectangular matrix of appropriate size. We use a deep neural network
with the matrix to be decomposed as input and the rectangular
matrix M as output. We then use a gradient descent algorithm to
minimize an appropriate loss function over the parameters of the
network. We deduce its convergence rate to a local optimum from
the Lipschitz smoothness of our loss function. We show that the rate
of convergence grows polynomially in the dimensions of the input,
output, and the size of each of the hidden layers.

The currently available methods for performing such a low-
rank plus sparse decomposition are matrix speci�c, meaning that
such algorithms must be re-run for every new matrix. Since
these algorithms are computationally expensive, it is preferable
to learn and store a function that instantaneously performs this
decomposition when evaluated. Therefore, we introduce our second
approach, called DENISE, a deep learning-based algorithm which
learns precisely such a function. Theoretical guarantees for DENISE
are provided. These include an universal approximation theorem
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adapted to our geometric deep learning problem, convergence to
an optimal solution of the learning problem and convergence of the
training scheme.

Our experiments show that DENISE matches state-of-the-
art performance in terms of decomposition quality, while being
approximately 2000 times faster than the state-of-the-art, PCP, and
200 times faster than the current speed optimized method, fast PCP.
We generalize the proof of convergence of the training scheme by,
providing a local upper bound on the Lipschitz constants of a multi-
layer feed-forward neural network and its gradient. Indeed, the
Lipschitz constant is an important quantity that arises in analyzing
the convergence of gradient-based optimization methods. We provide
a local upper bound on the Lipschitz constants of a multi-layer feed-
forward neural network and its gradient. In contrast to previous
works, we compute the Lipschitz constants with respect to the neural
network parameters rather than with respect to the inputs. These
constants are needed for the theoretical description of many step
size schedulers of gradient based optimization schemes and their
convergence analyzis. The results are extended to a generalization
of neural networks, continuously deep neural networks, which are
described by controlled ODEs.

Inspired by the reinforcement learning approach proposed
in (Herrera and Paulot, 2014), where the advantage of linear
approximators was exploited, and by (Herrera et al., 2021b), where
recurrent neural networks were used to model the conditional
expectation, we present new machine learning approaches to
approximate the solution of optimal stopping problems. The key
idea of these methods is to use neural networks, where the hidden
layers are generated randomly and only the last layer is trained,
in order to approximate the continuation value. Our approaches
are applicable for high dimensional problems where the existing
approaches become increasingly impractical. In addition, since our
approaches can be optimized using a simple linear regression, they are
very easy to implement and theoretical guarantees can be provided.
In both Markovian and non-Markovian examples our randomized
neural network approaches outperform the state-of-the-art and other
relevant machine learning approaches.
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ResumØ
Alors que les rØussites de l’intelligence arti�cielle continuent de surprendre
et de fasciner, l’intØrŒt pour sa comprØhension thØorique augmente
considØrablement. Notre objectif principal est d’introduire des techniques
d’apprentissage automatique avec des garanties thØoriques en �nance.
Nous utilisons essentiellement des rØseaux de neurones pour approximer
les solutions de problŁmes d’optimisation non linØaires et dynamiques de
�nance.

Nous nous intØressons au problŁme de dØcomposition d’une matrice
semi-dØ�nie positive en une somme d’une matrice d’un rang faible et
d’une matrice creuse. Notre premiŁre approche consiste à reprØsenter la
matrice de rang faible comme le produit MM>, oø M est une matrice
rectangulaire de taille appropriØe. Nous utilisons un rØseau de neurones
profond avec la matrice à dØcomposer en entrØe et la matrice rectangulaire
M en sortie. Nous utilisons ensuite un algorithme de descente de gradient
pour minimiser une fonction objectif appropriØe sur les paramŁtres du
rØseau de neurones. Nous dØduisons son taux de convergence vers un
optimum local en utilisant la rØgularitØ de Lipschitz de notre fonction
objectif. Nous montrons que le taux de convergence croît de maniŁre
polynomiale dans les dimensions de l’entrØe, de la sortie et de la taille de
chacune des couches cachØes.

Les mØthodes actuellement disponibles pour e�ectuer une telle
dØcomposition en une matrice de rang faible et une matrice creuse sont
spØci�ques à la matrice, ce qui signi�e que ces algorithmes doivent Œtre
appliquØs de nouveau pour chaque nouvelle matrice. Øtant donnØ que ces
algorithmes sont coßteux en temps de calcul, il est prØfØrable d’apprendre
et de stocker une fonction qui e�ectue instantanØment cette dØcomposition
lorsqu’elle est ØvaluØe. Par consØquent, nous introduisons notre deuxiŁme
approche, appelØe DENISE, un algorithme basØ sur l’apprentissage profond
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qui apprend prØcisØment une telle fonction. Des garanties thØoriques pour
DENISE sont fournies. Celles-ci incluent un thØorŁme d’approximation
universelle adaptØ à notre problŁme d’apprentissage profond gØomØtrique,
la convergence vers une solution optimale du problŁme d’apprentissage et
la convergence du schØma de formation.

Nos expØriences montrent que DENISE correspond aux performances
de l’algorithme de rØfØrence en termes de qualitØ de dØcomposition, tout
en Øtant environ 2000 fois plus rapide que l’algorithme rØfØrence, PCP, et
200 fois plus rapide que la mØthode actuelle optimisØe en vitesse, fast PCP.
Nous gØnØralisons la preuve de convergence du schØma d’apprentissage
en fournissant une borne supØrieure locale sur les constantes de Lipschitz
d’un rØseau de neurones profond et de son gradient. En e�et, la constante
de Lipschitz est une quantitØ importante qui apparaît dans l’analyse de la
convergence des mØthodes d’optimisation basØes sur le gradient.

Nous fournissons une borne supØrieure locale sur les constantes
de Lipschitz d’un rØseau de neurones profond et de son gradient.
Contrairement aux travaux prØcØdents, nous calculons les constantes de
Lipschitz par rapport aux paramŁtres du rØseau de neurones et non par
rapport aux entrØes. Ces constantes sont nØcessaires pour la description
thØorique de nombreux plani�cateurs de pas qui �gurent dans les mØthodes
d’optimisation basØs sur le gradient ainsi que pour leur analyse de
convergence. Les rØsultats sont Øtendus à une gØnØralisation des rØseaux
de neurones, des rØseaux de neurones continuellement profonds, qui sont
dØcrits par des Øquations di�Ørentielles ordinaires contrôlØes.

InspirØ par l’approche d’apprentissage par renforcement proposØe dans
(Herrera and Paulot, 2014), oø l’avantage des approximateurs linØaires ont
ØtØ exploitØ, et par (Herrera et al., 2021b), oø des rØseaux de neurones
rØcurrents ont ØtØ utilisØs pour modØliser l’espØrance conditionnelle, nous
prØsentons de nouvelles approches d’apprentissage automatique pour
approximer la solution de problŁmes d’arrŒt optimal. L’idØe centrale de
ces mØthodes est d’utiliser des rØseaux de neurones, oø les couches cachØes
sont gØnØrØes alØatoirement et seule la derniŁre couche est entraînØe, a�n
d’approximer la valeur de continuation. Nos mØthodes sont applicables
pour des problŁmes de grande dimensions oø les approches existantes
deviennent de plus en plus impraticables. De plus, comme nos approches
peuvent Œtre optimisØes à l’aide d’une simple rØgression linØaire, elles
sont trŁs faciles à implØmenter et des garanties thØoriques peuvent Œtre

vi



fournies. Dans les exemples markoviens et non markoviens, nos approches
de rØseau de neurones alØatoires surpassent les approches standards et
d’autres approches d’apprentissage automatique pertinentes.
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Chapter 1

Introduction

The main topic of the present thesis is the application of machine learning
in optimization problems that appear in �nance. Chapters 2 to 5
correspond respectively to the four papers (Baes et al., 2021; Herrera
et al., 2020b,a, 2021a). In this introduction after giving some motivation,
we give some concepts of machine learning using neural networks and we
brie�y present our contribution after giving the necessary background and
the related work. Our main contributions can be summarized below.

� We introduce a new algorithm decomposing a positive semide�nite
matrix as a sum of a matrix with a given rank plus a sparse matrix
using a neural network parametrization. We deduce its convergence
rate to a local optimum from the Lipschitz smoothness of our loss
function.

� We provide a local upper bound on the Lipschitz constants of a
multi-layer feed-forward neural network and its gradient. In contrast
to previous works, we compute the Lipschitz constants with respect
to the network parameters and not with respect to the inputs.

� We introduce a deep learning-based algorithm for robust PCA
of covariance matrices, or more generally of symmetric positive
semide�nite matrices. We provide an universal approximation
theorem adapted to our geometric deep learning problem,

1



2 Chapter 1

convergence to an optimal solution of the learning problem and
convergence of the training scheme.

� We present new provable machine learning approaches to
approximate the solution of optimal stopping problems.

1.1 Motivation

No one can pretend not to be astonished by the fascinating
accomplishments of arti�cial intelligence. In the past decade, arti�cial
intelligence and in particular machine learning has been adopted in a wide
range of �elds by both researchers and practitioners. However, the lack
of theoretical guarantees may discourage some researchers. Moreover, in
contrast to the nice classical solutions developed thanks to a variety of
tools, researchers may be estranged by the black box of machine learning.
We would also like to contribute to the theoretical understanding of
machine learning and its applications.

1.1.1 Learning an optimization Problem

An arti�cial neural network is nothing else than a consecutive
composition of linear and nonlinear functions with some given parameters
(Section 1.2.1). Thanks to the universal approximation theorems
(Section 1.2.2), it is shown that neural networks can well approximate
any function in Lp or any continuous function on a compact domain. One
may therefore expect that a neural network should be able to learn the
result of an optimization problem. However, learning an optimization
problem is only possible under certain circumstances. The problem should
be well-posed; in other words, the Hadamard conditions should be ful�lled:
existence and uniqueness of the solution, and continuity of the solution
with respect to respective data.

Our principal goal is to exploit machine learning techniques in
�nance. We focus on alternative methods using neural networks to the
classical methods. One main advantage of using neural networks is the
computational speed. Indeed, when the neural network is trained, only
one evaluation is needed to obtain the desired solution. When the neural
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networks are used for an optimization problem, then the use of randomized
neural networks can signi�cantly increase the computation speed.

One of the �rst uses of neural network in an optimization problem in
�nance was introduced by Hernandez (2017) which presented a method to
calibrate models signi�cantly faster regardless of the model. Later Horvath
et al. (2019) and Bayer et al. (2019) presented a consistent neural network
based calibration method for a number of volatility models�including the
rough volatility family�that performs the calibration task within a few
milliseconds for the full implied volatility surface (Section 1.2.12).

In some cases, the computation time is a serious issue. There are
problems which cannot be solved classically but which can be solved using
a machine learning technique. For instance, the pricing of high-dimensional
American options can be very slow when using the classical algorithm of
Longsta� and Schwartz (2001). Instead, the use of neural networks already
dramatically improved the computation speed (Becker et al., 2019; Herrera
et al., 2021a).

1.1.2 Learning under Nonlinear Constraints

The low rank plus sparse decomposition is very popular in foreground and
background image separation. A common application is the surveillance
video in a mall, where one can distinguish the mall (wall, stores, �oor,
etc.) with the people walking in the mall. The mall corresponds to the low
rank matrix and the people to the sparse matrix. The standard approach
consists of minimizing the nuclear norm of the low rank matrix L and
the ‘1-norm of the sparse matrix S. However, in order to compute the
nuclear norm of the matrix L, an expensive singular value decomposition is
needed. Even though fast alternative algorithms emerge, those algorithms
must be re-run for each new matrix. In order to deal with this issue, we
use a neural network, which we train in order to be able to compute a
decomposition of a new matrix with only one evaluation of the neural
network. However, the problem of minimizing the nuclear norm of L
and the ‘1-norm of S was too di�cult to learn. In order to simplify the
problem, we �rst try to solve a standard minimization problem as it is
done for the other algorithms. In particular, for any new given matrix, a
gradient descent is performed in order to optimize the parameters of the
neural network. We determined that the problem was still too di�cult
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and therefore, we reduced the problem. We do not ask the algorithm to
minimize the rank, but rather the rank is �xed by the user. Hence, we
only have to minimize the ‘1-norm of the sparse matrix. By imposing this
constraint, we are able to have a low rank plus sparse decomposition which
was not the case before. This was published in (Baes et al., 2021). The
next step is to train a neural network and be able to decompose any unseen
matrix with only one evaluation. This was achieved in (Herrera et al.,
2020a). We extend our algorithm, called DENISE, to handle supervised
and unsupervised learning. The supervised learning is trained in a training
dataset composed of pairs of low rank plus sparse matrices which form
semide�nite positive matrices. The unsupervised learning is used to �ne-
tune DENISE on a real world dataset where the decomposition is not
available.

The di�culty of the problem is that the loss function does not depend
linearly on the neural network, but quadratically. Moreover, there is no
universal approximation theorem adapted to our geometric deep learning
problem. In (Herrera et al., 2020a), we provide an universal approximation
theorem, convergence to an optimal solution of the learning problem and
convergence of the training scheme.

1.1.3 Learning of Dynamic Decision Making beyond
Reinforcement Learning

The recurrent neural networks (RNNs), such as LSTM and GRU take a
sequence as input and are able to control what is important to remember
and to learn and what is not important and can be forgotten (Section 1.2.8).
We see here a similitude to the optimal stopping problem. The input is
also a sequence of observations as for RNN. Indeed, we suppose that the
underlying process is given and that a simulation method for paths is
available. Therefore, we have a dataset composed of paths. The setup for
RNN is similar, in the sense that we need to analyze each path and to
detect important information that should be kept in the memory and less
important information that should be forgotten. If we go a step deeper, we
need to analyze each path and to �gure out, at each date, if we should take
the decision of continuing or the decision of stopping and exercising the
option. Therefore, the price can be described by the hidden state, which
depends on the previous hidden state if we do not exercise the option and
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on a new input if we stop now and obtain the payo� of the option.
The state-of-the-art least squares Monte Carlo (LSM) introduced by

Longsta� and Schwartz (2001), consists of simulating paths, storing all
of them, and then computing the option price via backward induction.
To do so, LSM approximates the continuation value of the option using a
linear combination of basis functions, where the weights are estimated
by ordinary least squares. Even though this method is very easy to
implement and very robust, which is the reason for its huge success in
the �nancial industry, it can be very slow and require a lot of memory
for high-dimensional underlyings. Indeed, LSM needs to store all the
paths and the linear regression cannot be parallelized as all the paths are
needed. Only the generation of the paths can be distributed. A solution
to this was proposed by Herrera and Paulot (2014), who suggested an
iterative algorithm to approximate the solution of the optimal stopping
problem. In fact, it can be seen as a reinforcement learning algorithm.
Each path contributes to improve the estimation of the continuation
function iteratively. As in reinforcement learning, the parameters of the
continuation function are �rst set and then improved over each iteration.
Herrera and Paulot (2014) has strong similarities to the �tted Q-iteration
with linear approximators. Tsitsiklis and Van Roy (1997) had already
proposed a �tted Q-iteration approach to the optimal stopping problem.
However, in contrast to (Tsitsiklis and Van Roy, 1997), Herrera and Paulot
(2014) uses the continuation value only for the decision and not for the
price. Nonetheless, there are two drawbacks with the method proposed by
Herrera and Paulot (2014). The �rst is the lack of theoretical guarantees
and the second is the use of the basis function to approximate the
continuation value. Indeed, one has to choose the basis function according
to the problem. Moreover, when the dimension of the underlying process
increases, the number of basis functions increases and the method becomes
impractical. Therefore, a natural solution to this problem would be to use a
neural network to approximate the continuation value. However, by using
neural networks, we encounter two problems. In the LSM algorithm, we do
not have a proof of convergence if the continuation value is approximated
by a neural network. In contrast to a linear combination of basis functions,
where the optimal parameters are found using an ordinary least squares
method, the neural network is a nonconvex function, and therefore the
optimal parameters are not sure to be found. In (Lapeyre and Lelong,
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2019), the authors make the assumption that they have the optimal
parameters. In the algorithm introduced by Herrera and Paulot (2014),
it is not possible to distribute the computation when the continuation
value is approximated by a neural network. It is only possible if the
continuation function is a linear approximator. Therefore, we need to
reduce the nonconvex problem of neural networks to a linear problem.

The neural network is a consecutive composition of a linear function and
nonlinear function, where the last composition is a linear function. Would
it be possible to train only the parameters of the last linear function and to
�x all the parameters of the hidden linear functions? The solution to this
question is a randomized neural network. A randomized neural network
is a neural network where all the hidden layers are randomly sampled and
�xed and only the last layer is trained. Therefore, we obtain the advantage
of using a neural network with its scaling capabilities while maintaining the
advantage of linear regression with its theoretical guarantees. A decisive
argument in favor of using randomized neural networks is the simplicity
of the implementation, as only a linear regression at each date is needed
similarly to the LSM algorithm. Moreover, as the parameters of the hidden
layers are randomly sampled and not trained, it is much faster than a
standard neural network in which all parameters need to be trained. The
advantages of random features for the training of kernel machines are
shown in (Rahimi and Recht, 2007).

Hence, we �rst introduced the randomized LSM, which is the LSM with
randomized neural networks. Moreover, we studied the di�erences between
the algorithm proposed in (Herrera and Paulot, 2014) on the �tted-Q-
iteration proposed in Tsitsiklis and Van Roy (1997). We conclude that the
�tted Q-iteration has better convergence guarantees than the algorithm
proposed in (Herrera and Paulot, 2014), and therefore we proposed the
randomized �tted Q-iteration (RFQI). By comparing RLSM and RFQI,
we con�rm what was shown in (Li et al., 2009), that the reinforcement
learning approach outperforms the standard LSM approach. However,
in a non-Markovian setup the reinforcement learning approach su�ers.
This was expected as, by assumption, reinforcement learning is designed
for Markovian problems (Sutton and Barto, 2018). Hence, to deal with
non-Markovian problems, we employ recurrent neural networks. The best
results in the non-Markovian case were given by our randomized recurrent
LSM (RRLSM) algorithm.
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1.2 A Review of Deep Learning

1.2.1 Feedforward Neural Networks

In this section we de�ne feedforward neural networks, also called multilayer
perceptrons (MLPs). We �rst de�ne an a�ne function and an activation
function before de�ning a hidden layer and a neural network.

De�nition 1.2.1 (a�ne function). Let ‘1; ‘2 2 N. Let A 2 R‘2�‘1 and
let b 2 R‘2 . We de�ne the a�ne function

fA;b : R‘1 ! R‘2

v 7! Av + b :

De�nition 1.2.2 (activation function). Let I � R. We de�ne the
activation function as a measurable scalar function � : R ! I. Let
‘ 2 N. We de�ne the element-wise application of � as

� : R‘ ! R‘

v 7! (�(v1); : : : ;�(v‘))
> :

Usually activation functions need to satisfy certain conditions, for
example to be nonpolynomial functions (Leshno et al., 1993; Pinkus,
1999); see Section 1.2.2. The currently most successful and widely-used
activation function is the Recti�ed Linear Unit (or ReLU) which is de�ned
by � : R ! R+ with �(x) = max(x; 0) (Jarrett et al., 2009; Nair and
Hinton, 2010; Glorot et al., 2011; Ramachandran et al., 2017).

De�nition 1.2.3 (hidden layer). Let ‘1; ‘2 2 N. A hidden layer is de�ned
as the composition of an a�ne function fA;b : R‘1 ! R‘2 with an element-
wise activation function � : R‘2 ! R‘2 .

h : R‘1 ! R‘2

v 7! (��fA;b)(v) :

The coordinates of the output of a hidden layer are called neurons. The
number of neurons ‘2 of a hidden layer is called the width of a hidden
layer. The elements of the matrix A 2 R‘2�‘1 are called the weights and
the elements of the vector b 2 R‘2 are called the bias.
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De�nition 1.2.4 (neural network). Let m 2 N. For 0 � u � m,
let ‘u; ‘u+1 2 N and let A(u) 2 R‘u+1�‘u be hidden layer u’s weights,
b(u) 2 R‘u+1 be its bias, and fA

(u);b(u)

u its a�ne function. Let �
be the activation function and �(u) : R‘u ! R‘u the element-wise
activation function of the u-th layer. Let us denote the parameters by
� := (A(0); b(0); : : : ; A(m); b(m)). Then, a neural network with m hidden
layers of ‘1; : : : ; ‘m neurons respectively is de�ned by the function

N�
m : R‘0 ! R‘m+1

x 7! (fA
(m);b(m)

m ��(m) � fA
(m�1);b(m�1)

m�1 �� � ���(1)�fA
(0);b(0)

0 )(x) :

The overall length m of the chain is called the depth of the neural network.
In particular, it is the number of hidden layers of the neural network.
When the neural network has only one hidden layer, it is called a shallow
neural network, and when it has more than one it is called a deep neural
network. The maximum number of neurons max(‘1; : : : ; ‘m) is called the
width of a neural network. Let L =

Pm
u=0(‘u‘u+1 +‘u+1) be the number of

parameters. The parameters of the neural network can also be represented
in the form of a vector � 2 RL.

Neural networks were introduced by McCulloch and Pitts (1943).
Thanks to Turing’s B-type machines (Turing, 1948; Webster, 2012), Farley
and Clark (1954) simulated a Hebbian network (Hebb, 1949). Other neural
network computational machines were created by Rochester et al. (1956).
Rosenblatt (1958, 1962) created the perceptron, an algorithm for pattern
recognition. Ivakhnenko et al. (1967) suggested a neural network with
many layers. Minsky et al. (1969) have shown that the exclusive or function
(XOR) cannot be approximated by linear neural networks (Goodfellow
et al., 2016, Section 6.1). This diminished interest in neural networks
until the concept of backpropagation for the training of neural networks
was introduced (Rumelhart et al., 1986; Hecht-Nielsen, 1992). Overviews
of deep learning of neural networks are given by Bishop et al. (1995),
Schmidhuber (2015) and Goodfellow et al. (2016).

1.2.2 Universal Approximation by Neural Networks

The classical universal approximation theorem (Cybenko, 1989; Hornik,
1991; Pinkus, 1999) illustrates that shallow neural networks approximate
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multivariate functions arbitrarily well. Let N �
‘0;1 represent the class of

shallow neural networks with activation function �, with ‘0 neurons in the
input layer, one neuron in the output layer, and one hidden layer with an
arbitrary number of neurons.

Let � be a �nite measure on R‘0 , i.e. �(R‘0) < 1. For 1 � p < 1,
the p-norm of f is de�ned by kfkp;� = (

R
R‘0 jf(x)jpd�(x))1=p. Let Lp(�)

be the vector space of all functions such that kfkp;� < 1, de�ned up
to an equivalence class of functions which vanish almost everywhere.
The distance between two functions f and g in Lp(�) is de�ned by
�p;�(f; g) = kf � gkp;�. The following universal approximation of Hornik
(1991) shows that shallow feedforward networks are dense in Lp(�).

Theorem 1.2.5 (universal approximation for functions in Lp(�), (Hornik,
1991)). If the activation function � is bounded and non constant, then for
any �nite measure � on R‘0 and any 1 � p <1, N �

‘0;1 is dense in Lp(�).

LetX � R‘0 be a non-empty compact set. Let C(X) be the space of all
continuous functions on X. We de�ne ��;X(f; g) = supx2X jf(x)� g(x)j.
The following universal approximation of Pinkus (1999) shows that shallow
feedforward networks are dense in C(X).

Theorem 1.2.6 (universal approximation for continuous functions,
(Pinkus, 1999)). Fix a non-empty compact X � R‘0 . The set N �

‘0;1 is
dense in C(X) if and only if the activation function � is continuous and
non-polynomial.

It is easy to extend from shallow neural networks to deep neural
networks with any bounded number of hidden layers by requiring that
the additional hidden layers approximate the identity function. Therefore
classical theorems (Hornik et al., 1989; Cybenko, 1989; Hornik, 1991)
address the case of arbitrary width and bounded depth. Leshno et al.
(1993); Pinkus (1999) characterized the necessary and su�cient conditions
on the activation function for Theorem 1.2.6 to hold.

Recently, researchers started to investigate the bene�t of depth in the
expressive power of neural networks, in order to understand the success
of deep neural networks. In (Telgarsky, 2016; Eldan and Shamir, 2016;
Lin et al., 2017; Poggio et al., 2017), the authors characterize classes of
functions for which deep learning can be exponentially better than shallow
learning.
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In contrast to classical theorems, Lu et al. (2017), Hanin and
Sellke (2017) and Kidger and Lyons (2020) studied whether universal
approximation is possible with a neural network of bounded width and
arbitrary depth (Park et al., 2021). Lu et al. (2017) and Hanin and Sellke
(2017) treat the case of neural networks with ReLU activation functions
and Kidger and Lyons (2020) treat the general case. In particular, Johnson
(2019) has shown that there exists a critical threshold on the width that
allows a neural network to be a universal approximator. Park et al. (2021)
provide the minimum width required for the universal approximation of
Lp functions using ReLU activation functions.

Other active areas of research surrounding the expressiveness of
feedforward networks include quantitative estimates on the number of
parameters required to approximate target functions of a given regularity
(Barron, 1993; Yarotsky and Zhevnerchuk, 2020; Gühring and Raslan,
2021). Extensions of feedforward networks capable of processing manifold-
valued data are considered in (Kratsios and Bilokopytov, 2020) and
(Kratsios and Papon, 2021), and extensions capable of producing generic
topological embeddings are studied in (Kratsios and Hyndman, 2021).
Another line of research studies the maximum number of data points that
a given shallow neural network can memorize. Baum (1988), Huang and
Babri (1998) and Huang (2003) treat the case of shallow neural networks
and Yun et al. (2019) and Vershynin (2020) treat the case of deep neural
networks.

Bolcskei et al. (2019) derive fundamental lower bounds on the
connectivity and the memory requirements of deep neural networks
guaranteeing uniform approximation rates for arbitrary function classes
in L2.

1.2.3 Training and Loss Function

Neural networks are well suited to approximate continuous functions
on compacts or Lp functions, as we saw in Section 1.2.2. In order to
approximate an unknown function f : R ! R by a neural network N�

m ,
the parameters � of the neural network need to be chosen accordingly.
They are usually chosen to minimize a certain criterion given by a loss
function.

De�nition 1.2.7 (theoretical loss function). We consider a probability
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space (
;F ;P), on which the pair of inputs and outputs (X;Y ) are de�ned.
Let L : 
! R be a measurable function. Let � be the space of parameters.
Then the theoretical loss function of a neural network with parameters �
is de�ned as

’ : � ! R
� 7! E(X;Y )�P[L(N�

m(X); Y )] : (1.1)

De�nition 1.2.8 (loss function). We consider a probability space
(
;F ; P̂), on which the pair of inputs and outputs (X;Y ) are de�ned.
Let ((x(i); y(i)))Ni=1 be a dataset with N pairs of observations and targets.
Here, P̂ describes the empirical probability of the dataset. Let L : 
! R
be a measurable function. Let � be the space of parameters. Then, the
empirical loss function of a neural network with parameters � is de�ned
as

’ : � ! R

� 7! E(X;Y )�P̂[L(N�
m(X); Y )] =

1
N

NX

i=1

L(N�
m(x(i)); y(i)) :

The parameters of the neural network are optimized using di�erent
optimization algorithms (Section 1.2.6). The optimization of the neural
network parameters is called the training of a neural network.

Example 1.2.9. Let ((x(1); y(1)); : : : ; (x(N); y(N))) be a dataset of N pairs
of inputs and outputs of an unknown measurable function f : R! R, such
that for all 1 � i � N , f(x(i)) = y(i). One possibility to choose the
parameters is to minimize the mean squared error between N�

m(xi) and yi
for all 1 � i � N . In other words, �nd the parameters � that minimize
the mean squared error loss function

’(�) =
1
N

NX

i=1

�
N�
m(x(i))� y(i)

�2
:

Usually, the available dataset is split into three datasets: the training,
validation, and test datasets as de�ned below.

De�nition 1.2.10 (training dataset). The training dataset is the dataset
used to train the neural network. In other words, it is used to optimize the
parameters of the neural network by minimizing the loss function.
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De�nition 1.2.11 (validation dataset). Once the neural network is �tted
on the training dataset, the hyperparameters of the neural network (e.g.
number of layers, number of nodes per layer) are tuned on a second dataset,
called the validation dataset.

De�nition 1.2.12 (test dataset). Once the neural network is �tted on
the training dataset and the hyperparameters are tuned on the validation
dataset, the neural network is evaluated on a third dataset, called the test
dataset.

De�nition 1.2.13 (generalization). Generalization is a term used to
describe a model’s ability to react to new data. That is, after being trained
on a training dataset, a model can handle new data and make accurate
predictions. A model’s ability to generalize is central to the success of a
model (Mitchell et al., 1986).

The quality of the generalization depends on the number of available
observations in the training dataset. When more observations are available
in a given region of the input space, then the generalization is expected to
be better than in a region where fewer observations are available. Multiple
approaches permit to quantify the generalization quality for each point of
the input space (Gal and Ghahramani, 2016; Lakshminarayanan et al.,
2017; Heiss et al., 2021).

1.2.4 Di�erent Learning Paradigms

The learning is usually called supervised learning when the loss function
is available and unsupervised learning otherwise. It can be seen as the
presence (or absence) of a teacher presenting the corresponding right
solution to a given input. However, the line between supervised and
unsupervised learning is not clearly de�ned.

The learning is called semi-supervised learning when only a subset of
targets is available (Zhou et al., 2004; Zhu and Goldberg, 2009; Chapelle
et al., 2009). It can be seen as when the teacher presents the corresponding
right solution only to a small number of inputs and doesn’t give any
information for the remaining inputs.

The learning is called transfer learning when the model was pre-trained
on a di�erent but related problem (Dai et al., 2009; Taylor and Stone,



1.2 A Review of Deep Learning 13

2009; Torrey and Shavlik, 2010; Weiss et al., 2016). For example, a neural
network can be trained with random labels and subsequently �ne-tuned
on disjoint datasets with random or real labels (Maennel et al., 2020). An
example of transfer learning is when a student who is currently learning a
second foreign language can use his knowledge acquired during the learning
of his �rst foreign language (Wang and Zheng, 2015; Kunze et al., 2017).

The learning is called reinforcement learning when an agent in an
environment tries to maximize the cumulative reward (Bertsekas and
Tsitsiklis, 1996; SzepesvÆri, 2010; Sutton and Barto, 2018). It can be
seen as when a student goes to a Montessori school (Montessori et al.,
2017), where she learns by using Montessori educational material on her
own. The student tries di�erent actions until she �nds the right solution to
her problem. She chooses a sequence of actions that maximize his chances
to solve his problem.

1.2.5 Regularization

When the parameters of the neural networks are optimized by minimizing
the loss function, it is not guaranteed that the neural network will perform
well on new unseen data. Indeed, there is a risk of over�tting (Figure 1.1,
left).

Figure 1.1: Example of under�tting (right), appropriate �tting (middle)
and over�tting (left). This �gure is based on the answer of user121799
(2019).

If the stability of the solution can be guaranteed, then generalization
and consistency are guaranteed as well (Vapnik and Chervonenkis, 1971;
Bousquet and Elissee�, 2002; Mukherjee et al., 2006). A strategy that
can be used achieve the stability and to tackle the over�tting problem is
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called regularization (Vapnik, 1992; Girosi et al., 1995; Wan et al., 2013;
Srivastava et al., 2014; Zaremba et al., 2014; Zhang et al., 2017; Heiss
et al., 2020). Regularization plays an essential role in statistical learning
theory (Vapnik, 1999; Evgeniou et al., 2002; Bousquet et al., 2004; Hastie
et al., 2009; Bhlmann and van de Geer, 2011; James et al., 2013).

L1 and L2 Regularization

De�nition 1.2.14 (regularized loss function). Let 
 be the space of
neural network parameters �, let ’ : 
 ! R�0 be the loss function,
let  : 
 ! R�0 be a measurable function, and let � > 0. Then, the
regularized loss function is de�ned by

~’(�) = ’(�) + � (�) ; (1.2)

where  is called the parameter penalty and � is a parameter which controls
the severity of the regularization.

Model Regularization term
lasso

L1-regularization  (�) = k�k1 =
P
i j�ij

Tibshirani (1996)
ridge

L2-regularization  (�) = k�k22 =
P
i j�ij2

Hoerl and Kennard (2000)
elastic net regularization

mix L1 and L2 regularization  (�) = �k�k1 + (1� �)k�k22
Zou and Hastie (2005)

The lasso (Tibshirani, 1996) has the advantage to perform a variable
selection but has some limitations. For example, when the number of
inputs ‘0 is much bigger than the number of observations N , then the
lasso selects at most N variables before it saturates. The elastic net
method (Zou and Hastie, 2005) overcomes the limitations of the lasso by
linearly combining the L1 and L2 penalties of the lasso and ridge (Hoerl
and Kennard, 2000) methods. Instead of penalizing the loss function, it
is possible to have a hard constraint on the parameters.
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Under-Constrained Regularization

An example of an explicit constraint on the parameters is the max-
norm regularization, which has been used in the context of collaborative
�ltering (Srebro and Shraibman, 2005), clustering (Jalali and Srebro,
2012), and matrix completion (Cai and Zhou, 2013, 2016). A practical
large-scale optimization for max-norm regularization was proposed in (Lee
et al., 2010) and a novel optimization algorithm using the max-norm
regularization was proposed in (Orabona et al., 2012).

De�nition 1.2.15 (max-norm regularization). Let m 2 N. For 0 � u �
m, let ‘u; ‘u+1 2 N. Let A(u) 2 R‘u+1�‘u be the weights of hidden layer
u. Let c > 0. The max-norm regularization is when a neural network is
optimized under the constraint kA(u)k2 � c for 0 � u � m where k � k2 is
the Frobenius norm.

Dropout

A strategy to reduce over�tting can be achieved by reducing the number
of trainable parameters. More precisely, this can be accomplished by
randomly dropping units (along with their connections) from the neural
network during training (Hinton et al., 2012; Wan et al., 2013; Srivastava
et al., 2014).

De�nition 1.2.16. Let U and V be two matrices with the same dimension,
the Hadamard product U � V is a matrix with the same dimension as the
operands, with elements given by

(U � V )i;j = Ui;jVi;j :

De�nition 1.2.17 (Dropout (Hinton et al., 2012)). Let m 2 N. For
0 � u � m, let ‘u; ‘u+1 2 N and let fA

(u);b(u)

u : R‘u ! R‘u+1 be the a�ne
function. Let �(u) : R‘u ! R‘u be the element-wise activation function
of the u-th layer. Let r(u) 2 f0; 1g‘u be a vector of independent Bernoulli
random variables with parameter p. Let y(0) = x 2 R‘0 be the input and
for 1 � u � m, let y(u) 2 R‘u be the output from layer u. With dropout, a
neural-network with m hidden layers of ‘1; : : : ; ‘m neurons respectively is
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de�ned by
8
><

>:

y(0) = x ;
y(u) = (�(u) � fA

(u�1);b(u�1)

u�1 )(r(u�1) � y(u�1)) 8u 2 f1; : : : ;mg ;
y(m+1) = fA

(m);b(m)

m (r(m) � y(m)) :

During the training, the derivatives of the loss function are backpropagated
through the sub-network. During the test phase, the weights are multiplied
by p, such that A(u)

test = pA(u).

Dataset Augmentation

Another strategy to reduce over�tting can be achieved by increasing
the training dataset. This is possible by incorporating some generated
fake data (Van Dyk and Meng, 2001; Wong et al., 2016; Wang et al.,
2017; Antoniou et al., 2017; DeVries and Taylor, 2017; Shorten and
Khoshgoftaar, 2019; Zhong et al., 2020; Goodfellow et al., 2016).

Early stopping

Sjöberg and Ljung (1992) and Bishop (1995) showed that terminating an
iterative optimization method such as gradient descent (Section 1.2.6)
before the true criterion minimum is found is a way of achieving
regularization. This, among other things, also explains the concept of
overtraining in neural networks (Caruana et al., 2000; Prechelt, 2012).

De�nition 1.2.18 (early stopping). When the iterative optimization
algorithm is stopped before the training converges, it is called early stopping.

Example 1.2.19. A common example of early stopping is the following.
Every time the error on the validation set improves, we store a copy of
the model parameters. The algorithm terminates when no parameters
have improved over the best recorded validation error for some prespeci�ed
number of iterations. When the algorithm terminates, we return these
parameters, rather than the latest parameters (Goodfellow et al., 2016,
Section 7.8).
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Implicit Regularization

Early stopping is closely related to L2 penalization. Indeed, the parameter
� de�ned in (1.2) can be in�uenced by the number of iterations performed
by the gradient descent. In particular, when the gradient descent is run
for a long time, it corresponds to a small value of �, and when the gradient
descent is run for a short time, it corresponds to a large value of �.

In a more general case, the regularization can be implicitly achieved
through a given procedure. This phenomenon is called implicit
regularization (Neyshabur et al., 2015; Neyshabur, 2017; Li and Liang,
2018; Soudry et al., 2018; Poggio et al., 2018; Gidel et al., 2019; Heiss
et al., 2020). The solution obtained with gradient descent is a simple
function that could be expressed by a neural network with fewer parameters
(Maennel et al., 2018).

1.2.6 Optimization for Training Neural Networks

We are interested in �nding the parameters � of a neural network N�
m

that minimize the loss function ’ de�ned as L(N�
m ; y) in (1.1). As the loss

function L has the neural network N�
m as input, which is a non-convex

function with respect to the parameters, the loss function is also a non-
convex function. Therefore, using an optimization algorithm that �nds
a local optimum such as gradient descent does not guarantee to reach a
global optimum for loss functions of neural networks (Sra et al., 2012;
Jain and Kar, 2017; Cheridito et al., 2021). However, those algorithms
still perform well for training neural networks because there is actually
no need to �nd a global optimum but rather to decrease the loss function
value (Saxe et al., 2014; Dauphin et al., 2014; Goodfellow et al., 2014;
Choromanska et al., 2015). Indeed, we are interested in the generalization
of neural networks and not in �nding a global minimum of the loss function.
Therefore, a neural network with non-optimal parameters can have better
generalization properties than a neural network with optimal parameters.
It can be seen as a regularization method to not to try to �nd the optimal
parameters (Section 1.2.5).

Instead of utilizing the entire training dataset as it is done
in deterministic gradient methods, the stochastic gradient descent
(Algorithm 1) uses more than one but fewer than all the training samples
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for one training step.

De�nition 1.2.20 (epoch, batch and mini-batch). Epoch is one pass over
the entire training dataset. The entire training dataset is also called batch.
A subset of the training dataset is called minibatch.

Small minibatches can o�er a regularizing e�ect (Wilson and Martinez,
2003). It is also crucial that the minibatches be selected randomly
(Goodfellow et al., 2016, Section 8.1.3).

Parameters Initialization

The neural network parameters are �rst randomly sampled and then
optimized by a gradient descent based algorithm (Algorithm 1). Therefore,
the choice of distribution plays an important role in the training of neural
networks (Yam and Chow, 2000; Glorot and Bengio, 2010; Sutskever
et al., 2013) . A popular distribution is the uniform distribution with a
given bound proposed by Glorot and Bengio (2010) which brings a fast
convergence. The initialization using this distribution is called xavier-
uniform initialization. Other spopular initializations are xavier-normal
(Glorot and Bengio, 2010), kaiming-uniform and kaiming-normal (He et al.,
2015).

Stopping Criterion

The standard stopping criterion is to stop when the loss function is less
than a given threshold. A more convenient stopping criterion is to limit the
iteration number. This simpli�es the synchronization of the distributed
implementation (Li et al., 2014). An early stopping can also be seen as a
regularization technique (Section 1.2.5).
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Algorithm 1 Stochastic Gradient Descent (SGD)
Require: Learning rate schedule h1; h2; : : :
Require: Initial parameters �0 . parameters initialization
Set j = 1
while Stopping criterion not met do
Sample a minibatch of Nb < N samples from the training set
(x(1); x(2); : : : ; x(Nb)) with correspond targets (y(1); y(2); : : : ; y(Nb)).
Compute gradient estimate G = r�

PNb
i=1 L

�
N�
m(xi); yi

�

Set � = �� hj G
Set j = j + 1

end while

While stochastic gradient descent remains a popular optimization
strategy, learning with it can sometimes be slow and many improvements
have been suggested. The method of momentum (Polyak, 1964) is designed
to accelerate learning. The Nesterov momentum algorithm (Nesterov,
1983) accelerated the learning rate for the deterministic gradient descent.
The AdaGrad algorithm (Duchi et al., 2011; Li and Orabona, 2019)
individually adapts the learning rates of all model parameters. The
RMSProp algorithm (Tieleman and Hinton, 2012) modi�es AdaGrad to
perform better in the non convex setting. The ADAM algorithm (Kingma
and Ba, 2014) can be seen as a combination of RMSProp and momentum.
Currently, those are the most popular algorithms to use for the training
of neural networks (Xu et al., 2015; Melis et al., 2018). An overview of
those algorithms is given in (Goodfellow et al., 2016, Section 8.3).

It is important for all those gradient descent based algorithms to be
able to e�ciently compute the gradient of the loss function � 7! ’(�)
with respect to the parameters of the neural network �. This is achieved
with automatic di�erentiation and more precisely with backpropagation.
The backpropagation for neural networks was developed and studied in
(Rumelhart et al., 1986; Hecht-Nielsen, 1989; Erb, 1993; Goh, 1995). A
good overview is given in (Baydin et al., 2018). The backpropagation as
well as the gradient descent algorithms mentioned below are implemented
in machine learning libraries such as TensorFlow (Abadi et al., 2015) or
PyTorch (Paszke et al., 2019).
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1.2.7 Randomized Neural Networks

One way to reduce the training time is to randomly sample and �x the
parameters of the hidden layers and to only train the parameters of the last
layer (Rahimi and Recht, 2007). In addition, this can o�er a regularization
e�ect as the number of trainable parameters is reduced similarly to the
dropout regularization strategy (Section 1.2.5).

De�nition 1.2.21. A randomized neural network is a neural network
where the hidden layers are randomly sampled and �xed and only the
last layer is trained. Let m 2 N. Denoting the parameters of the m-
layered neural network as (A(0); b(0); : : : ; A(m); b(m)), then, the parameters
(A(0); b(0); : : : ; A(m�1); b(m�1)) are randomly sampled and �xed and only
the parameters of the last layer (A(m); b(m)) are trained.

In general, for all 0 � u � m � 1, A(u) and b(u) can be sampled
from di�erent distributions that are continuous and cover all of R‘u+1�‘u

and R‘u . The distributions and their parameters are hyperparameters
of the randomized neural network that can be tuned (Chapter 5). The
universality of randomized neural networks was provided by (Huang et al.,
2006). A neural network with random weights (NNRW) has been studied
and reviewed in (Cao et al., 2018). Randomized neural networks as
approximation functions were also studied by Gorban et al. (2016).

1.2.8 Recurrent Neural Networks

In this section we present a family of neural networks for modeling
sequential data (Rumelhart et al., 1986) such as speech (Graves et al.,
2013; Sak et al., 2014) or video (Venugopalan et al., 2015; Yu et al., 2016).

De�nition 1.2.22 (recurrent neural network cell). The input to a RNN
is a discrete time series of observations (xt1 ; : : : ; xtn). At each time ti+1,
the latent variable h is updated using the previous latent variable hti and
the input xti+1 as

hti+1 := RNNCell(hti ; xti+1); (1.3)

where RNNCell is a neural network.
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The recurrent neural network has a RNN Cell and an additional readout
map which can be a linear map or another feedforward neural network.
The RNNCell can be for example a vanilla cell (Rumelhart et al., 1986), a
LSTM cell (Hochreiter and Schmidhuber, 1997) or a GRU cell (Cho et al.,
2014).

De�nition 1.2.23 (vanilla recurrent neural network (Hochreiter and
Schmidhuber, 1997)). The input is a discrete time series of observations
(xt1 ; : : : ; xtn). Let ‘0 be the input size, in other words, for all 1 � i � n,
xti 2 R‘0 . Let ‘1 be the size of the hidden state and ‘2 be the output
size. Let ht 2 R‘1 be the output of the hidden layer at time t, called the
hidden state. Let Ax 2 R‘1�‘0 and Ah 2 R‘1�‘1 be the weight matrices and
bh 2 R‘1 be the bias vector of the hidden state. Moreover, let Ao 2 R‘1�‘2
be the weights matrix and bo 2 R‘2 the bias vector of the readout map.
Let �h : R‘1 ! R‘1 and �o : R‘2 ! R‘2 be the element-wise activation
functions of the hidden state and of the readout map respectively. Then,
a recurrent neural network is de�ned as

�
hti = �h

�
Axxti +Ahhti�1 + bh

�
; hidden state

oti = �o (Aohti + bo) ; readout map

where the initial value is ht0 = 0.

A recurrent neural network can be seen as an unfold deep neural
network where additional external information is added at each layer.
In contrast to a feedforward neural network which has only one input x,
the recurrent neural network has a sequence (xt1 ; : : : ; xtn) as input. At
each date ti, the observation xti is taken as input of the linear function.
At each time ti, the hidden state hti depends on the previous hidden state
hti�1 and on the current observation xt. Then the output of the recurrent
neural network is also a sequence (ot0 ; : : : ; oti).

However, learning long-term dependencies using recurrent neural
networks is di�cult. Two main problems occur during the training: the
vanishing and the exploding gradients (Bengio et al., 1994; Hochreiter
et al., 2001; Pascanu et al., 2013). In particular, when the recurrent
neural network has multiple hidden states, then the derivative of a given
hidden state is speci�ed by the multiplication of the derivatives of previous
hidden states. Hence, if the derivatives are small, then the gradient will
decrease during the training until it vanishes. Similarly, if the derivatives
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are large, then the gradient can increase until it explodes. In order to avoid
the gradient to vanish or to explode as it can occur in classical recurrent
neural networks (Hochreiter, 1998), Hochreiter and Schmidhuber (1997)
suggested the following model.

De�nition 1.2.24 (Long short-term memory cell). The input is a discrete
time series of observations (xt1 ; : : : ; xtn). Let ‘0 be the input size, in other
words, for all 1 � i � n, xti 2 R‘0 . Let ‘1 be the size of the hidden
state and ‘2 be the output size. For s 2 ff; i; o; cg, let Asx 2 R‘1�‘0 and
Ash 2 R‘1�‘1 be the weight matrices and bs 2 R‘1 be the bias vectors. Let
�g : R‘1 ! R‘1 , �c : R‘1 ! R‘1 and �h : R‘2 ! R‘2 be the element-
wise activation functions of the gates, of the cell input and of the output
respectively. Then the long short-term memory (LSTM) is a recurrent
neural network cell architecture de�ned as follow

8
>>>>>><

>>>>>>:

fti = �g
�
Afxxti +Afxhti�1 + bf

�
; forget gate

iti = �g
�
Aixxti +Aihhti�1 + bi

�
; input gate

oti = �g
�
Aoxxti +Aohhti�1 + bo

�
; output gate

~cti = �c
�
Acxxti +Achhti�1 + bc

�
; cell input activation

cti = fti � cti�1 + iti � ~cti ; cell state
hti = oti � �h(cti) ; hidden state

where the initial values are ht0 = 0 and ct0 = 0.

In contrast to the traditional recurrent neural network, an LSTM cell
is able to decide whether to keep the existing memory via the forget and
the input gates. Therefore, the LSTM architecture is able to detect and
carry an important feature from an input sequence over a long distance
(Chung et al., 2014). An analysis of LSTM variants on three di�erent
tasks: speech recognition, handwriting recognition, and polyphonic music
modeling is proposed in (Gre� et al., 2016). Cho et al. (2014) suggested
the following model which similarly to LSTM has a forget gate but has
fewer parameters than LSTM.

De�nition 1.2.25 (gated recurrent unit cell). The input is a discrete
time series of observations (xt1 ; : : : ; xtn). Let ‘0 be the input size, in other
words, for all 1 � i � n, xti 2 R‘0 . Let ‘1 be the size of the hidden
state and ‘2 be the output size. For s 2 ff; i; hg, let Asx 2 R‘1�‘0 and
Ash 2 R‘1�‘1 be the weights matrices and bs 2 R‘1 be the bias vectors.
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Let �g : R‘1 ! R‘1 and �h : R‘2 ! R‘2 be the element-wise activation
functions of the gates and of the output respectively. Then the gated
recurrent unit (GRU) is a recurrent neural network cell architecture de�ned
as follow

8
>><

>>:

fti = �g
�
Afxxti +Afxhti�1 + bf

�
; forget gate

iti = �g
�
Aixxti +Aihhti�1 + bi

�
; input gate

~hti = �h
�
Ahxxti +Ahh(iti � hti�1) + bh

�
; cell input activation

hti = (1� fti)� hti�1 + fti � ~hti ; hidden state

where the initial value is ht0 = 0.

While having similar performance as the LSTM on some applications
such as polyphonic music modeling and speech signal modeling, GRU
requires fewer parameters (Chung et al., 2014). Indeed, the GRU does
not have an output cell which controls the amount of memory content and
does not control the amount of new memory content being added. Both
GRU and LSTM recurrent neural networks architectures are widely used
(Graves and Schmidhuber, 2005; Graves et al., 2005; Irie et al., 2016).
The universality for recurrent neural networks was proved by Schäfer and
Zimmermann (2006).

1.2.9 Randomized Recurrent Neural Networks

De�nition 1.2.26 (randomized recurrent neural networks). A randomized
recurrent neural network is a recurrent neural network where the
parameters of the hidden state (Asx; Ash; b) are randomly sampled and �xed
and only the parameters of the readout map (Ao; bo) are trained.

Randomized recurrent neural networks are an extension of randomized
neural networks, and also known as reservoir computing. Not only they
reduce the training time, but also outperforme classical fully trained
RNNs in many tasks (Schrauwen et al., 2007; Verstraeten et al., 2007;
Luko†evi£ius and Jaeger, 2009; Gallicchio et al., 2017). The universality
of randomized recurrent neural networks was proven in (Grigoryeva and
Ortega, 2018; Gonon and Ortega, 2020b; Gonon et al., 2020; Gonon and
Ortega, 2020a).



24 Chapter 1

1.2.10 Continuous-depth Neural Networks

Neural Ordinary Di�erential Equation

Recent studies showed that network depth is of crucial importance
(Simonyan and Zisserman, 2015; Szegedy et al., 2015). However, deeper
neural networks are more di�cult to train. The following model facilitates
the training of neural networks that are substantially deeper than those
used previously (He et al., 2016; Xie et al., 2017).

De�nition 1.2.27 (Residual neural networks). Residual neural networks
can be described by

hti+1 = hti + f(hti ; ti; �) ;

where hti is the output of the hidden layer i, the initial value is ht0 = 0
and f a hidden layer with parameters �.

If we add more layers and take smaller steps �t as follow

ht+�t = ht + f(ht; t; �)�t ;

then the derivative of the hidden state can be parametrized by a neural
network

dht
dt

= f(ht; t; �) :

Starting from the input layer h0 = 0, we can de�ne the output layer hT to
be the solution to this ODE. Therefore the output of the neural network
can be computed using a blackbox di�erential equation solver (Thorpe
and van Gennip, 2018). Some scaling properties of deep residual neural
networks are given in (Cohen et al., 2021a).

De�nition 1.2.28 (Neural Ordinary Di�erential Equation). Neural ODEs
(Chen et al., 2018) are a family of continuous-time models de�ning a latent
variable ht := h(t) to be the solution to an ODE initial-value problem
(IVP):

ht := ht0 +
Z t

t0
f(hs; s; �)ds; t � t0; (1.4)

where f(�; �; �) = f� is a neural network with weights �. Therefore, the
latent variables can be updated continuously by solving this ODE (1.4).
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We can emphasize the dependence of ht on a numerical ODE solver by
rewriting (1.4) as

ht := ODESolve(f�; ht0 ; (t0; t)) : (1.5)

ODE-RNN

The following model is a mixture of a RNN and a neural ODE. In
contrast to a standard RNN, we are not only interested in an output
at the observation times ti, but also in between those times. In particular,
we want to have an output stream that is generated continuously in time.

De�nition 1.2.29 (ODE-RNN). A neural ODE models the latent
dynamics between two observation times, i.e. for ti < t < ti+1 the latent
variable is de�ned as in (1.4) and (1.5), with ht0 and t0 replaced by hti and
ti. At the next observation time ti+1, the latent variable is then updated
by a RNN. Rubanova et al. (2019) write this as

�
h0ti+1

:= ODESolve(f�; hti ; (ti; ti+1))
hti+1 := RNNCell(h0ti+1

; xti+1) : (1.6)

Therefore, �xing ht0 := h0, the entire latent process can be computed by
iteratively solving an ODE followed by applying a RNN.

The model architecture describing the latent variable in GRU-ODE-
Bayes (Brouwer et al., 2019) is de�ned as a special case of the ODE-RNN
architecture. In particular, a gated recurrent unit (GRU) is used for the
RNN-cell and a continuous version of the GRU for the neural ODE f�.

Thinking about the process h := (ht)t�t0 de�ned in (1.6) as a
(stochastic) process in time, it is de�ned to evolve continuously for
ti � t < ti+1 according to the ODE dynamics f� and jumps at time
ti+1 according to the RNN cell. In particular, it is de�ned to be a càdlàg1

process, for which hti+1� is the standard notation for the left limit, i.e.
the last point before the jump at time ti+1. According to this notation we
have hti+1� = h0ti+1

, hence, we can rewrite (1.6) as
�
hti+1� := ODESolve(f�; hti ; (ti; ti+1))
hti+1 := RNNCell(hti+1� ; xti+1) : (1.7)

1i.e. right-continuous with existing left limits, also denoted as RCLL
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We replace the standard RNN cell by a residual RNN cell (rRNN), as
it was described e.g. in Yue et al. (2018). In particular, instead of applying
the RNN cell such that hti = RNNCell(hti�; xi) we use a residual RNN
cell to have hti = hti� + rRNNCell(hti�; xi). The residual RNN is as
expressive as the standard RNN and was empirically shown to perform
very similarly or even better than the standard framework (Yue et al.,
2018). This way, the residual RNN cell models exactly the jump of the
latent variable (i.e. the di�erences) that occurs at the time ti+1 when
taking into account the next observation xti+1 . Therefore, we can rewrite
the ODE-RNN (1.7) as

�
hti+1� := ODESolve(f�; hti ; (ti; ti+1))
hti+1 := hti+1� + rRNNCell(hti+1� ; xi) :

(1.8)

Combinations of neural ODEs with recurrent neural networks (RNN),
like GRU-ODE-Bayes or ODE-RNN are well suited to model irregularly
observed time series. While those models outperform existing discrete-
time approaches, no theoretical guarantees for their predictive capabilities
are available. Herrera et al. (2021b) provide a data-driven approach to
learn, continuously in time, the conditional expectation of a stochastic
process. Hackenberg et al. (2020) investigated deep dynamic modeling
for an extremely small data setting with only two irregularly-in-time
observations per trajectory.

1.2.11 Controlled Ordinary Di�erential Equations

We brie�y recall the de�nition of controlled ODEs as it was given in
(Herrera et al., 2020b, Section 4.1) and used in (Cuchiero et al., 2019;
Herrera et al., 2020b) to describe neural networks.

De�nition 1.2.30 (Controlled Ordinary Di�erential Equation). We �x
‘; d 2 N and de�ne for 1 � i � d the vector �elds

Vi : �� R�0 � R‘ ! R‘; (�; t; x) 7! V �i (t; x);

which are càglàd 2 in t and Lipschitz continuous in x. Furthermore, we
de�ne the scalar càdlàg control functions

ui : R�0 ! R; t 7! ui(t);
2i.e. left continuous with existing right limits



1.2 A Review of Deep Learning 27

which have �nite variation and satisfy ui(0) = 0. Then we de�ne the
process Z := (Zt)t�0 as the solution of the controlled ODE

dZt =
dX

i=1

V �i
�
t; Zt�

�
dui(t); Z0 = z; (1.9)

where z 2 R‘ is some starting point.

The ODE-RNN can be written as a controlled ODE, where we set
d = 2 and de�ne V �1 := f�, V2 := rRNNCell and u1(t) := t. As pointed
out by Herrera et al. (2020b), one can take the ui to be semimartingales
instead of deterministic functions.

1.2.12 Relevant (Recent) Work Applying Machine
Learning Technology to Finance

Machine learning is actively applied in mathematical �nance and has been
specially promoted after the pioneer work of Buehler et al. (2019): a deep
learning based method for hedging derivatives, called the deep hedging.
In this section, we present some of the relevant works applying machine
learning technology to �nance. The optimal stopping problem is studied
in detail in Section 1.6.

Model Calibration

Hernandez (2017) presented a neural network based method to calibrate
models signi�cantly faster regardless of the model. Horvath et al. (2019)
and Bayer et al. (2019) presented a consistent neural network based
calibration method for a number of volatility models�including the
rough volatility family� that performs the calibration task within a few
milliseconds for the full implied volatility surface. Jacquier and Oumgari
(2019) introduced a new deep-learning based algorithm to evaluate options
in a�ne rough stochastic volatility models. Brigo et al. (2021) presented
an interpretability analysis of deep learning in the Heston model. Cuchiero
et al. (2020) suggested a generative adversarial network approach to
calibration of local stochastic volatility models. Dixon et al. (2020)
modi�ed the standard deep learning methodology to enforce the no-
arbitrage conditions. They use the Dupire formula (Dupire et al., 1994)
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to enforce bounds on the local volatility associated with (arbitrage-free)
option prices, during the network �tting. Cohen et al. (2021b) use neural
networks as function approximators for the drift and di�usion of the
modelled SDE system, and impose constraints on the neural networks such
that conditions on the absence of arbitrage are preserved. In particular,
they give methods to calibrate neural SDE models which are guaranteed
to satisfy a set of linear inequalities. Gambara and Teichmann (2020)
suggested a deep learning based method for consistent model recalibration
(Harms et al., 2018).

Risk Management

Sirignano et al. (2016) developed a deep learning model of mortgage risk
and used it to analyze the behavior of mortgage borrowers. Inspired
by Weinan et al. (2017), Henry-Labordere (2017) provided the pricing of
counterparty risk and the computation of initial margin using a primal-dual
method for solving BSDEs based on the use of neural networks, stochastic
gradient descent and a dual formulation of stochastic control problems.
Gnoatto et al. (2020) suggested a new method that uses a coupled system
of BSDEs for the valuation adjustments (XVA) and solves these by a
recursive application of a neural network based BSDE solver. Krabichler
and Teichmann (2020) proposed a deep learning based method for the
Asset Liability Management (ALM). Fernandez-Arjona and Filipovic
(2020) suggested a machine learning approach to portfolio pricing and
risk management for high-dimensional problems.

Financial Data Generation

Henry-Labordere (2019) derived an automatic generation of �nancial data
and anomaly detection using non-parametric generative models based on a
new algorithm for computing Wasserstein distance e�ciently. Wiese et al.
(2019) demonstrated that generative adversarial networks (GANs) can be
successfully applied to the task of generating multivariate �nancial time
series. Xu et al. (2020) introduced a GAN using causal optimal transport
theory to produce sequential data. Buehler et al. (2020) introduced a
generative model to generate �nancial markets with signatures. Allouche
et al. (2021) proposed a new parametrization for the generator of a GAN



1.2 A Review of Deep Learning 29

adapted to heavy-tailed distributions, based on extreme-value theory.

Prediction

Sirignano (2016) developed a new neural network architecture for modeling
spatial distributions which is computationally e�cient and speci�cally
designed to take advantage of the spatial structure of limit order books.
Torre et al. (2019) proposed a data-driven polynomial chaos expansion for
machine learning regression. Akyildirim et al. (2021) proposed a machine
learned based method to predict cryptocurrency returns. Bellotti et al.
(2021) proposed a machine learned based to forecast recovery rates on non-
performing loans. Bayraktar et al. (2021) studied the problem of prediction
with expert advice with adversarial corruption where the adversary can at
most corrupt one expert, using tools from viscosity theory (Fleming and
Soner, 2006).

Pricing and Hedging

Buehler et al. (2019) proposed a deep learning approach for hedging a
portfolio. Ruf and Wang (2020) provided a literature review on pricing
and hedging using neural networks. Curin et al. (2021) proposed a deep
learning model for gas storage optimization. It is also related to the
optimal stopping problem (Carmona and Touzi, 2008) that we will see in
detail in Section 1.6 and Section 1.2.6. Very recently Lütkebohmert et al.
(2021) studied the pricing and hedging under parameter uncertainty for a
class of Markov processes.

Mean �eld games and stochastic control

Baldacci et al. (2019) proposed a market making and incentives design in
the presence of a dark pool using a deep reinforcement learning approach.
Casgrain et al. (2019) suggested a deep Q-learning approach for Nash
equilibria. Sirignano and Spiliopoulos (2020) proposed a mean �eld
analysis of neural networks and provided a central limit theorem. Guo
et al. (2019) presents a general mean-�eld game framework for simultaneous
learning and decision-making in stochastic games with a large population.
Based on the rough path theory, Min and Hu (2021) proposed a novel
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single-loop algorithm, named signatured deep �ctitious play for mean �eld
games with common noise.

1.3 Low-Rank plus Sparse Decomposition of
Covariance Matrices using Neural
Network Parametrization

We are interested in the problem of decomposing a positive semide�nite
matrix as a sum of a matrix with a given rank plus a sparse matrix. An
immediate application can be found in portfolio optimization, when the
matrix to be decomposed is the covariance between the di�erent assets in
the portfolio. Our approach consists in representing the low-rank part of
the solution as the product MM>, where M is a rectangular matrix of
appropriate size, parametrized by the coe�cients of a deep neural network.
We then use a gradient descent algorithm to minimize an appropriate loss
function over the parameters of the network. We deduce its convergence
rate to a local optimum from the Lipschitz smoothness of our loss function.
We show that the rate of convergence grows polynomially in the dimensions
of the input, output, and the size of each of the hidden layers.

1.3.1 Background

We present a new approach to decompose a possibly large covariance
matrix � into the sum of a positive semide�nite low-rank matrix L plus a
sparse matrix S. Albeit our method can be used in any context where such
a problem occurs, our primary application of interest is rooted in Finance.
When studying the correlation matrix between the returns of �nancial
assets, it is important for the design of a well-diversi�ed portfolio to identify
groups of heavily correlated assets, or more generally, to identify a few ad-
hoc features, or economic factors, that describe some dependencies between
these assets. To this e�ect, the most natural tool is to determine the few
�rst dominant eigenspaces of the correlation matrix and to interpret them
as the main features driving the behavior of the portfolio. This procedure,
generally termed Principal Component Analysis (PCA), is widely used.
However, PCA does not ensure any sparsity between the original matrix �
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and its approximation A. As it turns out, many coe�cients of ��A can
be relatively large with respect to the others; these indicate pairs of assets
that present an ignored large correlation between themselves, beyond the
dominant features revealed by PCA. Following Shkolnik et al. (2016), to
reveal this extra structure present in �, we decompose it into the sum of
a low-rank matrix L, which describes the dominant economic factors of
a portfolio, plus a sparse matrix S, to identify hidden large correlations
between assets pairs. The number of those economic factors is set according
to the investor’s views on the market, and coincides with the rank of L.
The sparse part S can be seen as a list of economic abnormalities, which
can be exploited by the investor.

Beyond covariance matrices, this decomposition is a procedure
abundantly used in image and video processing for compression and
interpretative purposes Bouwmans et al. (2016), but also in latent variable
model selection CandŁs et al. (2011), in latent semantic indexing Min et al.
(2010), in graphical model selection Aybat et al. (2013), in graphs Shahid
et al. (2015), and in gene expression Liu et al. (2015), among others. A
rich collection of algorithms exist to compute such decomposition, see
Chandrasekaran et al. (2010); He et al. (2012); Lin et al. (2010); Wang
et al. (2012); Zhou et al. (2013) to cite but a few, most of which are
reviewed in Bouwmans et al. (2017) and implemented in the Matlab LRS
library Bouwmans et al. (2015). However, our method can only address
the decomposition of a symmetric positive semide�nite matrix, as it uses
explicitly and takes full advantage of this very particular structure.

1.3.2 Our Results

Our approach consists in �xing an (upper bound for the) rank k of L by
de�ning L := MM> for a suitable M 2 Rn�k. We use a deep neural
network with the matrix to be decomposed � as input and the rectangular
matrixM as output. The parameters of the neural network are minimized
using a gradient descent method.

Our �rst approach consists in representing the low-rank part of the
solution as the product MM>, where M is a rectangular matrix of
appropriate size. We use a deep neural network with the matrix to be
decomposed as input and the rectangular matrix M as output.

In our approach, we must �rst select a rank for L, based e.g. on a prior
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spectral decomposition of � or based on exogenous considerations. We
then apply a gradient descent method with a well-chosen loss function,
using Tensor�ow Abadi et al. (2015) or Pytorch Paszke et al. (2017).

In Section 4.1, we introduce the construction of our low-rank matrix
L = MM>, where M , in contrast with the RPCA-GD method, is
parametrized by the coe�cients of a multi-layered neural network. A
potential advantage of this parametrization has been pointed in Lopez-Paz
and Sagun (2018), albeit in a di�erent context than ours. We also describe
the corresponding loss function that we seek to minimize. Moreover, we
analyze the regularity properties of the objective function leading to an
estimate of the convergence rate of a standard gradient descent method to
a stationary point of the method; see Theorem 2.1.1. We show that the
convergence rate of our algorithm grows polynomially in the dimension
of each layer. In Section 2.2, we conduct a series of experiments �rst on
arti�cially generated data, that is matrices � with a given decomposition
L+ S, to assess the accuracy of our method and to compare it with the
algorithms presented in this section. We apply also our algorithm to real
data sets: the correlation matrix of the stocks from the S&P500 index and
an estimate of the correlation matrix between real estate market indices of
44 countries. We show that our method achieves a higher accuracy than
the other algorithms. Moreover, by its construction of L := MM>, we
can guarantee the positive semide�niteness of L, although covariance or
correlation matrices may not satisfy this property in practice. For example,
an empirical correlation matrix of stock returns, where the correlation
between two stock returns is decreased by the risk manager may lose
its positive semide�niteness. The issue of non positive semide�niteness
of correlation matrices in option pricing and risk management is well
explained in (Rebonato and Jäckel, 1998). We refer to Higham and Strabic
(2016) for a detailed discussion of this issue. By contrast, most algorithms
do not ensure that L is kept positive semide�nite, which forces them
to correct their output at the expense of their accuracy. The proof of
Theorem 2.1.1 is provided in Section 2.3.

1.3.3 Related Work

The Principal Component Pursuit (PCP) reformulation of this problem has
been proposed and studied by CandŁs et al. (2011); Chandrasekaran et al.
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(2010); Lin et al. (2010) as a robust alternative to PCA, and generated
a number of e�cient algorithms. For a given � > 0, the PCP problem is
formulated as

min
L;S
jjLjj� + �jjSjj1 s:t: � = L+ S : (1.10)

where � 2 Rn�n is the observed matrix, jjLjj� is the nuclear norm of
matrix L (i.e. the sum of all singular values of L) and jjSjj1 is the l1-
norm of matrix S. To solve (1.10), an approach consists in constructing its
Augmented Lagrange Multiplier (ALM) Hestenes (2016). By incorporating
the constraints of (1.10) into the objective multiplied by their Lagrange
multiplier Y 2 Rn�n, the ALM is

min
L;S;Y

jjLjj� + �jjSjj1 + hY;�� L� Si+
�
2
jj�� L� Sjj2F ; (1.11)

which coincides with the original problem when � ! 1. We denote by
L�(L; S; Y ) the above objective function. In Lin et al. (2010), it is solved
with an alternating direction method:

Lt+1 = arg min
L
L�t(L; St; Yt) (1.12)

St+1 = arg min
S
L�t(Lt+1; S; Yt) (1.13)

Yt+1 = Yt + �t(�� Lt+1 � St+1)
�t+1 = ��t:

for some � > 1. The resulting method is called Inexact ALM (IALM);
in the Exact ALM, L�(L; S; Yt) is minimized on L and S simultaneously,
a considerably more di�cult task. The problem (1.13) can be solved
explicitly at modest cost. In contrast, (1.12) requires an expensive
Singular Value Decomposition (SVD). In Kang et al. (2015), the authors
replace the nuclear norm in (1.11) by the non-convex function jjLjj
 :=P
i(1+
)�i(L)=(
+�i(L)) that interpolates between rank(L) and jjXjj� as


 goes from 0 to 1, in order to depart from the convex PCP approximation
of the original problem. Then they apply the same alternating direction
method to the resulting function. This method is referred to as Non-
Convex RCPA or NC-RCPA. In Rodriguez and Wohlberg (2013), the
authors rather solve a variant of (1.10) by incorporating the constraint
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into the objective, removing the costly nuclear norm term, and imposing
a rank constraint on L:

min
L;S

�jjSjj1 +
1
2
jj�� L� Sjj2F s:t: rank(L) = k: (1.14)

We denote by bL(L; S) the above objective function. Using also an
alternating direction strategy, the authors have devised the Fast PCP
(FPCP) method as

Lt+1 = arg min
L
bL(L; St) s:t: rank(L) = k (1.15)

St+1 = arg min
S
bL(Lt+1; S): (1.16)

The problem (1.16) is easy to solve as for (1.13). In contrast to (1.12),
the sub-problem (1.15) can be solved by applying a faster partial SVD to
� � St, with the only necessity of computing the k �rst singular values
and their associated eigenvectors. These authors have further improved
their algorithm in Rodriguez and Wohlberg (2016) with an accelerated
variant of the partial SVD algorithm. Their methods are considered as
state-of-the-art in the �eld Bouwmans et al. (2017) and their solution
is of comparable quality to the one of (1.10). An alternative approach,
designated here as (RPCA-GD) to solve (1.14) was proposed in Yi et al.
(2016), where, as in our setting, the rank constraint is enforced by setting
L := MM> for M 2 Rn�k. Then a projected gradient method is used to
solve (1.15) in M . In order to guarantee that S has a prescribed sparsity,
they use an ad-hoc projector on an appropriate space of sparse matrices.

The solution to the PCP problem (1.10) depends on the
hyperparameter �, from which we cannot infer the value of the rank k
of the resulting optimal L with more accuracy than in the classical results
of CandŁs et al. in Theorem 1.1 of CandŁs et al. (2011). In view of the
particular �nancial application we have in mind, we would prefer a method
for which we can chose the desired k in advance. In both the IALM and
the Non-Convex RPCA methods, neither the rank of L nor its expressivity
� that is, the portion of the spectrum of � covered by the low-rank matrix
� can be chosen in advance. In RPCA-GD, the rank is chosen in advance,
but the sparsity of S is set in advance by inspection of the given matrix
�, a limitation that we would particularly like to avoid in our application.
From this point of view, FPCP seems the most appropriate method.
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1.4 Local Lipschitz Bounds of Deep Neural
Networks

We study the Lipschitz constant of deep neural networks. Indeed the
Lipschitz constant is an important quantity that arises in analysing the
convergence of gradient-based optimization methods. It is generally
unclear how to estimate the Lipschitz constant of a complex model. Thus,
Chapter 3 studies an important problem that may be useful to the broader
area of non-convex optimization. The main result provides a local upper
bound on the Lipschitz constants of a multi-layer feed-forward neural
network and its gradient. In contrast to previous works, we compute
the Lipschitz constants with respect to the network parameters and not
with respect to the inputs. These constants are needed for the theoretical
description of many step size schedulers of gradient based optimization
schemes and their convergence analysis. The idea is both simple and
e�ective. The results are extended to a generalization of neural networks,
continuously deep neural networks, which are described by controlled
ODEs. Moreover, we show that in general, it is impossible to establish
global upper bounds for the Lipschitz constants.

1.4.1 Background

The training of a neural network can be summarized as an optimization
problem which consists of making steps towards extrema of a loss function.
Variants of the stochastic gradient descent (SGD) are generally used to
solve this problem. They give surprisingly good results, even though the
objective function is not convex in most cases. The adaptive gradient
methods are a state-of-the-art variation of SGD. In particular, AdaGrad
(Duchi et al., 2011), RMSProp (Tieleman and Hinton, 2012), and ADAM
(Kingma and Ba, 2014) are widely used methods to train neural networks
(Melis et al., 2018; Xu et al., 2015). In most of the SGD methods, the
rate of convergence depends on the Lipschitz constant of the gradient of
the loss function with respect the parameters (Reddi et al., 2018; Li and
Orabona, 2019). Therefore, it is essential to have an upper bound estimate
on the Lipschitz constant in order to get a better understanding of the
convergence and to be able to set an appropriate step-size.
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1.4.2 Our Results

We provide a general and e�cient estimate for the upper bound on the
Lipschitz constant of the gradient of any loss function applied to a feed-
forward fully connected DNN with respect to the parameters. Naturally,
this estimate depends on the architecture of the DNN (i.e. the activation
function, the depth of the NN, the size of the layers) as well as on the
norm of the input and on the loss function.

As a concrete application, we show how our estimate can be used to set
the (hyper-parameters of the) step size of the AdaGrad (Li and Orabona,
2019) SGD method, such that convergence of this optimization scheme
is guaranteed (in expectation). In particular, the convergence rate of
AdaGrad with respect to the Lipschitz estimate of the gradient of the loss
function can be calculated.

In addition, we provide Lipschitz estimates for any neural network that
can be represented as solution of a controlled ordinary di�erential equation
(controlled ODE) (Cuchiero et al., 2019). This includes classical DNN as
well as continuously deep neural networks, like neural ODE (Chen et al.,
2018), ODE-RNN (Rubanova et al., 2019), GRU-ODE-Bayes (Brouwer
et al., 2019) and neural SDE (Liu et al., 2019; Tzen and Raginsky,
2019; Jia and Benson, 2019). Therefore, having such a general Lipschitz
estimate allows us to cover a wide range of architectures and to study
their convergence behaviour. Moreover, controlled ODE can provide us
with neural-network based parametrized families of invertible functions
(cf. Cuchiero et al. (2019)), including in particular feed forward neural
networks.

1.4.3 Related Work

Very recently, several estimates of the Lipschitz constants of neural
networks were proposed (Scaman and Virmaux, 2018; Fazlyab et al., 2019;
Jin and Lavaei, 2020; Raghunathan et al., 2018; Arora et al., 2018; Latorre
et al., 2020; Combettes and Pesquet, 2020). In contrast to our work, those
estimates are upper bounds on the Lipschitz constants of neural networks
with respect to the inputs and not with respect to the parameters as we
provide here. In addition we give upper bounds on the Lipschitz constants
of the gradient of a loss function applied to a DNN and not only on the
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DNN itself. Those other works are mainly concerned with the sensitivity
of neural networks to their inputs, while our main goal is to study the
convergence properties of neural networks.

In the classical setting, results similar to our work were given in
Chapter 2 (Baes et al. (2021)) for one speci�c loss function. In comparison,
we provide in the classical setting a simpli�ed proof. To the best of
our knowledge, neither for the classical setting of deep feed-forward fully
connected neural networks, nor for the controlled ODE framework, general
estimates of the Lipschitz constants with respect to the parameters are
available even though the proofs are not di�cult.

Continuously deep neural networks are already used in practice. The
neural ODE introduced in (Chen et al., 2018), is an example of such a
continuously deep neural network that can be described in our framework
by (3.4), when choosing d = 1 and u1(t) = t, i.e. du1(t) = dt. However, our
framework allows to describe more general architectures, which combine
jumps (as occurring in Example 3.9.1) with continuous evolutions as in
(Chen et al., 2018). One example of such an architecture is the ODE-
RNN introduced in (Rubanova et al., 2019). Furthermore, allowing ui to
be semimartingales instead of deterministic processes of �nite variation,
neural SDE models as described e.g. in (Liu et al., 2019; Jia and Benson,
2019; Peluchetti and Favaro, 2019; Tzen and Raginsky, 2019) are covered
by our framework (3.4).

1.5 DENISE: Deep Robust Principal
Component Analysis for Positive
Semide�nite Matrices

We are interested again on the robust PCA of covariance matrices which
plays an essential role when isolating key explanatory features. The
currently available methods for performing such a low-rank plus sparse
decomposition are matrix speci�c, meaning, those algorithms must re-
run for every new matrix. Since these algorithms are computationally
expensive, it is preferable to learn and store a function that instantaneously
performs this decomposition when evaluated. This is also the case of the
algorithm presented in Chapter 2. Therefore, in Chapter 4 we introduce
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DENISE, a deep learning-based algorithm for robust PCA of covariance
matrices, or more generally of symmetric positive semide�nite matrices,
which learns precisely such a function. Theoretical guarantees for DENISE
are provided. These include a novel universal approximation theorem
adapted to our geometric deep learning problem, convergence to an optimal
solution of the learning problem and convergence of the training scheme.
Our experiments show that DENISE matches state-of-the-art performance
in terms of decomposition quality, while being approximately 2000� faster
than the state-of-the-art, PCP, and 200� faster than the current speed
optimized method, fast PCP.

1.5.1 Background

Robust principal component analysis aims to �nd a low rank subspace
that best approximates a data matrix M which has corrupted entries.
It is de�ned as the problem of decomposing a given matrix M into the
sum of a low rank matrix L, whose column subspace gives the principal
components, and a sparse matrix S, which corresponds to the outliers’
matrix. The standard method via convex optimization has signi�cantly
worse computation time than the singular value decomposition (SVD)
(Wright et al., 2009; Xu et al., 2010; CandŁs et al., 2011; Chandrasekaran
et al., 2010; Hsu et al., 2011; Lin et al., 2011). Recent results developing
e�cient algorithms for robust PCA contributed to notably reduce the
running time (Rodriguez and Wohlberg, 2013; Netrapalli et al., 2014;
Chen and Wainwright, 2015; Yi et al., 2016; Cherapanamjeri et al., 2017).

However, in some cases, it is of utmost importance to instantaneously
produce robust low rank approximations of a given matrix. In particular,
in Finance we need instantaneously and for long time series of multiple
assets, robust low rank estimates of covariance matrices. For instance, this
is the case for high-frequency trading (Aït-Sahalia et al., 2010; Aït-Sahalia
and Xiu, 2017, 2019). Moreover, it is important to have one procedure
applicable to di�erent data that provides such estimates and is insensitive
to small noise perturbations, which is not the case in classical approaches.
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1.5.2 Our Results

Our contribution lies precisely in this area by introducing an instantaneous
algorithm for robust PCA for symmetric positive semide�nite matrices.
Speci�cally, we provide a simple deep learning based algorithm which
ensures continuity with respect to the input matrices, such that small
perturbations lead to small changes in the output, while this is not the
case for classical methods. Moreover, when the deep neural network is
trained, only an evaluation of it is needed to decompose any new matrix.
Therefore the computation time is negligible, which is an undeniable
advantage in comparison with the classical algorithms. To support our
claim, theoretical guarantees are provided for the expressiveness of our
neural network architecture, convergence to an optimal solution of the
learning problem and the convergence of the optimization scheme.

1.5.3 Related work

Let jjM jj‘1 =
P
i;j jMi;j j denote the ‘1-norm of the matrixM . For a given

� > 0, the RPCA is formulated as

min
L;S

rank(L) + �jjSjj‘1 s.t M = L+ S :

Although it is NP-hard, approximated minimization problems can be
solved in polynomial time. The most popular method to solve RPCA
is via convex relaxation (Wright et al., 2009; Xu et al., 2010; CandŁs
et al., 2011; Chandrasekaran et al., 2010; Hsu et al., 2011; Lin et al.,
2011). It consists of a nuclear-norm-regularized matrix approximation
which needs a time-consuming full Singular Value Decomposition (SVD)
in each iteration. Let jjM jj� =

P
i j�i(M)j denote the nuclear norm of

M , i.e. the sum of the singular values of M . Then for a given � > 0, the
problem can be formulated as

min
L;S
jjLjj� + �jjSjj‘1 s.t M = L+ S: (1.17)

The Principal Component Pursuit (PCP) CandŁs et al. (2011) is considered
as the state-of-the-art technique and solves (1.17) by an alternating
directions algorithm which is a special case of a more general class of
augmented Lagrange multiplier (ALM) algorithms known as alternating



40 Chapter 1

directions methods. The Inexact ALM (IALM) Lin et al. (2011) is an
computational improved version of the ALM algorithm that reduces the
number of SVDs needed.

As the previous algorithms need time-consuming SVDs in each
iteration, several non convex algorithms have been proposed to solve (1.17)
for a more e�cient decomposition of high-dimensional matrices (Rodriguez
and Wohlberg, 2013; Netrapalli et al., 2014; Chen and Wainwright, 2015;
Yi et al., 2016; Cherapanamjeri et al., 2017). In particular, The Fast
Principal Component Pursuit (FPCP) (Rodriguez and Wohlberg, 2013)
is an alternating minimization algorithm for solving a variation of (1.17).
By incorporating the constraint into the objective, removing the costly
nuclear norm term, and imposing a rank constraint on L, the problem
becomes

min
L;S

1
2 jjM � L� Sjj

2
F + �jjSjj‘1 s.t. rank(L) = r :

The authors apply an alternating minimization to solve this equation using
a partial SVD. The RPCA via Gradient Descent (RPCA-GD) Yi et al.
(2016) solves (1.17) via a gradient descent method.

The low rank Cholesky factorization is used to solve semide�nite
programs (Burer and Monteiro, 2001; JournØe et al., 2008, 2010; Bandeira
et al., 2016; De Sa et al., 2015; Boumal et al., 2016; Li et al., 2019; Ge
et al., 2016b). We are not only interested in the low rank approximation,
but in a robust low rank approximation. In that sens, we estimate the
low rank approximation of a matrix which can be corrupted by outliers.
Therefore, we are using the ‘1 norm instead of the Frobenius norm as it
is done in those works.

The most related work to ours is done in Chapter 2 (Baes et al., 2021),
where the minimization problem

min
U2Rn�k

kM � UU>k‘1 (1.18)

is considered. A neural network parametrization U�(M) of the matrix
U is optimized with gradient descent to �nd an approximate solution for
any �xed M . Here, for every new input M the optimization has to be
repeated. In contrast, we train a neural network on a synthetic training
dataset and the learnt parameters can be reused for any unseen matrix
M 0.
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Other related problems are matrix factorization (Lee and Seung, 2001;
Ding et al., 2010; Trigeorgis et al., 2014; Kuang et al., 2012), matrix
completion (Xue et al., 2017; Nguyen et al., 2018; Sedhain et al., 2015),
sparse coding (Gregor and LeCun, 2010; Ablin et al., 2019), robust
subspace tracking (He et al., 2011; Narayanamurthy and Vaswani, 2018)
and anomaly detection (Chalapathy et al., 2017). Solomon et al. (2019)
suggested a deep robust PCA algorithm tailored to clutter suppression in
ultrasound, which still depends on applying SVDs in each layer of their
convolutional recurrent neural network.

A key component of our approach is the universal approximation
capability of the deep neural model implementing DENISE. This result
is not covered by any of the available universal approximation theorems,
including those for standard feedforward neural networks Hornik et al.
(1989); Barron (1992); Kidger and Lyons (2020) and those concerning
non-euclidean geometries Kratsios and Bilokopytov (2020). In contrast,
our universal approximation result guarantees that we can generically
approximate any function encoding both the geometric and algebraic
structure of the low-rank plus sparse decomposition problem.

Let Sn be the set of n-by-n symmetric matrices, Pn � Sn the subset of
positive semi-de�nite matrices and Pk;n � Pn the subset of matrices with
rank at most k � n. Fix a Borel probability measure P on Pn and set
0 < " � 1. By Theorem 4.2.1 (iii), there exists a compact K" � Pn such
that: P(K") � 1� " and on which f is continuous. Hence, Theorem 4.2.1
(iii) guarantees that the map

f? : K" 3M 7! f(M)f(M)> 2 Pk;n; (1.19)

is continuous and can be written as the square of a continuous
function f from K" to Rn�k. We introduce a structured subset of
Rn�n-valued functions encapsulating the relevant structural properties
of the solution map in (1.19). We �x a compact X � Pn.
Denise’s ability to optimally solve (1.18) is contingent on its
ability to uniformly approximate any function in

p
C(X;Pk;n) :=n

f 2 C(X;Pk;n)
���9 ~f 2 C(X;Rn�k) : f = ~f ~f>

o
: Unlike C(X;Rn�k),

functions in
p
C(X;Pk;n) always output meaningful candidate solutions

to (1.18) since they are necessarily low-rank, symmetric, and positive semi-
de�nite matrices. Since Pk;n is not a vector space (e.g. if k = n, then
In 2 Pk;n but �1 � In =2 Pk;n), an approximation of f? by a neural network
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restricted to Pk;n is not covered by the standard approximation theorems
of Hornik et al. (1989) and Kidger and Lyons (2020). Similarly, every
function in

p
C(X;Pk;n) encodes the algebraic property (1.19); namely, it

admits a point-wise Cholesky-decomposition which is a continuous Rn�k-
valued function. Thus,

p
C(X;Pk;n) encapsulates more algebraic structure

than C(X;Pk;n) does. This algebraic structure puts approximation inp
C(X;Pk;n) outside the scope of the purely geometric approximation

theorems of Kratsios and Bilokopytov (2020).

1.6 Optimal Stopping via Randomized
Neural Networks

We present new machine learning approaches to approximate the solutions
of optimal stopping problems. The key idea of these methods is to
use neural networks, where the parameters of the hidden layers are
generated randomly and only the last layer is trained, in order to
approximate the continuation value. Our approaches are applicable to high
dimensional problems where the existing approaches become increasingly
impractical. In addition, since our approaches can be optimized using
simple linear regression, they are easy to implement and theoretical
guarantees are provided. Our randomized reinforcement learning approach
and randomized recurrent neural network approach outperform the state-
of-the-art and other relevant machine learning approaches in Markovian
and non-Markovian examples, respectively. In particular, we test
our approaches on Black-Scholes, Heston, rough Heston and fractional
Brownian motion.

1.6.1 Background

The optimal stopping problem consists in �nding the optimal time to
stop in order to maximize an expected reward. This problem is found
in areas of statistics, economics, and in �nancial mathematics. Despite
signi�cant advances, it remains one of the most challenging problems in
optimization, in particular when more than one factor a�ects the expected
reward. A common provable and widely used approach is based on Monte
Carlo simulations, where the stopping decision is estimated via backward
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induction (Tsitsiklis and Van Roy, 2001; Longsta� and Schwartz, 2001),
which is an (approximate) dynamic programming approach. Another
provable approach is based on reinforcement learning (RL) (Tsitsiklis
and Van Roy, 1997, 2001; Yu and Bertsekas, 2007; Li et al., 2009;
Chen et al., 2020). Both approaches are based on the ordinary least
squares approximation which involves choosing basis functions. There are
many di�erent sets of basis function available that are commonly used,
however, it can be di�cult to choose a good set for the considered problem.
Moreover, the number of basis functions often increases polynomially or
even exponentially (Longsta� and Schwartz, 2001, Section 2.2) in the
dimension of the underlying process, making those algorithms impractical
for high dimensions.

A relatively new approach consists in replacing the basis functions by
a neural network and performing gradient descent instead of ordinary least
squares (Kohler et al., 2010; Lapeyre and Lelong, 2019; Becker et al., 2019,
2020). The big advantage is that the basis functions do not need to be
chosen but are learned instead. Compared to using a polynomial basis,
neural networks have the advantage to be dense in any space Lp(�), for
1 � p <1 and �nite measure � (Hornik, 1991), while for polynomials this
is only true under certain additional conditions on the measure (Bakan,
2008). Moreover, in many cases the neural network overcomes the curse
of dimensionality, which means that it can easily scale to high dimensions.
However, as the neural network is a non convex function with respect
to its parameters, the gradient descent does not necessarily converge to
the global minimum, while this is the case for the ordinary least squares
minimization. Hence, the main disadvantage of those methods is that there
are no convergence guarantees without strong and unrealistic assumptions.

1.6.2 Our Results

We propose two neural network based algorithms to solve the optimal
stopping problem for Markovian settings: a backward induction and a
reinforcement learning approach. The idea is inspired by randomized
neural networks (Cao et al., 2018; Rahimi and Recht, 2007; Huang et al.,
2006). Instead of learning the parameters of all layers of the neural
network, those of the hidden layers are randomly chosen and �xed and
only the parameters of the last layer are learned. Hence, the non convex
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optimization problem is reduced to a convex problem, that can be solved
with linear regression. The hidden layers form random feature maps, which
can be interpreted as random basis functions. In particular, in this paper
we show that there is actually no need of complicated or a large number
of basis functions. Our algorithms are based on the methods proposed
by Longsta� and Schwartz (2001) (backward-induction approach) and
Tsitsiklis and Van Roy (2001) (reinforcement learning approach). The
di�erence is that we use a randomized neural network instead of a linear
combination of basis functions. However, a randomized neural network
can also be interpreted as a linear combination of random basis functions.
On the other hand, our algorithms can also be interpreted as the neural
network extensions of these methods, where not the entire neural network
but only the last layer is trained.

In addition, we provide a randomized recurrent neural network
approach for non-Markovian settings. We compare our algorithms to
the most relevant baselines in terms of accuracy and computational speed
in di�erent option pricing problems. With only a fraction of trainable
parameters compared to existing methods, we achieve high quality results
considerably faster.

1.6.3 Related Work

In this section we present the most relevant approaches for the optimal
stopping problem: backward induction either with basis functions or with
neural networks and reinforcement learning. Moreover, we explain the
connection of our algorithms to randomized neural networks and reservoir
computing techniques.

Optimal Stopping

Numerous works studied the optimal stopping problem via di�erent
approaches. A common approach consists in using a regression based
method to estimate the continuation value (Tilley, 1993; Barraquand
and Martineau, 1995; Carriere, 1996; Tsitsiklis and Van Roy, 1997,
2001; Longsta� and Schwartz, 2001; Schweizer, 2002; Boyle et al., 2003;
Broadie and Glasserman, 2004; Kolodko and Schoenmakers, 2004; Eglo�
et al., 2007; Jain and Oosterlee, 2015), or the optimal stopping boundary
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(Pham, 1997; Andersen, 1999; Garcia, 2003). A di�erent approach
uses quantization (Bally and PagŁs, 2003; Bally et al., 2005). A dual
approach was developed and extended in (Rogers, 2002; Haugh and Kogan,
2004; Rogers, 2010). Bank and Besslich (2019) studied the Lenglart’s
Theory of Meyer-sigma-�elds and El Karoui’s Theory of Optimal Stopping
(El Karoui, 1981). An in depth review of the di�erent methods is given
in (Bouchard and Warin, 2012; PagŁs, 2018).

Optimal Stopping via Backward Induction Among those
approaches, the most popular are the backward induction methods
introduced by Tsitsiklis and Van Roy (2001) and Longsta� and Schwartz
(2001). One of the most popular and most studied application of optimal
stopping is the �nancial derivative called American option. An American
option gives the holder the right but not the obligation to exercise the
option associated with a non-negative payo� function g at any time up to
the maturity. The American option can reasonably be approximated
by a Bermudan option, which can be exercised only at some speci�c
dates t0 < t1 < t2 < � � � < tN . For equidistant dates we simply write
0; 1; 2; : : : ; N . We assume to have a d-dimensional Markovian stochastic
process (Xt)t�0 describing the stock prices. With respect to a �xed
(pricing) probability measure Q, the (superhedging seller’s) price of the
discretized American option can be expressed through the Snell envelope
as described by

UN := g(XN ); (1.20)
Un := max (g(Xn);E[�Un+1 jXn]) ; 0 � n < N;

where � is the step-wise discounting factor. Then the (superhedging
seller’s) price of the option at time n is given by Un and can equivalently
be expressed as the optimal stopping problem

Un = sup�2Tn E[���ng(X� ) jXn]; (1.21)

where Tn is the set of all stopping times � � n. The smallest optimal
stopping time is given by

�N := N; (1.22)

�n :=

(
n; if g(Xn) � E[�Un+1 jXn];
�n+1; otherwise:
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In particular, at maturity N , the holder receives the �nal payo�, and the
value of the option UN is equal to the payo� g(XN ). At each time previous
to the maturity, the holder decides whether to exercise or not, depending
on whether the current payo� g(Xn) is bigger than the continuation value
cn(Xn) := E[�Un+1 jXn]. Combining expression (5.1), (5.2) and (5.3) we
can write the price at initial time as

U0 = max (g(X0);E[��1g(X�1)]) :

We assume to have access to a procedure to sample discrete paths of
X under Q. A standard example is that X follows a certain stochastic
di�erential equation (SDE) with known parameters. Therefore, we can
sample m realizations of the stock paths, where the i-th realization is
denoted by x0; xi1; xi2; : : : ; xiN , with the �xed initial price x0. For each
realization, the cash �ow realized by the holder when following the stopping
strategy (5.3) is given by the backward recursion

piN := g(xiN );

pin :=

(
g(xin); if g(xin) � cn(xin);
�pin+1; otherwise:

As pi1 are samples of ��1�1g(X�1), by the strong law of large numbers we
have that almost surely

U0 = max

 

g(X0); lim
m!1

1
m

mX

i=1

�pi1

!

: (1.23)

For each path i in f1; 2; : : : ;mg and each date n in f1; 2; : : : ; N � 1g, the
continuation value is cn(xin) = E[�Un+1jXn = xin] ; where cn : Rd ! R
describes the expected value of the discounted price �Un+1 if we keep
the option until next exercising date n + 1, knowing the current value
of the stock Xn. Both Tsitsiklis and Van Roy (2001) and Longsta� and
Schwartz (2001) use a linear combination of basis functions to approximate
the continuation value. In particular, cn(xin) � c�n(xin) = �>�(xin),
where � = (�1; : : : ; �K) is a set of K basis functions and � 2 RK are
the trainable weights. Possible choices for the basis functions proposed
in Longsta� and Schwartz (2001) are Laguerre, Hermite, Legendre,
Chebyshev, Gegenbauer, and Jacobi polynomials. The main di�erence
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between Tsitsiklis and Van Roy (2001) and Longsta� and Schwartz (2001)
is that the approximated continuation value c�n(xin) is only used for the
stopping decision and not for the estimation of the price. In particular,
Tsitsiklis and Van Roy (2001) use the approximated continuation value to
estimate the current price, by using the following backward recursion

pin = g(xin) 1g(xin)�c�n (xin)| {z }
stop

+c�n(xin) 1g(xin)<c�n (xin)| {z }
continue

:

Instead, Longsta� and Schwartz (2001) use the continuation value only
for the decision to stop or to continue.

pin = g(xin) 1g(xin)�c�n (xin)| {z }
stop

+�pin+1 1g(xin)<c�n (xin)| {z }
continue

:

The second algorithm is more robust, as the approximation is only used
for the decision and not for the estimation of the price. Hence, the method
proposed by Longsta� and Schwartz (2001) is the most used method in the
�nancial industry and can be considered as the state-of-the-art. While they
have the advantage to have convergence, both algorithms do not easily scale
to high dimensional problems since the number of basis function usually
grows polynomially or even exponentially (Longsta� and Schwartz, 2001,
Section 2.2). Bayer et al. (2021) apply a (generalization of the) SVD to
reduce the dimensionality of a high-dimensional polynomial basis.

Optimal Stopping via Backward Induction using Neural
Networks One solution to overcome those issues was proposed by Kohler
et al. (2010), which consists of approximating the continuation value by a
neural network

f�n(xin) � c�n(xin):

That way, the features are learned contrary to the basis function which
must be chosen. While Kohler et al. (2010) use the backward recursion
(5.7) introduced by Tsitsiklis and Van Roy (2001), both Lapeyre and
Lelong (2019) and Becker et al. (2020) use the backward recursion (5.8)
suggested by Longsta� and Schwartz (2001). Instead of approximating
the continuation value, Becker et al. (2019) suggested to approximate
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the whole indicator function presented in (5.8) by a neural network
f�n(xin) � 1fg(xin)�c(xin)g. Therefore the current price can be estimated by

pin = g(xin) f�n(xin)
| {z }
stop

+�pin+1
�
1� f�k(xin)

�
| {z }

continue

:

Moreover, instead of minimizing the loss function (5.5) in order to
�nd a good approximation of the continuation function, Becker et al.
(2019) optimize the parameters by directly maximizing the option price
 n(�n) = 1

m
Pm
i=1 �p

i
n. Hu (2020) suggested a deep learning algorithm for

ranking response surfaces with applications to optimal stopping problems.
All those methods use a stochastic gradient based method to optimize the
parameters of the neural networks. They have to �nd the parameters of
N � 1 neural networks (using a di�erent neural network for each date).
Since they use stochastic gradient methods with a non-convex loss function
they cannot provide theoretical convergence guarantees, without the strong
assumption that they �nd the optimal parameters.

Optimal Stopping via Reinforcement Learning By its nature,
reinforcement learning is closely related to the dynamic programming
principle as shown in (Sutton and Barto, 2018; Bertsekas and Tsitsiklis,
1996). Moreover the optimal stopping problem is well studied as an
application of reinforcement learning (Tsitsiklis and Van Roy, 1997, 2001;
Yu and Bertsekas, 2007; Li et al., 2009). In all those methods a linear
approximator is used (linear combination of basis functions), similar to
the LSM method (Longsta� and Schwartz, 2001). If a standard set of
basis functions is used that grows polynomially in the dimension then
these methods su�er from the curse of dimensionality. In particular, they
cannot practically be scaled to high dimensions as can be seen in our
numerical results. To the best of our knowledge, our approach constitutes
the �rst time that randomized neural networks are used to approximate
the value function in reinforcement learning.

Randomized Neural Networks and Reservoir Computing

In our randomized least-squares Monte Carlo (RLSM) and in our
randomized �tted Q-iteration (RFQI), we use a neural network with
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randomly sampled and �xed hidden layers, where only the last layer is
reinitialized and trained at each date n 2 fN �1; : : : ; 1g. The architecture
used at each date can be interpreted as a neural network with random
weights (NNRW) studied and reviewed in (Cao et al., 2018), where a
universality result was provide in (Huang et al., 2006). Randomized neural
networks as approximation function were also studied by Gorban et al.
(2016).

Randomized recurrent neural networks are an extension of randomized
neural networks. A recurrent neural network (RNN) which is generated
randomly where only the readout map is trained, is known as reservoir
computing. Not only it reduces the computation time, but also
outperformes classical fully trained RNNs in many tasks (Schrauwen
et al., 2007; Verstraeten et al., 2007; Luko†evi£ius and Jaeger, 2009;
Gallicchio et al., 2017). Similarly as in reservoir computing, in our
randomized recurrent neural network algorithm (RRLSM ), the parameters
of the hidden layers are randomly sampled and �xed. However, while
reservoir computing trains only one readout map which has the same
parameters for all dates, we train a di�erent readout map for each single
date n 2 fN � 1; : : : ; 1g. similar to RLSM.
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Chapter 2

Low-Rank plus Sparse
Decomposition of
Covariance Matrices using
Neural Network
Parametrization

2.1 Neural Network Parametrized
Optimization and its Convergence Rate

Let Sn be the set of n-by-n real symmetric matrices and Sn+ � Sn
be the cone of positive semide�nite matrices. We are given a matrix
� = [�i;j ]i;j 2 Sn and a number 1 � k � n. Our task is to decompose
� as the sum of L = [Li;j ]i;j 2 Sn+ of rank at most equal k and a sparse
matrix S = [Si;j ]i;j 2 Rn�n in some optimal way. Observe that the
matrix S is also a symmetric matrix. It is well-known that the matrix
L can be represented as L = MM>, where M = [Mi;j ]i;j 2 Rn�k; thus
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� = MM> + S.
For practical purposes, we shall represent every symmetric n-by-n

matrix by a vector of dimension r := n(n + 1)=2; formally, we de�ne
the linear operator

h : Sn ! Rn(n+1)=2; (2.1)
� 7! (�1;1; : : : ;�1;n;�2;2; : : : ;�2;n; : : : ;�n;n)>:

The operator h is obviously invertible, and its inverse shall be denoted
by h�1. Similarly, every vector of dimension nk shall be represented by
a n-by-k matrix by the linear operator g : Rnk ! Rn�k, which maps
v = (v1; : : : ; vnk)T to g(v) := W � [wi;j ]i;j with wi;j = v(i�1)k+j , in a
kind of row-after-row �lling ofW by v. This operator has clearly an inverse
g�1.

We construct a neural network with n(n+ 1)=2 inputs and nk outputs;
these outputs are meant to represent the coe�cients of the matrixM with
whom we shall construct the rank k matrix L in the decomposition of the
input matrix �. However, we do not use this neural network in its feed-
forward mode as a heuristic to compute M from an input �; we merely
use the neural network framework as a way to parametrize a tentative
solution M to our decomposition problem.

We construct our neural network with m layers of respectively
‘1; : : : ; ‘m neurons, each with the same activation function � : R! [�1; 1].
We assume that the �rst and the second derivative of � are uniformly
bounded from above by the constants �0max > 0 and �00max, respectively.
We let ‘0 := n(n + 1)=2 and ‘m+1 := nk. In accordance with the
standard architecture of fully connected multi-layered neural networks,
for 0 � u � m we let A(u) =

h
A(u)
i;j

i

i;j
2 R‘u+1�‘u be layer u’s weights,

b(u) =
h
b(u)
i

i

i
2 R‘u+1 be its bias, and for all v 2 R‘u

fA
(u);b(u)

u (v) := A(u)v + b(u):

For each 1 � i � m and each v 2 R‘i , we write

�(i)(v) := (�(v1); : : : ; �(v‘i))
> :

We denote the parameters

� := (A(0); b(0); : : : ; A(m); b(m))
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and de�ne the m-layered neural network by the function N�
m from R‘0 to

R‘m+1 for which N�
m(x) equals

fA
(m);b(m)

m ��(m) � fA
(m�1);b(m�1)

m�1 �: : :��(1)�fA
(0);b(0)

0 (x):

We therefore have to specify Lm :=
Pm
u=0 ‘u‘u+1 + ‘u+1 many parameters

to describe the neural network N�
m completely.

Now, we are ready to de�ne the cost function to minimize. We write
the 1-norm of some X 2 Rn�n as jjXjj1 :=

Pn
i;j=1 jXi;j j. Our objective

function is, for a given � 2 Sn, the function

’obj(�) :=



g
�
N�
m (h(�))

�
g
�
N�
m (h(�))

�> � �





1
:

Since M = g
�
N�
m (h(�))

�
is our tentative solution to the matrix

decomposition problem, this objective function consists in minimizing
jjMM> � �jj1 = jjSjj1 over the parameters � that de�ne M .

As the function � 7! ’obj(�) is neither di�erentiable nor convex, we
do not have access neither to its gradient nor to a subgradient. We shall
thus approximate it by

’(�) :=
nX

i;j=1

�
�h
g
�
N�
m (h(�))

�
g
�
N�
m (h(�))

�> � �
i

i;j

�
; (2.2)

where � : R ! [0;1) is a smooth approximation of the absolute value
function with a derivative uniformly bounded by 1 and its second derivative
bounded by �00max. A widely used example of such a function is given by

�(t) :=

(
t2
2" + "

2 if jtj � "
jtj if jtj > ";

where " is a small positive constant. With this choice for �, we have
�00max = 1=". Another example, coming from the theory of smoothing
techniques in convex optimization Nesterov (2005), is given by �(t) :=
" ln(2 cosh(t=")); also with �00max = 1=".

We apply a gradient method to minimize the objective function ’,
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whose general scheme can be written as follows.

Fix �0
For j � 0 :

Compute r’(�j)
Determine a step-size hj > 0
Set �j+1 = �j � hjr’(�j):

(2.3)

The norm we shall use in the sequel is a natural extension of
the standard Frobenius norm to �nite lists of matrices of diverse
sizes (the Frobenius norm of a vector coinciding with its Euclidean
norm). Speci�cally, for any 
 2 N0, m1; : : : ;m
 ; n1; : : : ; n
 2 N0, and
(X1; : : : ; X
) 2 Rm1�n1 � � � � � Rm
�n
 , we let



�X1; : : : ; X
�

 :=
�
jjX1jj2F + � � �+ jjX
 jj2F

�1=2 : (2.4)

This norm is merely the standard Euclidean norm of the vector obtained
by concatenating all the columns of X1; : : : ; X
 .

Since the objective function in (2.2) is non-convex, this method can
only realistically converge to one of its stationary point or to stop close
enough from one, that is, at point �� for which jjr’(��)jj is smaller than
a given tolerance. The complexity of many variants of this method can
be established if the function ’ has a Lipschitz continuous gradient (see
Ghadimi and Lan (2016) and references therein). We have the following
convergence result.

Theorem 2.1.1. Let � 2 Sn and assume that there exists D > 0 such
that the sequence (�j)j2N0 of parameters constructed in (2.3) satis�es

sup
j2N0

k�jk � D: (2.5)

Then, the gradient of the function ’ de�ned in (2.2) is Lipschitz continuous
on D := f� 2 RLm : k�k � Dg with Lipschitz constant bound Lm
satisfying for m � 1:

L2
m = Cm max

n
kn3D4‘max;nD4m+2 maxf‘max; jjh(�)jj2)g�

maxfnD2jjh(�)jj2; nD2‘max

o
;
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where Cm is a constant that only depends polynomially on �0max; �00max; �00max,
with powers in O(m) and ‘max := maxf‘1; : : : ; ‘mg. When m = 1, we have
an alternative Lipschitz constant bound, more favourable for large D:

L̂2
1 = C1n2‘1 max

�
D4jjh(�)jj4; ‘1D8jjh(�)jj4;

‘21D
6jjh(�)jj2; nD2jjh(�)jj2; nk‘1; ‘31D

4
�
:

As a consequence, if for the gradient method (2.3) there exists a
constant K > 0 such that for all j � 0

’(�j)� ’(�j+1) � K
Lm kr’(�j)k2; (2.6)

then for every N 2 N we have that

min
0�j�N

kr’(�j)k � 1p
N+1

h
Lm
K

�
’(�0)� ’�

�i1=2
; (2.7)

where ’� := min�2D ’(�). In particular, for every tolerance level " > 0
we have

N + 1 � Lm
K"2

�
’(�0)� ’�

�
=) min

0�j�N
kr’(�j)k � ":

Remark 2.1.2 (Choosing (hj)). Notice that the condition (2.6) in
Theorem 2.1.1 imposed on the gradient method, or more precisely on the
step-size strategy (hj), is not very restrictive. We provide several examples
that are frequently used.

1. The sequence (hj) is chosen in advance, independently of the
minimization problem. This includes, e.g., the common constant
step-size strategy hj = h or hj = hp

j+1 for some constant h > 0.
With these choices, one can show that (2.6) is satis�ed for K = 1.

2. The Goldstein-Armijo rule, in which, given 0 < � < � < 1, one
needs to �nd (hj) such that

�


r’(�j);�j ��j+1

�
� ’(�j)� ’(�j+1)

�


r’(�j);�j ��j+1

�
� ’(�j)� ’(�j+1):

This strategy satis�es (2.6) with K = 2�(1� �).
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We refer to (Nesterov, 2013, Section 1.2.3) and to (Nocedal and Wright,
2000, Chapter 3) for further details and more examples.

Remark 2.1.3 (On Assumption (2.5)). The convergence rate (2.7)
obtained in Theorem 2.1.1 relies fundamentally on the Lipschitz property
of the gradient of the (approximated) objective function ’ of the algorithm
in (2.3). However, due to its structure, we see that the global Lipschitz
property of r’ fails already for a single-layered neural network, as it grows
polynomially of degree 4 in the parameters; see also Section 2.3. Yet, it
is enough to ensure the Lipschitz property of r’ on the domain of the
sequence of parameters (�j)j2N0 generated by the algorithm in (2.3), which
explains the signi�cance of assumption (2.5). Nevertheless, assumption
(2.5) is not very restrictive as one might expect that the algorithm (2.3)
converges and hence automatically forces assumption (2.5) to hold true.
Empirically, we verify in Subsection 2.2.4 that this assumption holds for
our algorithm when used with our two non-synthetic data sets.

Remark 2.1.4 (Polynomiality of our method). While the second part
of Theorem 2.1.1 is standard in optimization (see, e.g., in (Nesterov,
2013, Section 1.2.3)), we notice that for a �xed depth m of the neural
network the constant L in the rate of convergence of the sequence
(min1�j�N kr’(�j)k) grows polynomially in the parameters ‘max :=
maxf‘1; : : : ; ‘mg, n, and k. These parameters describe the dimensions
of the input, the output, and the hidden layers of the neural network. A
rough estimate shows that

Lm � O
�
k1=2n3=2D2m+2‘maxjjh(�)jj2

�
:

Remark 2.1.5 (A simpli�ed version of (2.7)). Note that, since the
function ’ is nonnegative, we have ’� � 0, so that (2.7) can be simpli�ed
by

min
0�j�N

kr’(�j)k � 1p
N+1

�Lm
K ’(�0)

�1=2 :

Remark 2.1.6 (Choice of activation function). We require the activation
function � : R ! [�1; 1] to be a non-constant, bounded, and smooth
function. The following table provides the most common activation
functions satisfying the above conditions.

We provide the proof of Theorem 2.1.1 in Section 2.3.
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Name De�nition �0
max �00

max
Logistic 1

1+e�x 0.25 1
6
p

3
Hyperbolic tangent e2x�1

e2x+1 1 4
3
p

3

(Scaled) arctan 2
� tan�1(x) 2

�
3
p

3
4�

Table 2.1: Choice of activation function �.

2.2 Numerical Results

2.2.1 Numerical Results Based on Simulated Data

We start our numerical tests with a series of experiments on arti�cially
generated data. We construct a collection of n-by-n positive semide�nite
matrices � that can be written as � = L0 + S0 for a known matrix L0 of
rank k0 � n and a known matrix S0 of given sparsity s0. We understand
by sparsity the number of null elements of S0 divided by the number of
coe�cients of S0; when a sparse matrix is determined by an algorithm,
we consider that every component smaller in absolute value than � = 0:01
is null. To construct one matrix L0, we �rst sample nk0 independent
standard normal random variables that we arrange into an n-by-k0 matrix
M . Then L0 is simply taken as MMT . To construct a symmetric positive
semide�nite sparse matrix S0 we �rst select uniformly randomly a pair
(i; j) with 1 � i < j � n. We then construct an n-by-n matrix A that has
only four non-zero coe�cients: its o�-diagonal elements (i; j) and (j; i)
are set to a number b drawn uniformly randomly in [�1; 1], whereas the
diagonal elements (i; i) and (j; j) are set to a number a drawn uniformly
randomly in [jbj; 1]. This way, the matrix A is positive semide�nite. The
matrix S0 is obtained by summing such matrices A, each corresponding
to a di�erent pair (i; j), until the desired sparsity s0 is reached.

Given an arti�cially generated matrix � = L0 + S0, where L0 has a
prescribed rank k0 and S0 a sparsity s0, we run our algorithm to construct
a matrix M 2 Rn�k. With L := MMT and S := � � L, we determine
the approximated rank r(L) of L by counting the number of eigenvalues
of L that are larger than � = 0:01. We also determine the sparsity s(S) as
speci�ed above, by taking as null every coe�cient smaller than � = 0:01 in
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absolute value. We compute the discrepancy between the calculated low-
rank part L and the correct one L0 by rel.error(L) := jjL� L0jjF =jjL0jjF
and between S and the true S0 by rel.error(S) := jjS � S0jjF =jjS0jjF .
Table 2.2 reports the average of these quantities over ten runs of our
algorithm DNN (short for Deep Neural Network), as well as their standard
deviation (in parenthesis). We carried our experiments on various values
for the dimension n of the matrix �, for the given rank k0 of L0, for the
given sparsity s0 of S0 and for the chosen forced (upper bound for the)
rank k in the construction of L introduced in Section 4.1.

When choosing n = 100, our algorithm unsurprisingly achieves the
maximal rank k for the output matrix L, unlike IALM, Non-Convex RPCA,
and FPCP. The sparsities are comparable when n = 100, even though the
di�erent methods have di�erent strategies to sparsify their matrices; some
methods, such as FPCP, apply a shrinkage after optimization by replacing
every matrix entries Sij by sign(Sij)[jSij j � 1=

p
n]+. By forcing sparsity,

FPCP makes its output violate Equation (1.16), so the sparsity of its
output and ours might not be comparable. We however display s(S) and
its relative error rel.error(S) even for that method, to give some insight
on how the algorithms behave.

When the given rank k0 coincides the forced rank k, our algorithm
achieves a much higher accuracy than all the other algorithms for small
n. When n gets larger, our algorithm still compares favourably with the
other ones, except on a few outlier instances. Of course, when there
is a discrepancy between k0 and k, our algorithm cannot recover k0.
Nevertheless, the relative error rel.error(L) compares favorably with the
other methods, especially when k0 > k. We acknowledge however that in
circumstances where one needs to minimize the rank of L, e.g., to avoid
over�tting past data, the forced rank k can only be considered as the
maximum rank of L returned by the algorithm; in such case, the PCP,
IALM, and FPCP algorithms could be more appropriate.

Various network architectures and corresponding activation functions
have been tested. They only marginally in�uence the numerical results.



2.2 Numerical Results 59

n k0 k s0 Algorithm r(L) s(S) rel.error(S) rel.error(L)

100 10

5

0.60

IALM 11.00 (0.45) 0.17 (0.02) 0.98 (0.00) 0.93 (0.01)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.95 (0.01)
RPCA-GD 5.00 (0.00) 0.01 (0.00) 0.99 (0.00) 0.94 (0.01)

FPCP 5.00 (0.00) 0.04 (0.00) 1.01 (0.01) 0.97 (0.01)
DNN 5.00 (0.00) 0.01 (0.00) 0.36 (0.02) 0.53 (0.02)

0.95

IALM 11.30 (0.64) 0.16 (0.01) 2.21 (0.16) 0.28 (0.02)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.13 (0.00)
RPCA-GD 5.00 (0.00) 0.01 (0.00) 4.18 (0.15) 0.53 (0.02)

FPCP 5.00 (0.00) 0.04 (0.00) 6.41 (0.21) 0.84 (0.01)
DNN 5.00 (0.00) 0.01 (0.00) 4.35 (0.18) 0.54 (0.02)

10

0.60

IALM 11.00 (0.45) 0.17 (0.02) 0.98 (0.00) 0.93 (0.01)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.95 (0.01)
RPCA-GD 10.00 (0.00) 0.03 (0.01) 0.99 (0.00) 0.94 (0.01)

FPCP 9.00 (0.00) 0.07 (0.01) 0.99 (0.01) 0.95 (0.01)
DNN 10.00 (0.00) 0.06 (0.02) 0.03 (0.01) 0.04 (0.01)

0.95

IALM 11.30 (0.64) 0.16 (0.01) 2.21 (0.16) 0.28 (0.02)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.13 (0.00)
RPCA-GD 10.00 (0.00) 0.09 (0.18) 1.87 (0.38) 0.24 (0.05)

FPCP 9.00 (0.00) 0.07 (0.00) 5.64 (0.20) 0.74 (0.01)
DNN 10.00 (0.00) 0.16 (0.05) 0.14 (0.05) 0.02 (0.01)

20

0.60

IALM 11.00 (0.45) 0.17 (0.02) 0.98 (0.00) 0.93 (0.01)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.95 (0.01)
RPCA-GD 20.00 (0.00) 0.06 (0.01) 0.97 (0.00) 0.92 (0.01)

FPCP 12.00 (0.00) 0.19 (0.02) 0.97 (0.00) 0.93 (0.01)
DNN 20.00 (0.00) 0.06 (0.01) 0.05 (0.01) 0.08 (0.01)

0.95

IALM 11.30 (0.64) 0.16 (0.01) 2.21 (0.16) 0.28 (0.02)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.13 (0.00)
RPCA-GD 20.00 (0.00) 0.06 (0.01) 2.03 (0.18) 0.26 (0.02)

FPCP 12.00 (0.00) 0.19 (0.01) 3.99 (0.19) 0.53 (0.01)
DNN 20.00 (0.00) 0.17 (0.04) 0.32 (0.08) 0.04 (0.01)

200 5 5 0.95

IALM 5.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.27 (0.01)
NC-RCPA 5.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.27 (0.01)
RPCA-GD 5.00 (0.00) 0.99 (0.00) 1.00 (0.00) 0.27 (0.01)

FPCP 5.00 (0.00) 0.06 (0.00) 2.90 (0.14) 0.79 (0.01)
DNN 5.00 (0.00) 0.18 (0.02) 0.08 (0.01) 0.02 (0.00)

400 10 10 0.95

IALM 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.27 (0.01)
NC-RCPA 10.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.27 (0.01)
RPCA-GD 10.00 (0.00) 0.99 (0.00) 1.00 (0.00) 0.27 (0.01)

FPCP 7.50 (0.50) 0.02 (0.00) 3.13 (0.07) 0.87 (0.00)
DNN 10.00 (0.00) 0.12 (0.05) 0.08 (0.03) 0.02 (0.01)

800 20 20 0.95

IALM 20.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.28 (0.00)
NC-RCPA 20.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.28 (0.00)
RPCA-GD 20.00 (0.00) 1.00 (0.00) 1.00 (0.00) 0.28 (0.00)

FPCP 9.00 (0.00) 0.01 (0.00) 3.30 (0.03) 0.92 (0.00)
DNN 18.10 (5.70) 0.04 (0.02) 1.16 (1.59) 0.32 (0.44)

Table 2.2: Comparison between our method (DNN) and several other
algorithms: IALM Lin et al. (2010), Non-convex RCPA (NC-RCPA) Kang
et al. (2015), RPCA-GD Yi et al. (2016), and FPCP Rodriguez and Wohlberg
(2013). The input parameters are the dimension n of the matrix �, the given
rank k0 of L0, the given sparsity s0 of S0, and the chosen forced rank k of L. We
report the estimated rank r(L) of the output matrix L, the estimated sparsity
s(S) of the output S, and their respective relative errors.
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2.2.2 Application on a �ve hundred S&P500 Stocks
Portfolio

In this section, we evaluate our algorithm on real market data and compare
it the other algorithms we have selected to demonstrate its capability also
when the low-rank plus sparse matrix decomposition is not known. A
natural candidate for our experiment is the correlation matrix of stocks
in the S&P500, due to its relatively large size and the abundant, easily
available data. Five hundred S&P500 stocks were part of the index between
2017 and 2018. To make the representation more readable, we have
sorted these stocks in eleven sectors according to the global industry
classi�cation standard1. We have constructed the correlation matrix �
from the daily returns of these 500 stocks during 250 consecutive trading
days (see Figure 4.1). As the data used to construct � are available at an
identical frequency, the matrix � is indeed positive semide�nite, with 146
eigenvalues larger than 10�10. The 70 largest eigenvalues account for 90%
of �’s trace, that is, the sum of all its 500 eigenvalues.

In Figure 4.1, we display the resulting matrices L and S for all
algorithms with respect to the same input �. In our method and in RPCA-
GD, we have set the rank of L to k = 3. Coincidentally, we have also
obtained a rank of 3 with FPCP. Among the three output matrices L, the
one returned by our method matches the input more closely as it contains
more relevant eigenspaces. The other algorithms have transferred this
information to the sparse matrix S. Note that the scale of values for the
correlation matrix ranges between �0:2 and 0:9. The ranks of L obtained
with the two other algorithms are 61 for IALM and 5 for Non-Convex
RPCA, showing the di�culty of tuning these methods to obtain some
desired rank. The matrix S from DNN would normally be slightly less
sparse than the matrix S of FPCP, as FPCP applies shrinkage. However,
for visualization and comparison purposes, shrinkage is also applied on S
returned by DNN algorithm in Figure 4.1.

The forced rank is set to k = 3. For fair comparison with FPCP,

1First, we have those belonging to the energy sector, second, those from the materials
sector, then, in order, those from industrials, real estate, consumer discretionary,
consumer staples, health care, �nancials, information technology, communication
services, and �nally utilities. We may notice that utilities seem almost uncorrelated
to the other sectors, and that real estate and health care present a signi�cantly lower
level of correlation to the other sectors than the rest.
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shrinkage is applied on S returned by the DNN algorithm. The obtained
rank of the matrix L are 61 for IALM, 5 for NC-RPCA, and 3 for the
three other methods. We have jj� � LjjF =jjLjjF at 0:16 for DNN, and
at 0:24 for FPCP. The matrix S has sparsity 0:69 for DNN and 0:63 for
FPCP. The relative error of L+S compared to �, where S is subject to a
shrinkage, is 0:076 for DNN and 0:079 for FPCP. When shrinkage is not
applied, this error drops to 2:3 � 10�8 for DNN.
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Figure 2.1: Decomposition into a low-rank plus a sparse matrix of the
correlation matrix of 500 stocks among the S&P500 stocks.
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2.2.3 Application on Real Estate Return

We have computed the low-rank plus sparse decomposition of the real
estate return matrix for 44 countries2. The correlation matrix contains
88 returns, alternating the residential returns and the corporate returns
of each country3; see Figure 2.2. We impose the rank of the output
matrix to be equal to 3. Similar to the previous section, the correlation
color scale in Figure 2.2 is cropped between �0:5 and 0:5 for a better
visualization. The sparse matrix of FPCP is normally sparser than the
one returned by our DNN algorithm. However in Figure 2.2, and for a
fair comparison, shrinkage is also applied to the matrix S returned by our
algorithm. The low-rank matrices L exhibit a variety of ranks from low (1
for NC-RPCA) to high (14 for IALM), indicating the di�culty of tuning
the hyperparameters of these methods to a desired rank.

The forced rank is set to k = 3 for DNN and RCPA-GD. The matrix
L returned by FPCP has also a rank equal to 3, while IALM gets a rank
of 14 and Non-Convex RPCA gets a rank equal to 1. The relative error of
L compared to � is 0:41 for DNN and 0:41 for FPCP. The sparsity of S is
0:65 for FPCP and 0:76 for DNN with shrinkage, 0:17 without shrinkage.
The relative error of L+ S compared to � is 0:13 for DNN and 0:24 for
FPCP. When shrinkage is not applied, this error drops down to 2:4 � 10�8

with our algorithm.
In Figure 2.3, we plot in the �rst line the eigenvalues of the matrix

L returned by FPCP and DNN, as well as the eigenvalues of the original
matrix �, and for all the algorithms simultaneously in the second line. In
the left �gure, we display the �rst 17 eigenvalues of the matrix L where
the forced rank is set to k = 15. In the right �gure, we plot the �rst 50

2The countries are ordered by continent and subcontinents: Western Europe
(Belgium, Luxembourg, Netherlands, France, Germany, Switzerland, Austria,
Denmark, Norway, Sweden, Finland, United Kingdom, Ireland, Italy, Spain, Portugal),
Eastern Europe (Croatia, Estonia, Latvia, Lithuania, Russia, Poland, Bulgaria,
Hungary, Romania, Slovak Republic, Czech Republic), Near East (Turkey, Saudi
Arabia), Southern America (Brazil, Chile, Colombia, Peru, Mexico), Northern America
(United States, Canada), Eastern Asia (India, China, Hong Kong, Singapore, Japan)
Oceania (Australia, New Zealand) and Africa (South Africa).

3We thank Eric Schaanning for providing us this correlation matrix.
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eigenvalues where the forced rank is set to k = 88. Notice that the input
matrix � has some negative eigenvalues. This phenomenon can happen
in empirical correlation matrices when the data of the di�erent variables
are either not sampled over the same time frame or not with the same
frequency; we refer to Higham and Strabic (2016) for a further discussion
on this issue. Our DNN algorithm and RPCA-GD, by setting L := MMT ,
avoid negative eigenvalues, although the original matrix � is not positive
semide�nite. In contrast, the other algorithms might output a non-positive
semide�nite matrix.
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Figure 2.2: Decomposition into a low-rank plus a sparse matrix of the
correlation matrix of the real estate returns.



66 Chapter 2

2 4 6 8 10 12 14 16

0

5

10

15

20

Input

FPCP

DNN

0 10 20 30 40 50

0

5

10

15

20

Input

FPCP

DNN

2 4 6 8 10 12 14 16

5

0

5

10

15

20

Input

IALM

noncvxRPCA

RPCA-GD

FPCP

DNN

0 10 20 30 40 50

5

0

5

10

15

20

Input

IALM

noncvxRPCA

RPCA-GD

FPCP

DNN

Figure 2.3: The �rst 17 (left panels) and 50 (right panels) eigenvalues of
the correlation matrix of the real estate returns � and of the low-rank
matrix L outputted. The forced rank is set to k = 15 (left) and to k = 88
(right). For clarity, the �rst line compares our algorithm to FPCP only,
while the second line compares all the algorithms.

2.2.4 Empirical Veri�cation of Bounded Parameters

To verify empirically our assumption (2.5) in Theorem 2.1.1 that the
parameters (�j)j2N0 generated by our algorithm (2.3) remain in a compact
set, we plotted in Figure 2.4 the running maximum max0�j�J k�jk as a
function of the number of iterations J for both examples on the S&P500
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and the real estate data used in the previous section. For both cases, we
observe, as desired, that the running maximum max0�j�J k�jk converges,
which means that at least empirically, (�j)j2N0 remains in a compact set.
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Figure 2.4: The running maximum max0�j�J k�jk (y-axis) of our
parameters (�j)j2N0 generated by our DNN algorithm, plotted as a
function of iterations J (x-axis) for both examples on the S&P500 stock
prices (left) and on the real estate returns (right).

2.3 Proof of Convergence

A vast majority of �rst-order methods for minimizing locally a non-convex
function with provable convergence rate are meant to minimize L-smooth
functions, that is, di�erentiable functions with a Lipschitz continuous
gradient. Also, the value of the Lipschitz constant with respect to a suitable
norm plays a prominent role in this convergence rate (see Ghadimi and Lan
(2016) and references therein). As a critical step in the convergence proof
for the minimization procedure of the function ’, we compute carefully a
bound on the Lipschitz constant of its gradient, also called the smoothness
constant below.

For establishing this bound, we use in a critical way the recursive
compositional nature of the neural network that represents M : we �rst
consider the case of a neural network with a single layer. We compute
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explicitly the derivative of the corresponding objective function ’(�) with
respect to each parameter in Lemmas 2.3.1 and 4.4.4. Then, using an
elementary lemma on the smoothness constant of a composition and a
product of functions, we carefully derive an upper bound on the derivative
of a single-layered network output with respect to the bias on the input in
Lemma 2.3.4. This result represents the key element of our proof. Lemma
2.3.5 completes the picture by computing such a bound for derivatives
with respect to other coe�cients. Lemma 2.3.6 merges these results and
provides a bound on the overall smoothness constant for the case where
M is parametrized by a single-layer neural network. Finally, we deduce
inductively a bound on this Lipschitz constant for a multi-layered neural
network in the proof of Theorem 2.1.1.

So, we consider in the beginning of this section a neural network with
a single layer of ‘ neurons. These neurons have each � : R ! [�1; 1] as
activation function, and � has its �rst and the second derivative uniformly
bounded by �0max > 0 and �00max, respectively. We let r := n(n + 1)=2,
A = [Ai;j ]i;j 2 R‘�r be the weights, and b = [bi]i 2 R‘ be the bias on the
input, and let

fA;b1 : Rr ! R‘; w 7! fA;b1 (w) = Aw + b:

The coe�cients on the output are denoted by C = [Ci;j ]i;j 2 Rnk�‘ and
the bias by d = [di]i 2 Rnk. As above, we de�ne

fC;d2 : R‘ ! Rnk v 7! fC;d2 (v) = Cv + d:

With ~� : R‘ ! R‘, u 7! ~�(u) = (�(u1) � � ��(u‘))
>, and � := (A; b; C; d)

the single layer neural network N� : Rr ! Rnk is then the composition of
these three functions, that is: N� = fC;d2 � ~� � fA;b1 . For a given � 2 Sn,
our approximated objective function with respect to the above single-layer
neural network is de�ned by

~’(�) =
nX

i;j=1

�
�h
g
�
N� (h(�))

�
g
�
N� (h(�))

�>
� �

i

i;j

�
; (2.8)

where � : R! R is a smooth approximation of the absolute value function
with a derivative uniformly bounded by 1 and its second derivative bounded
by �00max.
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As announced above, we start our proof by computing the partial
derivatives of ~’. For abbreviating some lengthy expressions, we use the
following shorthand notation throughout this section. We �x � 2 Sn and
let for 1 � i; j � n,

!i;j :=
h
g
�
N� (h(�))

�
g
�
N� (h(�))

�>
� �

i

i;j
;

X := N� (h(�)) 2 Rnk;

Y := ~� � fA;b1 (h(�)) 2 R‘;

Z := fA;b1 (h(�)) 2 R‘:

(2.9)

Lemma 2.3.1. Let ~’ be the function de�ned in (4.14) and 1 � � � ‘.
Then

@ ~’(�)
@b�

=
nX

i;j=1

�0(!i;j)�0(Z�)�

 
kX

s=1

�
C(i�1)k+s;�X(j�1)k+s+X(i�1)k+sC(j�1)k+s;�

�
!

: (2.10)

Moreover, for every 1 � � � ‘, 1 � � � r we have

@ ~’(�)
@A�;�

= [h(�)]�
@ ~’(�)
@b�

:

Proof. Let 1 � � � ‘. By de�nition of ~’, we have

@ ~’(�)
@b�

=
nX

i;j=1

�0(!i;j)

 "
@g(N�(h(�)))

@b� g
�
N� (h(�))

�>

+ g
�
N� (h(�))

� @g(N�(h(�)))>
@b�

#

i;j

!

:

(2.11)

As N� � fC;d2 � ~� � fA;b1 , we have

@g(N�(h(�)))
@b� = rXg(X) � rZ

�
fC;d2 � ~�

�
(Z) �

@fA;b1 (h(�))
@b�

: (2.12)
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Observe that

@fA;b1 (h(�))
@b�

=
@(Ah(�) + b)

@b�
=

0

B@

1�=1
...

1�=‘

1

CA ; (2.13)

h
rZ

�
fC;d2 � ~�

�
(Z)
i

�
= [rZ (C~�(Z) + d)]�

=

0

B@

C1;��0(Z�)
...

Cnk;��0(Z�)

1

CA

The third order tensor rXg(X), as an nk-dimensional vector of n-by-k
matrices, has for ((i� 1)k + j)-th element the matrix whose only nonzero
element is a 1 at position (i; j), namely

[rXg(X)](i�1)k+j =

0

B@

0 � � � 0
... 1(i;j)

...
0 � � � 0

1

CA 2 Rn�k: (2.14)

Plugging these in (2.12), we get

@g
�
N� (h(�))

�

@b�
= �0(Z�)

0

B@

C1;� � � � Ck;�
...

...
C(n�1)k+1;� � � � Cnk;�

1

CA ;
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so that @
@b� ~’(�) equals

nX

i;j =1

�0(!i;j )�0(Z� )�

�

0

B@

2

4

0

@
C1;� � � � Ck;�
...

...
C(n� 1)k+1 ;� � � � Cnk;�

1

A

0

@
X1 � � � X(n� 1)k+1
...

...
Xk � � � Xnk

1

A

3

5

i;j

+

2

4

0

@
X1 � � � Xk
...

...
X(n� 1)k+1 � � � Xnk

1

A

0

@
C1;� � � � C(n� 1)k+1 ;�
...

...
Ck;� � � � Cnk;�

1

A

3

5

i;j

1

CA

| {z }
kX

s=1

C(i � 1)k+ s;�X(j � 1)k+ s +X(i � 1)k+ sC(j � 1)k+ s;�

;

and the �rst part is proved. For the second part, note that for every
1 � � � r we have

@fA;b1 (h(�))
@A�;�

=
@(Ah(�) + b)

@A�;�
=

0

B@

[h(�)]�1�=1
...

[h(�)]� 1�=‘

1

CA ; (2.15)

which coincides with [h(�)]�
@fA;b1 (h(�))

@b� by (2.13). Hence, using the same
derivations as in (2.11) and (2.12), we get

@ ~’(�)
@A�;�

= [h(�)]�
@ ~’(�)
@b�

:

Lemma 2.3.2. Let ~’ be the function de�ned in (4.14), �x 1 � � � n and
1 � � � k, and set � := (�� 1)k + �. Then

@ ~’(�)
@d�

= 2
nX

j=1

�0(!�;j)X(j�1)k+� : (2.16)
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Moreover, for every 1 � � � ‘, we have

@ ~’(�)
@C�;�

= Y�
@ ~’(�)
@d�

:

Proof. Note that @ ~’(�)
@d� equals

nX

i;j=1

�0(!i;j)
�
@g(fC;d2 (Y ))

@d� g (X)> + g (X)
�
@g(fC;d2 (Y ))>

@d�

��

i;j
: (2.17)

As � = (�� 1)k + �, the same calculation as in (2.13) and (2.14) ensures
that

@g
�
fC;d2 (Y )

�

@d�
= [rXg(X)]

@ (CY + d)
@d�

= [rXg(X)]

0

B@

1�=1
...

1�=nk

1

CA =

0

B@

0 � � � 0
... 1(�;�)

...
0 � � � 0

1

CA ;
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which is a n-by-k matrix. Hence, @ ~’(�)
@d� equals

nX

i;j=1

�0(!i;j)�

2

6
6
4

0

B
B
@

0 � � � 0
... 1(�;�)

...
0 � � � 0

1

C
C
A

0

B
B
@

X1 � � � X(n�1)k+1
...

...
Xk � � � Xnk

1

C
C
A

+

0

B
B
@

X1 � � � Xk
...

...
X(n�1)k+1 � � � Xnk

1

C
C
A

0

B
B
@

0 � � � 0
... 1(�;�)

...
0 � � � 0

1

C
C
A

3

7
7
5

i;j

=
nX

i;j=1

�0(!i;j)�

2

6
6
6
6
6
6
6
4

0

B
@

0 � � � 0
X� � � � X(n�1)k+�

0 � � � 0

1

C
A

| {z }
line �

+

0

B
B
@

0 � � � X� � � � 0
...

...
...

0 � � � X(n�1)k+� � � � 0

1

C
C
A

| {z }
column �

3

7
7
7
7
7
7
7
5

i;j

:

Since !i;j = !j;i for every 1 � i; j � n we �nally get

@ ~’(�)
@d�

= 2�0(!�;�)X(��1)k+�

+
nX

j=1
j 6=�

�0(!�;j)X(j�1)k+�+
nX

i=1
i 6=�

�0(!i;�)X(i�1)k+�

= 2
nX

j=1

�0(!�;j)X(j�1)k+� ;

which proves the �rst part. For the second part, we �x 1 � � � ‘. In the
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same manner as we established (2.15), we can use (2.14) to see that

@g
�
fC;d2 (Y )

�

@C�;�
= [rXg(X)]

@(CY + d)
@C�;�

= [rXg(X)]Y�

0

B@

1�=1
...

1�=nk

1

CA = Y�
@g
�
fC;d2 (Y )

�

@b�
;

and thereby, with (2.17), to conclude that

@ ~’(�)
@C�;�

= Y�
@ ~’(�)
@d�

:

One of the key tools in the derivation of bounds on the Lipschitz
constant of ~’ is the following elementary lemma. It shows how to infer
the Lipschitz constant of some functions from the Lipschitz constant of
other, simpler Lipschitz-continuous functions.

Lemma 2.3.3. Let �1 : Rm ! R be Lipschitz continuous with Lipschitz
constant L1. Let �2 : Rn ! Rm be a function for which there exists some
L2 : Rn � Rn ! (0;1) such that for all x; y 2 Rn we have

k�2(x)� �2(y)k � L2(x; y)kx� yk: (2.18)

Assume that �1��2 is bounded by a constant B12. Finally, let �3 : Rn ! R
be a function for which

1. j�3(y)j � B3(y) for all y 2 Rn for some positive function B3 : Rn !
(0;1);

2. there exist three functions L31 : Rn�Rn ! (0;1), L32 : Rn�Rn !
(0;1), and f : Rn ! Rp such that for all x; y 2 Rn we have

k�3(x)� �3(y)k � L31(x; y)kx� yk
+ L32(x; y)kf(x)� f(y)k:
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Then, for every x; y 2 Rn, the function � := (�1 � �2)�3 veri�es

j�(x)� �(y)j
� (B12L31(x; y) +B3(y)L1L2(x; y)) kx� yk

+B12L32(x; y)kf(x)� f(y)k:

Proof. For all x; y 2 Rn, we can write

j�(x)� �(y)j = j�1 (�2(x))�3(x)� �1 (�2(y))�3(y)j
� j�1 (�2(x)) (�3(x)� �3(y))j

+ j(�1 (�2(x))� �1 (�2(y)))�3(y)j
� B12 j�3(x)� �3(y)j+B3(y) j�1 (�2(x))� �1 (�2(y))j

� B12
�
L31(x; y)kx�yk+L32(x; y)kf(x)�f(y)k

�

+B3L1 k�2(x)��2(y)k :

It remains to use (2.18) on the last term to conclude.

As de�ned in (2.4), the norm we use for a �nite list of matrix of di�erent
sizes is the Euclidean norm of the vector constituted by their Frobenius
norms. For symmetric matrices X, we also use a dedicated norm de�ned
as jjXjjS := jjh(X)jj, where h : Sn ! Rn(n+1)=2 is the function de�ned in
(2.2). Note also that 2jjXjj2S = jjXjj2F + jjdiag(X)jj2F .

The next lemma is a key step in determining a bound on the smoothness
constant of our objective function ~’.

Lemma 2.3.4. Let ~’ be the function de�ned in (4.14) and let D > 0 be
any constant. We de�ne

D :=
�

(A; b; C; d) 2 Rl�r � R‘ � Rnk�‘ � Rnk : k(A; b; C; d)k � D
	
:

The function

� = (A; d;C; d) 7!
@ ~’(�)
@b

2 R‘

is Lipschitz continuous on D with a constant Lb for which

L2
b = Cbn2D2 max

�
‘D2L2

Z ; ‘
2D6L2

Z ; ‘
3D4; n‘

	
;

where LZ :=
p

1 + k�k2S and Cb is a constant that only depends
polynomially on �0max; �00max; �00max.
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Proof. We divide the proof into several steps, each of which establishing
that some function is bounded and/or Lipschitz continuous. We set
� = (A; b; C; d) and �� = ( �A;�b; �C; �d) in D. We make use abundantly
of the shorthand notation de�ned in (2.9), adopting the notation �!ij , �X,
etc. . . when � is replaced by ��.

Step 1. Let 1 � � � ‘. In this �rst step, we focus on Z� =
h
fA;b1 (h(�))

i

�
.

The Cauchy-Schwarz Inequality ensures that for every (A; b); ( �A;�b) 2
R‘�r � R‘ we have

�
Z� � �Z�

�2 =
�

(A�;: � �A�;:)h(�) + b� � �b�
�2

�





A�;: � �A�;:
b� � �b�






2 





h(�)
1






2

= L2
Z jj(A�;:; b�)� ( �A�;:;�b�)jj2:

Step 2. Let us apply Lemma 2.3.3 with �1 � �, �2 �
�
f �;�1 (h(�))

�
�, and

�3 � 1. We have immediately L31 = L32 = 0, B3 = 1, L1 = �0max, and,
by Step 1, L2 = LZ . Therefore,

��� (Z�)� �
� �Z�
��� � �0maxLZ jj(A�;:; b�)� ( �A�;:;�b�)jj:

Note also that k~�( �Z)k �
p
‘ because j�

� �Z�
�
j � 1 by assumption on �.

Step 3. Similarly, we get
���0 (Z�)� �0

� �Z�
��� � �00maxLZ jj(A�;:; b�)� ( �A�;:;�b�)jj:

Also, �0 (Z�) � �0max by assumption.
Step 4. Let us �x 1 � � � nk. We focus in this step on X� =h
fC;d2 � ~� � fA;b1 (h(�))

i

�
=
h
fC;d2 (Y )

i

�
, with Y = ~�(Z) = ~� � fA;b1 (h(�)).

Observe �rst that
��X� � �X�

�� =
��C�;:Y + d� � �C�;: �Y � �d�

��

�
‘X

�=1

jC�;�j � jY� � �Y�j+


C�;: � �C�;:



 �


 �Y


+

��d� � �d�
��

�
‘X

�=1

jC�;�j�0maxLZ �





A�;: � �A�;:
b� � �b�







+


C�;: � �C�;:





 �Y


+

��d� � �d�
�� (by Step 2).
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Squaring both sides of this inequality and using Cauchy-Schwarz, we get

�
X� � �X�

�2

�

  
‘X

�=1

C2
�;�

!

(�0max)2 L2
Z + jj �Y jj2 + 1

!

�

�
jjA� �Ajj2 + jjb� �bjj2 + jjC�;: � �C�;:jj2 +

��d� � �d�
��2
�

� L2
�


(A; b; C�;:; d�)� ( �A;�b; �C�;:; �d�)



2 : (2.19)

with

L2
� := (jjC�;:jj�0maxLZ)2 + ‘+ 1: (2.20)

This last inequality is also ensured by Step 2, where we showed that
jj �Y jj �

p
‘.

In addition to providing an estimate for its Lipschitz constant, we can
also obtain a bound for this function. From Step 2, we get

jX� j = jC�;:Y + d� j � jjC�;:jj
p
‘+ jd� j

�
p
‘+ 1 �

q
jjC�;:jj2 + jd� j2: (2.21)

We obtain with this step the Lipschitz constant of one output of a single-
layer neural network. Would our objective function be the standard
least square loss function to minimize when training a neural network,
the remaining of our task would have been vastly simpler. The speci�c
intricacies of our objective function (4.14) ask for a more involved analysis.
Step 5. Let 1 � i; j � n. In this step, we deal with the function

!i;j :=
h
g (X) g (X)> � �

i

i;j
:
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We have
��!i;j � �!i;j

��2 =
h
g (X) g (X)> � g

� �X
�
g
� �X
�>i2

i;j

�

 
kX

s=1

h ��X(i�1)k+s
�� �
��X(j�1)k+s � �X(j�1)k+s

��

+
�� �X(j�1)k+s

�� �
��X(i�1)k+s � �X(i�1)k+s

��
i!2

(2.22)

� 2

 
kX

s=1

X2
(i�1)k+s

!

�

 
kX

s=1

jX(j�1)k+s � �X(j�1)k+sj2
!

+ 2

 
kX

s=1

�X2
(j�1)k+s

!

�

 
kX

s=1

jX(i�1)k+s � �X(i�1)k+sj2
!

:

Let us bound these four sums using (2.19) and (2.21). First,

kX

s=1

X2
(i�1)k+s � (‘+ 1)

 
kX

s=1

�
kC(i�1)k+s;:k2 + d2

(i�1)k+s

�!

:

The sum on the right-hand side can be conveniently rewritten using the
vector-to-matrix operator g.

kX

s=1

kC(i�1)k+s;:k2 =
kX

s=1

‘X

�=1

C2
(i�1)k+s;� =

‘X

�=1

kg(C:;�)i;:k2: (2.23)

Similarly, we can write
Pk
s=1 kd(i�1)k+sk2 = kg(d)i;:k2, so that

kX

s=1

X2
(i�1)k+s � (‘+ 1)

 
‘X

�=1

kg(C:;�)i;:k2 + kg(d)i;:k2
!

:

Second, with �I(�) := (A; b; C�;:; d�) and writing �(s) := (j � 1)k + s for
1 � s � k, we have

kX

s=1

jX�(s) � �X�(s)j2 �
kX

s=1

L2
�(s)



�I(�(s)) � ��I(�(s))


2 :
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We can use the crude bound

kX

s=1



�I(�(s)) � ��I(�(s))


2 �



�� ��


2

to get

kX

s=1

L2
�(s)



�I(�(s)) � ��I(�(s))


2

�

 

(�0maxLZ)2
kX

s=1

jjC�(s);:jj2 + ‘+ 1

!


�� ��



2

=

 

(�0maxLZ)2
‘X

�=1

kg(C:;�)j;:k2 + ‘+ 1

!


�� ��



2

by (2.23). We can plug our two estimates into our bound for j!i;j��!i;j j2
to get

j!i;j � �!i;j j � L!;i;j


�� ��





with

L2
!;i;j

.�
2 (‘+ 1) (�0maxLZ)2

�
(2.24)

=

 
‘X

�=1

jjg(C:;�)i;:jj2 + jjg(d)i;:jj2
! 

‘X

�=1

jjg(C:;�)j;:jj2 + �

!

+

 
‘X

�=1

jjg( �C:;�)j;:jj2 + jjg( �d)j;:jj2
! 

‘X

�=1

jjg(C:;�)i;:jj2 + �

!

;

where, � := (‘+ 1)= (�0maxLZ)2.
Step 6. In this step, we �x 1 � i; j � n and 1 � � � ‘ and focus on
�0 (!i;j)�0(Z�). We therefore seek to apply Lemma 2.3.3 with �1 � �0,
�2 � !i;j , and �3 � �0(Y�). The assumptions on � allow us to take
L1 = �00max and B12 = 1. Step 5 shows that L2 can be taken as L!;i;j .
Step 3 allows us to pick L31 = �00maxLZ with L32 = 0 and B3 = �0max by
our assumptions on �.
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We obtain that
���0 (!i;j)�0(Z�)� �0 (�!i;j)�0( �Z�)

�� � L�0�0;i;jk�� ��k

with
L�0�0;i;j := �00maxLZ + �0max�

00
maxL!;i;j :

Evidently, we also have �0 (!i;j)�0(Z�) � �0max.

Step 7. The formula for @ ~’(�)
@b� obtained in Lemma 2.3.1 appears as a

weighted sum of sums. Step 6 did focus on the weights of this combination.
In this step, we deal with these sums. We �x again 1 � i; j � n and
1 � � � ‘ and de�ne

Vi;j;� :=
kX

s=1

C(i�1)k+s;�X(j�1)k+s:

We de�ne similarly �Vi;j;� according to our usual convention to replace �
by ��. Using the same argument as in Step 5, we can write

��Vi;j;� � �Vi;j;�
��2

�

 
kX

s=1

h ��C(i�1)k+s;�
�� �
��X(j�1)k+s � �X(j�1)k+s

��

+
�� �X(j�1)k+s

�� �
��C(i�1)k+s;� � �C(i�1)k+s;�

��
i!2

� 2

 
kX

s=1

C2
(i�1)k+s;�

!

�

 
kX

s=1

jX(j�1)k+s � �X(j�1)k+sj2
!

+ 2

 
kX

s=1

�X2
(j�1)k+s

!

�

 
kX

s=1

jC(i�1)k+s;� � �C(i�1)k+s;�j2
!

:

We can bound the sums involving X or �X as in Step 5. The sums with
C; �C can we rewritten using (2.23); in particular,

kX

s=1

jC(i�1)k+s;� � �C(i�1)k+s;�j2 = jjg(C:;�)i;: � g( �C:;�)i;:jj2:
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We obtain
��Vi;j;� � �Vi;j;�

��2

� L2
CdX;i;j;�



�� ��


2 + L2

XdC;i;j;�jjg(C:;�)i;: � g( �C:;�)i;:jj2:

with

L2
CdX;i;j;� := 2jjg(C:;�)i;:jj2�

�
(�0maxLZ)2 ‘P

|=1
jjg(C:;|)j;:jj2 + ‘+ 1

�
;

L2
XdC;j;� := 2(‘+ 1)

�
‘P

|=1
jjg( �C:;|)j;:jj2 + jjg( �d)j;:jj2

�
:

We can also obtain an upper bound to
��Vi;j;�

�� due to

V 2
i;j;� �

 
kX

s=1

C2
(i�1)k+s;�

! 
kX

s=1

X2
(j�1)k+s

!

� jjg(C:;�)i;:jj2(‘+ 1)

 
‘X

|=1

jjg(C:;|)j;:jj2 + jjg(d)j;:jj2
!

=: B2
CX;i;j;�

by using Cauchy-Schwarz, (2.23), and a bound obtained in Step 5.
Step 8. We start this �nal step by applying Lemma 2.3.3 to the
function �i;j;� := �0(!i;j)�0(Z�) (Vi;j;� + Vj;i;�) by taking �1 � idR, �2 �
�0(!i;j)�0(Z�), and �3 � Vi;j;� + Vj;i;�. Evidently L1 = 1. In Step 6, we
have shown that we can take B12 = �0max and L2 = L�0�0;i;j . By Step 7,
we can set B3 = BCX;i;j;� + BCX;j;i;�, L31 = LCdX;i;j;� + LCdX;j;i;�, and
L32 = 0. We obtain that

���i;j;� � ��i;j;�
��

� L�0�0;i;j
�
BCX;i;j;� +BCX;j;i;�

�
jj�� ��jj

+ �0max(LCdX;i;j;� + LCdX;j;i;�
�
jj�� ��jj

+ �0max LXdC;j;� jjg(C:;�)i;: � g( �C:;�)i;:jj
+ �0max LXdC;i;� jjg(C:;�)j;: � g( �C:;�)j;:jj:
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Since in view of Lemma 2.3.4, @ ~’(�)
@b� is the sum of �i;j;� over i; j,

we obtain immediately the Lipschitz continuity of this partial derivative.
Squaring the above bound and using Cauchy-Schwarz on the 6-terms
right-hand side, we get

‘X

�=1

�
@ ~’(�)
@b�

�
@ ~’( ��)
@b�

�2

=
‘X

�=1

0

@
nX

i;j=1

�i;j;� � ��i;j;�

1

A
2

� 6n2
‘X

�=1

nX

i;j=1

L2
�0�0;i;jB

2
CX;i;j;�jj�� ��jj2

+ 6n2
‘X

�=1

nX

i;j=1

L2
�0�0;i;jB

2
CX;j;i;�jj�� ��jj2

+ 6 (n�0max)2
‘X

�=1

nX

i;j=1

L2
CdX;i;j;�jj�� ��jj2

+ 6 (n�0max)2
‘X

�=1

nX

i;j=1

L2
CdX;j;i;�jj�� ��jj2

+ 6 (n�0max)2
‘X

�=1

nX

i;j=1

L2
XdC;j;�jjg(C:;�)i;: � g( �C:;�)i;:jj2

+ 6 (n�0max)2
‘X

�=1

nX

i;j=1

L2
XdC;i;�jjg(C:;�)j;: � g( �C:;�)j;:jj2:

It remains to estimate these six sums. For the �rst one (and the second
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one by symmetry), we can proceed as follows.

X̀

� =1

nX

i;j =1

L2
� 0� 0;i;j B

2
CX;i;j;�

= 2 (‘+ 1)
�
�00

maxLZ
�2�

X̀

� =1

nX

i;j =1

jjg(C:;� )i; :jj2

0

@
X̀

| =1

jjg(C:;| )j; :jj2+jjg(d)j; :jj2

1

A

+ 2 (‘+ 1)
�
�0

max�
00
max

�2�

X̀

� =1

nX

i;j =1

L2
!;i;j jjg(C:;� )i; :jj2

0

@
X̀

| =1

jjg(C:;| )j; :jj2 + jjg(d)j; :jj2

1

A

� 2 (‘+ 1)
�
�00

maxLZ
�2 jjCjj2

�
jjCjj2 + jjdjj2

�

+ 8 (‘+ 1)2 ��0
max�

00
max

�2
�
jjCjj2

�
�0

maxLZ
�2 + ‘+ 1

�
�

kCk2
�
jjCjj2 + jjdjj2

�2 :

To estimate the third and fourth sum, notice that

‘X

�=1

nX

i;j=1

L2
CdX;i;j;�

= 2
‘X

�=1

nX

i;j=1

jjg(C:;�)i;:jj2
 

�
�0maxLZ

� 2
‘X

|=1

jjg(C:;|)j;:jj2 + ‘+ 1

!

� 2
nX

j=1

jjCjj2
�
�0maxLZ

� 2
‘X

|=1

jjg(C:;|)j;:jj2 + 2
nX

j=1

jjCjj2 (‘+ 1)

� 2jjCjj2
� �
jjCjj�0maxLZ

� 2 + n (‘+ 1)
�
:
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For the last two terms, we can write

X̀

� =1

nX

i;j =1

L2
XdC;j;� jjg(C:;� )i; : � g( �C:;� )i; :jj2

= 2(‘+ 1)�
X̀

�;| =1

nX

i;j =1

�
jjg( �C:;| )j; :jj2 + jjg( �d)j; :jj2

�
jjg(C:;� )i; : � g( �C:;� )i; :jj2

= 2(‘+ 1)
�
jj �Cjj2 + jj �djj2

�
jjC � �Cjj2:

Therefore, using all the estimates for the six terms, we arrive at

‘X

�=1

�
@ ~’(�)
@b�

�
@ ~’( ��)
@b�

�2

�24n2jj��jj2
 

(‘+ 1) (�00maxLZ)2 jj��jj2

+ 4 (‘+ 1)2 (�00maxLZ)2 (�0max)4 jj��jj6

+ 4 (‘+ 1)3 (�0max�
00
max)2 jj��jj4

+ jj��jj2(�0max)
4L2

Z+(n+1) (‘+1) (�0max)
2

!

k�� ��k2:
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We conclude that

L2
b = O

 

n2D2 max
�
‘ (D�00maxLZ)2 ; (‘�00maxLZ)2D6(�0max)4

‘3D4 (�0max�
00
max)2 ; (DLZ)2(�0max)4; n‘(�0max)2

�!

= O

 

n2D2 max
�
‘(DLZ)2 max

�
(�00max)2; (�0max)4	;

(‘�00maxLZ)2D6(�0max)4;‘3D4 (�0max �
00
max)2; n‘(�0max)2

�!

= O

 

Cb n2D2 max
�
‘D2L2

Z ; ‘
2D6L2

Z ; ‘
3D4; n‘

	
!

;

where Cb � Cb(�0max; �00max; �00max) is a constant that only depends
polynomially on �0max; �00max; �00max.

In the next lemma, we determine a bound for the Lipschitz constant
of @ ~’(�)

@d� . Lemmas 2.3.1 and 4.4.4 show how to deduce from the previous
lemma a bound on the Lipschitz constant of @ ~’(�)

@A�;� and of @ ~’(�)
@C�;� from the

next lemma. We use the same set D as in Lemma 2.3.4.

Lemma 2.3.5. Let ~’ be the function de�ned in (4.14) and let us consider
the set D de�ned in the statement of Lemma 2.3.4 for some D > 0. The
function

� = (A; d;C; d) 7!
@ ~’(�)
@d

2 Rnk

is Lipschitz continuous on D with a constant Ld satisfying

L2
d = Cd max

n
n2D2L2

Z ; n
3k‘; n‘2D6L2

Z ; n
2‘3D4

o
;

where LZ :=
p

1 + k�k2S and Cd is a constant that depends polynomially
on �0max and �00max.

Proof. We set � = (A; b; C; d) and �� = ( �A;�b; �C; �d) two distinct points in
D. Let us �x 1 � � � nk and set � and � to be the unique numbers for
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which � = (� � 1)k + �, 1 � � � n and 1 � � � k. We computed in
Lemma 4.4.4

@ ~’(�)
@d�

= 2
nX

j=1

�0(!�;j)X(j�1)k+� ; (2.25)

with !�;j and X as de�ned in (2.9).
Let 1 � j � n and set �(j) := (j � 1)k + �. To obtain a bound on

the Lipschitz constant of ��;�;j := �0(!�;j)X�(j), we apply Lemma 2.3.3
with �1 � �0, �2 � !�;j , and �3 � X�(j). By assumption, we know that
L1 := �00max and B12 := �0max � 1. By Step 5 in the proof of Lemma 2.3.4,
we can take L2 := L!;�;j , while Step 4 ensures we can set L31 := L�(j) as
in (2.20) (note that L2 and L31 are functions of � and ��). Finally, we can
let B3 :=

p
‘+ 1 �

p
jjC�(j);:jj2 + jd�(j)j2 and L32 = 0. We deduce that
����;�;j � ���;�;j

�� � L�;�;�;j jj�� ��jj (2.26)

with

L�;�;�;j = L�(j) + �00max
p
‘+ 1 �

q
jjC�(j);:jj2 + jd�(j)j2L!;�;j :

Since
�
@ ~’(�)
@d� �

@ ~’( ��)
@d�

�2
� 4

�
nP

j=1
L�;�;�;j

�2

jj�� ��jj2;

� 4n
nP

j=1
L2

�;�;�;j jj�� ��jj2;

the function @ ~’(�)
@d� is Lipschitz continuous. Now, the Lipschitz constant

of @ ~’(�)
@d can be estimated by

L2
d � 4n

nkX

�=1

nX

j=1

L2
�;�;�;j = 4n

kX

�=1

nX

�;j=1

L2
�;�;�;j

� 8n2
kX

�=1

nX

j=1

L2
�(j) + 8n(‘+ 1) (�00max)2�

0

@
kX

�=1

nX

�;j=1

�
jjC�(j);:jj2 + jd�(j)j2

�
L2
!;�;j

1

A :
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For the �rst sum above, we can write �rst
nX

j=1

L2
�(j) = (�0maxLZ)2

nX

j=1

jjC�(j);:jj2 + n(‘+ 1)

= (�0maxLZ)2
‘X

�=1

jjg(C:;�):;� jj2 + n(‘+ 1);

where this last equality, similarly to (2.23), follows from
nX

j=1

kC�(j);:k2 =
nX

j=1

‘X

�=1

C2
(j�1)k+�;� =

‘X

�=1

kg(C:;�):;�k2:

Therefore,
kX

�=1

nX

j=1

L2
�(j) = (�0maxLZ)2 jjCjj2 + nk(‘+ 1):

For the second sum above, we have from (2.24):
nX

�=1

L2
!;�;j

,�
2 (‘+ 1) (�0maxLZ)2

�

=
�
jjCjj2 + jjdjj2

�
 

‘X

�=1

jjg(C:;�)j;:jj2 + �

!

+

 
‘X

�=1

jjg( �C:;�)j;:jj2 + jjg( �d)j;:jj2
!
�
jjCjj2 + n�

�
;

with � := (‘+ 1)= (�0maxLZ)2. Observe that
nX

j=1

kX

�=1

�
jjC�(j);:jj2 + jd�(j)j2

� ‘X

�=1

jjg(C:;�)j;:jj2

�
nX

j=1

kX

�=1

�
jjC�(j);:jj2 + jd�(j)j2

�
 

‘X

�=1

jjg(C:;�)j;:jj2 + jjg(d)j;:jj2
!

=
nX

j=1

 
‘X

�=1

jjg(C:;�)j;:jj2 + jjg(d)j;:jj2
!2

� D4
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by the classical inequality
P
i �

2
i � (

P
i j�ij)

2. Thus,

kX

�=1

nX

�;j=1

�
jjC�(j);:jj2 + jd�(j)j2

�
L2
!;�;j

,�
2 (‘+ 1) (�0maxLZ)2

�

� D2 �D4 +D2�
�

+D4(D2 + n�) = 2D6 + (n+ 1)D4�:

Putting everything together, we arrive at

nkX

� =1

�
@~' (�)

@d�
� @~' ( ��)

@d�

�2
,

jj�� ��jj2

� 8n2
��
�0

maxDLZ
�2 + nk(‘+ 1)

�

+ 16n(‘+ 1)2 ��00
max

�2
�

2
�
�0

maxLZ
�2D6 + (n+ 1)D4(‘+ 1)

�
:

Therefore,

L2
d = O

 

max
n
n2D2 (�0maxLZ)2 ; n3k‘; n‘2D6 (�00max�

0
maxLZ)2 ;

n2‘3D4 (�00max)2
o!

= Cd max
n
n2D2L2

Z ; n
3k‘; n‘2D6L2

Z ; n
2‘3D4

o
;

where Cd is a constant that only depends polynomially on
�0max; �00max.

We can now merge all our previous results to determine a bound on
the Lipschitz constant of r ~’. Again, we use the set D as in Lemma 2.3.4
and LZ :=

p
1 + jj�jj2S .

Lemma 2.3.6. The function

� = (A; b; C; d) 7! r ~’(�)

is Lipschitz continuous with Lipschitz constant L ~’ satisfying

L2
~’ = C ~’n2‘max

�
D4L4

Z ; ‘D
8L4

Z ; ‘
2D6L2

Z ; nD
2L2

Z ; nk‘; ‘
3D4

�
;
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where C ~’ is a constant that only depends polynomially on �0max, �00max, and
�00max.

Proof. Let � = (A; b; C; d) and �� = ( �A;�b; �C; �d) two distinct points in D.
In view of Lemmas 2.3.1 and 4.4.4

jjr ~’(�)�r ~’( ��)jj2

=
‘P

�=1

�
@ ~’(�)
@b� �

@ ~’( ��)
@b�

�2
�

1 +
rP

�=1
[h(�)]2�

�

+
nkP

�=1

�
@ ~’(�)
@d� �

@ ~’( ��)
@d�

�2
�

1 +
‘P

�=1
Y 2
�

�

�
�
L2
b(1 + jj�jj2S) + L2

d(1 + ‘)
�
jj�� ��jj2;

because Y� = �([Ah(�) + b]�) � 1 for all 1 � � � ‘. It remains now to
use our estimates for Lb and Ld obtained in Lemma 2.3.4 and Lemma
2.3.5.

Now that the single-layered neural network parametrization has been
completely treated, we can turn our attention to a multi-layered neural
network con�guration. The set D is now the one de�ned in the statement
of Theorem 2.1.1, and the notation follows that of Section 4.1.

Proof of Theorem 2.1.1.
Let �; �� 2 D. For 0 � u � v � m, we de�ne N u:v : R‘u ! R‘v so that
N u:u(x) = x and N u:v(x) := �(v) �A(v�1)N u:v�1(x) + b(v�1)� for u < v.
Observe that N u:v(x) = N c:v � N u:c(x) when 0 � u � c � v � m and
that N�

m(x) = A(m)N 0:m(x) + b(m).
For convenience, we replace �(u) by ~� when no confusion is possible.

For all jjvjj � D, we set F (v) :=
Pn
i;j �

��
g(v)g(v)T � �

�
i;j

�
. Replicating

(2.22) in Step 5 of Lemma 2.3.4, we deduce the bound LF := 2
p
nD for

the Lipschitz constant of F . Similarly following the proof of Lemma 2.3.5
with C = 0, we can deduce one for @F

@v� as LF 0 := 2n(1 + �00maxD2) by
(2.16) and Lemma 2.3.3.

We �x 0 � u � m, 1 � i � ‘u+1, and 1 � j � ‘u. As in Lemma 2.3.1,
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we can check that

@’(�)

@A(u)
i;j

=
@F (A(m)N u+1:m � N 0:u+1(h(�)) + b(m))

@A(u)
i;j

=

" ���rxF (A(m)N u+1:m(x) + b(m))
���
x=N 0:u+1(h(�))

#

i

�

"

~�0
�
A(u)N 0:u(h(�)) + b(u)

�#

i;i

�
N 0:u(h(�))

�
j

=
@’(�)

@b(u)
i

�
N 0:u(h(�))

�
j : (2.27)

Note that ~�0(v) is an ‘u+1 � ‘u+1 diagonal matrix. Since
jjN 0:u(h(�))jj2 � ‘u for u > 0, we get

‘uX

j=1

�
@’(�)

@A(u)
i;j

�
@’( ��)

@A(u)
i;j

�2

� ‘u

 
@’(�)

@b(u)
i

�
@’( ��)

@b(u)
i

!2

: (2.28)

For u = 0, we need to replace ‘u by jj�jj2S . Denoting N�
u :=

A(u)N 0:u(h(�)) + b(u) and expanding (2.27), we have for u < m:

@’(�)

@b(u)
i

=
h
~�0(N�

u )A(u+1)T � � � ~�0(N�
m�1)A(m)TF 0(N�

m)
i

i
: (2.29)

Using exactly the same reasoning as in Step 4 of Lemma 2.3.4, a
Lipschitz constant Lu bound for N�

u satis�es L2
u := D2

+L2
u�1 + ‘u+1 with

L2
0 = 1 + jj�jj2S = L2

Z and D+ := maxfD�0max; 1:001g > 1, so that

L2
u = D2u

+ L2
Z +

uX

j=1

D2(u�j)
+ (‘j + 1) � D2u

+

�
L2
Z +

‘max + 1
D2

+ � 1

�
:

To estimate the Lipschitz constant of (2.29), Lemma 2.3.3 with �1 � @F
@v� ,

�2 � N�
m , �3 � A

(m)
�;i gets us a Lipschitz constant bound of jA(m)

�;i jLF 0Lm
for A(m)

�;i
@F (N�

m)
@v� and a bound of jA(m)

�;i jLF . With �1 � ~�0, �2 �
N�
m�1, and �3 � A(m)T

:;i F 0(N�
m), we get a Lipschitz constant estimate of
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(�00maxLm�1LF + LmLF 0) jjA
(m)
:;i jj for [�0(N�

m�1)A(m)TF 0(N�
m)]i. Pursuing

as follows, we end with a Lipschitz constant bound for @’(�)
@b(u)
i

and u < m
of

L(u)
i :=jjA(u+1)

:;i jj � � � jjA(m)jj (�0max)m�u�2�
�
LF 0Lm�0max + LF�00max

m�1P

k=u
Lk
�
:

For u = m, we can simply take L(m)
i := LF 0 . Note that

m�1P

k=u
Lk �

Dm+�D
u
+

D+�1

�
LZ +

p
‘max+1
D+�1

�
:

Using (2.28) and summing up over i yields

‘u+1X

i=1

‘uX

j=1

�
@’(�)

@A(u)
i;j

�
@’( ��)

@A(u)
i;j

�2

+

 
@’(�)

@b(u)
i

�
@’( ��)

@b(u)
i

!2

� (1 + ‘u)
‘u+1X

i=1

�
L(u)
i

�2
jj�� ��jj2:

Finally, by summing u from 0 to m, we obtain that

L2
m = Cmax

n
kn3D4‘max;nD4m+2 maxf‘max; L2

Zg�

maxfnD2L2
Z ; nD

2‘max

o
;

where C is a constant that only depends polynomially on �00max, �0max, and
�00max (with powers in O(m)).

The second part of Theorem 2.1.1 is wellknown in optimization theory;
see, e.g., (Nesterov, 2013, Section 1.2.3).
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Chapter 3

Local Lipschitz Bounds of
Deep Neural Networks

3.1 Ordinary Deep Neural Network Setting

3.1.1 Problem Setup

The norm we shall use in the sequel is a natural extension of the standard
Frobenius norm to �nite lists of matrices of diverse sizes. Speci�cally, for
any 
 2 N, m1; : : : ;m
 ; n1; : : : ; n
 2 N, and (M1; : : : ;M
) 2 Rm1�n1 �
� � � � Rm
�n
 , we let



�M1; : : : ;M
�

2 :=

X

k=1

m1X

i=1

nkX

j=1

�
Mk
i;j
�2
: (3.1)

Furthermore we use the maximum norm, de�ned as

k
�
M1; : : : ;M
�k1 := max

i;j;k
fjMk

i;j jg:

Consider positive integers ‘u for u = 0; : : : ;m + 1. We construct a
deep neural network (DNN) with m layers of ‘u, u 2 f1; : : : ;mg neurons,
each with an (activation) function ~�u : R ! R, such that there exist

93
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�max; �0max; �00max > 0, so that for all u 2 f1; : : : ;mg and all x 2 R we have
j~�u(x)j � �max, j~�0u(x)j � �0max and j~�00u(x)j � �00max. This assumption is
met by the classical sigmoid and tanh functions, but excludes the popular
ReLU activation function. However, our main results of this section can
easily be extended to allow for ReLU as well, as outlined in Section 3.2.3.
For each u 2 f1; : : : ;m+1g, let A(u) =

h
A(u)
i;j

i

i;j
2 R‘u�‘u�1 be the weights

and b(u) =
h
b(u)
i

i

i
2 R‘u be the biases. Let �u =

�
A(u); b(u)� and de�ne

for every u 2 f1; : : : ;m+ 1g

f�u : R‘u�1 ! R‘u ; x 7! A(u)x+ b(u);

�u : R‘u ! R‘u ; x 7! (~�u(x1); : : : ; ~�u(x‘u))> :

We denote for every u 2 f1; : : : ;m + 1g the parameters �u :=
(�1; : : : ; �u), and by a slight abuse of notation, considering �u and �u

as �attened vectors, we write �u 2 R ~du and �u 2 Rdu . Moreover, we
de�ne 
 � Rdm+1 as the set of possible neural network parameters. Then
we de�ne the m-layered feed-forward neural network as the function

N�m+1 : R‘0 ! R‘m+1 (3.2)
z 7! f�m+1 � �m � f�m � � � � � �1 � f�1(z) :

By Lm+1 := dm+1 =
Pm+1
u=1 (‘u‘u�1 + ‘u) we denote the number of

trainable parameters of N�m+1 .
We now assume that there exists a (possibly in�nite) set of possible

training samples Z � R‘0 �Rk, for k 2 N, equipped with a sigma algebra
A(Z) and a probability measure P, the distribution of the training samples.
Let Z � P be a random variable following this distribution. We use
the notation Z = (Zx; Zy) = (projx(Z);projy(Z)) to emphasize the two
components of a training sample Z. In a standard supervised learning
setup we have k = ‘m+1, where Zx 2 R‘0 is the input and Zy 2 Rk
is the target. However, we also allow any other setup including k = 0,
corresponding to training samples consisting only of the input, i.e. an
unsupervised setting. Let

g : R‘m+1 � Rk ! R; (x; y) 7! g(x; y);

be a function which is twice di�erentiable in the �rst component. We
assume there exist g0max; g00max > 0 such that for all (x; y) 2 R‘m+1 �Rk we
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have k @@xg(x; y)k � g0max and k @
2

@x2 g(x; y)k � g00max. We use g to de�ne the
cost function, given one training sample � := (�x; �y) 2 R‘0 � Rk, as

’ : RLm+1 � (R‘0 � Rk)! R

(�m+1; �) 7! g
�
N�m+1(�x); �y

�
:

Then we de�ne the cost function (interchangeably called objective or loss
function) as

� : RLm+1 ! R; �m+1 7! E[’(�m+1; Z)];

where we denote by E the expectation with respect to P. We note
that for a �nite set of training samples Z = f�1; : : : ; �Ng, with equal
probabilities (Laplace probability model) we obtain the standard neural
network objective function �(�m+1) = 1

N
PN
i=1 ’(�m+1; �i).

3.1.2 Main Results

The following theorems show that under standard assumptions for neural
network training, the neural network N , as well as the cost function �,
are Lipschitz continuous with Lipschitz continuous gradients with respect
to the parameters �m+1. We explicitly calculate upper bounds on the
Lipschitz constants. Furthermore, we apply these results to infer a bound
on the convergence rate to a stationary point of the cost function. The
proofs are given in Appendix 3.7.

To simplify the notation, we de�ne the following functions for a given
training sample (�x; �y) 2 Z and 2 � u � m:

N1 : Rd1 !R‘1 ; �1 7!�1 � f�1(�x);

Nu : Rdu !R‘u ; �u 7!�u � f�u(Nu�1(�u�1));

N : 
 !R‘m+1 ; � 7!N�(�x):

First we derive upper bounds on the Lipschitz constants of the neural
network N and its gradient.

Theorem 3.1.1. We assume that the space of network parameters 
 is
non-empty, open and bounded in the maximum norm, that is, there exists
some 0 < B
 < 1 such that for every � 2 
 we have k�k1 < B
.
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For any �xed training sample (�x; �y) 2 Z we set S := k�xk. Then, for
1 � u � m, each Nu and its gradient rNu are Lipschitz continuous
with constants LNu and LrNu and uniformly bounded with constants BNu ,
BrNu = LNu , which can be upper bounded as follows:

BN1 =
p
‘1�max;

LN1 = �0max

p
S2 + 1;

LrN1 = �00max

p
(S2 + 1)(3S2 + 2);

Du =
p
‘u�1‘uB
;

BNu =
p
‘u�max;

LNu = �0max

q
D2
uL2

Nu�1
+B2

Nu�1
+ 1;

LrNu =
p
�u + �u;

�u = maxf3L2
Nu�1

((�0max)2‘u + (�00max)2D2
uB

2
Nu�1

)

+ 2(�00max)2D2
uL

2
Nu�1

;

(�00max)2(B2
Nu�1

+ 1)(3B2
Nu�1

+ 2)g;

�u = (‘u�0maxDuLrNu�1 + �00maxD
2
uL

2
Nu�1

)2

+ L2
Nu�1

�
‘u�0max +Du�00max(B2

Nu�1
+ 1)1=2�2:

Furthermore, the function N and its gradient rN are Lipschitz continuous
with constant LN and LrN . This also implies that rN is uniformly
bounded by BrN = LN and these constants can be estimated by

LN = BrN =
q
D2
uL2

Nm +B2
Nm + 1;

LrN =
q

3L2
Nm‘m+1 + ‘2m+1D2

uL2
rNm + L2

Nm‘
2
m+1;

In the corollary below, we solve the recursive formulas to get simpler
(but less tight) expressions of the upper bounds of the constants.

Corollary 3.1.2. Let ‘ := max1�u�mf‘ug. The iteratively de�ned
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constants of Theorem 3.1.1 can be upper bounded for 1 � u � m by

L2
Nu � (‘2B
)2(u�1)(�0max)2u(S2 + 1)

+
u�1X

k=1

(‘2B
)2(k�1)(�0max)2k(‘�2
max + 1);

L2
rNu = O

�
u(�00max)2�4

max2(u�1)‘(10u�9)

� (�0maxB
)4(u�1) (S4 + 1)
�
:

Now we derive upper bounds on the Lipschitz constants of the objective
function � and its gradient.

Theorem 3.1.3. We assume that the space of parameters 
 is non-empty,
open and bounded in the maximum norm by 0 < B
 < 1. Let Z � P
be a random variable following the distribution of the training samples
and assume that S := kprojx(Z)k is a random variable in L2(P), i.e.
E[S2] < 1. Here k�k denotes the norm (3.1) and �x of Theorem 3.1.1
as replaced by S. Then, the objective function � and its gradient r� are
Lipschitz continuous with constants L� and Lr�. This also implies that
r� is uniformly bounded by Br� = L�. Using the constants of Theorem
3.1.1 we de�ne the random variables

L� = Br� = g0max

q
D2
m+1L2

Nm +B2
Nm + 1;

Lr� =
p
�m+1 + �m+1;

�m+1 = maxf3L2
Nm((g0max)2 + (g00max)2D2

m+1B
2
Nm)

+ 2(g00max)2D2
m+1L

2
Nm ;

(g00max)2(B2
Nm + 1)(3B2

Nm + 2)g;

�m+1 = (g0maxDm+1LrNm + g00maxD
2
m+1L

2
Nm)2

+ LNm
�
g0max +Dm+1g00max(B2

Nm + 1)1=2�2;

and get the following estimates for the above de�ned constants:

L� = Br� = E[L�]; Lr� = E[Lr�]:

Note that since S is now a random variable rather than a constant,
L�; Lr�; Br�, all depending on S through the dependence on LN1 and
LrN1 , therefore are random variables as well.
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3.2 Discussion of Theorems

3.2.1 Local Bounds

Since we assume that the network parameters � lie in the bounded set 
,
we compute local rather than global bounds on the Lipschitz constants.

Choice of norm. We chose to use the maximum norm instead of the
2-norm for this bound, because with the 2-norm one has to consider how
the weights are distributed across the layers, which leads to a complex
optimization problem (cf Appendix 3.8). However, since we consider �nite
dimensional spaces, both norms are equivalent.

Natural assumption. The assumption that 
 is bounded is natural.
For the majority of problems where neural networks can be applied
successfully, the loss function numerically converges to some stationary
point. Therefore, the parameters can be chosen to only take values in a
bounded region. Baes et al. (2021) empirically con�rmed this for their
optimization problem in Figure 4.

Enforcing bounds on the parameters. In several use-cases the
network weights are bounded by hard-coded projections or clippings, as
for example in the original Wasserstein-GAN (Arjovsky et al., 2017). This
commonly used method guarantees that our assumption on 
 is satis�ed.
Moreover, regularisation techniques as for example L2-regularisation
outside a certain domain, can be used to essentially guarantee bounds
on the 2-norm of the parameters, hence implying our assumption on 
. A
similar approach was used for example in Ge et al. (2016a).

Unbounded biases. The assumption on the boundedness of 

can be slightly weakened. In particular, it is enough to assume that
k(A(1); : : : ; A(m+1))k1 is bounded, while the biases can be arbitrary.
Indeed, revisiting the proof of Lemma 3.7.1, we see that only kA(u)k1
needs to be bounded by ~D, hence we could replace our assumption that
k�m+1k1 < B
 by the weaker assumption that k(A(1); : : : ; A(m+1))k1 <
B
.
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3.2.2 Global Bounds Cannot Exist

For upper bounds on the Lipschitz constants to exist, the weight
matrices have to be bounded. This becomes obvious from the following
counterexample.

Example 3.2.1. We assume to have a 1-dimensional input �x = 0 and
a 1-dimensional output and use m 2 N layers each with ‘ hidden units.
Furthermore we use as activation function a smoothed version of

x 7! �(x) := �c 1fx��1g + cx 1f�1<x<1g + c 1fx�1g;

coinciding on (�1; 1), for some c > 0 such that �0max = c. Let us de�ne
�ui;j := A(u)

i;j , �ui := b(u)
i and � := (�ui;j)i;j;u and � := (�ui )i;u, where i; j; u

range over all indices for which the �ui;j and �ui are de�ned. If the input to
each layer lies in (�1; 1), which we can guarantee by choosing the biases
small enough, since the input is �xed to be 0, we can write the neural
network output as

Nm+1(�) = �m+1
1 + c

‘X

i=1

�m+1
1;i xmi ;

where for 1 � u � m

xui := �mui + c
‘X

j=1

�ui;jx
u�1
j ; x1

i = �1
i :

Choosing all �ui;j := 
 > 1 and �1
i = �, �ui = 0 for u > 1 where

� < (c
)m‘m�1 (to ensure that the output of each layer is bounded by
1), we have for � := (�; �)

Nm+1(�) = c
‘X

�m+1=1


 � � � c
‘X

�2=1


� = (c
‘)m�:

Choosing ~� := (�;��), we similarly have Nm+1( ~�) = �(c
‘)m�. Taking
the di�erences,

k�� ~�k = (2�)
p
‘;

kNm+1(�)�Nm+1( ~�)k = 2(c
‘)m�;
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we get a lower bound for the Lipschitz constant

LNm �
kNm+1(�)�Nm+1( ~�)k

k�� ~�k
= (�0max
)m‘m�1=2

Hence, if only one of the �ui;j, 2 � u � m, is unbounded, there can not
exist an upper bound for the Lipschitz constant LNm .

Similar examples can be found, showing that also �1 needs to be
bounded. In particular, the assumption that 
 is bounded cannot be
weakened further than discussed before.

Moreover, this example also shows that it is not enough to assume
that the weight matrices come from an unbounded distribution with �nite
moments, as e.g. a Gaussian distribution, since then for any k 2 N we
have that P(LNm > k) > 0.

3.2.3 Activation Functions

We made the assumption that the activation functions �u are twice
di�erentiable and bounded. This includes the classical sigmoid and tanh
functions, but excludes the often used ReLU function x 7! maxf0; xg.
However, Theorem 3.1.1 can be extended to slight modi�cations of ReLU,
which are made twice di�erentiable by smoothing the kink at 0. Indeed,
if �00max exists, the only part of the proof that has to be adjusted is
the computation of BNu . Since ReLU is either the identity or 0, the
norm of its output is bounded by the norm of its input, which yields
BN1 = D1S+

p
‘1B
 and BNu = DuBNu�1 +

p
‘uB
. To take account for

the smoothing of the kink, a small constant " can be added, which equals
the maximum di�erence between the smoothed and the original version
of ReLU.

One can not hope for more. In particular, if the activation function has
a kink, meaning that the �rst derivative is discontinuous, the derivative
of the NN is also discontinuous, i.e. not Lipschitz continuous.
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3.2.4 Tightness of the Bounds

Bounds for LN . Example 3.2.1 together with the (rather crude) upper
bounds in Corollary 3.1.2 imply that

(�0maxB
)m‘m�1=2 � LN
� (�0maxB
)m‘2m

p
m(S2 + 1)(‘�2

max + 1):

Bounds for LrN . The following Example 3.2.2 together with
Corollary 3.1.2 imply that

(�0max)m(B
‘)m�1 � LrN

� cm�00max�
2
max2m=2‘5(m�1) (�0maxB
)2mp(S4 + 1);

where c is a constant.
In particular, both Lipschitz constants grow exponentially in the

number of layers, and for a �xed number of layers polynomially in
�0max; B
; ‘.

Example 3.2.2. We use the same architecture and notation as in Example
3.2.1. Then we get that

@Nm(�)
@�ui

=
�
c

‘X

i1=1

�m+1
1;i1 � � �

� � � c
‘X

im+1�u=1

�u+2
im�u;im+1�u

�
�u+1
im+1�u;i :

Setting �ui;j := 
 and �ui := 0, we therefore have for � := (�; �) that
@Nm(�)=@�i = (c
)m+1�u‘m�u. Moreover, choosing ~� := (~�; �) with
~�m+1

1;i := �
 and ~�u1;i := 
 for u < m + 1, we have @Nm( ~�)=@�i =
�(c
)m+1�u‘m�u. Then the di�erences are

k�� ~�k2 = k�� ~�k2 + k� � ~�k2 =
‘X

i=1

(2
)2 = ‘(2
)2;
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kr�Nm(�)�r�Nm( ~�)k2 =

=
mX

u=1

‘X

i=1

�
2(c
)m+1�u‘m�u

�2

=
mX

u=1

(c
‘)2(m+1�u)‘�122:

Therefore,

kr�Nm(�)�r�Nm( ~�)k2 =

= kr�Nm(�)�r�Nm( ~�)k2

+ kr�Nm(�)�r�Nm( ~�)k2

� (c
‘)2m‘�122;

hence the Lipschitz constant is lower bounded by

LrNm+1 �
kr�Nm(�)�r�Nm( ~�)k

k�� ~�k
� cm(
‘)(m�1):

3.3 Applications

Assume that the (stochastic) gradient scheme in Algorithm 2 is applied
to minimize the objective function �.

Algorithm 2 Stochastic Gradient descent

Fix �(1) 2 
;M 2 N
for j � 0 do
Sample �1; : : : ; �M � P
Compute Gj := 1

M
PM
i=1r�’(�(j); �i)

Determine a step-size hj > 0
Set �(j+1) = �(j) � hjGj

end for

In the following examples we use Theorem 3.1.3 to set the step sizes
of gradient descent (GD) (Example 3.6.1) in the case of a �nite training
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set Z = f�1; : : : ; �Ng (in particular using M = N) and of stochastic
gradient descent (SGD) (Example 4.2.8) with adaptive step-sizes (a state-
of-the-art neural network training method �rst introduced in Duchi et al.
(2011)) in the case of a general training set Z. In particular, the step sizes
respectively hyper-parameters for the step sizes can be chosen depending
on the computed estimates for Lr�, such that the GD respectively SGD
method are guaranteed to converge (in expectation). At the same time,
these examples give bounds on the convergence rates.

Example 3.3.1 (Stochastic gradient descent). Assume that the random
variable S := kprojx(Z)k lies in L2(P), i.e. E[S2] <1.

Furthermore, assume that there exists 0 < B
 < 1 such that
supj�1k�(j)k1 < B
. For some " > 0, choose the adaptive step-sizes
hj of the stochastic gradient method in Algorithm 2 as .

hj :=
1

�
4L2
r� +

Pj�1
i=1kGik2 + "

� 1
2
;

Then, for every n 2 N,

E
�

min
1�j�n

kr�(�(j))k
�
�

C
p
n
;

with the constant C = max(2
;
p

2
(4L2
r�+"+4n(L2

�+E[B2
r�]))

1
4 ) where


 = O
�

1+lnn
1�2(4L2

r�+")�1=2

�
. In particular, for every tolerance level � > 0

we have

n �
�C
�

�2 =) E
�

min
1�j�n

kr�(�(j))k
�
� �: 4

The statements of Example 3.6.1 and 4.2.8 are proven in Appendix
3.7 and more details on the constant C are given there as well. These
examples are just one possibility how the estimates of Theorem 3.1.3 can
be used in practice. Similarly, the step sizes of other gradient descent
methods can be chosen and convergence rates can be computed using
Theorem 3.1.3. For example Ward et al. (2018) show that the convergence
rate of AdaGrad-Norm is in O((lnn)1=2n�1=4), which is the same rate as
in Ex 3.9. Their learning rate scheduler does not depend on Lr�, but the
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assumption is needed that kr�k is bounded and the precise convergence
rate depends on this upper bound. Our results can be used to formulate
su�cient conditions under which such a bound exists and give the upper
bound L� for it. Other SGD algorithms with convergence rates O(n�1=4)
or better are given in (Ghadimi and Lan, 2013; Allen-Zhu, 2017; Lei et al.,
2017; Fang et al., 2018; Zhou et al., 2018). There the learning rates always
depend on the Lipschitz constant Lr�.

In Baes et al. (2021), the same result as presented in Example 3.6.1 was
already used to provide a bound on the convergence rate to a stationary
point of their algorithm.

Empirical analysis of convergence. In order to con�rm our
theoretical analysis on the bounds, we train feed-forward neural networks
of di�erent sizes on the MNIST dataset (LeCun and Cortes, 2010).

Figure 3.1: Number of epochs
needed to achieve a gradient-
norm smaller than � = 0:075
for neural networks with di�erent
number of layers. Each hidden
layer has 40 neurons. We observe
an exponential growth, as our
theoretical studies imply.



3.4 Deep Neural Networks as Controlled ODEs 105

Figure 3.2: Norms of gradients of loss function during training, for
neural networks with di�erent number of layers.

3.4 Deep Neural Networks as Controlled
ODEs

3.4.1 Framework & de�nitions

We introduce a slightly di�erent notation than in the previous section.
Let n 2 N and 
 � Rn. Let ‘ 2 N be the �xed dimension of the problem.
In particular, if we want to de�ne a neural network N mapping some
input x of dimension ‘0 2 N to an output N (x) of dimension ‘2 2 N
with ‘1 2 N the maximal dimension of some hidden layer ~N (x), then we
set ‘ := maxf‘0; ‘1; ‘2g. We use �zero-embeddings� to write (by abuse of
notation) x;N (x); ~N (x) 2 R‘, i.e. we identify x 2 R‘0 with (x>; 0)> 2 R‘.
This is important, since we want to describe the evolution of an input
through a neural network to an output by an ODE, which means that the
dimension has to be �xed and cannot change. To do so, we �x d 2 N and
de�ne for 1 � i � d vector �elds

Vi : 
� R�0 � R‘ ! R‘; (�; t; x) 7! V �i (t; x);
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which are càglàd in the second variable and Lipschitz continuous in x.
Furthermore, we de�ne scalar càdlàg functions for 1 � i � d, which we
refer to as controls

ui : R�0 ! R; t 7! ui(t);

which are assumed to have �nite variation (also called bounded variation)
and start at 0, i.e. ui(0) = 0. With these ingredients, we can de�ne the
following controlled ordinary di�erential equation (controlled ODE)

dX�
t =

dX

i=1

V �i
�
t;X�

t�
�
dui(t); X�

0 = x; (3.3)

where x 2 R‘ is the starting point, respectively input to the �neural
network�. We �x some T > 0. X�;x is called a solution of (3.3), if it
satis�es for all 0 � t � T ,

X�;x
t = x+

dX

i=1

Z t

0
V �i
�
s;X�;x

s�
�
dui(s): (3.4)

Then (3.4) describes the evolution of the input x through a �neural
network� to the output X�;x

T . Here, the �neural network� is de�ned by V �i
and ui for 1 � i � d.

Remark 3.4.1. The assumption on ui to have �nite variation is needed
for the integral (3.4) to be well de�ned. Indeed, a deterministic càdlàg
function of �nite variation is a special case of a semimartingale, whence
we could also take ui to be semimartingales.

Before we discuss this framework, we de�ne the loss functions similarly
to Section 3.1.1. Let Z � R‘ � Rk be the set of (0-embedded) training
samples, again equipped with a sigma algebra and a probability measure
P. Let Z � P be a random variable. For a �xed function g : R‘ � Rk !
R; (x; y) 7! g(x; y), we de�ne the loss (or objective or cost) function by

’ : 
�Z ! R; (�; (x; y)) 7! g(X�;x
T ; y);

� : 
! R; � 7! E[’(�; Z)]:

The framework (3.4) is much more general and powerful than the standard
neural network de�nition. In Example 3.9.1 we show that the neural
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network N�m+1 de�ned in (3.2) is a special case of the controlled ODE
solution (3.4). This example clari�es why we speak of a solution X�;x

of (3.4) as a �neural network�, respectively the evolution of the input x
through a neural network. If u respectively ui are not pure step functions,
(3.4) de�nes a neural network of �in�nite depth�, which we refer to as
continuously deep neural networks. Their output can be approximated
using a stepwise scheme to solve ODEs. Doing this, the continuously deep
neural network is approximated by a deep neural network of �nite depth.
Using modern ODE solvers with adaptive step sizes as proposed in Chen
et al. (2018), the depth of the approximation and the step sizes change
depending on the wanted accuracy and the input.

3.4.2 Gradient and Existence of Solutions

Although we are in a deterministic setting, it is reasonable to make use
of Itô calculus (also called stochastic calculus) in the above framework,
since integrands are predictable. See for instance Protter (1992) for an
extensive introduction. We make use of the typical di�erential notation
that is common in stochastic calculus (as for example in (3.3)) and we
treat our ODEs with methods for stochastic di�erential equations (SDEs).
Again we emphasize that all ui could be general semimartingales.

First we note that by Theorem 7 of Chapter V in Protter (1992), a
solution of (3.4) exists and is unique, given that all V �i (t; x) are Lipschitz
continuous in x. Starting from (3.4), we derive the ODE describing
the �rst derivative of X�

t with respect to �. For this, let us de�ne
@X�

t := @X�t
@� , @V �i := @V �i

@� and for a; b 2 fx; �g we use the standard
notation @aV �i := @

@aV
�
i (t; x) and @abV �i := @

@a
@
@bV

�
i (t; x). Assuming that

all required derivatives of V �i exist, we have

@X�
t =

@X�
t

@�
=

dX

i=1

Z t

0

@
@�
�
V �i
�
s;X�

s�
��
dui(s)

=
Z t

0

dX

i=1

�
@V �i

�
s;X�

s�
�

+ @xV �i
�
s;X�

s�
�
@X�

s�
�
dui(s) :

Therefore, we obtain the following controlled ODE (with di�erential
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notation)

d@X�
t =

dX

i=1

�
@V �i

�
t;X�

t�
�

+ @xV �i
�
t;X�

t�
�
@X�

t�
�
dui(t);

@X�
0 = 0 2 R‘�n:

(3.5)

We remark that (3.5) is a linear ODE, and therefore, by Theorem 7 of
Chapter V in Protter (1992), a unique solution exists, given that all @Vi
and @xVi are uniformly bounded.

3.4.3 Lipschitz Regularity in the Setting of
Controlled ODE

In the following, we provide similar results for the controlled ODE setting
as for the standard DNN setting in Section 3.1. The proofs are again given
in Appendix 3.10.

Let us denote the total variation process (cf. Chapter I.7 Protter
(1992)) of ui as juij. We then de�ne � :=

Pd
i=1juij, which is an increasing

function of �nite variation with �(0) = 0. Furthermore, we de�ne
B� := �(T ) and note that

Pd
i=1
R T

0 djuij = B�.
With this we are ready to state our main results of this section. We

start with the equivalent result to Theorem 3.1.1, giving bounds on the
Lipschitz constants of the neural network and its gradient.

Theorem 3.4.2. Let 
 be non-empty and open. We assume that
there exist constants BV ; B@�V ; B@��V ; B@x�V ; B@�xV ; B@xxV � 0 and
p�; p��; px�; p�x; pxx 2 R such that for all 1 � i � d, � 2 
, 0 � t � T and
x 2 R‘ we have

kV �i (t; x)k � BV (1 + kxk); (3.6a)

k@�V �i (t; x)k � B@�V (1 + kxkp� ); (3.6b)

and similarly for @��Vi, @x�Vi, @�xVi and @xxVi. We also assume that
for any 0 � i � d, 0 � t � T and � 2 
 the map

R‘ ! R‘; x 7! V �i (t; x)
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is Lipschitz continuous with constants LVx independent of i; t and �. Then,
for any �xed training sample (x; y) 2 Z, the neural network output X�;x

T
is uniformly bounded in 
 by a constant BX and the map and its gradient


! R‘; � 7! X�;x
T ;


! R‘�n; � 7! @�X�;x
T ;

are Lipschitz continuous on 
 with constants LX and L@X . This also
implies that @�X�;x

T is uniformly bounded by B@X = LX . Upper bounds
for these constants can be computed as

BX = (kxk+BVB�) exp(BVB�);
LX = B@�V (1 +Bp�X )B� exp(LVxB�);

C�� = B�
�
B@��V (1 +Bp��X ) +B@x�V (1 +Bpx�X )LX

+B@�xV (1 +Bp�xX )LX +B@xxV (1 +BpxxX )L2
X
�
;

L@X = C�� exp(LVxB�):

A remark about the bounding constants is given in Remark 3.9.2.
Next, we present the equivalent result to Theorem 3.1.3, giving bounds
on the Lipschitz constant of the objective function and its gradient.

Theorem 3.4.3. We make the same assumptions as in Theorem 3.4.2.
Furthermore, we assume that for any �xed y 2 projy(Z), the functions

R‘ ! R; x 7! g(x; y);

R‘ ! R‘; x 7! @
@xg(x; y)

are Lipschitz continuous on projx(Z) with constants Lg; L@xg independent
of y. Let Z � P be a random variable following the distribution of the
training samples and assume that the random variable S := kprojx(Z)k
lies in Lp(Z;A(Z);P), i.e. E[Sp] < 1, where p := maxf1; p��; px� +
p�; p�x + p�; pxx + 2p�g. Then, the objective function and its gradient


! R; � 7! �(�);

! Rn; � 7! r�(�);

are Lipschitz continuous with Lipschitz constants L� and Lr�. This also
implies that r� is uniformly bounded by Br� = L�. Upper bounds for
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these constants can be computed as

L� = E[LgLX ];

Lr� = E[L@xgL
2
X + LgL@X ]:

A comparison of the Theorems of this Section with those of Section
3.1 is given in Remark 3.9.3.

Theorem 3.4.3 can be used exactly like Theorem 3.1.3 to set the step
sizes of gradient descent methods. In particular, if a (stochastic) gradient
descent scheme as in Algorithm 2 is used, we get the same results as in
Example 3.6.1 and 4.2.8.

3.5 Conclusion and Discussion

As SGD methods are the most popular for the training of deep neural
networks, we analyse the convergence of the loss function of neural
networks when trained with SGD methods. One factor that plays an
important role in SGD methods is the Lipschitz constant. We studied
the Lipschitz constants with respect to the parameters and we provided
upper and lower bounds for the �rst time. We proved that the Lipschitz
constants grow exponentially in the number of layers, and for a �xed
number of layers polynomially in �0max; B
 and the number of neurons.
Hence, for deep neural networks they cannot be used for setting the step
sizes of SGD methods. However, they can be used for a theoretical analysis
of the convergence rates of SGD methods. We believe that this is a useful
contribution to the active research on analysing and understanding the
convergence behaviour of deep neural networks.

3.6 Auxiliary Results in the Ordinary DNN
setting

Example 3.6.1 (Gradient descent). Assume that Z = f�1; : : : ; �Ng with
equal probabilities and that in each step of the gradient method the true
gradient of � is computed, i.e. gradient descent and not a stochastic
version of it is applied. Furthermore, assume that there exists 0 < B
 <1
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such that supj�1k�(j)k1 < B
. Choosing the step sizes hj := 1
Lr�

, the
following inequality

�(�(j))� �(�(j+1)) � 1
2Lr�

kr�(�(j))k2;

is always satis�ed as shown in Section 1.2.3 of Nesterov (2013).
Furthermore, it follows that for every n 2 N we have

min
1�j�n

kr�(�(j))k � 1p
n

h
2Lr�

�
�(�(1))� ��

�i1=2
;

where �� := mink�k�B
 �(�). In particular, for every tolerance level
" > 0 we have

n � Lr�
K"2

�
�(�(1))� ’�

�
=) min

1�j�n
kr�(�(j))k � ":

3.7 Proofs in the Ordinary DNN setting

Before we start to prove the theorems, we establish some helpful results.

Lemma 3.7.1. Let n1; n2; n3 2 N>0, let C 2 Rn3�n2 , d 2 Rn3 ,
l2 = n3(n2 + 1) and let � 2 Rl2 be a �attened version of (C; d). We
restrict � to be an element of L := f� 2 Rl2 j k�k1 < ~Dg, for some ~D > 0.
Let ~ : R ! R be a function with bounded �rst and second derivatives,
i.e. there exist c1; c2 � 0 such that for all x 2 R we have j ~ 0(x)j � c1
and j ~ 00(x)j � c2. Let  : Rn3 ! Rn3 ; x 7! ( ~ (x1); : : : ; ~ (xn3)) and
de�ne 	� : Rn2 ! Rn3 ; x 7!  (Cx + d). Furthermore, let l1 2 N�0 and
� 2 K � Rl1 . Let �� : Rn1 ! Rn2 ; x 7! ��(x) be a function depending on
the parameters �. Let � = (�; �) 2 M := K � L � Rl, where l = l1 + l2.
For a �xed � 2 Rn1 we de�ne the function

� :M! Rn3 ; � = (�; �) 7! �(�) := 	�(��(�)):

We use the notation 	0�(x) := @
@x	�(x), r	�(x) := [ @

@�j (	�(x))i]i;j,
and similar for r��(�). If � 7! ��(�) is Lipschitz continuous with
constant L1 and � 7! r��(�) with constant L2 and if k��(�)k � B1 and
kr��(�)k � B2, where 0 � L1; L2; B1; B2 <1 and D := n2n3 ~D, then we
have that
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i) � is Lipschitz continuous with constant L� = c1
p
D2L2

1 +B2
1 + 1,

ii) r� is Lipschitz continuous with constant Lr� =
p
m1 +m2, where

m1 := maxf3L2
1(c21n3 + c22D

2B2
1)

+ 2c22D
2L2

1; c
2
2(B2

1 + 1)(3B2
1 + 2)g;

m2 := (n3c1DL2 +B2c2D2L1)2

+B2
2
�
n3c1 +Dc2(B2

1 + 1)1=2�2;

iii) the gradient r�(�) of � is bounded by Br� = L�. If we also assume
that ~ is bounded by 0 < B3 <1, i.e. for all x 2 R : j ~ (x)j � B3,
then �(�) is bounded by B� =

p
n3B3.

Proof of Lemma 3.7.1. Let � = (�; �); �� = (��; ��) 2 M with � = (C; d)
and �� = ( �C; �d). For i), we use that x 7!  (x) is Lipschitz with constant
c1 and compute

k�(�)� �(��)k2

= k (C��(�) + d)�  ( �C���(�) + �d)k2

� c21
�
kC��(�) + d� C���(�)� dk

+ kC���(�) + d� �C���(�)� �dk
�2

� c21
�
kCkk��(�)� ���(�)k

+ k���(�)kkC � �Ck+ kd� �dk
�2

� c21
�
DL1k�� ��k+B1kC � �Ck+ kd� �dk

�2

� c21(D2L2
1 +B2

1 + 1)k�� ��k2;

where we used the Cauchy�Schwarz inequality in the last step.
For ii) we �rst compute some partial derivatives of the functions under
consideration with respect to Ci;j , 1 � i � n3, 1 � j � n2 and di,
1 � i � n3 and �. Denoting by ei the canonical basis vectors in Rn3 , one
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has

@
@Ci;j 	�(x) = ~ 0(Ci;�x+ di)xjei; (3.7a)

@
@di	�(x) = ~ 0(Ci;�x+ di)ei; (3.7b)

@
@��(�) = 	0�(��(�))r��(�); (3.7c)
	0�(x) = diag( 0(Cx+ d))C: (3.7d)

We then compute the Lipschitz constants of the di�erent partial derivatives
of �. As above, we use the triangle inequality extensively to get:

k @
@Ci;j �(�)� @

@Ci;j �(��)k2

= k @
@Ci;j 	�(��(�))� @

@Ci;j 	��(���(�))k2

�
�
k ~ 0(Ci;���(�) + di)kk(��(�))j � (���(�))jk

+ k ~ 0(Ci;���(�) + di)� ~ 0(Ci;����(�) + di)kk(���(�))jk

+ k ~ 0(Ci;����(�) + di)� ~ 0( �Ci;����(�) + �di)kk(���(�))jk
�2

�
�
c1k(��(�))j � (���(�))jk

+ c2kCi;�kk��(�)� ���(�)kk(���(�))jk

+ c2(kCi;� � �Ci;�kk���(�)k+ kdi � �dik)k(���(�))jk
�2

� 3c21k(��(�)� ���(�))jk2

+ 3c22kCi;�k
2k��(�)� ���(�)k2k(���(�))jk2

+ 3c22(kCi;� � �Ci;�kk���(�)k+ kdi � �dik)2k(���(�))jk2;

where in the last equation we used the Cauchy�Schwarz inequality.
Summing over j, yields

n2X

j=1

k @
@Ci;j �(�)� @

@Ci;j �(��)k2

� 3c21k��(�)� ���(�)k2

+ 3c22kCi;�k
2k��(�)� ���(�)k2k���(�)k2

+ 3c22
�
kCi;� � �Ci;�kk���(�)k+ kdi � �dik

�2k���(�)k2:

Summing this expression over i, again using the norm (3.1), and using
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Cauchy�Schwarz for the last term, we get

k @
@C�(�)� @

@C�(��)k2

=
n3X

i=1

n2X

j=1

k @
@Ci;j �(�)� @

@Ci;j �(��)k2

� 3c21L
2
1n3k�� ��k2

+ 3c22kCk
2L2

1k�� ��k2B2
1

+ 3c22(B2
1 + 1)

n3X

i=1

�
kCi;� � �Ci;�k2 + kdi � �dik2

�
B2

1

� 3L2
1(c21n3 + c22D

2B2
1)k�� ��k2

+ 3c22(B2
1 + 1)B2

1k�� ��k2:

With a very similar (but slightly easier) computation we get

k @@d�(�)� @
@d�(��)k2

� 2c22
�
D2L2

1k�� ��k2 + (B2
1 + 1)k�� ��k2

�
:

Combining these two results we have

k @@��(�)� @
@��(��)k2

�
�
3L2

1(c21n3 + c22D
2B2

1) + 2c22D
2L2

1
�
k�� ��k2

+ c22(B2
1 + 1)(3B2

1 + 2)k�� ��k2

� m1k�� ��k2:

(3.8)

Now we compute the Lipschitz constant of the last part of the gradient of
�. We proceed similarly to before, using the triangle inequality, yielding

k @@��(�)� @
@��(��)k2

= k	0�(��(�))r��(�)�	0��(���(�))r���(�)k2

�
�
k	0�(��(�))kkr��(�)�r���(�)k

+ k	0�(��(�))�	0��(���(�))kkr���(�)k
�2

�
�
n3c1DL2k�� ��k

+B2k	0�(��(�))�	0��(���(�))k
�2:
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We compute the second term as

k	0�(��(�))�	0��(���(�))k
= kdiag( 0(C��(�) + d))C � diag( 0( �C���(�) + �d)) �Ck
� kdiag( 0(C��(�) + d))kkC � �Ck

+ kdiag
�
 0(C��(�) + d)�  0(C���(�) + d)

�
kk �Ck

+ kdiag
�
 0(C���(�) + d)�  0( �C���(�) + �d)

�
kk �Ck

� n3c1kC � �Ck+ c2kCkk��(�)� ���(�)kD

+D

vuut
n3X

i=1

c22(kCi;� � �Ci;�kk���(�)k+ kdi � �dik)2

� n3c1kC � �Ck+ c2D2L1k�� ��k

+Dc2
q
B2

1 + 1k�� ��k

�
�
n3c1 +Dc2(B2

1 + 1)1=2�k�� ��k+ c2D2L1k�� ��k;

where we used Cauchy�Schwarz in the second last step and kC � �Ck �
k�� ��k in the last step. Inserting this in the previous inequality yields

k @@��(�)� @
@��(��)k2

�
�

(n3c1DL2 +B2c2D2L1)k�� ��k

+B2
�
n3c1 +Dc2(B2

1 + 1)1=2�k�� ��k
�2

�
�

(n3c1DL2 +B2c2D2L1)2

+B2
2
�
n3c1 +Dc2(B2

1 + 1)1=2�2
�
k�� ��k2

= m2k�� ��k2:

(3.9)

Combining (3.8) and (3.9) we arrive at

kr�(�)�r�(��)k2

= k @@��(�)� @
@��(��)k2 + k @@��(�)� @

@��(��)k2

� (m1 +m2)k�� ��k2;

which proves ii).
The second bound in iii) is immediate using the fact that � maps to Rn3
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and that each component of the resulting vector is bounded by B3. For
the �rst bound we remark that the Lipschitz constant is always an upper
bound for the gradient, which completes the proof.

Remark 3.7.2. Under the same setting as in Lemma 3.7.1, but using
a function  : Rn3 ! R with constants c1; c2 > 0 such that for all
x 2 Rn3 we have k @@x (x)k � c1 and k @

2

@x2 (x)k � c2, we get exactly
the same constants with n3 = 1. Indeed, going through the proof again and
replacing  wherever necessary, we �rst get the partial derivatives with
 0(x) := @

@x (x),

@
@Ci;j 	�(x) =  0(Cx+ d)xjei; (3.10)

@
@di	�(x) =  0(Cx+ d)ei; (3.11)

@
@��(�) = 	0�(��(�))r��(�); (3.12)
	0�(x) =  0(Cx+ d))C: (3.13)

Using them in the subsequent steps, we see that we get exactly the same
constants with n3 = 1.

With Lemma 3.7.1 we can now prove Theorems 3.1.1 and 3.1.3
iteratively.

Proof of Theorem 3.1.1. First, we apply Lemma 3.7.1 with u := 1, n1 :=
‘0, n2 := ‘u�1, n3 := ‘u, (C; d) := �u, ~ := ~�u, l1 := 0, �� := id
and � := �x. Hence, we have ~D := B
, c1 := �0max and c2 := �00max,
L1 := 0, L2 := 0, B1 := S, B2 := 0, B3 := �max. Therefore, N1 and rN1
are Lipschitz continuous and bounded with the Lipschitz constants LN1 ,
LrN1 and the bounding constants BN1 and BrN1 as given in Theorem
3.1.1. Next, we apply Lemma 3.7.1 iteratively, where for 2 � u � m
we use the same variables as above except for l1 := du�1, �� := Nu�1
with � := �u�1, yielding L1 := LNu�1 , L2 := LrNu�1 , B1 := BNu�1 ,
B2 := BrNu�1 . It follows that Nu and rNu are Lipschitz and bounded
with constants LNu , LrNu , BNu and BrNu as in Theorem 3.1.1. To get
the Lipschitz constants for N and rN , we apply Lemma 3.7.1 another
time with the same variables for u := m+ 1, except for ~ := id, yielding
c1 := 1, c2 := 0 and B3 :=1. We conclude that N and rN are Lipschitz
continuous and that rN is also bounded with the constants given in
Theorem 3.1.1.
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Proof of Corollary 3.1.2. The �rst inequalities can easily be proven by
induction. Furthermore, the following inequality can be shown by
induction as well.


u := 2B2
rNu�1

(�00max)2‘8B4

L

2
Nu�1

+B2
rNu�1

‘
�
�0max + ‘B
�00max

q
B2
Nu�1

+ 1
�2;

L2
rNu �

�
2‘6(�0max)2B2



�(u�1) (�00max)2(S2 + 1)(3S2 + 2)

+
u�1X

k=1

�
2‘6(�0max)2B2



�(k�1) (�u�k+1 + 
u�k+1):

For the equations of L2
Nu , the geometric sum equality for q 6= 1,

Pn
k=0 q

n =
1�qn+1

1�q , can be used to rewrite the sum. Using this together with quite
rough approximations, the asymptotic approximation of L2

rNu can be
shown.

Proof of Theorem 3.1.3. We �rst prove that for a random variable Z =
(Zx; Zy) � P, the function

� : Rdm+1 ! R; � 7! ’(�; Z);

and its gradient r� := r�� are Lipschitz continuous with integrable
constants. To see this, we proceed as in the proof of Theorem 3.1.1 for
1 � u � m. Then, to get the Lipschitz constants of � and r�, we
apply Lemma 3.7.1 as in the �nal step of the proof of Theorem 3.1.1, but
using  := g(�; Zy), c1 := g0max and c2 := g00max. With Remark 3.7.2 we
get the Lipschitz and bounding constants L�, Lr� and Br� as de�ned in
Theorem 3.1.3. From Corollary 3.1.2, we deduce that there exist constants
aS ; bS 2 R such that

0 � L�; Lr�; Br� � aSS2 + bS :

Since E[S2] <1, it follows that L�; Lr�; Br� 2 L1(P). In the remaining
part of the proof we show that we get the constants for � and r� as in
Theorem 3.1.3. Let �; �� 2 
. Then we have by the Lipschitz continuity
of � that

k�(�)� �(��)k = kE[’(�; Z)]� E[’( ��; Z)]k

� E
�
k’(�; Z)� ’( ��; Z)k

�

= E[L�] k�� ��k = L�k�� ��k
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Next we remark that

r�(�) = r�E[’(�; X)] = E[r�’(�; X)]; (3.14)

where we used the dominated convergence theorem in the second equality.
Indeed, dominated convergence can be used, since r�’(�; X) exists and
since all directional derivatives (and sequences converging to them) can
be bounded by the following integrable random variable

klim
�!0

1
�

�
’(� + ���; Z)� ’(�; Z)

�
k

� lim
�!0

1
�L�k���k � L�

p
dm+1B
:

This also implies that a (vector-valued) sequence converging to the gradient
r�’(�; X) can be bounded by an integrable random variable, yielding
that the assumptions for dominated convergence are satis�ed. Hence, we
have that

kr�(�)k = kE[r�’(�; Z)]k � E [kr�’(�; Z)k]
� E[Br�] = Br�

and

kr�(�)�r�( ��)k = kE[r�’(�; Z)�r�’( ��; Z)]k

� E
�
kr�’(�; Z)�r�’( ��; Z)k

�

� E[Lr�] k�� ��k = Lr�k�� ��k;

which completes the proof.

Remark 3.7.3. If projx(Z) is bounded by BS > 0, then in Theorem 3.1.3,
S can be chosen to be this bound and we get exactly the same constants, but
in this case L�; Lr�; Br� are also constants rather than random variables.

We can now use Theorem 3.1.3 to prove the two examples.

Proof of Example 3.6.1. In this setting of a �nite training set with equal
probabilities we have for � 2 
,

r�(�) = 1
N

NX

i=1

r’(�; �i):
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In particular, we can compute the true gradient of �. By the assumption
supj�0k�(j)k1 < B
, we can use 
 = f� 2 Rdm+1 j k�k1 < B
g.
Furthermore, since the training set is �nite (and hence bounded), we can
set S := max1�i�Nk�ik < 1, and get by Theorem 3.1.3 that � and r�
are Lipschitz continuous on 
 with constants L� and Lr�. The result
then follows as outlined in Section 1.2.3 of Nesterov (2013).

Proof of Example 4.2.8. By the assumption supj�0k�(j)k1 < B
, we
can use 
 = f� 2 Rdm+1 j k�k1 < B
g. Furthermore, since
S = kprojx(Z)k 2 L2, Theorem 3.1.3 yields, that � and r� are Lipschitz
continuous on 
 with constants L� andLr�. We establish the assumptions
of Theorem 4 in Li and Orabona (2019), which in turn establishes our
result. We set f := � and remark �rst that their results still hold when
restricting � and r� to be Lipschitz only on the subset 
. Indeed, by
the assumption supj�0k�(j)k1 < B
 we know that � stays within 

for the entire training process. In the remainder of the proof we show
that all needed assumptions H1, H3 and H4’ (as de�ned in Li and
Orabona (2019)) are satis�ed. H1, the Lipschitz continuity of r�, holds
as outlined above. Let Z1; : : : ; ZM � P be independent and identically
distributed random variables with the distribution of the training set.
By the stochastic gradient method outlined in (2), in each step the
approximation of the gradient r�(�(j)) is given by the random variable

Gj := G(�(j);Z1; : : : ; ZM ) := 1
M

MX

i=1

r�’(�(j); Zi):

By (4.4.4) we have E[Gj ] = r�, yielding H3.
In the proof of Theorem 4 of Li and Orabona (2019), assumption H4’ is
only used for the proof of their Lemma 8. In particular, it is only used to
show

E
�

max
1�i�T

kr�(�i)�Gik2
�
� �2(1 + log(T )); (3.15)

for a constant � 2 R. Instead of showing H4’, we directly show that (4.15)
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is satis�ed. We have

E
�

max
1�i�T

kr�(�i)�Gik2
�

� E
�

max
1�i�T

�
2kr�(�i)k2 + 2kGik2

��

� 2B2
r� + 2E

"

max
1�j�T

1
M

MX

i=1

kr�’(�(j); Zi)k2
#

� 2B2
r� + 2E[B2

r�] =: �2;

where in the second inequality we used Cauchy�Schwarz and in the last
equality we used that E[B2

r�] <1, since S 2 L2. In particular this implies
that (4.15) is satis�ed. For completeness we also remark that H2 holds as
well, since � is Lipschitz. Applying Theorem 4 of Li and Orabona (2019)
concludes the proof.

Constant C
Actually, the adaptive step-sizes hj of the stochastic gradient method

in Algorithm 2 can be chosen as

hj :=
�

�
� +

Pj�1
i=1kGik2

� 1
2
:

for constants �; � > 0 that satisfy 2�Lr� <
p
�. We made the choice

of taking � = 1 and � = 4L2
r� + " for some " > 0, but this is only one

possibility. For general � and � the constant C is

C = max(2
;
p

2
(� + 2n�2)1=4);

with 
 = O

 
1+�2 lnn
�(1� 2�p

� )

!

and �2 = 2L2
� + 2E[B2

r�]. More precisely, the

constant 
 can explicitly be written as


 =
1

�
�

1� 2�Lr�p
�

�
�

�(�(0))� �� +
2�2Lr�p

�
�2
�

+K; (3.16)
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where K = D ln(2A; 32B4D2 + 2B2C + 8B3D
p
C) = O

�
ln(n+1)

1� 2�Lr�
�

�
with

A =
p
� + 2(n+ 1)�2; B =

p
2; D = �n

1� 2�np
�

C =
�
�
�(�(0))� ��

�
+ 2�(1 + lnn)�2

��
�

1� 2�Lr�p
�

�

For more details, see Theorem 4 and its proof of Li and Orabona (2019).

3.8 Bounding 
 with 2-norm Instead of
1-norm

If we bound � in Lemma 3.7.1 by k�k < ~D instead of k�k1 < ~D, then by
setting D := ~D, the claims of the Lemma hold equivalently. Therefore,
Theorem 3.1.1 and Theorem 3.1.3 hold equivalently, when assuming that
for all � 2 
 we have k�k < B
 and setting Du := B
.

Improvement of the upper bounds on the Lipschitz constants.
Bounding the 2-norm of the parameters � implies that in each layer
the weights can only contribute to a certain amount of the total norm.
Therefore, an improvement of the constants is possible in this setting.

In particular, revisiting the proof of Theorem 3.1.1 we see that in
each step applying Lemma 3.7.1, we set D = B
. However, in the u-th
layer, D needs only to be a bound for k�uk, while the norm of the entire
parameter vector has to satisfy k�m+1k < B
. Therefore, we can replace
Du =

p
‘u1‘uB
 by Du � 0 in the constants for the u-th layer in Theorem

3.1.1. Doing this for all layers, including the last one, LN and LrN become
functions of (D1; : : : ; Dm+1), where the constraint

Pm+1
u=1 D

2
u < B2


 has
to be satis�ed. Hence, computing tighter upper bounds of the Lipschitz
constants amounts to solving the optimization problems

max

(

LN (D1; : : : ; Dm+1)
���
m+1X

u=1

D2
u < B2




)

;

max

(

LrN (D1; : : : ; Dm+1)
���
m+1X

u=1

D2
u < B2




)

:
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Due to the iterative de�nition of LN and LrN , both objective functions
are complex polynomials in a high dimensional constraint space where the
maximum is achieved at some boundary point, i.e. where

Pm+1
u=1 D

2
u =

B2

. In particular, numerical methods have to be used to solve these

optimization problems.

3.9 Auxiliary Results in the Controlled
ODE setting

Example 3.9.1. We de�ne u as a step function and V � as a stepwise
(with respect to its second parameter) vector �eld

u(t) :=
mX

i=1

i1[i;i+1)(t) + (m+ 1) 1[m+1;1)(t)

V �(t; x) :=
mX

i=1

1(i�1;i](t) (�i(f�i(x))� x)

+ 1(m;1)(t)
�
f�m+1(x)� x)

Here, � = (�1; : : : ; �m+1) is the concatenation of all the weights needed
to de�ne the a�ne neural network layers, and �i and f�i are de�ned as
in Section 3.1.1. However, by abuse of notation, we assume that each
f�i : R‘ ! R‘, using �0-embeddings� wherever needed and similar for �i.
Evaluating (3.4), which amounts to computing the (stochastic) integral
with respect to a step function, we get

X�;x
t = x+

m+1X

i=1

1fi�tgV �(i;X
�;x
i� ) (u(i)� u(i�))

= x+
m+1X

i=1

1fi�tg
�
�i(f�i(X

�;x
i� ))�X�;x

i�

�
;

where we use �m+1 := id. Solving the sum iteratively, we get for
1 � i � m+ 1 =: T ,

X�;x
0 = x;

X�;x
i = �i � f�i � � � � � �1 � f�1(x);
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in particular, X�;x
i is the output of the ith layer of the neural network

N�m+1 de�ned in (3.2).

Remark 3.9.2. If @xV �i (t; x) is continuously di�erentiable with respect
to �, then Schwarz’s theorem, as for example outlined in Chapter 2.3
of Königsberger (2013), implies that @�@xV �i (t; x) = @x@�V �i (t; x). In
particular, the bounding constants B@x�V and B@�xV are equal.

Remark 3.9.3. Comparing the theorems of Section 3.4 to the theorems
of Section 3.1, we see that here we did not make assumptions on the
boundedness of 
. As we discussed before, the controlled ODE setting
(3.4) is a generalization of the setting in Section 3.1, hence, Theorem
3.4.2 and 3.4.3 can be applied to a classical DNN. Does this mean that
the assumption of 
 being bounded is in fact unnecessary? The answer is
no, because for the assumptions (3.6) on the vector �elds Vi to be satis�ed
in the case of DNN, it is necessary to assume that 
 is bounded. In that
sense, this assumption is now just hidden inside another assumption.
Furthermore, it is easy to see that the constants estimated in Theorem
3.1.1 and 3.1.3 are smaller than the respective constants that we get from
Theorem 3.4.2 and 3.4.3.

3.10 Proofs in the Controlled ODE Setting

For the proofs of the Lipschitz results we extensively use the following
stochastic version of Grönwall’s Inequality, which is presented as Lemma
15.1.6 in Cohen and Elliott (2015).

Lemma 3.10.1. Let Y be a (1-dimensional) càdlàg process, U an
increasing real process and � > 0 a constant. If for all 0 � t � T ,

Yt � �+
Z t

0
Ys�dUs;

then Yt � �E(U)t for all 0 � t � T .

Here E(U) is the stochastic exponential as de�ned in De�nition
15.1.1 and Lemma 15.1.2 of Cohen and Elliott (2015). Note also that
0 � E(U)t � exp(Ut) holds, if no jump of U is smaller than �1, i.e.
�Us � �1 for all 0 � s � t.



124 Chapter 3

Remark 3.10.2. If @xV �i (t; x) is continuously di�erentiable with respect
to �, then Schwarz’s theorem, as for example outlined in Chapter 2.3
of Königsberger (2013), implies that @�@xV �i (t; x) = @x@�V �i (t; x). In
particular, the bounding constants B@x�V and B@�xV are equal.

Proof of Theorem 3.4.2. Starting from (3.4) we get

kX�
t k � kxk+








dX

i=1

Z t

0
V �i
�
s;X�

s�
�
dui(s)








� kxk+
Z t

0
max

1�i�d
kV �i

�
s;X�

s�
�
kd�(s)

� kxk+
Z t

0
BV (1 + kX�

s�k)d�(s)

= kxk+BVB� +
Z t

0
kX�

s�kd~�(s);

where ~� = BV �. Hence, Lemma 3.10.1 implies that for 0 � t � T ,

kX�
t k � (kxk+BVB�)E(BV �)t
� (kxk+BVB�) exp(BVB�) = BX ;

using the fact that all the jumps of u are positive, since u is increasing.
In the following we do the same for (3.5) and (3.17), showing that the
�rst and second derivatives of X�

T with respect to � are bounded, which
implies that � 7! X�

T and � 7! @X�
T are Lipschitz continuous on 
 with

these constants. Using all the given bounds and using that k@xVik is
bounded by the Lipschitz constant LVx , we obtain from (3.5) the following
inequality:

k@X�
t k � B@�V (1 +Bp�X )B� +

Z t

0
LVxk@X

�
s�kd�(s):

Hence, by Lemma 3.10.1, we have for 0 � t � T ,

k@X�
t k � B@�V (1 +Bp�X )B� exp(LVxB�) = LX ;

which therefore is a Lipschitz constant of the map � 7! X�
T . Similarly, we

need the corresponding ODE for the second derivative of X�
t with respect
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to � in order to obtain the Lipschitz constant of the map � 7! @X�
T .

Assuming that all needed derivatives of V �i exist, similarly to (3.5), we
obtain the ODE for the second derivative

d@��X�
t =

dX

i=1

�
@��V �i

�
t;X�

t�
�

+ @x�V �i
�
t;X�

t�
�
@X�

t�

+ @�xV �i
�
t;X�

t�
�
@X�

t�

+ @xxV �i
�
t;X�

t�
�
@X�

t�@X
�
t�

+ @xV �i
�
t;X�

t�
�
@��X�

t�
�
dui(t);

@��X�
0 = 0 2 R‘�n�n:

(3.17)

Here, we have an equation for tensors of third order. We implicitly assume
that for each term the correct tensor product is used, such that the term
has the required dimension. Writing down the equation component wise
clari�es which tensor products are needed. Observe that (3.17) is also a
linear ODE, and therefore, by Theorem 7 of Chapter V in Protter (1992),
a unique solution exists. Finally, for (3.17) we get

k@��X�
t k � C�� +

Z t

0
LVxk@��X

�
s�kd�(s):

Hence, by Lemma 3.10.1, we have for 0 � t � T ,

k@��X�
t k � C�� exp(LVxB�) = L@X ;

which is therefore a Lipschitz constant of � 7! @X�
T .

Proof of Theorem 3.4.3. We �rst prove that for a random variable Z =
(Zx; Zy) � P, the function

� : 
! R; � 7! �(�) := ’(�; Z);

and its gradient r� := r�� are Lipschitz continuous with integrable
constants. In the following, LX and L@X are as de�ned in the proof of
Theorem 3.4.2, except that kxk is now exchanged with S (in the de�nition
of BX). Let �; �� 2 
. Then

k�(�)� �(��)k = kg(X�;Zx
T ; Zy)� g(X

��;Zx
T ; Zy)k

� LgLXk� � ��k;
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which shows the �rst part of the claim. We de�ne L� := LgLX and also
notice that, by Lipschitz continuity of �, it follows that the gradient r�
is bounded by L�. Furthermore, we have

kr�(�)�r�(��)k

= k@xg(X�;Zx
T ; Zy)@X�;Zx

T � @xg(X
��;Zx
T ; Zy)@X

��;Zx
T k

� (L@xgL
2
X + LgL@X)k� � ��k;

where we used again the technique to introduce intermediate terms
and split up the norm using the triangle inequality. De�ning Lr� :=
(L@xgL2

X + LgL@X), this shows the second part of the claim. Since
E[Sp] <1, it follows that L�; Lr� 2 L1(P).
Using this and the same steps as in the second part of the proof of
Theorem 3.1.3, we now get that � and r� are Lipschitz continuous with
constants L� = E[L�] and Lr� = E[Lr�] and that r� is bounded by
Br� := L�.
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DENISE: Deep Robust
Principal Component
Analysis for Positive
Semide�nite Matrices

4.1 DENISE

We presentDENISE 1, an algorithm that solves the robust PCA for positive
semide�nite matrices, using a deep neural network. The main idea is the
following: according to the Cholesky decomposition, a positive semide�nite
symmetric matrix L 2 Rn�n can be decomposed into L = UU>. If U has
n rows and r columns, then the matrix L will be of rank r or less. In
order to obtain the desired decomposition M = L+S, we therefore reduce
the problem to �nding a matrix U 2 Rn�r such that S := M � UU>
is a sparse matrix, i.e. a matrix that contains a lot of zero entries. In
particular, we de�ne the matrix U = U�(M) 2 Rn�r as the output of a
neural network. Then the natural objective of the training of the neural

1The name DENISE comes from De ep and Semide�ni te.
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network is to achieve sparsity of S�(M) := M � U�(M)U�(M)>. A good
and widely used approximation of this objective is to minimize the ‘1-norm
of S�(M) as in (1.18). To achieve this, the neural network can be trained
in a supervised or an unsupervised way, as explained below, depending on
the available training dataset. Once DENISE is trained, we only need to
evaluate it in order to �nd the low rank plus sparse decomposition

M = U�(M)U�(M)>
| {z }

L

+M � U�(M)U�(M)>
| {z }

S

of any new positive semide�nite matrix M . Therefore, DENISE
considerably outperforms all existing algorithms in terms of speed, as
they need to solve an optimization problem for each new matrix.

By construction, DENISE guarantees that the estimator matrix L =
U�(M)U�(M)> is positive semide�nite, even if the input matrix M is not.
For example, when computing covariance matrices of asynchronous data,
they may not be positive semide�nite. This occurs in �nancial data when
the quotations used for the covariance estimator matrices are not taken at
the same frequency (Higham and Strabi¢, 2016; Barndor�-Nielsen et al.,
2011; Corsi et al., 2012; Peluso et al., 2014).

4.1.1 Supervised Learning

If a training set is available where for each matrix M an optimal
decomposition into L+S is known, then the network can be trained directly
to output the correct low rank matrix, by minimizing the supervised loss
function

�s(�) : = E
�
jjL� U�(M)U�(M)>jj‘1

�

= E [jjS � S�(M)jj‘1 ] :
(4.1)

A synthetic dataset of positive semide�nite matrices with known
decomposition can be created by simulating Cholseky factors and sparse
matrices (Section 4.3).

4.1.2 Unsupervised Learning

In standard applications only the matrixM but no optimal decomposition
is known. In this case, the neural network can be trained by minimizing
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the unsupervised loss function

�u(�) : = E
�
jjM � U�(M)U�(M)>jj‘1

�

= E [jjS�(M)jj‘1 ] :
(4.2)

4.1.3 Combining Supervised Learning and
Unsupervised Finetuning

Often the amount of available training data of a real world dataset is
limited. Therefore, we consider the following training procedure. First,
DENISE is trained with the supervised loss function on a large synthetic
dataset, where the decomposition is known (Section 4.3.1). Then the
trained network can be �netuned with the unsupervised loss function on a
real world training dataset of matrices, where the optimal decomposition
is unknown. This way, DENISE can incorporate the peculiarities of the
real world dataset.

4.2 Theoretical Guarantees for DENISE

We provide theoretical guarantees that on every compact subset of
symmetric positive semide�nite matrices, the function performing the
optimal low-rank plus sparse decomposition can be approximated
arbitrarily well by the neural network architecture of DENISE.
Furthermore, we show that the optimization procedure by which DENISE
is trained converges to a stationary point of the robust PCA problem.

4.2.1 Notation

Let Sn be the set of n-by-n symmetric matrices, Pn � Sn the subset
of positive semi-de�nite matrices and Pk;n � Pn the subset of matrices
with rank at most k � n. We consider a matrix M = [Mi;j ]i;j 2 Pn,
e.g., a covariance matrix. The matrix M is to be decomposed as a sum
of a matrix L = [Li;j ]i;j 2 Pk;n of rank at most k and a sparse matrix
S = [Si;j ]i;j 2 Pn. By the Cholesky decomposition (Higham, 2002, Thm
10.9 b), we know that the matrix L can be represented as L = UU>,
where U = [Ui;j ]i;j 2 Rn�k; thus M = UU> + S.
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Let f� : Rn(n+1)=2 ! Rnk be a feedforward neural network with
parameters �. As the matrix M is symmetric, the dimension of the input
can be reduced from n2 to n(n+1)=2 by taking the triangular lower matrix
of M . Moreover, we convert the triangular lower matrix to a vector. We
combine these two transformations in the operator h

h : Sn ! Rn(n+1)=2;
M 7! (M1;1;M2;1;M2;2; : : : ;Mn;1; : : : ;Mn;n)> :

Similarly, every vector X of dimension nk can be represented as a
n-by-k matrix with the operator g de�ned as

g : Rnk ! Rn�k; X 7!

0

B@

X1 : : : Xk
...

...
X(n�1)k+1 : : : X(n�1)k+k

1

CA :

Using h and g, the matrix U can be expressed as the output of the neural
network U�(M) = g(f� (h(M))) and the low rank matrix can be expressed
as L�(M) = �(f� (h(M))) for

� : Rkn ! Pk;n; X 7! g(X)g(X)>:

We assume to have a set Z � Sn � Pk;n of training sample matrices
(M;L), which is equipped with a probability measure P, i.e. the
distribution of the training samples. In the supervised case, we assume
that L is an optimal low rank matrix forM , while in the unsupervised case,
where L is not used, it can simply be set to 0. For a given training sample
(M;L), the supervised and unsupervised loss functions ’s; ’u : 
�Z ! R
are de�ned as

’s(�;M;L) = kL� � (f� (h(M)))k‘1 (4.3)

and
’u(�;M;L) = kM � � (f� (h(M)))k‘1 : (4.4)

Then, the overall loss functions as de�ned in (4.1) and (4.2) can be
expressed for ’ 2 f’s; ’ug

�(�) = E(M;L)�P [’(�;M;L)] :
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Moreover, the Monte Carlo approximations of these loss functions are
given by

�̂N (�) =
1
N

NX

i=1

’(�;Mi; Li);

where (Mi; Li) are i.i.d. samples of P. DENISE can be trained
using Stochastic Gradient Descent (SGD). A schematic version of these
supervised and unsupervised training schemes is given in the pseudo-
Algorithm 3.

Algorithm 3 Training of DENISE
Fix �0 2 
; N 2 N
for j � 0 do
Sample i.i.d. matrices (M1; L1); : : : ; (MN ; LN ) � P
Compute the gradient Gj := 1

N
PN
i=1r�’(�j ;Mi; Li)

Determine a step-size hj > 0
Set �j+1 = �j � hjGj

end for

4.2.2 Solution Operator to the Learning Problem

Our �rst result guarantees that there is a (non-linear) solution operator
to (1.18). Thus, there is an optimal low rank plus sparse decomposition
for DENISE to learn.

Theorem 4.2.1. Fix a Borel probability measure P on Pn and set
0 < " � 1 satisfying 4.2.2. Then:

(i) For every M 2 Pn, the set of optimizers, argmin
U2Rn�k

kM � UU>k‘1 , is

non-empty and every U 2 argmin
U2Rn�k

kM � UU>k‘1 satis�es

L := UU> 2 argmin
L2Pk;n

kM � Lk‘1 ;

(ii) There exists a Borel-measurable function f : Pn ! Rn�k satisfying

f(M) 2 argmin
U2Rn�k

kM � UU>k‘1 :
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(iii) There exists a compact K" � Pn such that: P(K") � 1 � " and on
which f is continuous.

Theorem 4.2.1 (iii) guarantees that the map

f? : K" 3M 7! f(M)f(M)> 2 Pk;n; (4.5)

is continuous and can be written as the square of a continuous function f
from K" to Rn�k.

4.2.3 Novel Universal Approximation Theorem

We introduce a structured subset of Rn�n-valued functions encapsulating
the relevant structural properties of the solution map in (4.5). We
�x a compact X � Pn. DENISE’s ability to optimally solve (1.18)
is contingent on its ability to uniformly approximate any function inp
C(X;Pk;n) :=

n
f 2 C(X;Pk;n)

���9 ~f 2 C(X;Rn�k) : f = ~f ~f>
o
:

Unlike C(X;Rn�k), functions in
p
C(X;Pk;n) always output

meaningful candidate solutions to (1.18) since they are necessarily
low-rank, symmetric, and positive semi-de�nite matrices. Due to
this non-Euclidean structure the next result is not covered by the
standard approximation theorems of Hornik et al. (1989) and Kidger
and Lyons (2020). Similarly, every function in

p
C(X;Pk;n) encodes

the algebraic property (4.5); namely, it admits a point-wise Cholesky-
decomposition which is a continuous Rn�k-valued function. Thus,p
C(X;Pk;n) encapsulates more algebraic structure than C(X;Pk;n) does.

This algebraic structure puts approximation in
p
C(X;Pk;n) outside the

scope of the purely geometric approximation theorems of Kratsios and
Bilokopytov (2020).

Our next result concerns the universal approximation capabilities inp
C(X;Pk;n) by the set of all deep neural models f̂ : Pn ! Pk;n with

representation f̂ = � � f� � h, where f� : R
n(n+1)

2 ! Rkn is a deep
feedforward network with activation function �. Denote the set of all
such models by N �

�;h.

The width of f̂ 2 N �
�;h is de�ned as the width of f�. The activation

function � de�ning f� is required to satisfy the following condition
of Kidger and Lyons (2020).
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Assumption 4.2.2. The activation function � 2 C(R) is non-a�ne and
di�erentiable at at least one point with non-zero derivative at that point.

Theorem 4.2.3. Let X � Pn be compact and let � 2 C(R) satisfy
Condition 4.2.2. For each " > 0, and each f 2

p
C(X;Pk;n), there is

an f̂ 2 N �
g;h of width at most n(n+2k+1)+4

2 such that:

max
M2X




f (M)� f̂(M)




‘1
< ": (4.6)

Theorems 4.2.1 and 4.2.3 imply that N �
�;h can approximate f? with

arbitrarily high probability.

Corollary 4.2.4. Fix a Borel probability measure P on Pn, 0 < " � 1,
and � satisfying 4.2.2. Then, there exists some f̂ 2 N �

g;h of width at most
n(n+2k+1)+4

2 such that

max
M2K"




f? (M)� f̂(M)




‘1
< "; (4.7)

where K" was de�ned in Theorem 4.2.1.

4.2.4 Convergence of DENISE to a Solution
Operator of the Learning Problem

In this section we show that DENISE converges in mean to an optimal
solution of the learning problem (1.18) when DENISE optimizes the
supervised loss function (4.1) under the following assumptions.

Assumption 4.2.5. We assume to have a compact subset X � Pn of
matrices M such that a continuous function f : X ! Rn�k satisfying

f(M) 2 argmin
U2Rn�k

kM � UU>k‘1

for all M 2 X exists. Moreover, we assume that for f?(M) :=
f(M)f(M)>, the training set is given by

Z := f(M;L) jM 2 X;L = f?(M)g

and that we consider a probability measure P such that P(Z) = 1.
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By Theorem 4.2.1, we know that such a set X exists. For any D 2 N
let N �;D

�;h � N
�
�;h be the set of neural networks of depth at most D and let

�D be the set of all admissible weights for such neural networks.

Theorem 4.2.6. If for every �xed depth D, the weights �D of f̂�D 2 N
�;D
�;h

are chosen such that �s(�D) is minimal, then kf̂�D � f?k‘1 converges to
0 in mean (L1-norm) as D tends to in�nity.

In the following, we assume the size of the neural network D is �xed
and we study the convergence of the Monte Carlo approximation with
respect to the number of samples N . Moreover, we show that both types of
convergence can be combined. To do so, we de�ne ~�D := f� 2 �D j j�j2 �
Dg, which is a compact subspace of �D. It is straight forward to see, that
�D in Theorem 4.2.6 can be replaced by ~�D. Indeed, if the needed neural
network weights for an "-approximation have too large norm, then one
can increase D until it is su�ciently big.

Theorem 4.2.7. For every D 2 N, P-a.s.

�̂Ns
N!1����! �s uniformly on ~�D:

Let the size of the neural network D be �xed. If for every �xed size N of
the training set, the weights �D;N 2 ~�D are chosen such that �̂s(�D;N ) is
minimal, then

�(�D;N ) N!1����! �(�D):

In particular, one can de�ne an increasing sequence (ND)D2N in N such
that kf̂�D;N � f?k‘1 converges to 0 in mean (L1-norm) as D tends to
in�nity.

4.2.5 Convergence of the Optimization Scheme

We provide the convergence rate of the training of DENISE when using
a C2-approximation of the unsupervised loss function (4.4). The proof is
similar for the supervised loss function (4.3).

Theorem 4.2.8. Let ’ be replaced by a C2-approximation. Let M � P be
a random variable following the distribution of the training samples and
assume that r := kMk is a random variable in L2(P), i.e. E[r2] < 1.
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Here k�k denotes the Frobenius norm. Furthermore, assume that there
exists 0 < B
 < 1 such that supj�0k�jk1 < B
. Here (�j)y�0 is the
sequence of parameters (in Rd) de�ned by Algorithm 3, where we choose
the adaptive step-sizes hj as

hj :=

 

4L2
r� +

j�1X

i=1

kGik2 + "

!� 1
2

:

Here, Lr� is the Lipschitz constant of the function � 7! r��(�), which
exists and is �nite. Then there exists a constant C depending on the neural
network architecture and on �(�0)� ��, where �� := mink�k�B
 �(�),

such that for every n 2 N

E
�

min
1�j�n

kr�(�(j))k
�
�

C
p
n
;

In particular, for every tolerance level " > 0 we have

n �
�C
"

�2 =) E
�

min
1�j�n

kr�(�(j))k
�
� ":

4.3 Numerical Results

In this sections we provide numerical results of DENISE. We �rst train
DENISE with the supervised loss function on a synthetic train dataset
and evaluate it on a synthetic test dataset. We also evaluate DENISE on
a synthetic test dataset which is generated with a di�erent distribution.
Finally, we test DENISE on a real word dataset before and after �netuning
with the unsupervised loss function. The source code is avaible at
https://github.com/DeepRPCA/DENISE .

4.3.1 Supervised Training

We create a synthetic dataset in order to train DENISE using the
supervised loss function (4.1). In particular, we construct a collection
of n-by-n positive semide�nite matrices M that can be written as

M = L0 + S0 (4.8)

https://github.com/DeepRPCA/DENISE
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for a known matrix L0 of rank k0 � n and a known matrix S0 of given
sparsity s0. By sparsity we mean the number of zero-valued elements
divided by the total number of elements. For example, a sparsity of 0:95
means that 95% of the elements of the matrix are zeros.

To construct a low rank matrix L0, we �rst sample nk0 independent
standard normal random variables that we arrange into an n-by-k0 matrix
U . Then L0 is de�ned as UU>.

To construct a symmetric positive semide�nite sparse matrix S0 we
�rst sample a random pair (i; j) with 1 � i < j � n from an uniform
distribution. We then construct an n-by-n matrix ~S0 that has only four
non-zero coe�cients: the o�-diagonal elements (i; j) and (j; i) are set to
a number b drawn uniformly randomly in [�1; 1], the diagonal elements
(i; i) and (j; j) are set to a number a drawn uniformly randomly in [jbj; 1].
An example of a 3� 3 matrix with (i; j) = (1; 2), b = �0:2 and a = 0:3 is
the following:

~S0 =

0

@
0:3 �0:2 0
�0:2 0:3 0

0 0 0

1

A :

This way, the matrix ~S0 is positive semide�nite. The matrix S0 is obtained
by summing di�erent realizations ~S(l)

0 , each corresponding to a di�erent
pair (i; j), until the desired sparsity s0 = 0:95 is reached.

With this method, we create a synthetic dataset consisting of 10 million
matrices for the training set. Other possibilities to generate the training
set exist. For example, other distributions or di�erent levels of sparsity
can be used. Diversifying the training set can lead to better performance.

Evaluation

We create a synthetic dataset consisting of 10 thousand matrices for
the testing set, using the same method presented in Section 4.3.1. The
synthetic dataset introduced in Section 4.3.1 is composed of randomly
generated low rank plus sparse matrices of a certain rank and sparsity.
Therefore, a network which performs well on this random test set should
also perform well on a real world datasets with the same rank and similar
sparsity.

We compare DENISE against PCP CandŁs et al. (2011), IALMLin
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et al. (2011), FPCP (Rodriguez and Wohlberg, 2013) and RPCA-GDYi
et al. (2016). All algorithms are implemented as part of the LRS matlab
library (Bouwmans et al., 2015, 2016). To implement DENISE, we used
the machine learning framework Tensor�ow (Abadi et al., 2015) with Keras
APIs (Chollet et al., 2015). We trained our model using 16 Google Cloud
TPU-v2 hardware accelerators. Training took around 8 hours (90 epochs),
at which point loss improvements were negligible. Evaluation of all the
algorithms was done on the same computer2. The code to generate the
synthetic dataset is deterministic by setting a �xed random seed.

We compare the rank of the low rank matrix L and the sparsity of the
sparse matrix S. We determine the approximated rank r(L) by the number
of eigenvalues of the low-rank L that are larger than " = 0:01. Similarly,
we determine the approximated sparsity s(L) by proportion of the entries
of the sparse matrix S which are smaller than " = 0:01 in absolute value.

Moreover, we compare the relative error between the computed low
rank matrix L and the initial low rank matrix L0, by rel.error(L;L0) =
jjL � L0jjF =jjL0jjF . Similarly, we compare the relative error between
the computed sparse matrix S and the initial sparse matrix S0, by
rel.error(S; S0) = jjS � S0jjF =jjS0jjF .

We have tested several neural network architectures, and settled on
a simple feed-forward neural network of four layers, with a total of
32 � n(n + 1)=2 parameters. Moreover, we have tested various sizes,
sparsity and ranks. All results were similar, hence we only present those
using size n = 20, sparsity s0 = 0:95 and initial rank k0 = 3.

To enable a fair comparison between the algorithms, we �rst ensure
that the obtained low-rank matrices L all have the same rank. While
in FPCP, RPCA-GD and DENISE the required rank is set, in PCP and
IALM the required rank is depending on the parameter �. Therefore, we
empirically determined � in order to reach the same rank. In particular,
with � = 0:56=

p
n for the synthetic dataset and � = 0:64=

p
n for the real

dataset, we approximately obtain a rank of 3 for matrices L.
Overall DENISE obtains comparable results to the state-of-the-art

algorithms, while signi�cantly outperforming the other algorithms in terms
of speed (Table 4.1). This is due to the fact that only one forward pass

2A machine with 2� Intel Xeon CPU E5-2697 v2 (12 Cores) 2.70GHz and 256 GiB
of RAM.
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through the neural network of DENISE is needed during evaluation to
compute the decomposition. In contrast to this very fast operation,
the state-of-the-art algorithms need to solve an iterative optimization
algorithm for each new matrix.

r(L) s(S) rel.error(L) rel.error(S) time (ms)
s(S0) Algo

0.60

PCP 2.94 (0.23) 0.17 (0.02) 0.51 (0.10) 2.45 (0.58) 73.52 (21.13)
IALM 2.92 (0.27) 0.09 (0.02) 0.64 (0.09) 3.10 (0.67) 27.88 (2.45)
FPCP 3.00 (0.00) 0.02 (0.01) 0.48 (0.08) 2.32 (0.61) 16.55 (4.11)

RPCA-GD 3.00 (0.00) 0.02 (0.01) 0.41 (0.17) 1.97 (0.93) 59.30 (17.52)
Denise 3.00 (0.00) 0.02 (0.01) 0.46 (0.16) 2.17 (0.74) 0.05 (0.00)

0.70

PCP 2.98 (0.13) 0.19 (0.02) 0.48 (0.10) 2.63 (0.67) 92.51 (25.79)
IALM 2.96 (0.19) 0.10 (0.02) 0.63 (0.09) 3.46 (0.77) 30.57 (2.79)
FPCP 3.00 (0.00) 0.03 (0.01) 0.48 (0.08) 2.63 (0.70) 10.15 (3.77)

RPCA-GD 3.00 (0.00) 0.03 (0.02) 0.39 (0.18) 2.18 (1.10) 57.45 (17.52)
Denise 3.00 (0.00) 0.02 (0.01) 0.42 (0.15) 2.26 (0.82) 0.05 (0.00)

0.80

PCP 3.00 (0.06) 0.22 (0.03) 0.45 (0.10) 2.93 (0.83) 98.25 (27.72)
IALM 2.99 (0.11) 0.11 (0.02) 0.62 (0.09) 4.06 (0.95) 29.47 (2.46)
FPCP 3.00 (0.00) 0.03 (0.02) 0.47 (0.08) 3.11 (0.86) 10.11 (4.42)

RPCA-GD 3.00 (0.00) 0.04 (0.03) 0.38 (0.19) 2.54 (1.39) 48.03 (14.37)
Denise 3.00 (0.00) 0.02 (0.01) 0.37 (0.14) 2.38 (0.95) 0.05 (0.00)

0.90

PCP 3.00 (0.06) 0.27 (0.05) 0.41 (0.11) 3.65 (1.18) 122.84 (29.65)
IALM 3.00 (0.08) 0.12 (0.02) 0.61 (0.10) 5.39 (1.33) 30.47 (2.86)
FPCP 3.00 (0.00) 0.04 (0.02) 0.47 (0.08) 4.19 (1.20) 16.43 (4.08)

RPCA-GD 3.00 (0.00) 0.09 (0.11) 0.36 (0.21) 3.26 (2.01) 60.59 (17.04)
Denise 3.00 (0.00) 0.03 (0.01) 0.30 (0.13) 2.61 (1.24) 0.05 (0.00)

0.95

PCP 3.02 (0.13) 0.30 (0.07) 0.39 (0.11) 4.84 (1.75) 124.99 (31.56)
IALM 3.00 (0.08) 0.13 (0.03) 0.60 (0.10) 7.39 (2.02) 29.67 (2.33)
FPCP 3.00 (0.00) 0.05 (0.02) 0.47 (0.08) 5.77 (1.77) 16.94 (3.58)

RPCA-GD 3.00 (0.00) 0.17 (0.24) 0.34 (0.22) 4.28 (2.96) 49.67 (13.86)
Denise 3.00 (0.00) 0.03 (0.02) 0.26 (0.13) 3.12 (1.66) 0.05 (0.00)

Table 4.1: Comparison between Denise and state of the art algorithms
where L is sampled from a standard normal distribution. For di�erent
given sparsity s(S0) of S0, the output properties are the actual rank r(L)
of the returned matrix L, the sparsity s(S) of the returned matrix S as
well as the relative errors rel.error(L) and rel.error(S).

Evaluation on a di�erently simulated data

We additionally create a synthetic testing set consisting of 10 thousand
matrices, using the same method presented in Section 4.3.1 but with a
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di�erent distribution. In particular, the low rank matrices are generated
using the Student’s t-distribution (with parameter k = 5) instead of using
the standard normal distribution. Also in this example, DENISE achieves
similar results, while being instantaneous (Table 4.2).

r(L) s(S) rel.error(L) rel.error(S) time (ms)
s(S0) Algo

0.60

PCP 2.97 (0.18) 0.18 (0.02) 0.60 (0.13) 5.16 (3.27) 78.81 (22.54)
IALM 2.95 (0.22) 0.09 (0.02) 0.71 (0.10) 6.04 (3.25) 30.52 (2.23)
FPCP 3.00 (0.03) 0.02 (0.01) 0.48 (0.11) 3.89 (1.39) 11.02 (5.02)

RPCA-GD 3.00 (0.00) 0.02 (0.01) 0.51 (0.20) 4.50 (3.41) 48.81 (14.70)
Denise 3.00 (0.00) 0.01 (0.01) 0.41 (0.20) 3.67 (6.97) 0.05 (0.00)

0.70

PCP 2.99 (0.11) 0.19 (0.02) 0.58 (0.13) 5.73 (3.58) 88.22 (24.77)
IALM 2.98 (0.15) 0.10 (0.02) 0.70 (0.10) 6.81 (3.55) 29.97 (2.28)
FPCP 3.00 (0.03) 0.02 (0.01) 0.48 (0.10) 4.41 (1.53) 16.68 (4.10)

RPCA-GD 3.00 (0.00) 0.02 (0.02) 0.51 (0.20) 5.09 (3.77) 48.47 (14.52)
Denise 3.00 (0.00) 0.01 (0.01) 0.38 (0.20) 3.91 (8.88) 0.05 (0.00)

0.80

PCP 3.00 (0.06) 0.21 (0.03) 0.56 (0.14) 6.64 (4.18) 106.57 (27.99)
IALM 2.99 (0.11) 0.10 (0.02) 0.69 (0.10) 8.05 (4.13) 30.95 (2.85)
FPCP 3.00 (0.03) 0.03 (0.01) 0.48 (0.11) 5.28 (1.87) 10.02 (3.88)

RPCA-GD 3.00 (0.00) 0.03 (0.03) 0.50 (0.21) 6.00 (4.39) 57.42 (17.19)
Denise 3.00 (0.00) 0.02 (0.01) 0.35 (0.20) 4.33 (10.34) 0.05 (0.00)

0.90

PCP 3.01 (0.10) 0.24 (0.04) 0.54 (0.14) 8.81 (6.37) 99.10 (26.59)
IALM 3.00 (0.09) 0.12 (0.02) 0.69 (0.10) 10.89 (6.29) 17.78 (1.69)
FPCP 3.00 (0.03) 0.03 (0.02) 0.47 (0.11) 7.12 (2.57) 10.68 (3.27)

RPCA-GD 3.00 (0.00) 0.05 (0.07) 0.49 (0.22) 8.09 (6.69) 41.67 (13.21)
Denise 3.00 (0.00) 0.02 (0.01) 0.31 (0.21) 5.55 (19.75) 0.05 (0.00)

0.95

PCP 3.03 (0.17) 0.27 (0.06) 0.53 (0.14) 11.83 (8.03) 105.88 (26.74)
IALM 3.01 (0.12) 0.12 (0.03) 0.69 (0.10) 14.83 (7.97) 30.19 (2.18)
FPCP 3.00 (0.02) 0.03 (0.02) 0.47 (0.11) 9.79 (3.77) 10.27 (3.75)

RPCA-GD 3.00 (0.00) 0.08 (0.15) 0.48 (0.23) 10.82 (8.53) 50.14 (14.15)
Denise 3.00 (0.00) 0.02 (0.01) 0.29 (0.20) 6.85 (17.01) 0.05 (0.00)

Table 4.2: Comparison between Denise and state of the art algorithms,
where L is sampled from a t-distribution. For di�erent given sparsity
s(S0) of S0, the output properties are the actual rank r(L) of the returned
matrix L, the sparsity s(S) of the returned matrix S as well as the relative
errors rel.error(L) and rel.error(S).

4.3.2 Application on S&P500 Stocks Portfolio

We consider a real world dataset of about 1’000 20-by-20 correlation
matrices of daily stock returns (on closing prices), for consecutive trading
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days, shifted every 5 days, between 1989 and 2019. The considered stocks
belong to the S&P500 and have been sorted by the GICS sectors3. The
�rst 77% of the data is used as training set and the remaining 23% as test
set.

DENISE is once evaluated on the test set before and once after
�netuning it on the training set (Table 4.3). The �netuning considerable
improves the performance of DENISE. Upon inspection we �nd that
DENISE o�ers comparable performance to the leading fastest robust PCA
algorithm, namely FPCP, while executing 30� faster. The synthetic test
dataset is composed of 100000 matrices, why here the test dataset contains
around 200 matrices. This explains why the computation time of DENISE
is higher here, as the e�ort needed to launch the computations is the same
no matter whether 100000 or 200 matrices are evaluated. If repeating the
test set such that it has again 100000 samples, DENISE achieves the same
speed as on the synthetic dataset (0:05 ms). In particular, DENISE has
the advantage of becoming faster when applied to more samples.

Method r(L) s(S) REML = jjM�LjjF
jjM jjF Time (ms)

PCP 2.97�0.54 0.33�0.06 0.15�0.04 87.09�0.02
IALM 2.89�0.53 0.31�0.06 0.15�0.04 29.11�0.00
FPCP 2.99�0.13 0.24�0.08 0.11�0.03 17.91�0.02
RPCA-GD 3.00�0.07 0.19�0.08 0.22�0.05 61.23�0.03
Denise 3.00�0.00 0.08�0.02 0.18�0.03 0.66�0.00
Denise (FT) 3.00�0.00 0.15�0.04 0.15�0.04 0.62�0.00

Table 4.3: Comparison of Denise and Denise with �netuning (FT) to the
state of the art algorithms on the S&P500 dataset’s test set.

The forced rank is set to k = 3. We have jjM � LjjF =jjM jjF at 0:15
for PCP, 0:15 for IALM, at 0:11 for FPCP, at 0:22 for RPCA-GD and at
0:15 for DENISE. The reconstruction metric jjM � L� SjjF =jjM jjF is 0
for all algorithms. The computation times in milliseconds are: 103:24 for

3According to the global industry classi�cation standard: energy , materials ,
industrials, real estate, consumer discretionary, consumer staples, health care, �nancials,
information technology, communication services, utilities.
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PCP, 28:66 for IALM, 15:20 for FPCP, 58:17 for RPCA-GD and 0:62 for
DENISE.
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Figure 4.1: Decomposition into a low-rank plus a sparse matrix of the
correlation matrix of a portfolio of 20 stocks among the S&P500 stocks.
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4.4 Proofs

4.4.1 Proof of Low Rank Recovery via Universal
Approximation

Let (Pn; dist(A;B) := kA�Bk‘1) be the metric space of n�n symmetric
positive semi-de�nite matrices with real coe�cient. Let C(X;Pk;n) be the
set of continuous functions from X to Pk;n, given any (non-empty) subset
X � Pn. Analogously to Leshno et al. (1993), the set C(X;Pk;n) is made a
topological space, by equipping it with the topology of uniform convergence
on compacts, also called compact-convergence, which is generated by the
sub-basic open sets of the form

BK (f; " ) :=
�

g 2 C(X; P k;n)

�
�
�
� sup
x2K

kf (x) � g(x)k‘1 < "
�

;

where " > 0, K � X compact and f 2 C(X;Pk;n). In this topology, a
sequence ffjgj2N in C(X;Pk;n) converges to a function f 2 C(X;Pk;n) if
for every non-empty compact subset K � X and every " > 0 there exists
some N 2 N for which

sup
x2K
kfj(x)� f(x)k‘1 < " for all j � N:

This topological space is metrizable. The topology on
p
C(X;Pk;n) is

the subspace topology induced by inclusion in C(X;Pk;n) (see (Munkres,
2000, Chapter 18)).

Proof of Theorem 4.2.1. For every M 2 Pn, the map from Rn�k to R
de�ned by U ! kM � UU>k‘1 is continuous, bounded-below by 0, and
for each � > 0 the set

�
U 2 Rn�k : kM � UU>k‘1 � �

	
; (4.9)

is compact in Rn�k. Thus, the map U ! kM � UU>k‘1 is coercive in
the sense of (Focardi, 2012, De�nition 2.1). Hence, by (Focardi, 2012,
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Theorem 2.2), the set

argmin
U2Rn�k

kM � UU>k‘1

is non-empty. Furthermore, by the Cholesky decomposition (Higham,
2002, Theorem 10.9), for every L 2 Pk;n there exists some U 2 Rn�k
such that L = UU>. Since, conversely, for every U 2 Rn�k the matrix
UU> 2 Pk;n we obtain (i).

Any given M 2 Pn is positive semide�nite and therefore e>1 Me1 � 0,
where e1 2 Rn has entry 1 in its �rst component and all other entries
equal to 0. Therefore, M1;1 = e>1 Me1 � 0 and in particular,

p
M1;1 2 R.

Therefore, the matrix ~U de�ned by ~Ui;j =
p
M1;1Ii=j=1, where Ii=j=1 = 1

if 1 = i = j and 0 otherwise, is in Rn�1 � Rn�k. Moreover, ~U satis�es
k ~U ~U>k‘1 � kMk‘1 . Thus, by the triangle inequality, the set

DM :=
�
U 2 Rn�k : kM � UU>k‘1 � 2kMk‘1

	
;

is non-empty. Furthermore, by (4.9) it is compact. In summary,

; 6= argmin
U2DM

kM � UU>k‘1 = argmin
U2Rn�k

kM � UU>k‘1 : (4.10)

Hence f(M), described by condition (ii), is equivalently characterized by

f(M) 2 argmin
U2DM

kM � UU>k‘1 ; for all M 2 Pn: (4.11)

The advantage of (4.11) over condition (ii) is that the set DM ; is compact,
whereas Rn�k is non-compact.

For any set Z denote its power-set by P(Z). De�ne the function � by

� : Pn ! P(Rn�k);
M 7!DM :

Next, we show that � is a weakly measurable correspondence in the sense
of (Guide, 2006, De�nition 18.1). This amounts to showing that for every
open subset U � Rn�k the set ~U := fM 2 Pn : �(M) \ U 6= ;g is a Borel
subset of Pn.
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To this end, de�ne the function

G : Pn � Rn�k ! R;

(M;U) 7! 2kMk‘1 � kM � UU
>k‘1 ;

and let p be the canonical projection Pn � Rn�k ! Pn taking (M;U) to
M . Observe that, for any non-empty open U � Rn�k we have that

~U = p
�
G�1 [[0;1)] \ (Pn � U)

�
:

Since G is continuous and [0;1) is closed in R then G�1[[0;1)] is closed.
Since both Rn�k and Pn are metric sub-spaces of Rn

2
then they are locally-

compact, Hausdor� spaces, with second-countable topology. Thus (Cohn,
2013, Proposition 7.1.5) implies that the open set Pn � U =

S
j2N Kj

where fKjgj2N is a collection of compact subsets of Pn � Rn�k.
Since Pn and Rn�k are �-compact, i.e. the countable union of compact

subsets, Pn � Rn�k is also �-compact by (Willard, 1970, Page 126). Let
fCigi2N be a compact cover of Pn � Rn�k. Since Pn � Rn�k is Hausdor�
(as both Pn and Rn�k are), each Ci\G�1[[0;1)] is compact and therefore�
Kj \

�
Ci \G�1[[0;1)

�	
j;i2N is a countable cover ofG�1[[0;1)]\(X�U)

by compact sets. Finally, since p is continuous, and continuous functions
map compacts to compacts,

~U =p
�
G�1 [[0;1) \ (Pn � U)]

�

=p

2

4
[

i;j2N

�
Ci \G�1[[0;1)

�
\Kj

3

5

=
[

i;j2N

p
�
Ci \G�1[[0;1)] \Kj

�
;

hence ~U is an F� subset of Pn and therefore Borel. In particular, for each
open subset U � Rn�k, the corresponding set ~U is Borel. Therefore, � is a
weakly-measurable correspondence taking non-empty and compact values
in P

�
Rn�k

�
.

De�ne, the continuous function

F : Pn � Rn�k ! [0;1);

(M;U) 7! kM � UU>k‘1 :
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The conditions of the (Guide, 2006, Measurable Maximum Theorem;
Theorem 18.19) are met and therefore there exists a Borel measurable
function f from Pn to Rn�k satisfying

f(M) 2 argmin
U2DM

kM � UU>k‘1 = argmin
U2Rn�k

kM � UU>k‘1 ;

for every M 2 Pn. This proves (ii).
Fix a Borel probability measure P on Pn. Since Pn is separable and

metrizable then by (Klenke, 2013, Theorem 13.6) P must be a Radon
measure. Moreover, since Rn�k and Pn are locally-compact and second-
countable topological spaces, then, the conditions for Lusin’s theorem (see
(Klenke, 2013, Exercise 13.1.3) for example) are met. Therefore, for every
0 < " � 1 there exists a compact subset K" � Pn satisfying P (K") � 1�"
and for which f is continuous on K". That is, f jK" 2 C(K";Rn�k).
Moreover, since � is continuous, then

f(�)f(�)>jK" = � � f jK" 2
p
C(K"; Pk;n):

This gives (iii).

Proof of Theorem 4.2.3. Let N �;narrow
2�1n(n+1);kn denote the collection of deep

feed-forward networks in N �
2�1n(n+1);kn of width at most n(n+2k+1)+4

2 .
Note that the approximation condition (4.6) holding for all " > 0, and all
f 2
p
C(X;Pk;n) is equivalent to the topological condition f� � f̂ � vect :

f̂ 2 N �;narrow
2�1n(n+1);kng is dense in

p
C(X;Pk;n) for the uniform convergence

on compacts topology. We establish the later.
Fix a � 2 C(R) satisfying condition 4.2.2. By Kidger and Lyons (2020),

N �;narrow
2�1n(n+1);kn is dense C(Rn(n+1)=2;Rkn) in the topology of uniform

convergence on compacts.
Let � := h � �2 � �1, where �1 : X ! Pn, �2 : Pn ! Sn are the inclusion

maps. Since h, �2, and �1 are all continuous and injective, so is �. Observe
that, g is a continuous bijection with continuous inverse. Thus, (Kratsios
and Bilokopytov, 2020, Proposition 3.7) implies thatN �;narrow

2�1n(n+1);kn is dense
in C(�(X);Rkn) if and only if N �;narrow

g;� , fg � f̂ � � : f̂ 2 N �;narrow
2�1n(n+1);kng

is dense in C(X;Rn�k).
Let R : Rn�k 3 U ! UU> 2 Pk;n. Consider the map R? sending

any f 2 C(X;Rn�k) to the map R � f 2
p
C(X;Pk;n). By (Munkres,
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2018, Theorem 46.8) the topology of uniform convergence on compacts
on C(X;Rn�k) and C(X;Pk;n) are equal to their respective compact-
open topologies (see (Munkres, 2000, page 285) for the de�nition) and
by (Munkres, 2000, Theorem 46.11) function composition is continuous
for the compact-open topology; whence, R? is continuous. Moreover, by
de�nition, its image is

p
C(X;Pk;n) and therefore, R? is a continuous

surjection as a map from C(X;Rn�k) to
p
C(X;Pk;n). Since continuous

maps send dense subsets of their domain to dense subsets of their image,
R?
h
N �;narrow
g;�

i
, fR � g � f̂ � � : f̂ 2 N �;narrow

2�1n(n+1);kng � N
�
�;� is dense in

p
C(X;Pk;n). As density is transitive, N �

�;� is dense in
p
C(X;Pk;n).

Proof of Corollary 4.2.4. By Theorem 4.2.1 and (4.5) the map f? : Pn !
Pk;n is continuous on K". Since K" is compact, Theorem 4.2.3 implies
that there exists some f̂ 2 N �

�;h of width at most n(n+2k+1)+4
2 satisfying:

maxx2K" kf?(M)� f̂(M)k‘1 < ".

4.4.2 Proof of Convergence of Supervised DENISE
to a Solution Operator of the Learning
Problem

Proof. By our assumption on X it follows from Corollary 4.2.4 that for
any " > 0 there exists some D and weights ~�D such that f̂~�D 2 N

�;D
�;h and

max
M2X




f? (M)� f̂~�D (M)




‘1
< ":

Since expectations are taken with respect to P which is supported on Z
and since the weights �D are chosen to optimize the loss function, we have
�(�D) � �(~�D) and hence

�(�D) = E(M;L)�P

h
kf̂�D (M)� f?(M)k‘1

i

� E(M;L)�P

h
kf̂~�D (M)� f?(M)k‘1

i

� ":
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Hence, we can conclude that for any �xed " > 0, there exists a D1 > 0
such that for all D > D1, we get

E(M;L)�P

h
kf̂�D (M)� f?(M)k‘1

i
� " :

In other words, we have that

E(M;L)�P

h
kf̂�D (M)� f?(M)k‘1

i
�!
D!1

0 ;

which concludes the proof

4.4.3 Proof of Convergence of Monte Carlo
approximation

The following Monte Carlo convergence analysis is based on (Lapeyre and
Lelong, 2019, Section 4.3). In comparison to them, we do not need the
additional assumptions that were essential in (Lapeyre and Lelong, 2019,
Section 4.3), i.e. that all minimizing neural network weights generate the
same neural network output.

Convergence of Optimization Problems

Consider a sequence of real valued functions (fn)n de�ned on a compact
set K � Rd. De�ne, vn = infx2K fn(x) and let xn be a sequence of
minimizers fn(xn) = infx2K fn(x).

From (Rubinstein and Shapiro, 1993, Theorem A1 and discussion
thereafter) we have the following Lemma.

Lemma 4.4.1. Assume that the sequence (fn)n converges uniformly on
K to a continuous function f . Let v� = infx2K f(x) and S� = fx 2 K :
f(x) = v�g. Then vn ! v� and d(xn;S�)! 0 a.s.

The following lemma is a consequence of (Ledoux and Talagrand, 1991,
Corollary 7.10) and (Rubinstein and Shapiro, 1993, Lemma A1).

Lemma 4.4.2. Let (�i)i�1 be a sequence of i:i:d random variables with
values in a separable Banach space S and h : Rd � S ! R be a
measurable function. Assume that a.s., the function � 2 Rd 7! h(�; �1) is
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continuous and for all C > 0, E(supj�j2�C jh(�; �1)j) < +1. Then, a.s.
� 2 Rd 7! 1

N
PN
i=1 h(�; �i) converges locally uniformly to the continuous

function � 2 Rd 7! E(h(�; �1)),

lim
N!1

sup
j�j2�C

�����
1
N

NX

i=1

h(�; �i)� E(h(�; �1))

�����
= 0 a:s:

Strong law of large numbers

Let (Mj ; Lj)j�1 be i.i.d. random variables taking values in Z = X �
f?(X) � Rn�n � Rn�n =: S. We �rst remark that S is a separable
Banach space. Moreover, since f?(X) is compact as the continuous image
of the compact set X, it is bounded. Hence, there exists a bounded
continuous function � : Rn�n ! Rn�n such that �jf?(X) is the identity.
Then we de�ne

h(�; (Mj ; Lj)) := k�(Lj)� f̂�(Mj)k‘1

where f̂� 2 N �;D
�;h is a neural network of depth D with the weights �.

Lemma 4.4.3. The following properties are satis�ed.

(P1) There exists � > 0 such that for all Z = (M;L) 2 Z and � 2 ~�D we
have kf̂�(M)k‘1 � �.

(P2) Almost-surely the random function � 2 ~�M 7! f̂� is uniformly
continuous.

Proof. By de�nition of the neural networks with sigmoid activation
functions (in particular having bounded outputs), all neural network
outputs are bounded in terms of the norm of the network weights, which
is assumed to be bounded, not depending on the norm of the input.

Since the activation functions are continuous, also the neural networks
are continuous with respect to their weights �, which implies that also
� 2 ~�M 7! f̂� is continuous for any �xed input. Since ~�M is compact,
this automatically yields uniform continuity almost-surely and therefore
�nishes the proof of (P2).
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Proof of Theorem 4.2.7. We apply Lemma 4.4.2 to the sequence of i:i:d
random function h(�; (Mj ; Lj)). With (P1) of Lemma 4.4.3 and since � is
bounded we know that also

jh(�; (Mj ; Lj))j � k�(Lj)k‘1 + kf̂�(Mj)k‘1

is bounded for � 2 ~�D. Hence, there exists some B > 0 such that

E(Mj ;Lj)�P

"

sup
�2~�D

jh(�; (Mj ; Lj))j

#

< B <1 (4.12)

By (P2) of Lemma 4.4.3, the function � 7! h(�) is continuous. Therefore,
we can apply Lemma 4.4.2, yielding that almost-surely for N ! 1 the
function

� 7!
1
N

NX

j=1

h(�; (Mj ; Lj)) = �̂Ns (�)

converges uniformly on ~�M to

� 7! EP[h(�; (M1; L1))] = �s(�);

where we used that � is the identity on f?(X).
Let us de�ne �min

M � �D be the subset of weights that minimize
�s. We deduce from Lemma 4.4.1 that d(�D;N ;�min

D ) ! 0 a.s. when
N ! 1. Then there exists a sequence (�̂D;N )N2N in �min

D such that
j�D;N � �̂D;N j2 ! 0 a.s. for N ! 1. The uniform continuity of the
random functions � 7! f̂� on ~�D implies that jf̂�D;N � f̂�̂D;N j2 ! 0
a.s. when N ! 1. By continuity of � and the ‘1-norm this yields
jh(�D;N ; (M1; L1))� h(�̂D;N ; (M1; L1))j ! 0 a.s. as N !1. With (4.12)
we can apply dominated convergence which yields

lim
N!1

EP

h
jh(�D;N ; (M1; L1))� h(�̂D;N ; (M1; L1))j

i
= 0:

Since for every integrable random variable Z we have 0 � jE[Z]j � E[jZj]
and since �̂D;N 2 �min

D we can deduce

lim
N!1

�s(�D;N ) = lim
N!1

EP [h(�D;N ; (M1; L1))]

= lim
N!1

EP

h
h(�̂D;N ; (M1; L1))

i

= �s(�D): (4.13)
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We de�ne N0 := 0 and for every D 2 N

ND := min
�
N 2 N j N > ND�1; j�s(�D;N )� �s(�D)j � 1

Dg;

which is possibly due to (4.13). Then Theorem 4.2.6 implies that

EP

h
kf̂�D;ND (M)� f?(M)k‘1

i
= �s(�D;ND )

� 1
D + �s(�D) D!1����! 0;

which concludes the proof.

4.4.4 Proof of Convergence of the Optimization
Scheme

Since the function ’ is not C2 , we approximate it by

~’ : 
� Rn�n ! R

(�;M) 7!
nX

i;j=1

�
�

[M � � (f�(h(M)))]i;j
�
;

where � : R ! [0;1) is a smooth approximation of the absolute
value function with its derivative uniformly bounded by 1 and its second
derivative bounded by �00max.

Let us de�ne X = (X1; : : : ; Xnk) := f� (h(M)). We are interested in
the derivatives of the loss function with respect to the parameters �. For
this purpose, we de�ne for a �xed M the function

� : Rnk ! R

X 7!



M � g (X) g (X)>





‘1
;

and its C2 approximation

~�(X) =
nX

i;j=1

�
�h
g (X)g (X)>�M

i

i;j

�
: (4.14)

We make use of the following Lemma, for which we de�ne

!i;j :=
h
g (X) g (X)> �M

i

i;j
; 1 � i; j � n:
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Lemma 4.4.4. Let ~� be the function de�ned in (4.14). Then, for every
� := (��1)k+� and � := (
�1)k+� with 1 � �; 
 � n and 1 � �; � � k,
we have that

@ ~� (X)
@X�

= 2
nX

j=1

�0(!�;j)X(j�1)k+�

and

@2 ~� (X)
@X�@X�

= 2�0 (!�;
) 1f�=�g

+ 2�00(!�;
)X(
�1)k+�X(
�1)k+�

+ 2
nX

j=1

�00(!�;j)X(j�1)k+�X(j�1)k+�1f�=
g:

Proof. First, notice that

@ ~� (X)
@X�

=
nX

i=1

nX

j=1

�0(!i;j)
h
@g(X)
@X� (g (X))>

+ g (X)
�
@
�
g(X)>

�

@X�

��

i;j
:

Moreover, using that � := (�� 1)k + �, ensures that

@g (X)
@X�

= [rXg(X)]� =

0

B@

0 � � � 0
... 1(�;�)

...
0 � � � 0

1

CA 2 Rn�k:
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Therefore, using the de�nition of the function g, we have

@ ~� (X)
@X�

=
nX

i;j=1

�0(!i;j)�

0

B@

2

64

0

B@

0 � � � 0
... 1(�;�)

...
0 � � � 0

1

CA

0

B@

X1 � � � X(n�1)k+1
...

...
Xk � � � Xnk

1

CA

+

0

B@

X1 � � � Xk
...

...
X(n�1)k+1 � � � Xnk

1

CA

0

B@

0 � � � 0
... 1(�;�)

...
0 � � � 0

1

CA

3

75

i;j

1

CA

=
nX

i;j=1

�0(!i;j)

2

666664

0

@
0 � � � 0
X� � � � X(n�1)k+�
0 � � � 0

1

A

| {z }
line �

+

0

B@

0 � � � X� � � � 0
...

...
...

0 � � � X(n�1)k+� � � � 0

1

CA

| {z }
column �

3

7777775

i;j

:
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Using that !i;j = !j;i for every 1 � i, j � n we obtain indeed that

@ ~� (X)
@X�

= 2�0(!�;�)X(��1)k+�

+
nX

j=1
j 6=�

�0(!�;j)X(j�1)k+�

+
nX

i=1
i6=�

�0(!i;�)X(i�1)k+�

= 2
nX

j=1

�0(!�;j)X(j�1)k+� ;

which proofs the �rst part. For the second part, we use this formula and
we get

@2 ~� (X)
@X�@X�

= 2
nX

j=1

h
�0(!�;j)

@X(j�1)k+�

@X�

+ �00(!�;j)
@!�;j
@X�

X(j�1)k+�

i

= 2
nX

j=1

h
�0(!�;j)1fj=
;�=�g

+ �00(!�;j)X(j�1)k+�(X(j�1)k+�1f�=
g

+X(
�1)k+�1fj=
g)
i

= 2�0 (!�;
) 1f�=�g

+ 2�00(!�;
)X(
�1)k+�X(
�1)k+�

+ 2
nX

j=1

�00(!�;j)X(j�1)k+�X(j�1)k+�1f�=
g:

Now the result follows from (Li and Orabona, 2019, Theorem 4).
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Proof of Theorem 4.2.8. With Lemma 4.4.4 we can compute the norm of
the derivatives of ~�. Using Cauchy-Schwarz’s inequality, we obtain







@ ~� (X)
@X








2

=
nX

�=1

kX

�=1

0

@2
nX

j=1

�0(!�;j)X(j�1)k+�

1

A
2

� 4n
nX

�=1

kX

�=1

nX

j=1

�
�0(!�;j)X(j�1)k+�

�2

� 4n
nX

�=1

kX

�=1

nX

j=1

�
X(j�1)k+�

�2 � 4n2 kXk2 :

Similarly, using Cauchy-Schwarz’s inequality twice, we have










@2 ~� (X )

@X2










2

=

‘m+1X

�;�=1

�
@2 ~� (X )

@X�@X�

� 2

� 12
nX

�;
=1

kX

�;�=1

h
12
f�=�g + ( � 00maxkX kX (
�1)k+�)2

+ ( � 00max

nX

j=1

X (j�1)k+�X (j�1)k+�1f�=
g)
2
i

� 12
h
n2k + nk (� 00max)2kX k4

+ ( � 00max)2
nX

�=1

kX

�;�=1

� nX

j=1

X 2
(j�1)k+�

�� nX

j=1

X 2
(j�1)k+�

� i

� 12
�
n2k + nk (� 00max)2kX k4 + n(� 00max)2kX k4�

:

We de�ne 
 = f� 2 Rd j k�k1 < B
g. Using the assumption
that supj�0k�jk1 < B
, as well as j�j � 1, we can bound X by

kXk � B
(
p
lm + 1) =: BX . Therefore, we have that




@
~�(X)
@X




 �

~�0max and



@

2 ~�(X)
@X2




 � ~�00max with ~�0max = 2nBX and ~�00max =
q

12n
�
nk + (�00max)2B4

X(k + 1)
�
.

Hence, � and r� are Lipschitz continuous on 
 with constants L�
and Lr� (Herrera et al., 2020b).
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We establish the assumptions of Theorem 4 in Li and Orabona (2019),
which in turn establishes our result. We set f := � and remark �rst that
their results still hold when restricting � and r�� to be Lipschitz only
on the subset 
. Indeed, by the assumption supj�0k�jk1 < B
 we know
that � stays within 
 for the entire training process. In the remainder
of the proof we show that all needed assumptions H1, H3 and H4’ (as
de�ned in Li and Orabona (2019)) are satis�ed.

H1, the Lipschitz continuity of r�, holds as outlined above. Let
Z1; : : : ; ZN � P be independent and identically distributed random
variables with the distribution of the training set. By the stochastic
gradient method outlined in Algorithm 3, in each step the approximation
of the gradient r�(�j) is given by the random variable

Gj := G(�j ;Z1; : : : ; ZM ) := 1
N

NX

i=1

r� ~’(�j ; Zi):

The proofs in (Herrera et al., 2020b) imply that

r�(�) = r�E[ ~’(�; Z)] = E[r� ~’(�; Z)];

hence we have E[Gj ] = r�, yielding H3.
In the proof of Theorem 4 of Li and Orabona (2019), assumption H4’ is
only used for the proof of their Lemma 8. In particular, it is only used to
show

E
�

max
1�i�T

kr�(�i)�Gik2
�
� �2(1 + log(T )); (4.15)

for a constant � 2 R. Instead of showing H4’, we directly show that (4.15)
is satis�ed. We have

E
�

max
1�i�T

kr�(�i)�Gik2
�

� E
�

max
1�i�T

�
2kr�(�i)k2 + 2kGik2

��

� 2L2
r� + 2E

"

max
1�j�T

1
M

MX

i=1

kr� ~’(�j ; Zi)k2
#

� 2L2
r� + 2E[L2

r ~’] =: �2;
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where in the second inequality we used Cauchy�Schwarz and in the last
equality we used that for the Lipschitz constant of the gradient of ~’ we
have E[L2

r ~’] <1, since r 2 L2 (compare with Herrera et al. (2020b)). In
particular this implies that (4.15) is satis�ed. For completeness we also
remark that H2 holds as well, since � is Lipschitz. Applying Theorem 4
of Li and Orabona (2019) concludes the proof.

4.5 Conclusion

We provide a simple deep learning based algorithm to decompose positive
semi-de�nite matrices into low rank plus sparse matrices. After the
deep neural network was trained, only an evaluation of it is needed to
decompose any new unseen matrix. Therefore the computation time
is negligible, which is an undeniable advantage in comparison with the
classical algorithms. To support our claim, we provided theoretical
guarantees, for the recovery of the optimal decomposition. To the best
of our knowledge, this is the �rst time that neural networks are used to
learn the low rank plus sparse decomposition for any unseen matrix. The
obtained results are very promising. We believe that this subject merits to
be further investigated for all online applications where the decomposition
must be instantaneous and stable with respect to the inputs.
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Chapter 5

Optimal Stopping via
Randomized Neural
Networks

5.1 Optimal Stopping via Randomized
Neural Networks

One of the most popular and most studied applications of optimal stopping
is the pricing of American options. Hence, we explain our approach in this
context.

5.1.1 American and Bermudan Options

An American option gives the holder the right but not the obligation to
exercise the option associated with a non-negative payo� function g at
any time up to the maturity. An American option can be approximated
by a Bermudan option, which can be exercised only at some speci�c dates
t0 < t1 < t2 < � � � < tN , transforming the continuous-time problem to
a discrete one. If the time grid is chosen small enough, the American

159
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option is well approximated by the Bermudan option. In the case of
a Rough Heston model, the convergence rate of the Bermudan option
price to the American option price was shown in (Chevalier et al., 2021,
Theorem 4.2). For equidistant dates we simply write 0; 1; 2; : : : ; N instead
of t0 < t1 < t2 < � � � < tN .

5.1.2 Option Price and Optimal Stopping.

For d 2 N, we assume to have a d-dimensional Markovian stochastic process
(Xt)t�0 describing the stock prices. With respect to a �xed (pricing)
probability measure Q, the (superhedging seller’s) price of the discretized
American option can be expressed through the Snell envelope as described
by

UN := g(XN ); (5.1)
Un := max (g(Xn);E[�Un+1 jXn]) ; 0 � n < N;

where � is the step-wise discounting factor. Then the (superhedging
seller’s) price of the option at time n is given by Un and can equivalently
be expressed as the optimal stopping problem

Un = sup�2Tn E[���ng(X� ) jXn]; (5.2)

where Tn is the set of all stopping times � � n. The smallest optimal
stopping time is given by

�N := N; (5.3)

�n :=

(
n; if g(Xn) � E[�Un+1 jXn];
�n+1; otherwise:

In particular, at maturity N , the holder receives the �nal payo�, and the
value of the option UN is equal to the payo� g(XN ). At each time prior to
the maturity, the holder decides whether to exercise or not, depending on
whether the current payo� g(Xn) is greater than the continuation value
cn(Xn) := E[�Un+1 jXn]. Combining expression (5.1), (5.2) and (5.3),
we can write the price at initial time as

U0 = max (g(X0);E[��1g(X�1)]) :

In the following we approximate the price U0 and continuation values
cn(Xn) which are de�ned theoretically but cannot be computed directly.
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5.1.3 Monte Carlo Simulation and Backward
Recursion

We assume to have access to a procedure to sample discrete paths of
X under Q. A standard example is that X follows a certain stochastic
di�erential equation (SDE) with known parameters. Therefore, we can
sample m realizations of the stock price paths, where the i-th realization
is denoted by x0; xi1; xi2; : : : ; xiN , with the �xed initial value x0. For each
realization, the cash �ow realized by the holder when following the stopping
strategy (5.3) is given by the backward recursion

piN := g(xiN );

pin :=

(
g(xin); if g(xin) � cn(xin);
�pin+1; otherwise:

As pi1 are samples of ��1�1g(X�1), we have by the strong law of large
numbers that almost surely

U0 = max

 

g(X0); lim
m!1

1
m

mX

i=1

�pi1

!

: (5.4)

5.1.4 Randomized Neural Network Approximation
of the Continuation Value

For each path i in f1; 2; : : : ;mg and each date n in f1; 2; : : : ; N � 1g, the
continuation value is cn(xin) = E[�Un+1jXn = xin] ; where cn : Rd ! R
describes the expected value of the discounted price �Un+1 if we keep
the option until next exercising date n + 1, knowing the current values
of the stocks Xn. We approximate this continuation value function
by a neural network, where only the parameters of the last layer are
learned. We refer to such a network as a randomized neural network.
Even though the architecture of the neural network can be general, we
present our algorithm with a simple dense shallow neural network, where
the extension to deep networks is immediate. We call � : R ! R the
activation function. A common choice is �(x) = tanh(x), however,
there are many other suitable alternatives. For K 2 N, we de�ne
� : RK�1 ! RK�1, �(x) = (�(x1); : : : ;�(xK�1))> for x 2 RK�1. Let
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# := (A; b) 2 R(K�1)�d�RK�1 be the parameters of the hidden layer which
are randomly and identically sampled and not optimized. In general, A
and b can be sampled from di�erent distributions that are continuous and
cover all of R. The distributions and their parameters are hyperparameters
of the randomized neural network that can be tuned. For simplicity we
use a standard Gaussian distribution. Let us de�ne

� : Rd ! RK ; x 7! �(x) = (�(Ax+ b)>; 1)> :

and let �n := ((An)>; bn) 2 RK�1 � R be the parameters that are
optimized. Then for each n the continuation value is approximated by

c�n(x) := �>n �(x) = A>n �(Ax+ b) + bn :

5.1.5 Least Squares Optimization of Last Layer’s
Parameters �n

While the parameters # of the hidden layer are set randomly, the
parameters �n of the last layer are found by minimizing the squared error
of the di�erence between conditional expectation of the discounted future
price and the approximation function. This is equivalent to �nding �n
which minimizes EQ[(c�n(xin; n) � �Un+1)2jXn = xin] for each time n in
f1; 2; : : : ; N � 1g. The backward recursive Monte Carlo approximation of
this expectation at time n yields the loss function

 n(�n) =
mX

i=1

�
c�n(xin)� �pin+1

�2 : (5.5)

As the approximation function c�n is linear in the parameters �n, the
minimizer can be found by ordinary least squares. It is given by the
following closed form expression, which is well de�ned under the standard
assumptions (see Theorems 5.7.2 and 5.7.3)

�n = �

 
mX

i=1

�(xin)�>(xin)

!�1

�

 
mX

i=1

�(xin)pin+1

!

:
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5.1.6 Splitting the Data Set into Training and
Evaluation Set

The parameters �n are determined using 50% of the sampled paths
(training data). Given �n, the remaining 50% of the sampled paths
(evaluation data) are used to compute the option price. By de�nition, the
continuation value cn is a conditional expectation, which is not allowed to
depend on the future values Xn+1. If the data set was not split, this might
not be satis�ed, since the loss function (5.5) uses the future values Xn+1.
In particular, the neural network can su�er from over�tting to the training
data, by memorizing the paths, instead of learning the continuation value.
This is related to the maximization bias discussed in (Sutton and Barto,
2018, Section 6.7).

5.1.7 Algorithm

We �rst sample 2m paths and then proceed backwards as follows. At
maturity, the pathwise option price approximation is equal to the payo�,
which means that piN = g(xiN ). For each time n in fN � 1; N � 2; : : : ; 0g,
we �rst determine �n as described before using the paths f1; 2; : : : ;mg.
For all paths i 2 f1; 2; : : : ; 2mg we then compare the exercise value g(xin)
to the continuation value c�n(xin) and determine the path-wise option price
approximation at time n as

pin = g(xin)
| {z }
payo�

1fg(xin)�c�(xin)g
| {z }

stop

+ �pin+1| {z }
discounted
future price

1fg(xin)<c�(xin)g
| {z }

continue

:

Finally, the second half of the paths fm+ 1; : : : ; 2mg is used to compute
the option price approximation p0 = max(g(x0); 1

m
P2m
i=m+1 �p

i
1). We

call this algorithm, which is presented in Algorithm 4, randomized least
squares Monte Carlo (RLSM).

5.1.8 Guarantees of Convergence

We present results that guarantee convergence of the price computed with
our algorithm to the correct price of the discretized American option. The
formal results with precise de�nitions and proofs are given in Section 5.7.
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Algorithm 4 Optimal stopping via randomized least squares Monte Carlo
(RLSM)
Input: discount factor �, initial value x0
Output: price p0
1: sample a random matrix A 2 R(K�1)�d and a random vector
b 2 RK�1

2: simulate 2m paths of the underlying process (xi1; : : : ; xiN ) for i 2
f1; : : : ; 2mg
3: for each path i 2 f1; : : : ; 2mg, set piN = g(xiN )
4: for each time n 2 fN � 1; : : : ; 1g
a: for each path i 2 f1; : : : ; 2mg, set �(xin) = (�(Axin+b)>; 1)> 2 RK

b: set �n = �
�Pm

i=1 �(xin)�>(xin)
��1 �Pm

i=1 �(xin)pin+1
�

c: for each path i 2 f1; : : : ; 2mg, set pin = g(xin)1g(xin)��>n �(xin) +
�pn+11g(xin)<�>n �(xin)

5: set p0 = max(g(x0); 1
m
P2m
i=m+1 �p

i
1)

In contrast to comparable results for neural networks (Lapeyre and Lelong,
2019; Becker et al., 2019, 2020), our results do not need the assumption that
the optimal weights are found by some optimization scheme like stochastic
gradient descent. Instead, our algorithms imply that the optimal weights
are found and used.

Theorem 5.1.1 (informal). As the number of sampled paths m and the
number of random basis functions K go to 1, the price p0 computed with
Algorithm 4 converges to the correct price of the Bermudan option.

5.1.9 Possible Extensions

When the set of pricing measures Q has more than one element (in case of
an incomplete market), the option price is given by supQ2Q U

Q
0 , where UQ

is de�ned as in (5.1). Assuming that we can sample from a �nite subset
Q1 � Q, this price can be approximated by �rst computing the price for
each measure in Q1 and taking the maximum of them.
For simplicity we assume that the payo� function only takes the current
price as input, however, all our methods and results stay valid if g(Xn) is
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replaced by a non-negative Fn-measurable random variable Zn, where Fn
denotes the information available up to time n.

5.2 Optimal Stopping via Randomized
Reinforcement Learning

In order to avoid approximating the continuation value at each single date
n 2 f1; : : : ; N�1g with a di�erent function, as it is done in Section 5.1, we
can directly learn the continuation function which also takes the time as
argument. Hence, instead of having a di�erent function c�n(xin) for each
date n, we learn one function which is used for all dates n. As previously,
we de�ne # := (A; b) 2 R(K�1)�(d+2)�RK�1 the parameters of the hidden
layer which are randomly chosen and not optimized, and � : Rd+2 ! RK ,
�(n; x) = (�(A~xn + b)>; 1)>, where ~xn = (n;N � n; x>n )>. Let � 2 RK
de�ne the parameters that are optimized, then the continuation value is
approximated by

c�(n; x) = �>�(n; x) :

Instead of having a loop backward in time with N steps, we iteratively
improve the approximation c�. More precisely, we start with some
(random) initial weight �0 and then iteratively improve it by minimizing the
di�erence between the continuation function c�‘ and the prices p computed
with the previous weight �‘�1. Moreover, di�erently than in Section 5.1, we
use the continuation value for the decision whether to continue and for the
approximation of the discounted future price, as in (Tsitsiklis and Van Roy,
2001). This second algorithm can be interpreted as a randomized �tted
Q-iteration (RFQI) and is presented in Algorithm 5. It is a very simple
type of reinforcement learning, where the agent has only two possible
actions and the agent’s decision does not in�uence the transitions of the
state. In particular the agent’s decision does not in�uence the evolution
of the underlying stocks. As a reinforcement learning method, it is based
on the assumption that the optimization problem can be modeled by a
Markov decision process.
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Algorithm 5 Optimal stopping via randomized �tted Q-Iteration (RFQI)
Input: discount factor �, initial value x0
Output: price p0
1: sample a random matrix A 2 R(K�1)�(d+2) and a random vector
b 2 RK�1

2: simulate 2m paths of the underlying process (xi1; : : : ; xiN ) for i 2
f1; : : : ; 2mg
3: initialize weights �0 = 0 2 RK and set ‘ = 0
4: until convergence of �‘
a: for each path i 2 f1; : : : ; 2mg
i: set piN = g(xiN )
ii: for each date n 2 f1; : : : ; N � 1g,

set �(n; xin) = (�(A~xin + b); 1) 2 RK
set pin = max(g(xin); �(n; xin)>�‘)

b: set �‘+1 = �
�PN

n=1
Pm
i=1 �(n; xin)�>(n; xin)

��1
�

�PN
n=1

Pm
i=1 �(n; xin)pin+1

�
2 RK

c: set ‘ ‘+ 1
5: set p0 = max(g(x0); 1

m
P2m
i=m+1 �p

i
1)
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5.2.1 Guarantees of Convergence.

We present results that guarantee convergence of the price computed with
our algorithm to the correct price of the discretized American option. The
formal results with precise de�nitions and proofs are given in Section 5.8.

Theorem 5.2.1 (informal). As the number of iterations L, the number
of sampled paths m and the number of random basis functions K go to 1,
the price p0 computed with Algorithm 5 converges to the correct price of
the Bermudan option.

5.3 Optimal Stopping via Randomized
Recurrent Neural Networks for
Non-Markovian Processes

For non-Markovian processes, for each date n, the continuation function
is no longer a function of the last stock price, cn(Xn), but a function
depending on the entire history cn(X0; X1; : : : ; Xn�1; Xn). More precisely,
the continuation value is now de�ned by cn := E[�g(Xn+1) j Fn] where Fn
denotes the information available up to time n. Therefore, we replace the
randomized feed-forward neural network by a randomized recurrent neural
network (randomized RNN), which can utilize the entire information of the
path up to the current time (x0; x1; : : : ; xn�1; xn). In particular, we de�ne
# := (Ax; Ah; b) 2 R(K�1)�d � R(K�1)�(K�1) � RK�1, the parameters of
the hidden layer which are randomly sampled and not optimized. However,
their distributions and parameters, which don’t have to be the same for Ax
and Ah, are hyperparameters that can be tuned. Those tuning parameters
are more important in this case, as they determine the interplay between
past and new information. Moreover, we de�ne

� :Rd � RK ! RK+1; (x; h) 7! �(x; h) = (�(Axx+Ahh+ b)>; 1)>

and �n := ((An)>; bn) 2 RK�1 � R, the parameters that are optimized.
Then for each n, the continuation value is approximated by

�
hn = �(Axxn +Ahhn�1 + b)
c�n(hn) = A>n hn + bn = �>n �(xn; hn�1) (5.6)
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with h�1 = 0. We call this algorithm, which is presented in Algorithm 6,
randomized recurrent least squares Monte Carlo (RRLSM).

Algorithm 6 Optimal stopping via randomized recurrent neural network
(RRLSM)
Input: discount factor �, initial value x0, initial latent variable h�1 = 0

Output: price p0
1: sample random matrices Ax 2 R(K�1)�d, Ah 2 R(K�1)�(K�1) and a
random vector b 2 RK�1

2: simulate 2m paths of the underlying process (xi1; : : : ; xiN ) for i 2
f1; : : : ; 2mg
3: for each path i 2 f1; : : : ; 2mg, set piN = g(xiN )
4: for each date n 2 f0; : : : ; N � 1g
a: for each path i 2 f1; : : : ; 2mg
set hin = �(Axxin +Ahhin�1 + b)

5: for each date n 2 fN � 1; : : : ; 1g
a: for each path i 2 f1; : : : ; 2mg
set �in = ((hin)>; 1)> 2 RK

b: set �n = �
�Pm

i=1 �
i
n(�in)>

��1 �Pm
i=1 �

i
npin+1

�

c: for each path i 2 f1; : : : ; 2mg, set pin = g(xin)1g(xin)��>n �in +
�pin+11g(xin)<�>n �in
6: set p0 = max(g(x0); 1

m
P2m
i=m+1 �p

i
1)

5.3.1 Guarantees of Convergence

We present results that guarantee convergence of the price computed with
our algorithm to the correct price of the discretized American option. The
formal results with precise de�nitions and proofs are given in Section 5.9.

Theorem 5.3.1 (informal). As the number of sampled paths m and the
number of random basis functions K go to 1, the price p0 computed with
Algorithm 6 converges to the correct price of the Bermudan option.
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5.4 Related Work

In this section we present the most relevant approaches for the optimal
stopping problem: backward induction either with basis functions or with
neural networks and reinforcement learning. Moreover, we explain the
connection of our algorithms to randomized neural networks and reservoir
computing techniques.

5.4.1 Optimal Stopping

Numerous works studied the optimal stopping problem via di�erent
approaches. A common approach consists in using a regression based
method to estimate the continuation value (Tilley, 1993; Barraquand
and Martineau, 1995; Carriere, 1996; Tsitsiklis and Van Roy, 1997,
2001; Longsta� and Schwartz, 2001; Schweizer, 2002; Boyle et al., 2003;
Broadie and Glasserman, 2004; Kolodko and Schoenmakers, 2004; Eglo�
et al., 2007; Jain and Oosterlee, 2015), or the optimal stopping boundary
(Pham, 1997; Andersen, 1999; Garcia, 2003). A di�erent approach
uses quantization (Bally and PagŁs, 2003; Bally et al., 2005). A dual
approach was developed and extended in (Rogers, 2002; Haugh and
Kogan, 2004; Rogers, 2010). Bank and Besslich (2019) studied Lenglart’s
Theory of Meyer-sigma-�elds and El Karoui’s Theory of Optimal Stopping
(El Karoui, 1981). An in depth review of the di�erent methods is given
in (Bouchard and Warin, 2012; PagŁs, 2018).

Optimal Stopping via Backward Induction

One of the most popular approaches are the backward induction methods
introduced by Tsitsiklis and Van Roy (2001) and Longsta� and Schwartz
(2001). Tsitsiklis and Van Roy (2001) use the approximated continuation
value to estimate the current price, by using the following backward
recursion

pin = max(g(xin); c�n(xin)) : (5.7)
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Instead, Longsta� and Schwartz (2001) use the continuation value only
for the decision to stop or to continue.

pin =
�
g(xin); if g(xin) � c�n(xin)
�pin+1; otherwise. (5.8)

The second algorithm is more robust, as the approximation is only used
for the decision and not for the estimation of the price. Hence, the method
proposed by Longsta� and Schwartz (2001) is the most used method in the
�nancial industry and can be considered state-of-the-art. In both papers,
the approximation c�(xin) = �>�(xin) is used, where � = (�1; : : : ; �K)
is a set of K basis functions and � 2 RK are the trainable weights.
Possible choices for the basis functions proposed in Longsta� and Schwartz
(2001) are Laguerre, Hermite, Legendre, Chebyshev, Gegenbauer, and
Jacobi polynomials. While they have the advantage of having convergence
guarantees, both algorithms do not easily scale to high dimensional
problems since the number of basis functions usually grows polynomially
or even exponentially (Longsta� and Schwartz, 2001, Section 2.2) in the
number of stocks. One direction of research to overcome this problem is
to apply dimension reduction techniques (Bayer et al., 2021).

Optimal Stopping via Backward Induction using Neural
Networks.

Another idea to overcome this issue was proposed by Kohler et al. (2010),
which consists in approximating the continuation value by a neural network

f�(xin) � c�(xin):

That way, the features are learned contrary to the basis functions which
must be chosen. While Kohler et al. (2010) use the backward recursion
(5.7) introduced by Tsitsiklis and Van Roy (2001), both Lapeyre and
Lelong (2019) and Becker et al. (2020) use the backward recursion (5.8)
suggested by Longsta� and Schwartz (2001). Instead of approximating
the continuation value, Becker et al. (2019) suggested to approximate
the whole indicator function presented in (5.8) by a neural network
f�n(xin) � 1fg(xin)�c(xin)g. Therefore the current price can be estimated by

pin = g(xin) f�n(xin)
| {z }
stop

+�pin+1
�
1� f�k(xin)

�
| {z }

continue

:
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Moreover, instead of minimizing the loss function (5.5) in order to
�nd a good approximation of the continuation function, Becker et al.
(2019) optimize the parameters by directly maximizing the option price
 n(�n) = 1

m
Pm
i=1 �p

i
n.

All those methods use a stochastic gradient based method to optimize
the parameters of the neural networks. They have to �nd the parameters
of N � 1 neural networks (using a di�erent neural network for each date).
Since they use stochastic gradient methods with a non-convex loss function
they cannot provide theoretical convergence guarantees, without the strong
assumption that they �nd the optimal parameters.

Optimal Stopping via Reinforcement Learning

By its nature, reinforcement learning is closely related to the dynamic
programming principle as shown in (Sutton and Barto, 2018; Bertsekas and
Tsitsiklis, 1996). Moreover the optimal stopping problem is well studied
as an application of reinforcement learning (Tsitsiklis and Van Roy, 1997,
2001; Yu and Bertsekas, 2007; Li et al., 2009). In all those methods, a linear
approximator is used (linear combination of basis functions), similarly to
the LSM method (Longsta� and Schwartz, 2001). If a standard set of basis
functions that grows polynomially in the dimension is used, then these
methods su�er from the curse of dimensionality. In particular, they cannot
practically be scaled to high dimensions as can be seen in our numerical
results. To the best of our knowledge, our approach constitutes the �rst
time that randomized neural networks are used to approximate the value
function in reinforcement learning.

5.4.2 Randomized Neural Networks and Reservoir
Computing

In RLSM and RFQI we use a neural network with randomly sampled and
�xed hidden layers, where only the last layer is reinitialized and trained at
each time n 2 fN � 1; : : : ; 1g. The architecture used at each time can be
interpreted as a neural network with random weights (NNRW) studied and
reviewed in (Cao et al., 2018), where a universality result was provided
in (Huang et al., 2006). Randomized neural networks as approximation
functions were also studied by Gorban et al. (2016).
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Randomized recurrent neural networks are an extension of randomized
neural networks. A recurrent neural network (RNN) where the parameters
are randomly generated and �xed and only the readout map is trained, is
known as reservoir. Reservoir computing not only reduces the computation
time, but also outperforms classical fully trained RNNs in many tasks
(Schrauwen et al., 2007; Verstraeten et al., 2007; Luko†evi£ius and Jaeger,
2009; Gallicchio et al., 2017). Similarly as in reservoir computing, in our
randomized recurrent neural network algorithm RRLSM the parameters
of the hidden layers are randomly sampled and �xed thereafter. However,
while reservoir computing trains only one readout map which has the same
parameters for all times, we train a di�erent readout map for each single
time n 2 fN � 1; : : : ; 1g similarly to RLSM.

5.4.3 Backward Induction versus Reinforcement
Learning

Backward induction is an (approximate) dynamic programming (ADP)
approach. While Sutton and Barto (2018) regard ADP as a class of RL
algorithms, we distinguish these two approaches in this work, because
of their di�erent algorithmic structure and their di�erent ways of using
the training data. In particular, backward recursion computes the
approximation of the continuation value for each date sequentially. More
precisely, it starts at the �nal date and goes backward in time. For the
approximation at each date, only the data of this date is used. In contrast
to this, RL starts with an initial approximation that is applied for all
dates and iteratively improves this approximation. This way, the data of
all dates is used to improve the approximation of all dates. In comparison
to backward recursion, this can be interpreted as a type of transfer learning
between the dates.

5.5 Experiments

There are numerous ways to empirically evaluate optimal stopping
approaches. Therefore, we choose the most studied settings that were
considered in the American option pricing literature. In particular, we
only consider synthetic data. Applications to real data involve model
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calibration which is an independent problem and �nally results in applying
the optimal stopping algorithm to synthetically generated data again.

Besides our algorithms, we also implemented the baselines and provided
all of them at https://github.com/HeKrRuTe/OptStopRandNN .

5.5.1 Experimental Setup

The evaluation of all the algorithms was done on the same computer, a
dedicated machine with 2�Intel Xeon CPU E5-2697 v2 (12 Cores) 2.70GHz
and 256 GiB of RAM.

Baselines (LSM, NLSM, DOS and FQI)

We compare RLSM and RFQI to three backward induction algorithms
and one reinforcement learning approach. First, the state-of-the-art least
squares Monte Carlo (LSM) (Longsta� and Schwartz, 2001). Second,
the algorithm proposed by Lapeyre and Lelong (2019), where the basis
functions are replaced by a deep neural network (NLSM). Third, the
deep optimal stopping (DOS) (Becker et al., 2019), where instead of the
continuation value the whole indicator function of the stopping decision is
approximated by a neural network. Finally, the �tted Q-iteration (FQI)
presented as the second algorithm in (Tsitsiklis and Van Roy, 1997).
Li et al. (2009) studied and compared two reinforcement learning based
methods (FQI and LSPI) to solve the optimal stopping problem. Since
FQI always worked better in our experiments, we only show comparisons
to this algorithm. Our aim is to compare the main concepts of all the
di�erent algorithms in a fair way, hence we leave away certain (more
sophisticated) particularities unique to each of them.

Choice of Basis Functions for the Baselines

There are many possible choices for the set of basis functions. Longsta�
and Schwartz (2001) proposed to use the �rst three weighted Laguerre
polynomials for LSM and Li et al. (2009) added three additional basis
functions of the date for FQI. While the size of this set of basis functions
scales linearly with the dimension, it does not include any interaction
terms. The classical polynomial basis functions up to the second order are

https://github.com/HeKrRuTe/OptStopRandNN
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the easiest way to include coupling terms in the basis. To deal with the
time dependence of FQI, the relative date t=T and 1� t=T are added as
additional coordinates to the d-dimensional stock vector. The size of this
basis grows quadratically in the dimension d, i.e. it has 1+2d+d(d�1)=2
elements for LSM and for FQI d is replaced by d+ 2. The results obtained
with the classical polynomials up to degree two were better than with
the weighted Laguerre polynomials for LSM and FQI, therefore we only
present these results in our Tables. For large d the computations of LSM
and FQI did not terminate within a reasonable amount of time (several
hours) and therefore were aborted.

No Regularization for LSM and FQI

While increasing the number of hidden nodes without applying
penalization led to over�tting for RLSM and RFQI , this was not
observed for LSM and FQI. In particular, for LSM Ridge regression (L2-
penalisation) was tested without leading to better results than standard
linear regression. Moreover, comparing the results of FQI, RFQI and DOS
for growing dimensions shows that over�tting does not become a problem
when more basis functions are used. Therefore, also for FQI standard
linear regression was used as suggested by Tsitsiklis and Van Roy (1997).

Architecture of Neural Networks

In order to have a fair comparison in terms of accuracy and in terms of
computation time, we use the same number of hidden layers and nodes
per layer for all the algorithms.

� As we observed that one hidden layer was su�cient to have a good
accuracy (an increase of the number of the hidden layers did not
lead to an improvement of the accuracy), we use one hidden layer.
Therefore, the NLSM, DOS, and all algorithms that we proposed
have only one hidden layer.

� We use 20 nodes for the hidden layer. For RFQI the number of
nodes is set to the minimum between 20 and the number of stocks
for stability reasons.
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� Leaky ReLU is used for RLSM and RFQI and tanh for the
randomized recurrent neural network RRLSM. For NLSM and DOS,
we use the suggested activation functions, Leaky ReLU for NLSM
and ReLU and sigmoid for DOS.

� The parameters (A; b) of the random neural networks of RLSM and
RFQI are sampled using a standard normal distribution with mean
0 and standard deviation 1. Di�erent hyper-parameters were tested,
but they didn’t have a big in�uence on the results so we kept the
standard choice.

� For the randomized recurrent neural network of RRLSM, we use
a standard deviation of 0:0001 for Ax and 0:3 for Ah. Also here
di�erent hyper-parameters were tested, and the best performing
were chosen and used to present the results. The same holds for
tested path-dependent versions of RFQI , however, none of the hyper-
parameters performed very well as shown below.

� Some of the reference methods suggest to use the payo� as additional
input, while others do not or leave this open. Therefore, we tested
using the payo� as input and not using it for each method in each
experiment. We came to the conclusion that the backward induction
algorithms (LSM, DOS, RLSM) usually work slightly better with,
while the reinforcement learning algorithms (FQI, RFQI) usually
work slightly better without the payo�. Hence, we show these results.

� To have a fair comparison, we did not use batch normalization for
any of the neural network based algorithms.

5.5.2 The Markovian Case � Bermudan Option
Pricing

First we evaluate RLSM and RFQI in the standard Markovian setting
of Bermudan option pricing with di�erent stock price models and payo�
functions.
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Stock Models (Black�Scholes and Heston)

We test our algorithm on two multidimensional stochastic models, Black�
Scholes and Heston with �xed parameters. For each model we sample
m = 200000 paths on the time interval [0; 1] using the Euler-scheme with
N = 10 equidistant dates. As explained in Section 5.1.6, we use half of the
paths as training set and the second half to compute the approximated
price using the trained continuation value respectively decision function.

The Black�Scholes model for a max call option is a widely used example
in the literature (Longsta� and Schwartz, 2001; Lapeyre and Lelong, 2019;
Becker et al., 2019). The Stochastic Di�erential Equation (SDE) describing
this model is

dXt = (r � �)Xtdt+ �XtdWt

with X0 = x0 where (Wt)t�0 is a d-dimensional Brownian motion. If not
stated di�erently, we choose the rate r = 0%, the dividend rate � = 0%,
the volatility � = 20% and the initial stock price x0 2 f80; 100; 120g.

To increase the complexity, we also compare the algorithms on the
Heston model (Heston, 1993), which is also used in (Lapeyre and Lelong,
2019). The SDE describing this model is

dXt = (r � �)Xtdt+
p
vtXtdWt;

dvt = ��(vt � v1)dt+ �
p
vtdBt

(5.9)

with X0 = x0 and v0 = �0, where (Wt)t�0 and (Bt)t�0 are two d-
dimensional Brownian motions correlated with coe�cient � 2 (�1; 1).
Here, X is the stock price and v the stochastic variance process. If not
stated di�erently, we choose the drift r = 0%, the dividend rate � = 0%,
the volatility of volatility � = 20%, the long term variance v1 = 0:01 ,
the mean reversion speed � = 2, the correlation � = �30%, the initial
stock price x0 = 100 and the initial variance �0 = 0:01. Since the Heston
model is Markovian only if the price and the variance (Xt; vt) are observed
simultaneously, we give both values as inputs to the algorithms here, and
denote this below by �Heston (with variance)�.

Payo�s (Max Call, Geometric Put, Basket Call and Min Put)

We test our algorithms on three di�erent types of options: the max
call, the geometric put and the basket call. First, we consider the
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max call option as it is a classical example used in optimal stopping
(Lapeyre and Lelong, 2019; Becker et al., 2019). The payo� of a max
call option is de�ned by g(x) = (max(x1; x2; : : : ; xd) � K)+ for any
x = (x1; x2; : : : ; xd) 2 Rd. Moreover, we also consider the geometric put
option as used in (Lapeyre and Lelong, 2019). The payo� of the geometric
put option is de�ned by g(x) = (K � (

Qd
i=1 xi)

1=d)+. We also test our
approach on a basket call option (Hanbali and Linders, 2019), where the
payo� is given by g(x) = ( 1

d
Pd
i=1 xi �K)+ and a min put option with

payo� g(x) = (K �min(x1; x2; : : : ; xd))+. For all these payo�s, the strike
K is set to 100.

Reference Prices

In some cases reference prices can be computed, to which the prices
computed with the di�erent algorithms can be compared. All call options
where the underlying stocks have a rate r � 0 and dividend � = 0 are
optimally executed at maturity. Therefore, the price of the American
option and of the corresponding European option are the same under
these constraints (Föllmer and Schied, 2016). For all examples where
this is the case, we compute the European option price (EOP) as an
approximation of the correct American option price.

Moreover, as explained in (Lapeyre and Lelong, 2019), geometric put
options on d-dimensional stocks following Black�Scholes are equivalent to
one-dimensional put options on a 1-dimensional stock following Black�
Scholes with adjusted parameters. The 1-dimensional problem can be
priced e�ciently with the CRR binomial-tree method (B) (Cox et al.,
1979). With the adjusted parameters �̂ = �p

d
and �̂ = � + �2��̂2

2 the
binomial-tree model is de�ned with factors for the stock price going up
and down u = exp(�̂

p
(T=N)), d = 1

u , probabilities to go up and down
p = exp((r��̂)T=N)�d

u�d , 1� p and step-wise discounting factor exp(�rT=N).
Cox et al. (1979) have shown that the price computed with this method
converges to the correct price under the Black�Scholes model as N !1.
Hence, this method yields good approximations of the correct option price
for large N . Whenever applied, we use N = 100000 for the binomial-
tree method. While in the �rst case of call options, the optimal stopping
problem has an easy solution, i.e. to wait until maturity, this is not the
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case here, where the optimal stopping problem is harder.
The remaining options, i.e. call options with � > 0, put options

with r > 0 and geometric put option with underlying stocks following
a Heston model, also constitute more complex stopping problems and
no e�cient methods to compute the (approximately) correct price are
available. Therefore, we evaluate the performance of the algorithms
by comparing the approximated prices directly. Since these prices are
computed on unseen paths for all algorithms, where at each time, the
algorithm can only decide whether to exercise or not, higher prices imply
better performance of the algorithms.

Results and Discussion

All algorithms are run 10 times in parallel and the mean and standard
deviation (in parenthesis) of the prices respectively the median of the
corresponding computation times are reported. In particular, the
computation times do not include the time for generating the stock paths,
since the main interest is in the actual time the algorithms need to compute
prices and paths can be generated o�ine and stored. In the following,
we always compare computation times for large d, since random machine
in�uences have less impact there.
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price duration
d x0 LSM DOS NLSM RLSM FQI RFQI EOP LSM DOS NLSM RLSM FQI RFQI EOP

5
80 5.08 (0.05) 4.99 (0.06) 4.92 (0.06) 5.11 (0.10) 5.11 (0.07) 5.12 (0.11) 5.12 (0.06) 11s 9s 0s 0s 2s 0s 0s
100 24.76 (0.09) 24.79 (0.16) 24.58 (0.19) 24.83 (0.14) 24.86 (0.25) 24.89 (0.14) 24.91 (0.11) 11s 8s 2s 0s 2s 0s 0s
120 49.50 (0.12) 49.37 (0.23) 49.09 (0.21) 49.55 (0.27) 49.73 (0.18) 49.55 (0.11) 49.63 (0.20) 11s 7s 2s 0s 2s 0s 0s

10
80 8.97 (0.13) 8.91 (0.09) 8.67 (0.19) 8.95 (0.15) 8.99 (0.09) 8.99 (0.08) 8.98 (0.07) 28s 7s 1s 0s 6s 0s 0s
100 33.88 (0.21) 33.85 (0.12) 33.23 (0.22) 33.97 (0.15) 33.95 (0.18) 33.85 (0.12) 33.90 (0.15) 29s 7s 2s 0s 7s 0s 0s
120 60.61 (0.09) 60.57 (0.14) 60.16 (0.23) 60.67 (0.24) 60.81 (0.16) 60.78 (0.27) 60.72 (0.17) 29s 7s 2s 0s 6s 0s 0s

50
80 21.44 (0.12) 22.51 (0.12) 21.01 (0.43) 21.29 (0.12) 22.64 (0.11) 22.49 (0.11) 22.69 (0.08) 8m39s 8s 2s 0s 6m28s 1s 0s
100 52.56 (0.13) 53.17 (0.12) 50.86 (0.50) 51.48 (0.23) 53.18 (0.17) 53.18 (0.16) 53.28 (0.10) 8m42s 8s 3s 0s 6m57s 1s 0s
120 83.17 (0.10) 83.84 (0.22) 81.49 (0.77) 81.81 (0.18) 83.79 (0.22) 83.76 (0.22) 83.97 (0.14) 8m46s 9s 3s 0s 7m 4s 1s 0s

100
80 24.14 (0.17) 28.71 (0.08) 25.74 (0.77) 27.35 (0.08) 28.48 (0.12) 28.69 (0.14) 28.86 (0.07) 39m44s 13s 3s 0s 1h23m39s 1s 0s
100 55.95 (0.24) 60.71 (0.15) 57.46 (0.88) 59.18 (0.10) 60.54 (0.16) 60.84 (0.11) 61.04 (0.09) 40m42s 13s 4s 0s 1h23m28s 1s 0s
120 86.97 (0.19) 92.89 (0.14) 88.91 (0.87) 91.01 (0.11) 92.74 (0.18) 92.99 (0.16) 93.27 (0.13) 40m25s 13s 4s 0s 1h22m15s 1s 0s

500
80 - 41.34 (0.10) 37.09 (1.12) 41.12 (0.11) - 42.16 (0.06) 42.38 (0.06) - 53s 11s 1s - 1s 0s
100 - 76.72 (0.14) 71.90 (1.12) 76.39 (0.09) - 77.75 (0.07) 77.95 (0.09) - 53s 12s 1s - 1s 0s
120 - 111.95 (0.13) 106.29 (0.99) 111.68 (0.10) - 113.30 (0.20) 113.47 (0.11) - 53s 12s 1s - 1s 0s

1000
80 - 46.38 (0.13) 43.11 (0.87) 46.78 (0.09) - 47.74 (0.07) 47.89 (0.08) - 1m34s 20s 2s - 1s 0s
100 - 82.97 (0.12) 78.98 (1.21) 83.50 (0.10) - 84.76 (0.14) 84.89 (0.07) - 1m35s 20s 3s - 1s 0s
120 - 119.53 (0.13) 114.21 (1.45) 120.17 (0.12) - 121.62 (0.11) 121.88 (0.09) - 1m36s 19s 2s - 1s 0s

2000
80 - 49.92 (0.09) 49.00 (0.29) 52.37 (0.08) - 53.15 (0.06) 53.37 (0.07) - 2m57s 34s 5s - 2s 0s
100 - 87.38 (0.15) 86.40 (0.67) 90.41 (0.11) - 91.54 (0.10) 91.77 (0.06) - 3m 2s 39s 5s - 2s 0s
120 - 124.98 (0.14) 123.45 (0.71) 128.53 (0.10) - 129.88 (0.14) 130.09 (0.09) - 2m57s 37s 4s - 2s 0s

Table 5.1: Max call option on Black�Scholes for di�erent number of stocks d and varying initial stock
price x0.

price duration
d LSM DOS NLSM RLSM FQI RFQI EOP LSM DOS NLSM RLSM FQI RFQI EOP

5 8.34 (0.08) 8.36 (0.07) 8.22 (0.09) 8.37 (0.07) 8.25 (0.03) 8.33 (0.07) 8.23 (0.04) 31s 6s 3s 0s 8s 0s 0s
10 11.81 (0.06) 11.83 (0.07) 11.51 (0.12) 11.83 (0.02) 11.79 (0.06) 11.83 (0.05) 11.79 (0.07) 1m30s 6s 3s 0s 28s 0s 0s
50 16.85 (0.07) 20.01 (0.06) 18.60 (0.32) 19.31 (0.05) 20.05 (0.06) 20.09 (0.05) 20.04 (0.04) 39m37s 8s 4s 0s 1h22m45s 1s 0s
100 - 23.49 (0.06) 21.75 (0.41) 22.90 (0.02) - 23.69 (0.06) 23.66 (0.04) - 14s 6s 0s - 1s 0s
500 - 31.31 (0.06) 29.93 (0.32) 31.35 (0.06) - 32.14 (0.06) 32.13 (0.07) - 1m19s 24s 3s - 2s 0s
1000 - 34.23 (0.08) 33.79 (0.29) 35.09 (0.06) - 35.82 (0.06) 35.86 (0.04) - 2m59s 41s 6s - 4s 0s
2000 - 35.18 (0.14) 37.76 (0.23) 38.84 (0.05) - 39.63 (0.08) 39.60 (0.05) - 13m11s 1m28s 13s - 7s 0s

Table 5.2: Max call option on Heston (with variance) for di�erent number of stocks d.
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price duration
d LSM DOS NLSM RLSM FQI RFQI EOP LSM DOS NLSM RLSM FQI RFQI EOP

5 3.60 (0.05) 3.57 (0.05) 3.49 (0.06) 3.58 (0.03) 3.61 (0.03) 3.62 (0.06) 3.59 (0.02) 13s 6s 2s 0s 2s 0s 0s
10 2.54 (0.04) 2.52 (0.03) 2.45 (0.06) 2.54 (0.04) 2.53 (0.03) 2.53 (0.03) 2.54 (0.01) 30s 6s 1s 0s 7s 0s 0s
50 0.94 (0.01) 1.12 (0.01) 0.83 (0.03) 1.06 (0.01) 1.13 (0.01) 1.15 (0.01) 1.14 (0.01) 8m51s 8s 1s 0s 7m 3s 1s 0s
100 0.51 (0.01) 0.78 (0.01) 0.55 (0.01) 0.75 (0.01) 0.80 (0.01) 0.81 (0.01) 0.81 (0.01) 38m59s 13s 2s 0s 1h21m59s 1s 0s
500 - 0.33 (0.01) 0.24 (0.00) 0.34 (0.00) - 0.36 (0.00) 0.36 (0.00) - 1m 7s 7s 1s - 1s 0s
1000 - 0.22 (0.00) 0.17 (0.00) 0.24 (0.00) - 0.25 (0.00) 0.26 (0.00) - 2m24s 14s 2s - 2s 0s
2000 - 0.13 (0.00) 0.12 (0.01) 0.17 (0.00) - 0.18 (0.00) 0.18 (0.00) - 5m35s 25s 7s - 3s 0s

Table 5.3: Basket call options on Black�Scholes for di�erent number of stocks d.

price duration
model d LSM DOS NLSM RLSM FQI RFQI B LSM DOS NLSM RLSM FQI RFQI B

BlackScholes

5 3.34 (0.04) 3.31 (0.03) 3.29 (0.06) 3.33 (0.04) 3.31 (0.05) 3.35 (0.04) 3.35 (nan) 11s 6s 1s 0s 2s 0s 3m12s
10 2.37 (0.04) 2.42 (0.02) 2.33 (0.02) 2.40 (0.04) 2.39 (0.03) 2.40 (0.03) 2.40 (nan) 28s 6s 1s 0s 7s 0s 3m12s
20 1.65 (0.02) 1.71 (0.04) 1.57 (0.04) 1.65 (0.03) 1.73 (0.04) 1.72 (0.02) 1.71 (nan) 1m31s 6s 1s 0s 32s 1s 3m12s
50 0.91 (0.01) 1.07 (0.02) 0.80 (0.02) 1.03 (0.01) 1.09 (0.02) 1.09 (0.02) 1.09 (nan) 8m26s 10s 2s 0s 7m24s 1s 3m31s
100 0.50 (0.01) 0.76 (0.01) 0.54 (0.01) 0.73 (0.01) 0.77 (0.01) 0.77 (0.01) 0.78 (nan) 38m37s 16s 2s 0s 1h23m50s 1s 3m31s

Heston

5 2.45 (0.03) 2.44 (0.03) 2.30 (0.06) 2.44 (0.02) 2.44 (0.04) 2.43 (0.03) - 11s 6s 1s 0s 2s 0s -
10 2.00 (0.02) 2.00 (0.02) 1.75 (0.04) 2.00 (0.03) 2.00 (0.02) 2.01 (0.02) - 29s 6s 2s 0s 7s 0s -
20 1.68 (0.02) 1.69 (0.02) 1.21 (0.05) 1.62 (0.05) 1.72 (0.02) 1.71 (0.01) - 1m31s 7s 2s 0s 32s 1s -
50 1.33 (0.02) 1.47 (0.01) 0.83 (0.03) 1.24 (0.01) 1.49 (0.01) 1.48 (0.01) - 8m31s 7s 3s 0s 7m13s 1s -
100 0.88 (0.01) 1.39 (0.01) 0.71 (0.02) 1.18 (0.01) 1.41 (0.01) 1.40 (0.01) - 41m34s 15s 4s 0s 1h24m11s 1s -

Table 5.4: Geometric put options on Black�Scholes and Heston (with variance) for di�erent number of
stocks d. Here r = 2% is used as interest rate.
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price duration
d x0 LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

5
80 35.49 (0.07) 35.48 (0.06) 35.21 (0.12) 35.46 (0.07) 35.53 (0.08) 35.54 (0.05) 11s 10s 3s 0s 3s 0s
100 19.98 (0.09) 19.96 (0.09) 19.68 (0.07) 19.96 (0.14) 19.97 (0.10) 19.95 (0.09) 11s 9s 3s 0s 3s 0s
120 7.46 (0.10) 7.36 (0.08) 7.25 (0.07) 7.39 (0.10) 7.45 (0.11) 7.38 (0.10) 11s 6s 1s 0s 2s 0s

10
80 40.22 (0.05) 40.17 (0.05) 39.91 (0.10) 40.21 (0.07) 40.31 (0.07) 40.30 (0.04) 28s 6s 2s 0s 9s 0s
100 25.74 (0.09) 25.74 (0.10) 25.36 (0.12) 25.76 (0.09) 25.79 (0.10) 25.83 (0.13) 28s 6s 3s 0s 6s 0s
120 11.98 (0.07) 11.92 (0.09) 11.62 (0.14) 11.94 (0.13) 11.96 (0.10) 12.03 (0.07) 28s 5s 1s 0s 6s 0s

50
80 48.08 (0.05) 48.27 (0.04) 47.03 (0.19) 47.72 (0.03) 48.36 (0.05) 48.34 (0.04) 8m25s 8s 3s 0s 5m20s 1s
100 35.57 (0.07) 35.80 (0.08) 34.27 (0.40) 35.11 (0.04) 35.91 (0.07) 35.87 (0.08) 8m35s 8s 3s 0s 6m57s 1s
120 22.93 (0.08) 23.33 (0.07) 21.40 (0.41) 22.50 (0.05) 23.41 (0.06) 23.42 (0.10) 8m28s 8s 2s 0s 6m52s 1s

100
80 49.71 (0.06) 50.93 (0.04) 48.78 (0.26) 50.48 (0.04) 50.93 (0.04) 50.99 (0.03) 39m57s 13s 3s 0s 1h22m58s 1s
100 37.63 (0.07) 39.11 (0.05) 36.42 (0.80) 38.55 (0.05) 39.11 (0.06) 39.22 (0.04) 40m12s 12s 3s 0s 1h23m26s 1s
120 25.52 (0.08) 27.31 (0.05) 24.13 (0.52) 26.64 (0.03) 27.28 (0.07) 27.42 (0.05) 40m40s 12s 3s 0s 1h22m53s 1s

500
80 - 55.71 (0.03) 51.51 (0.46) 55.66 (0.03) - 56.04 (0.03) - 54s 13s 1s - 1s
100 - 45.14 (0.05) 40.06 (1.04) 45.05 (0.02) - 45.51 (0.03) - 53s 13s 1s - 1s
120 - 34.53 (0.05) 28.39 (0.75) 34.45 (0.05) - 34.99 (0.02) - 54s 12s 1s - 1s

1000
80 - 57.40 (0.03) 53.50 (0.64) 57.52 (0.03) - 57.84 (0.02) - 1m36s 21s 3s - 2s
100 - 47.24 (0.05) 42.35 (0.63) 47.40 (0.05) - 47.76 (0.03) - 1m37s 21s 3s - 2s
120 - 37.04 (0.03) 31.10 (0.87) 37.25 (0.04) - 37.68 (0.03) - 1m34s 20s 3s - 2s

2000
80 - 58.59 (0.04) 55.21 (0.67) 59.21 (0.02) - 59.50 (0.02) - 3m 1s 30s 6s - 3s
100 - 48.72 (0.04) 44.37 (0.61) 49.49 (0.04) - 49.83 (0.03) - 2m56s 31s 6s - 3s
120 - 38.84 (0.06) 33.31 (0.73) 39.79 (0.04) - 40.18 (0.04) - 3m 0s 31s 6s - 3s

Table 5.5: Min put option on Black�Scholes for di�erent number of stocks d and varying initial stock
price x0. Here r = 2% is used as interest rate.

price duration
d LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

5 18.83 (0.17) 18.66 (0.11) 18.62 (0.18) 18.83 (0.12) 18.43 (0.10) 18.83 (0.16) 22s 7s 3s 0s 2s 0s
10 26.67 (0.14) 26.72 (0.17) 26.35 (0.14) 26.60 (0.12) 26.56 (0.13) 26.77 (0.09) 46s 7s 3s 0s 8s 0s
50 43.86 (0.10) 44.52 (0.13) 43.27 (0.33) 43.37 (0.11) 44.66 (0.14) 44.78 (0.12) 10m 5s 10s 4s 0s 7m23s 1s
100 46.62 (0.19) 51.71 (0.09) 49.31 (0.56) 50.61 (0.10) 51.79 (0.17) 52.16 (0.09) 49m27s 15s 5s 0s 1h21m26s 1s
500 - 67.12 (0.09) 62.82 (0.72) 67.02 (0.08) - 68.48 (0.13) - 59s 14s 2s - 2s
1000 - 73.37 (0.12) 69.25 (0.83) 73.85 (0.10) - 75.31 (0.08) - 1m52s 26s 4s - 2s
2000 - 78.17 (0.11) 76.57 (0.83) 80.54 (0.07) - 81.96 (0.16) - 5m26s 47s 8s - 3s

Table 5.6: Max call option on Black�Scholes for di�erent number of stocks d. Here r = 5% is used as
interest rate and � = 10% as dividend rate.
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price duration
d LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

5 12.34 (0.05) 12.31 (0.05) 12.16 (0.11) 12.29 (0.06) 12.35 (0.09) 12.37 (0.09) 30s 6s 3s 0s 8s 0s
10 16.48 (0.07) 16.52 (0.08) 16.09 (0.13) 16.55 (0.06) 16.64 (0.07) 16.61 (0.08) 1m31s 6s 3s 0s 28s 0s
50 22.86 (0.05) 25.56 (0.04) 24.03 (0.42) 24.85 (0.08) 25.72 (0.03) 25.71 (0.07) 39m57s 9s 4s 0s 1h21m59s 1s
100 - 29.13 (0.04) 27.30 (0.46) 28.50 (0.06) - 29.33 (0.07) - 16s 6s 0s - 1s
500 - 36.26 (0.05) 34.74 (0.31) 36.28 (0.04) - 36.95 (0.05) - 1m21s 24s 3s - 2s
1000 - 38.62 (0.08) 38.19 (0.20) 39.32 (0.03) - 39.93 (0.05) - 3m18s 45s 6s - 4s
2000 - 39.22 (0.13) 41.05 (0.21) 42.22 (0.04) - 42.81 (0.04) - 12m51s 1m37s 13s - 8s

Table 5.7: Min put option on Heston (with variance) for di�erent number of stocks d and varying initial
stock price x0. Here r = 2% is used as interest rate.

price duration
d LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

5 4.88 (0.03) 4.89 (0.03) 4.69 (0.05) 4.83 (0.04) 4.37 (0.06) 4.59 (0.08) 31s 5s 3s 0s 8s 0s
10 7.19 (0.06) 7.20 (0.04) 6.90 (0.07) 7.17 (0.04) 6.63 (0.07) 6.84 (0.06) 1m33s 5s 2s 0s 27s 0s
50 11.68 (0.05) 13.99 (0.07) 12.93 (0.28) 13.70 (0.05) 13.72 (0.09) 13.71 (0.04) 41m 6s 8s 3s 0s 1h22m14s 1s
100 - 17.04 (0.07) 15.94 (0.29) 16.80 (0.03) - 16.97 (0.05) - 11s 5s 0s - 1s
500 - 24.05 (0.05) 22.95 (0.40) 24.35 (0.05) - 24.70 (0.05) - 1m19s 23s 3s - 2s
1000 - 26.86 (0.05) 26.47 (0.39) 27.71 (0.04) - 28.08 (0.05) - 2m48s 41s 6s - 4s
2000 - 28.01 (0.11) 30.12 (0.18) 31.13 (0.05) - 31.55 (0.07) - 12m56s 1m30s 14s - 7s

Table 5.8: Max call option on Heston (with variance) for di�erent number of stocks d. Here r = 5% is
used as interest rate and � = 10% as dividend rate.
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price duration
d N LSM DOS NLSM RLSM FQI RFQI EOP LSM DOS NLSM RLSM FQI RFQI EOP

10
10 33.88 (0.21) 33.85 (0.12) 33.23 (0.22) 33.97 (0.15) 33.95 (0.18) 33.85 (0.12) 33.90 (0.15) 29s 7s 2s 0s 7s 0s 0s
50 34.13 (0.12) 34.14 (0.20) 33.96 (0.11) 33.98 (0.08) 34.25 (0.21) 34.15 (0.13) 34.23 (0.11) 2m44s 32s 20s 0s 46s 6s 0s
100 34.15 (0.14) 34.14 (0.26) 33.98 (0.24) 34.05 (0.15) 34.29 (0.16) 33.97 (0.11) 34.28 (0.10) 5m18s 1m 6s 32s 1s 1m27s 7s 0s

50
10 52.56 (0.13) 53.17 (0.12) 50.86 (0.50) 51.48 (0.23) 53.18 (0.17) 53.18 (0.16) 53.28 (0.10) 8m42s 8s 3s 0s 6m57s 1s 0s
50 52.82 (0.13) 53.94 (0.18) 53.24 (0.26) 50.85 (0.18) 54.31 (0.14) 53.74 (0.08) 54.46 (0.11) 48m36s 41s 18s 1s 21m15s 7s 0s
100 52.74 (0.11) 54.09 (0.15) 53.61 (0.18) 50.42 (0.17) 54.15 (0.10) 53.77 (0.12) 54.33 (0.14) 1h37m48s 1m36s 37s 2s 41m 8s 16s 0s

100
10 55.95 (0.24) 60.71 (0.15) 57.46 (0.88) 59.18 (0.10) 60.54 (0.16) 60.84 (0.11) 61.04 (0.09) 40m42s 13s 4s 0s 1h23m28s 1s 0s
50 - 61.88 (0.06) 60.72 (0.24) 58.68 (0.13) - 61.66 (0.14) 62.48 (0.07) - 1m15s 22s 1s - 8s 0s
100 - 62.07 (0.11) 61.19 (0.15) 58.26 (0.16) - 61.79 (0.11) 62.46 (0.04) - 2m23s 44s 3s - 15s 0s

500
10 - 76.72 (0.14) 71.90 (1.12) 76.39 (0.09) - 77.75 (0.07) 77.95 (0.09) - 53s 12s 1s - 1s 0s
50 - 79.14 (0.08) 75.63 (1.07) 76.68 (0.05) - 79.23 (0.07) 80.44 (0.09) - 4m59s 1m 4s 8s - 9s 0s
100 - 79.44 (0.09) 76.46 (0.41) 76.33 (0.05) - 79.34 (0.08) 80.47 (0.10) - 10m12s 2m13s 18s - 19s 0s

Table 5.9: Max call option on Black�Scholes for di�erent number of stocks d and higher number of exercise
dates N .

price duration
d N LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

10
10 26.67 (0.14) 26.72 (0.17) 26.35 (0.14) 26.60 (0.12) 26.56 (0.13) 26.77 (0.09) 46s 7s 3s 0s 8s 0s
50 26.65 (0.12) 26.56 (0.20) 26.42 (0.17) 26.61 (0.13) 26.51 (0.07) 26.69 (0.18) 2m21s 44s 53s 2s 44s 4s
100 26.68 (0.19) 26.44 (0.14) 26.42 (0.19) 26.59 (0.13) 26.55 (0.14) 26.65 (0.16) 4m46s 2m46s 1m45s 1s 1m25s 8s

50
10 43.86 (0.10) 44.52 (0.13) 43.27 (0.33) 43.37 (0.11) 44.66 (0.14) 44.78 (0.12) 10m 5s 10s 4s 0s 7m23s 1s
50 43.42 (0.09) 44.50 (0.08) 44.13 (0.19) 42.26 (0.10) 44.68 (0.15) 44.72 (0.12) 43m 5s 1m14s 52s 3s 16m46s 9s
100 43.21 (0.14) 44.45 (0.15) 44.30 (0.13) 41.89 (0.31) 44.64 (0.17) 44.60 (0.14) 1h25m 4s 2m 0s 1m45s 2s 36m10s 17s

100
10 46.62 (0.19) 51.71 (0.09) 49.31 (0.56) 50.61 (0.10) 51.79 (0.17) 52.16 (0.09) 49m27s 15s 5s 0s 1h21m26s 1s
50 - 51.73 (0.10) 50.89 (0.21) 49.36 (0.09) - 51.91 (0.12) - 52s 33s 1s - 8s
100 - 51.72 (0.15) 51.27 (0.12) 48.90 (0.08) - 51.84 (0.11) - 1m48s 46s 3s - 19s

500
10 - 67.12 (0.09) 62.82 (0.72) 67.02 (0.08) - 68.48 (0.13) - 59s 14s 2s - 2s
50 - 67.48 (0.11) 64.75 (0.50) 65.70 (0.07) - 68.03 (0.12) - 2m56s 1m 4s 7s - 10s
100 - 67.50 (0.15) 65.55 (0.34) 65.22 (0.07) - 67.91 (0.10) - 5m48s 1m52s 16s - 20s

Table 5.10: Max call option on Black�Scholes for di�erent number of stocks d and higher number of
exercise dates N . Here r = 5% is used as interest rate and � = 10% as dividend rate.
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Figure 5.1: At the money max call option without dividend on Black�
Scholes.

In all cases RLSM and RFQI are the fastest algorithms while achieving
at least similar prices to the best performing baselines. Their biggest
strength are high dimensional problems (d � 500), where this speed-up
becomes substantial.

In these high dimensional problems, RLSM outperforms all baselines
in terms of prices, even tough RLSM has much less trainable parameters
than DOS and NLSM. Moreover, RFQI achieves the highest prices
there, and therefore works best, while having considerably less trainable
parameters, since only one neural network (with a random hidden layer)
of the respective size is used for all exercise dates. In particular, RFQI
has only 21 trainable parameters, compared to more than 20dN for DOS
and NLSM.

Comparing the achieved prices of LSM and FQI, we can con�rm the
claim of Li et al. (2009), that reinforcement learning techniques usually
outperform the backward induction in the Markovian setting. RFQI ,
achieving similar prices as FQI, therefore naturally outperforms RLSM
which achieves similar prices as LSM. A possible explanation for the
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Figure 5.2: At the money max call option with dividend on Black�Scholes.

outperformance of the reinforcement learning algorithm is the following.
The backward induction algorithms have approximately N times the
number of trainable parameters used in the reinforcement learning
algorithms, since a di�erent network is trained for each discretisation date.
Moreover, for the backward induction algorithms, a di�erent continuation
value function is approximated for each date, hence, only the data of
this date is used to learn the parameters. In contrast, the reinforcement
learning methods train their parameters using the data of all dates. Hence,
the reinforcement learning methods use N times the number of data to
train 1=N times the number of parameters, which seems to lead to better
approximations.

We �rst give a detailed discussion of results for the easy optimal
stopping problems, where it is optimal to exercise the option at maturity.
Although these optimal stopping problems are less complex, they are still
interesting, because a minimal requirement for the algorithms should be

0Due to memory over�ow issues, FQI could only be run with 5 instead of 10 parallel
runs, hence the computation times are smaller then they would otherwise be, due to
more CPU power per run.
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that they perform well in these basic examples. Moreover, a comparison to
the reference price is possible. In Table 5.1 and Figure 5.1 we show results
of a max call option on Black�Scholes. For high dimensions (d � 500),
RLSM is about 8 times faster than the fastest baseline NLSM and about
30 times faster than DOS. Moreover, RFQI is about twice as fast as
RLSM. For d = 100 we also see the large di�erence in computation time
between LSM (respectively FQI), where the number of basis functions
grows quadratically in d, and RLSM (respectively RFQI), where the
number of basis functions does not grow in d. The computed prices of
RLSM are at most 2:1% smaller than those of LSM and the prices of RFQI
are at most 0:6% smaller than those of FQI. For d � 100 the maximal
relative errors compared to the reference prices are 16:3% for LSM, 2:4%
for DOS, 10:8% for NLSM, 6:1% for RLSM, 1:3% for FQI and 0:8% for
RFQI. For d � 500 these errors are 6:4% for DOS, 12:5% for NLSM, 2:9%
for RLSM and 0:5% for RFQI. The results of Table 5.2 (max call on Heston
with variance and payo� as additional input) and Table 5.3 (basket call
on Black�Scholes) are similar, except that relative errors become larger in
Table 5.3 for growing d, since the prices become very small.

In the remaining examples, it is in general not optimal to exercise the
options at maturity, making the stopping decisions harder and therefore
more challenging for the algorithms.

For the geometric put options (Table 5.4), we do not present dimensions
larger than 100, because prices cannot be computed numerically any more.
In the Black�Scholes case, the maximal relative errors compared to the
reference price are 35:7% for LSM, 2:1% for DOS, 29:9% for NLSM, 6%
for RLSM, 1:1% for FQI and 0:5% for RFQI. Again, the prices computed
with RLSM (respectively RFQI) are never much smaller than those of
LSM (FQI); 0:3% (0:1%) for Black�Scholes and 6% (0:6%) for Heston
(with variance). On the Heston model, RFQI , FQI and DOS achieve the
highest prices that never deviate more than 1:5% from each other.

For the min put option on Black�Scholes (Table 5.5) RLSM is about 7
times faster than NLSM and more than 30 times faster than DOS for high
dimensions. Furthermore RFQI is again about twice as fast as RLSM.
For d � 50 all algorithms yield very similar prices and for larger d the
highest prices are always achieved by RFQI , whereby the prices computed
with RFQI never deviate more than 1% from those computed with FQI.
Moreover, the prices computed with RLSM are never more than 1:9%
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smaller than those computed with LSM. In addition, RLSM achieves the
second highest prices for high dimensions. For the max call option with
dividends on Black�Scholes (Table 5.6 and Figure 5.1 right), the situation
is similar. However, the highest prices are always achieved by RFQI and
the prices computed with RLSM are at most 1:1% smaller than those of
LSM. For the min put option on Heston (with variance and payo� as
additional input) (Table 5.7) we have similar results as on Black�Scholes,
but the prices computed with RLSM (RFQI) are at most 0:5% (0:2%)
smaller than those computed with LSM (FQI).

For the max call option with dividend on Heston (with variance)
(Table 5.8), RLSM is about 7 times faster than NLSM and more than 26
times faster then DOS for high dimensions. RFQI is again about twice
as fast as RLSM. For d 2 f5; 10g DOS yields the highest prices, RLSM
deviates at most than 1:2% from them and RFQI at most 6%. FQI yields
lower prices than RFQI. For d 2 f50; 100g, DOS, RLSM and RFQI yield
very similar prices deviating at most 2% from each other. For higher
dimensions of d � 500, RFQI yields the highest and RLSM the second
highest prices.

When increasing the number of exercise dates for the maxcall option on
Black�Scholes from N = 10 to N 2 f50; 100g (Table 5.9) the Bermudan
option price should become closer to the American option price. The
highest prices are achieved either by RFQI, FQI or DOS, with a maximum
deviation of less than 1:4% between their results and a maximum deviation
from the reference prices of 1:6% for DOS and 1:5% for RFQI. RFQI is
more than 30 times faster than DOS for high dimensions. Increasing the
number of dates further, the computation time can become a limiting
factor for DOS, while this is not the case for RFQI. We see similar results
for the more complex maxcall option on Black�Scholes with dividends
(Table 5.10), where RFQI always achieves the highest price.

Empirical Convergence Study

We con�rm the theoretical results of Theorem 5.3.1 (Figure 5.3 left) and
Theorem 5.2.1 (Figure 5.3 right) by an empirical convergence study for a
growing number of paths m. For RLSM we also increase the number of
hidden nodes K, while they are �xed for RFQI since d = 5 is used. For
each combination of the number of paths m and the hidden size K, the
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algorithms are run 20 times and their mean prices with standard deviations
are shown. For small m, we see that smaller hidden sizes achieve better
prices. This is due to over�tting to the training paths when using larger
networks. Regularization techniques like L1- or L2-penalization could
be used to reduce over�tting for larger networks. However, our results
suggest that restricting the hidden size is actually the simplest and best
regularization technique, since it additionally leads to lower training times.

Figure 5.3: Mean � standard deviation (bars) of the price for a max call
on 5 stocks following the Black�Scholes model for RLSM (left) and RFQI
(right) for varying the number of paths m and varying for RLSM the
number of neurons in the hidden layer K.

5.5.3 The Non-Markovian Case � Optimally
Stopping Fractional Brownian Motions

In order to compare our algorithms on a problem where the underlying
process is non-Markovian, we take the example of the fractional
Brownian motion (WH

t )t�0 as in (Becker et al., 2019). Unlike classical
Brownian motion, the increments of fractional Brownian motion need
not be independent. Fractional Brownian motion is a continuous
centered Gaussian process with covariation function E

�
WH
t WH

s
�

=
1
2

�
jtj2H + jsj2H � jt� sj2H

�
where H 2 (0; 1] is called the Hurst

parameter. When the Hurst parameter H = 0:5, then WH is a standard
Brownian motion; when H 6= 0:5, the increments of (WH

t )t�0 are
correlated (positively if H > 0:5 and negatively if H < 0:5) which means
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that for H 6= 0:5, (WH
t )t�0 is not Markovian (Bayer et al., 2016; Livieri

et al., 2018; Gatheral et al., 2018; El Euch et al., 2018; Abi Jaber and
El Euch, 2019).

Stock Model, Payo�s and Baselines

In this section we use a d-dimensional fractional Brownian motion, with
independent coordinates all starting at X0 = 0, as the underlying process
Xt = WH

t . In contrast to the price processes we used before, this
process can become negative. In the one-dimensional case, we use the
identity as �payo�� function g = id as in (Becker et al., 2019), which
can lead to negative �payo�� values. Moreover, we use the maximum
g(x) = max(x1; x2; : : : ; xd) for any x = (x1; x2; : : : ; xd) 2 Rd and the
mean g(x) = 1=d

Pd
i=1 xi as �payo�s� for higher dimensions, which can

also yield negative values. In particular, this setting leads to an optimal
stopping problem outside of the standard discretized American option
pricing setting. We compare RLSM and RRLSM to DOS and the path-
version of DOS (pathDOS), where the entire path until the current date
is used as input (Becker et al., 2019). Moreover, we test RFQI and its
recurrent and path-version in this setting.

For two values of the Hurst parameter the optimal value can be
computed explicitly. In particular, for H = 0:5 we have a Brownian
motion and therefore the optimal value is 0 and for H = 1 we have a fully
correlated process (i.e. all information is known after the �rst step), where
the optimal value is approximately 0:39495 (Becker et al., 2019).

Results and Discussion

For d = 1, we clearly see the outperformance of the algorithms processing
information of the path compared to the ones using only the current
value as input (Figure 5.4 left). Moreover, this application highlights
the limitation of reinforcement learning techniques when applied in non-
Markovian settings as discussed in (Kaelbling et al., 1996). In particular,
RFQI, the randomized RNN version of it and its path-version do not work
well in this example (Figure 5.4 middle).

This poor performance was consistent under varying hyper-parameters.
RRLSM achieves very similar results to those reported for pathDOS
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Figure 5.4: Top left: algorithms processing path information outperform.
Top right: reinforcement learning algorithms do not work well in non-
Markovian cases. Bottom: RRLSM achieves similar results as reported
in (Becker et al., 2019), while using only 20K paths instead of 4M for
training which took only 1s instead of the reported 430s.
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in (Becker et al., 2019) with an MSE of 0:0005 between their reported
values and ours, while using only 20K instead of 4M paths (Figure 5.4
right). RRLSM needs only 1s to be trained in contrast to 430s reported
in (Becker et al., 2019). The longer training times can partly be explained
by the larger amount of paths used. However, our implementation of
pathDOS using the same number of 20 hidden nodes as RRLSM and also
being trained on 20K paths (hence completely comparable to the training
of RRLSM) takes approximately 175s and achieves slightly worse results
than RRLSM (Figure 5.4 left) with an MSE of 0:0018. The exact prices
displayed in Figure 5.4 are provided in Appendix 5.9.1.

For higher dimensions, we use the small Hurst parameter H = 0:05
for which a big di�erence between the standard and the path dependent
algorithms was visible in the one-dimensional case. RFQI yieldsvery
similar prices as DOS and RRLSMyields very similar prices as pathDOS.
However, RFQI and RRLSM are considerably faster than DOS and
pathDOS (Table 5.11).

price duration
payo� d DOS pathDOS RLSM RRLSM DOS pathDOS RLSM RRLSM

Identity 1 0.67 (0.02) 1.24 (0.01) 0.65 (0.01) 1.24 (0.01) 1m15s 3m 1s 0s 1s

Max 5 1.96 (0.01) 2.15 (0.01) 2.00 (0.01) 2.16 (0.01) 3m 8s 21m46s 4s 1s
10 2.34 (0.01) 2.43 (0.01) 2.40 (0.01) 2.43 (0.02) 3m49s 37m46s 4s 2s

Mean 5 0.29 (0.01) 0.53 (0.00) 0.28 (0.01) 0.52 (0.01) 3m40s 21m 8s 3s 1s
10 0.20 (0.01) 0.36 (0.00) 0.21 (0.01) 0.33 (0.01) 3m39s 36m 1s 5s 1s

Table 5.11: Identity, maximum and mean on the fractional Brownian
motion with H = 0:05 and di�erent number of stocks d.

5.5.4 Non-Markovian Stock Models

In Section 5.5.3 we saw that the RL based algorithms do not perform
well on problems which are highly path dependent. In this section, we
consider �intermediate� problems of typical non-Markovian stock models,
where a path dependence exists, but where this path dependence is not
very strong.
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Heston Without Variance as Input

First, we revisit the Heston model (5.9), but this time without feeding the
algorithms the variance, which makes it a non-Markovian problem. For
the max call (Table 5.14), min put (Table 5.15) and max call with dividend
(Table 5.16) options on Heston without variance, all the algorithms yield
very similar prices as on Heston with variance (Tables 5.2, 5.7 and 5.8),
therefore we do only show the tables in Appendix 5.9.2. In particular, this
suggests that even though the Heston model is not Markovian without
providing the current variance, this doesn’t make a di�erence for option
pricing.

Rough Heston

Moreover, we test on the rough Heston model, where the variance itself
is path-dependent. This model recently became a very popular choice
for modelling �nancial markets (El Euch and Rosenbaum, 2018; El Euch
et al., 2019; Gatheral et al., 2020). The rough Heston model (El Euch and
Rosenbaum, 2018) is de�ned as

dXt = (r � �)Xtdt+
p
vtXtdWt;

vt = v0 +
Z t

0

(t� s)H�1=2

�(H + 1=2)
�(v1 � vs)ds+

Z t

0

(t� s)H�1=2

�(H + 1=2)
�
p
vsdBs;

whereX0 = x0, the Hurst parameterH 2 (0; 1=2) and (Wt)t�0 and (Bt)t�0
are two d-dimensional Brownian motions correlated with coe�cient � 2
(�1; 1). We choose the drift r = 5%, the dividend rate � = 10%, the
volatility of volatility � = 20%, the long term variance v1 = 0:01 , the
mean reversion speed � = 2, the correlation � = �30%, the initial stock
price x0 = 100 and the initial variance v0 = 0:01 and consider a max call
option on the stock price X.

As for the Heston model, also for the rough Heston model there is
no signi�cant di�erence between the computed prices with and without
providing the current variance, therefore we only show prices where the
current variance was also fed to the algorithms, which is still a non-
Markovian setting. For the max call option on the rough Heston model
(with variance) (Table 5.12), we see again that the reinforcement learning
based algorithms FQI and RFQI do not work well.
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Overall, DOS, NLSM, RLSM and RRLSM achieve very similar prices,
never deviating more than 2:2% from each other. In particular, we do not
see a better performance of the path dependent algorithms pathDOS and
RRLSM compared to DOS and RLSM.
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5
price duration

d LSM DOS pathDOS NLSM RLSM RRLSM FQI RFQI LSM DOS pathDOS NLSM RLSM RRLSM FQI RFQI

5 8.78 (0.08) 8.78 (0.10) 8.76 (0.08) 8.69 (0.06) 8.81 (0.10) 8.74 (0.07) 8.33 (0.11) 8.01 (0.29) 29s 7s 14s 3s 0s 0s 7s 0s
10 12.99 (0.09) 13.00 (0.06) 13.00 (0.11) 12.94 (0.07) 13.02 (0.13) 12.74 (0.09) 12.22 (0.08) 10.68 (0.74) 1m31s 7s 18s 3s 0s 0s 29s 0s
50 22.55 (0.11) 25.67 (0.07) 25.06 (0.11) 26.08 (0.10) 25.64 (0.19) 25.77 (0.19) 22.92 (0.72) 17.30 (0.29) 40m17s 10s 1m27s 4s 0s 0s 1h24m 6s 1s
100 - 32.52 (0.15) 31.24 (0.14) 32.39 (0.23) 32.60 (0.13) 32.71 (0.16) - 24.46 (0.19) - 17s 2m37s 6s 0s 0s - 1s

Table 5.12: Max call option on Rough�Heston for di�erent number of stocks d. The interest rate is r = 5%
and the dividend rate is � = 10%.



5.6 Conclusion 195

5.6 Conclusion

Based on a broad study of machine learning based approaches to
approximate the solution of optimal stopping problems, we introduced
two simple and powerful approaches, RLSM and RFQI. As state-of-the-
art algorithms, they are very simple to implement and have convergence
guarantees. Moreover, similarly to the neural network methods, they are
easily scalable to high dimensions and there is no need to choose basis
functions by hand. Furthermore, in our empirical study we saw that
RLSM and RFQI are considerably faster than existing algorithms for high
dimensional problems. In particular, up to 2400 (and 4800) times faster
than LSM (and FQI respectively) with basis functions of order 2, 5 to 16
times faster than NLSM and 20 to 66 times faster than DOS.

In our Markovian experiments, RFQI often achieves the best results
and if not, usually is very close to the best performing baseline method
under consideration, recon�rming that reinforcement learning methods
surpass backward induction methods.

In our non-Markovian experiments on fractional Brownian Motion, our
randomized recurrent neural network algorithm RRLSM achieves similar
results as the path-version of DOS, while requiring less training data and
being much faster. However, this example also brought up the limitations
of reinforcement learning based approaches, in particular of RFQI, which
do not work well in those non-Markovian experiments.

In our non-Markovian experiments on rough Heston, we concluded
that there is no need of using a recurrent neural network, since RLSM has
similar results as RRLSM. This is also the case with DOS and pathDOS.

Overall, the speed of our algorithms is very promising for applications
in high dimensions and with many discretization times, where existing
methods might become impractical and where our methods show very
reliable performance. To summarize, we suggest to use RFQI for
Markovian problems, RLSM for non-Markovian processes which do not
have a strong path-dependence, as the stock price of rough Heston and
�nally RRLSM for non-Markovian processes which have a strong path-
dependence like fractional Brownian Motion.
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5.7 Convergence of the Randomized Least
Square Monte Carlo (RLSM)

We �rst introduce some technical notation that will be helpful for the
proofs. Then we describe the steps from the theoretical idea of RLSM to
its implementable version that was presented in Section 5.1.7. These
descriptions and proofs are based on (Tsitsiklis and Van Roy, 2001;
ClØment et al., 2001), in particular, our theoretical results are a direct
consequence of these works and the universal approximation theorem of
Zhang et al. (2012). Nevertheless, we give a detailed description here for
completeness.

5.7.1 De�nitions

We assume to have a sequence of in�nitely many random basis functions
� = (�k)k�1, where each �k is of the form

�k : Rd ! R; x 7! �k(x) := �(�>k x+ �k);

with � a bounded activation function, �k 2 Rd and �k 2 R. The
parameters �k and �k have i.i.d. entries with a standard Gaussian
distribution, hence the name random basis functions. With (~
; ~F ; ~P) we
denote the probability space on which the random weights are de�ned. For
each K 2 N we de�ne the operator �K acting on � = (�1; : : : ; �K) 2 RK
by

(�K�)(x) := �>�(x) :=
KX

k=1

�k�k(x):

In particular, �K is the operator producing a linear combination of the �rst
K random basis functions. We assume to have a Markovian, discrete time
stochastic processX = (X0; : : : ; XN ) de�ned on a �ltered probability space
(
;F ; (Fn)Nn=0;P). In particular, each Xn is a Fn-measurable random
variable. We assume that there exists an absolutely continuous measure
Q� P, the pricing measure, and that the distribution of Xn under Q is
�n. For expectations with respect to these random variables under Q, we
write E[�]. For 0 � n � N we use the norm

kfk2�n := E[jf(Xn)j22] =
Z

R
jf(x)j22d�n(x);
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where j � j2 is the Euclidean norm and f a measurable function. We
introduce the operators En and �K

n de�ned by

(EnJ)(x) := E[J(Xn+1)jXn = x];

(�K
n J) := arg min

�K�
kJ � �K�k�n ;

for J 2 L2(�n). With Ên we denote the one-sample approximation of
En, i.e. (ÊnJ)(Xn) = J(Xn+1), which is better understood in terms of a
realization of x = (x0; : : : ; xN ) of X as (ÊnJ)(xn) = J(xn+1). Moreover,
�̂K
n is the Monte Carlo approximation of �K

n , i.e. if x1
n; : : : ; xmn are i.i.d.

samples of �n, then (�̂K
n J) := arg min�K�

1
m
Pm
i=1
�
J(xin)� (�K�)(xin)

�2.
In the following, we write �n and �̂n whenever K is �xed.

5.7.2 Theoretical Description of RLSM

We �rst introduce the exact algorithm to compute the continuation
value and then give de�nitions of the 2-step approximation of this exact
algorithm. The �rst step is to introduce projections on the subspace of
functions spanned by �K , while assuming that (conditional) expectations
can be computed exactly. We call this the idealized algorithm. We remark
that also the projection itself is based on minimizing an expectation. The
second step is to introduce Monte Carlo and one-sample approximations of
the projections and (conditional) expectations usingm sample paths. This
we call the implementable algorithm, since it can actually be implemented.
Our goal is then to show that the price computed with those two
approximation steps converges to the true price, when K and m increase
to in�nity.

Exact Algorithmic

The continuation value is the expected discounted payo� at the current
time conditioned on a decision not to exercise the option now. The exact
algorithmic de�nition of the continuation value is de�ned backwards step-
wise as in (Tsitsiklis and Van Roy, 2001) as

(
QN�1 := �EN�1g;
Qn := �En max(g;Qn+1):

(5.10)
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Idealized Algorithm

Our idealized algorithm to compute the continuation value, written similar
as in (Tsitsiklis and Van Roy, 2001), is de�ned for �xed K as

(
~QKN�1 := �EN�1PKN ;
~QKn := �EnPKn+1;

(5.11)

where
(
PKN := g;
PKn := g1g���Kn EnPKn+1

+ �EnPKn+11g<��Kn EnPKn+1
:

In particular, PKn can be interpreted as the choice of the algorithm at
time step n, to either execute and take the payo� or to continue with the
expected discounted future payo�. We drop the superscript K whenever it
is clear from the context whichK is meant. We see from this equation, that
the di�erence from the idealized algorithm in (Tsitsiklis and Van Roy, 2001,
described in (1) and before Theorem 1) is, that we use the ~Qn+1 instead
of its linear approximation with the random basis functions �n ~Qn+1, if
we decide to continue. However, the decision to continue or to stop, is still
based on the approximation �n ~Qn+1 as it is also the case in the idealized
algorithm (Tsitsiklis and Van Roy, 2001). If the linear approximation is
exact, both algorithms produce the same output, but if it is not exact,
our algorithm uses a better approximation of the continuation value.

Implementable Algorithm

Finally, we de�ne our implementable algorithm to compute the
continuation value, which is an approximation of the idealized algorithm
using the approximations Ên and �̂K

n as
(

~̂QKN�1 := �ÊN�1P̂KN ;
~̂QKn := �ÊnP̂Kn+1;

(5.12)

where
(
P̂KN := g;
P̂Kn := g1g���̂Kn ÊnP̂Kn+1

+ �ÊnP̂Kn+11g<��̂Kn ÊnP̂Kn+1
:
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Also here we drop the superscript K whenever it is clear from the context
which K is meant.

5.7.3 Preliminary Results

The following result is proven in (Zhang et al., 2012, Theorem 3).

Theorem 5.7.1. Let 0 � n � N � 1 and J be an integrable function, i.e.
kJk�n <1, then

k�K
n J � Jk�n

~P-a.s.����!
K!1

0:

5.7.4 Convergence Results

The price of the Bermudan approximation of the American option can be
expressed with the exact algorithm as

U0 := max (g(X0); Q0(X0)) ;

the price computed with the idealized algorithm is

UK0 := max
�
g(X0); ~QK0 (X0)

�

and the price computed with the implementable algorithm is

UK;m0 := max

 

g(X0);
1
m

mX

i=1

~̂QK0 (x0; xi1; : : : ; x
i
N )

!

:

Combining the following two results, convergence of UK;mK0 to U0 as
K !1 can be established by choosing a suitable sequence (mK)K�1.

Theorem 5.7.2. The idealized price UK0 converges to the correct price
U0 ~P-a.s. as K !1.

Theorem 5.7.3. We assume that Q[��K
n EnPKn+1(Xn) = g(Xn)] = 0 for

all 0 � n � N � 1. Then the implementable price UK;m0 converges almost
surely to the idealized price UK0 as m!1.

The proofs are a direct consequence of ClØment et al. (2001).
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Theorems 5.7.2 and 5.7.3. The proofs are implied by the results presented
in (ClØment et al., 2001, Section 3). We only need to establish that their
assumption A1 is satis�ed. The assumption A2 is actually not needed, as
explained below.

Assumption A1 is that (�k(Xn))k�1 is total in L2(�(Xn)) for every
1 � n � N � 1, which is used to show that k�K

n Qn � Qnk�n converges
to 0. We replace this assumption by our Theorem 5.7.1, which therefore
yields ~P-almost sure convergence in the result.

Assumption A2 is that for every 1 � n � N and every K > 0, ifPK
k=0 �k�k(Xn) = 0 almost surely, then all �k = 0. This assumption is

actually only needed for the projection weights to be uniquely de�ned,
such that they can be expressed by the closed-form ordinary least squares
formula. Otherwise, if this assumption is not satis�ed, there exist several
weight vectors �, which all de�ne the same projection �K� minimizing the
projection objective. By Gram�Schmidt, we can generate an orthonormal
basis (~�k)1�k� ~K(K) of the linear subspace of L2 that is spanned by
(�k)1�k�K , with ~K(K) � K. By its de�nition, (~�k)1�k� ~K(K) satis�es
assumption A2 and therefore, the results of (ClØment et al., 2001, Section
3) can be applied. Finally, we note that the projections are the same,
no matter whether (~�k)1�k� ~K or (�k)1�k�K are used to describe the
space that is spanned. We are interested in the convergence of the price.
Considering the de�nition (5.12), we see that the price depends only on
the projection but not on the used weights. Therefore, we can conclude
that the same statements hold with our originally de�ned random basis
functions (�k)1�k�K .

5.8 Convergence of the Randomized Fitted
Q-Iteration (RFQI)

Similar as in Section 5.7, we �rst introduce some additional technical
notation needed for the proofs. Then we describe the steps from the
theoretical idea of RFQI to its implementable version that was presented
in Section 5.2. In contrast to Section 5.7, the algorithms described
here are applied simultaneously for all times. Again, the proof is a
direct consequence of (Tsitsiklis and Van Roy, 2001) and the universal
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approximation theorem of Zhang et al. (2012), but is given in detail for
completeness.

5.8.1 De�nitions

In Section 6, Tsitsiklis and Van Roy (2001) introduced a reinforcement
learning version of their optimal stopping algorithm, where a stopping
function is learned that generalizes over time. In particular, instead of
learning a di�erent function for each time step, a single function that gets
the time as input is learned with an iterative scheme. In accordance with
this, the random basis functions are rede�ned such that they also take
time as input

�k :Rd � f0; : : : ; N � 1g ! R;

(x; n) 7! �k(x; n) := �(�>k (x; n)> + �k);

with �k 2 Rd+1 and �k 2 R. For 0 � n � N � 1 let �K;n be de�ned
similarly to before as

(�K;n�)(x) := �>�(x; n) :=
KX

k=1

�k�k(x; n);

for � 2 RK and x 2 Rd. Moreover, let �k := (�K;0; : : : ;�K;N�1), such
that

�k� := (�K;0�; : : : ;�K;N�1�):

In the following, we consider the product space (L2)N := L2(�0)� � � � �
L2(�N�1), which is the space on which the functions for all time steps can
be de�ned concurrently. For J = (J0; : : : ; JN�1) 2 (L2)N we de�ne the
norm

kJk� :=
1
N

N�1X

n=0

kJnk�n ;

where k�k�n is as de�ned in Section 5.7. Let us de�ne the projection
operator �K as

(�KJ) := arg min
�K�
k�K� � Jk�;
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for J = (J0; : : : ; JN�1) 2 (L2)N . Finally, we de�ne the operator

H : (L2)N ! (L2)N ;
0

BBB@

J0
...

JN�2
JN�1

1

CCCA
7!

0

BBB@

�E0 max(g; J1)
...

�EN�2 max(g; JN�1)
�EN�1g

1

CCCA
; (5.13)

where En and g are as de�ned in the previous sections.

5.8.2 Theoretical Description of the Algorithm

Based on the de�nitions in Section 5.7.2, we �rst introduce the exact
algorithm and then give the two-step approximation with the idealized
and implementable algorithm.

Exact Algorithm

Let Qn as de�ned in (5.10), then Q := (Q0; : : : ; QN�1) satis�es Q = HQ
by de�nition. In particular, Q is a �xed point of H. It was shown in
(Tsitsiklis and Van Roy, 2001, Section 6) that H is a contraction with
respect to the norm k�k� with contraction factor �. Hence, the Banach
�xed point theorem implies that there exists a unique �xed point, which
therefore has to be Q, and that for any starting element J0 2 (L2)N , J i
converges to Q in (L2)N as i!1, where J i+1 := HJ i. This yields a way
to �nd the exact algorithm Q iteratively.

Idealized Algorithm

The combined operator �KH is a contraction on the space �K(L2)N , since
the projection operator is a non-expansion as outlined in (Tsitsiklis and
Van Roy, 2001, Section 6). The idealized algorithm is then de�ned as the
unique �xed point ~QK of �KH, which can again be found by iteratively
applying this operator to an arbitrary starting point. Since any element
in �K(L2)N is given as �K� for some weight vector � 2 RK , this iteration
can equivalently be given as iteration on the weight vectors. To do this,
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let us assume without loss of generality that (�k)1�k�K are independent
(if not, see the strategy in Proof of Theorem 5.7.2 and 5.7.3). Then, given
some starting weight vector �0

K , the iterative application of �KH de�nes
the weight vectors

�i+1
K := �

 

E

"
N�1X

n=0

�>1:K(Xn; n)�1:K(Xn; n)

#!�1

� E

"
N�1X

n=0

�>1:K(Xn; n) �max
�
g(Xn+1); (�K;n+1�iK)(Xn+1)

�
#

;

where �1:K = (�1; : : : ; �K). This closed-form solution is exactly the
ordinary least squares (OLS) formula and this result was shown in
(Tsitsiklis and Van Roy, 2001, Section 6).

Implementable Algorithm

An implementable version of this iteration is de�ned by the Monte Carlo
approximation of the weight vectors. In particular, we assume that
m realizations (xj0; : : : ; x

j
N )1�j�m of X are sampled and �xed for all

iterations. Then for �̂0
K;m = �0

K we iteratively de�ne

�̂i+1
K;m := �

0

@
mX

j=1

N�1X

n=0

�>1:K(xjn; n)�1:K(xjn; n)

1

A
�1

�
mX

j=1

N�1X

n=0

�>1:K(xjn; n) �max
�
g(xjn+1); (�K;n+1�̂iK;m)(xjn+1)

�
;

which in turn de�nes Q̂K;m;i := �K �̂iK;m. As explained in (Tsitsiklis and
Van Roy, 2001, Section 6), this implementable iteration can equivalently
be described as iteratively applying the operator \�KH. Here \�KH is
identical to �KH, but with the measures �n replaced by the empirical
measures �̂n arising from the sampled trajectories (xj0; : : : ; x

j
N )1�j�m.

Hence, \�KH is also a contraction and Banach’s �xed point theorem implies
convergence to the unique �xed point

Q̂K;m;i i!1���! Q̂K;m =: �K �̂?K;m:
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We note that this also implies that �̂iK;m
i!1���! �̂?K;m.

5.8.3 Convergence Result

In the following, we show that prices of Bermudan options computed with
the two approximation steps of the exact algorithm converge to the correct
price, as K;m!1. The prices are de�ned similarly as in Section 5.7.4.
Hence, it is enough to show that Q̂K;mi;i converges to ~QK as i!1 and
that ~QK converges to Q as K !1.

Theorem 5.8.1. ~QK converges ~P-a.s. to Q as K !1, i.e.

k ~QK �Qk�
~P�a:s:����!
K!1

0:

Proof. First, let us recall (Tsitsiklis and Van Roy, 2001, Theorem 3), which
states that for 0 < � < 1 the contraction factor of �KH, we have

k ~QK �Qk� �
1

p
1� �2

k�KQ�Qk�:

Now remark that since �K is a non-expansion and H a contraction with
factor �, we have � � � < 1. Therefore, for every K we have

k ~QK �Qk� �
1

p
1� �2

k�KQ�Qk�: (5.14)

Finally, we remark that Theorem 5.7.1 holds equivalently for the norm k�k�,
since the universal approximation theorem can equivalently be applied to
the functions with the combined input (x; n). Hence, the right hand side
of (5.14) converges to 0 ~P-a.s. as K !1.

We recall that the weight vectors �̂iK;m are random variables since they
depend on the m sampled trajectories of X.

Lemma 5.8.2. For any �xed i 2 N we have that �̂iK;m converges to �iK
Q-a.s. as m!1.
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Proof. The proof follows the proof of (Tsitsiklis and Van Roy, 2001,
Theorem 2). We introduce the intermediate weight as

~�iK;m := �

0

@
mX

j=1

N�1X

n=0

�>1:K(xjn; n)�1:K(xjn; n)

1

A
�1

�
mX

j=1

N�1X

n=0

�>1:K(xjn; n) �max
�
g(xjn+1); (�K;n+1�i�1

K )(xjn+1)
�
:

Then it is clear that ~�iK;m converges to �iK Q-a.s. as m ! 1, by the
strong law of large numbers. Hence, �i(m) := j~�iK;m � �iK j2 converges to 0
Q-a.s. Moreover, for suitably chosen random variables Ai(m) that remain
bounded as m!1, we have

�̂iK;m � ~�iK;m = Ai(m)j�̂i�1
K;m � �

i�1
K j2:

Therefore we have by the triangle inequality

j�̂iK;m � �
i
K j2 � �i(m) +Ai(m)j�̂i�1

K;m � �
i�1
K j2:

Since (by our choice) we start with the same weight vector �̂0
K;m = �0

K , we
can conclude by induction that

j�̂iK;m � �
i
K j2

Q�a:s:����!
m!1

0:

However, we remark that this proof only works as long as i is �xed, but
not in the limit i ! 1, since their induction would lead to an in�nite
sum.

Theorem 5.8.3. LetK 2 N be �xed. Then there exists a random sequence
(mi)i�0 such that Q̂K;mi;i converges Q-a.s. to ~QK as i!1, i.e.

kQ̂K;mi;i � ~QKk�
Q�a:s:����!
i!1

0:

Proof. Let us de�ne �?K 2 RK to be the weight vector of the unique �xed
point ~QK of �KH, i.e. ~QK = �K�?K . From Banach’s �xed point theorem
we know that j�iK � �?K j2 ! 0 as i!1.
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With Lemma 5.8.2 we know that for every i 2 N there exists 
i � 

with Q(
i) = 1 such that �̂iK;m(!) converges to �iK for all ! 2 
i. Let

1 := \1i=1
i be the set on which this convergence holds for all i 2 N,
then Q(
1) = 1. Fix ! 2 
1. Now let us choose m0 = 0 and for every
i > 0, mi > mi�1 such that j�̂iK;mi(!)� �iK j2 � 1=i. Therefore, we obtain
that

j�̂iK;mi(!)� �?K j2 � j�̂
i
K;mi(!)� �iK j2 + j�iK � �

?
K j2 �

1
i

+ j�iK � �
?
K j2;

which converges to 0 when i tends to in�nity.

5.9 Convergence of the Randomized
Recurrent Least Square Monte Carlo
(RRLSM)

In this section, we extend the results of Section 5.7 to the non-Markovian
setting, where we assume that the path up to the current time is a Markov
process. In particular, given a discrete time stochastic process X =
(X0; : : : ; XN ) as before, we assume that its extension Z = (Z0; : : : ; ZN )
with Zn = (Xn; Xn�1; : : : ; X0; 0; : : : ; 0) taking values in RN+1�d for all
0 � n � N is a Markov process. Hence, all results of Section 5.7 hold
similarly up to replacing X by Z. In particular, this immediately implies
that RLSM with the path input Z approximates the correct price of the
Bermudan option arbitrarily well as K !1. Therefore, it is only left to
show that an equivalent result to Theorem 5.7.1 holds for our randomized
recurrent neural network (5.6), which takes X as input instead of Z, but
makes use of a latent variable in which information about the past is
stored.

Fix some 1 � n � N � 1 and let �n now be the distribution of Zn
under Q. Moreover, let the basis functions �n = (�nk )k�1 be now given
by the n-th latent variable hn of (5.6). In particular, we de�ne �nk as the
function mapping zn = (xn; xn�1; : : : ; x0; 0; : : : ; 0) to the k-th coordinate
of

hn = �(Axxn +Ahhn�1 + b);
where h�1 = 0. By abuse of notation, for growing k we let the matrices
grow by adding now rows of random elements to b; Ax and Ah and �lling
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up the new columns of previous rows of Ah with zeros. Like this, �nk is
well de�ned for all k � 1. The operator �K

n is de�ned similarly as before,
but with this new set of basis functions, de�ned on the set of �n-integrable
function J . Then we have to show that the following results are true,
so that the assumptions for Theorem 5.7.2 and 5.7.3 are satis�ed. The
remainder of their proof works as before.

Proposition 5.9.1. If the activation function � is invertible then for all
0 � n � N � 1

k�K
n Qn �Qnk�n

~P-a.s.����!
K!1

0: (5.15)

Before we start with the proof, we remark that standard results
for the approximation of dynamical systems with RNNs (Schäfer and
Zimmermann, 2006) and reservoir computing systems (Gonon and Ortega,
2020a) do not apply here, since the dynamical system to approximate
Q = (Q0; : : : ; QN�1) is not time-invariant (in the language of Gonon and
Ortega (2020a)).

Proof. Firstly, we note that it is enough to show that for any � > 0
there exists some size K 2 N and weight matrices b; Ax; Ah such
that the corresponding neural network approximation ~�n

KQn satis�es
k~�K

n Qn � Qnk�n < � for all 0 � n � N � 1. Indeed, if this is true,
the convergence (5.15) follows by the same arguments as in (Zhang et al.,
2012, Theorem 3).
Secondly, we note that it is enough to show the statement above for any
�xed n separately, i.e. that for each 0 � n � N � 1 and � > 0 there exist
Kn 2 N and weight matrices bn; Anx ; Anh such that the corresponding neural
network approximation ~�n

KQn satis�es k~�K
n Qn � Qnk�n < �. Indeed, if

this is true, the stronger statement follows immediately by setting

Ax =

0

B@

A0
x
...

AN�1
x

1

CA ; Ah =

0

B@

A0
h

. . .
AN�1
h

1

CA and b =

0

B@

b0
...

bN�1

1

CA :

Hence, let us �x some � > 0 and n and let us assume that d = 1 for
simplicity of notation, while the extension to d > 1 is immediate. Then
we know from Theorem 5.7.1 that there exists some neural network f such
that kf �Qnk�n < �. The di�erence between the approximation ~�n

K and
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f is that ~�n
K gets a recurrent input, while f gets the entire path as input.

However, since n is �xed and �nite, we can simply accumulate the same
path information in hn by setting b0 = 0, A0

x = (1; 0; : : : ; 0)> 2 Rn and

A0
h =

0

BBBBBB@

0 : : : 0
1 0 : : : 0

0
. . .

...
...
0 : : : 0 1 0

1

CCCCCCA
2 Rn�n:

Indeed,
with this choice we have h0

n�1 = (�(xn�1); �(�(xn�2)); : : : ; �(n)(x0))>.
Let us de�ne the function

’ : (xn; : : : ; x0; 0; : : : ; 0) 7! (xn; �(xn�1); : : : ; �(n)(x0)):

Under the assumption that � is invertible also ’ is and there exists a
function ~Qn such that ~Qn � ’ = Qn. Since Qn is integrable with respect
to �n, the change of variables formula implies that ~Qn is integrable with
respect to ’�1��n and E(’�1��n)[ ~Qn] = E�n [ ~Qn�’] = E�n [Qn]. Therefore,
there exists a neural network ~f = ~� �( ~A �+~b) such that

k ~f � ’�Qnk�n = k( ~f � ~Qn) � ’k�n = k ~f � ~Qnk’�1��n < �:

By extending b0; A0
x; A0

h to

b =
�
b0
~b

�
; Ax =

�
A0
x

~A1

�
; Ah =

�
A0
h 0

~A2:n+1 0

�
;

where ~A = ( ~A1; ~A2:n+1), we get

hn =
�
�(A0

xxn +A0
hh

0
n�1 + b0)

�( ~A’(zn) + ~b)

�
:

Therefore, we can conclude the proof, since the corresponding
approximation ~�n

K satis�es k~�n
KQn �Qnk�n � k ~f � ’�Qnk�n � �.

Remark 5.9.2. The idea of the proof is to use the recurrent structure
only to recover the path-wise input zn for which the standard feed-forward
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neural network approximation results can be used. This is clearly less
e�cient than using the path-wise input directly. However, in practice, the
recurrent neural network approach is usually more e�cient than the path-
wise approach, �nding better ways to store and process the past information
than the one given in the proof. This is in line with our empirical �ndings.
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5.9.1 Stopping of Fractional Brownian Motion Table

The results shown in the plots of Section 5.5.3 are given in Table 5.13.

price duration
H DOS pathDOS RLSM RRLSM FQI RFQI RRFQI pathRFQI DOS pathDOS RLSM RRLSM FQI RFQI RRFQI pathRFQI

0.01 0.85 (0.02) 1.48 (0.01) 0.84 (0.01) 1.45 (0.01) 0.79 (0.01) 0.78 (0.02) 0.85 (0.07) 1.09 (0.08) 1m15s 2m59s 0s 1s 9s 5s 18s 18s
0.05 0.67 (0.02) 1.24 (0.01) 0.65 (0.01) 1.24 (0.01) 0.68 (0.01) 0.67 (0.02) 0.71 (0.04) 0.99 (0.07) 1m15s 3m 1s 0s 1s 9s 4s 19s 19s
0.1 0.50 (0.02) 0.99 (0.01) 0.49 (0.01) 1.02 (0.01) 0.57 (0.01) 0.55 (0.01) 0.56 (0.05) 0.83 (0.03) 1m12s 2m58s 0s 1s 10s 4s 19s 20s
0.15 0.37 (0.02) 0.77 (0.01) 0.38 (0.01) 0.82 (0.01) 0.47 (0.02) 0.45 (0.02) 0.47 (0.05) 0.65 (0.03) 1m13s 2m59s 0s 1s 9s 4s 19s 18s
0.2 0.28 (0.01) 0.60 (0.01) 0.31 (0.01) 0.64 (0.01) 0.38 (0.01) 0.35 (0.09) 0.31 (0.02) 0.53 (0.02) 1m15s 2m58s 1s 1s 9s 4s 19s 17s
0.25 0.23 (0.01) 0.44 (0.01) 0.25 (0.01) 0.49 (0.01) 0.29 (0.01) 0.26 (0.05) 0.26 (0.04) 0.39 (0.02) 1m14s 2m58s 1s 1s 9s 4s 18s 19s
0.3 0.18 (0.01) 0.30 (0.01) 0.20 (0.01) 0.36 (0.01) 0.21 (0.01) 0.17 (0.01) 0.15 (0.01) 0.27 (0.01) 1m13s 2m57s 1s 1s 9s 4s 18s 18s
0.35 0.13 (0.01) 0.19 (0.01) 0.15 (0.01) 0.25 (0.01) 0.14 (0.01) 0.13 (0.02) 0.12 (0.03) 0.17 (0.01) 1m15s 2m57s 1s 1s 9s 4s 18s 19s
0.4 0.08 (0.01) 0.10 (0.01) 0.10 (0.01) 0.14 (0.01) 0.09 (0.01) 0.06 (0.01) 0.06 (0.01) 0.10 (0.02) 1m15s 2m59s 1s 1s 9s 4s 18s 19s
0.45 0.04 (0.01) 0.03 (0.01) 0.05 (0.01) 0.06 (0.01) 0.04 (0.01) 0.02 (0.01) 0.03 (0.01) 0.05 (0.01) 1m14s 2m58s 0s 1s 9s 4s 18s 18s
0.5 0.00 (0.00) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.01) 0.01 (0.01) 0.00 (0.01) 1m14s 2m57s 0s 1s 9s 4s 18s 18s
0.55 0.03 (0.01) 0.02 (0.01) 0.03 (0.01) 0.05 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 1m16s 3m 0s 1s 1s 9s 4s 17s 18s
0.6 0.07 (0.00) 0.09 (0.01) 0.08 (0.01) 0.10 (0.01) 0.00 (0.01) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00) 1m12s 2m56s 1s 1s 9s 4s 17s 18s
0.65 0.10 (0.01) 0.14 (0.01) 0.12 (0.01) 0.16 (0.01) 0.00 (0.00) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00) 1m13s 2m59s 1s 1s 9s 4s 17s 18s
0.7 0.14 (0.01) 0.19 (0.01) 0.16 (0.01) 0.20 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 1m13s 2m57s 1s 1s 9s 4s 18s 18s
0.75 0.18 (0.01) 0.23 (0.01) 0.19 (0.00) 0.23 (0.01) 0.00 (0.00) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00) 1m15s 2m55s 1s 1s 9s 4s 18s 18s
0.8 0.22 (0.01) 0.26 (0.01) 0.23 (0.01) 0.26 (0.01) 0.00 (0.01) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00) 1m15s 2m58s 1s 1s 9s 4s 17s 18s
0.85 0.26 (0.00) 0.29 (0.01) 0.27 (0.01) 0.29 (0.01) 0.00 (0.01) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00) 1m16s 2m55s 1s 1s 9s 4s 18s 18s
0.9 0.30 (0.01) 0.33 (0.01) 0.30 (0.00) 0.32 (0.00) 0.00 (0.01) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 1m14s 2m55s 1s 1s 9s 4s 18s 18s
0.95 0.34 (0.01) 0.35 (0.00) 0.34 (0.01) 0.35 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 0.00 (0.00) 1m 9s 2m55s 1s 1s 9s 4s 18s 18s
0.999 0.38 (0.01) 0.39 (0.01) 0.38 (0.01) 0.38 (0.00) 0.00 (0.00) 0.01 (0.01) 0.00 (0.00) 0.00 (0.00) 1m18s 2m45s 1s 1s 9s 4s 18s 18s

Table 5.13: Results of stopping fractional Brownian Motion for di�erent Hurst parameters.

5.9.2 Non-Markovian Stock Models � Additional Tables
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price duration
d LSM DOS NLSM RLSM FQI RFQI EOP LSM DOS NLSM RLSM FQI RFQI EOP

5 8.34 (0.07) 8.29 (0.09) 8.17 (0.06) 8.31 (0.07) 8.23 (0.04) 8.34 (0.08) 8.23 (0.04) 11s 7s 3s 0s 3s 0s 0s
10 11.83 (0.07) 11.81 (0.09) 11.39 (0.16) 11.83 (0.07) 11.77 (0.04) 11.82 (0.05) 11.79 (0.05) 29s 6s 3s 0s 6s 0s 0s
50 19.60 (0.07) 20.04 (0.04) 18.14 (0.37) 19.32 (0.05) 20.05 (0.06) 20.08 (0.06) 20.06 (0.03) 8m50s 7s 3s 0s 6m36s 1s 0s
100 20.51 (0.09) 23.57 (0.07) 21.29 (0.46) 22.87 (0.04) 23.56 (0.07) 23.67 (0.05) 23.67 (0.05) 40m44s 9s 3s 0s 1h21m35s 1s 0s
500 - 31.62 (0.06) 28.38 (0.55) 31.33 (0.04) - 32.09 (0.06) 32.14 (0.02) - 44s 8s 1s - 1s 0s
1000 - 34.99 (0.08) 33.03 (0.50) 35.06 (0.04) - 35.83 (0.05) 35.84 (0.03) - 1m16s 15s 2s - 1s 0s
2000 - 37.77 (0.07) 36.77 (0.32) 38.83 (0.06) - 39.64 (0.07) 39.61 (0.04) - 2m17s 25s 4s - 2s 0s

Table 5.14: Max call option on Heston for di�erent numbers of stocks d.

price duration
d LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

5 12.29 (0.07) 12.26 (0.06) 12.12 (0.08) 12.25 (0.07) 12.38 (0.08) 12.34 (0.07) 12s 6s 3s 0s 2s 0s
10 16.55 (0.06) 16.54 (0.10) 16.03 (0.19) 16.50 (0.06) 16.63 (0.09) 16.64 (0.06) 30s 6s 3s 0s 10s 0s
50 25.24 (0.07) 25.66 (0.07) 23.67 (0.35) 24.87 (0.04) 25.71 (0.07) 25.68 (0.04) 8m42s 8s 3s 0s 7m34s 1s
100 26.84 (0.09) 29.22 (0.07) 26.47 (0.62) 28.45 (0.03) 29.26 (0.06) 29.32 (0.07) 42m26s 12s 4s 0s 1h24m 4s 1s
500 - 36.47 (0.05) 33.80 (0.65) 36.26 (0.05) - 36.93 (0.04) - 56s 13s 1s - 1s
1000 - 39.25 (0.04) 37.01 (0.34) 39.33 (0.02) - 39.93 (0.04) - 1m49s 23s 2s - 2s
2000 - 41.45 (0.03) 39.92 (0.26) 42.25 (0.05) - 42.78 (0.04) - 3m58s 43s 5s - 2s

Table 5.15: Min put option on Heston for di�erent numbers of stocks d and varying initial stock price x0.
Here r = 2% is used as interest rate.

price duration
d LSM DOS NLSM RLSM FQI RFQI LSM DOS NLSM RLSM FQI RFQI

5 4.82 (0.03) 4.78 (0.04) 4.68 (0.04) 4.75 (0.04) 4.29 (0.12) 4.57 (0.06) 12s 5s 3s 0s 2s 0s
10 7.20 (0.06) 7.16 (0.04) 6.92 (0.06) 7.13 (0.05) 6.60 (0.14) 6.76 (0.16) 29s 6s 3s 0s 8s 0s
50 13.48 (0.05) 13.98 (0.03) 12.44 (0.18) 13.69 (0.04) 13.79 (0.03) 13.72 (0.07) 8m34s 8s 3s 0s 7m 7s 1s
100 14.63 (0.07) 17.13 (0.06) 15.19 (0.32) 16.83 (0.04) 16.97 (0.07) 16.99 (0.04) 39m49s 12s 6s 0s 1h23m 4s 1s
500 - 24.31 (0.08) 21.83 (0.63) 24.37 (0.04) - 24.69 (0.05) - 54s 12s 1s - 1s
1000 - 27.42 (0.07) 25.64 (0.55) 27.73 (0.03) - 28.08 (0.06) - 1m39s 23s 2s - 2s
2000 - 30.10 (0.08) 29.27 (0.36) 31.09 (0.04) - 31.50 (0.06) - 3m47s 43s 5s - 2s

Table 5.16: Max call option on Heston for di�erent numbers of stocks d. Here r = 5% is used as interest
rate and � = 10% as dividend rate.
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