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Abstract

Technological advances made over the last decades in sequencing technologies have
led to continuous improvements of quality and ever-decreasing costs of sequencing.
All this resulted in a steady growth of the amount of biological sequences produced
by medical institutions and the general scientific community. Yet, the vast majority
of this data is stored in data repositories that do not provide means for large-scale
analysis and search in this trove. For example, the European Nucleotide Archive (ENA)
and NCBI Sequence Read Archive (SRA) currently store over 37 and 72 Petabases of
sequences, respectively. However, to answer even such a simple question as ’has this
sequence, variant, or pathogen been observed anywhere before?’ with a moderately
large query would require extensive computations that cost over a thousand US dollars
with a typical Cloud Computing provider.

In this dissertation, we consider the problem of indexing large collections of biological
sequences. We design compressed data structures and apply these to build a tool
called MetaGraph, which aggregates large volumes of sequence data and makes it
searchable. As a result, life science researchers and other communities get easy access
to the sequence data for investigation, which is essential for making discoveries.

To demonstrate the capacity of MetaGraph, we have indexed a significant portion
of all publicly available sequencing samples from the SRA. We have also indexed a
number of other diverse and biologically relevant data sets, from reference genomes
to raw metagenomic reads. In total, we processed 4.6 Petabases of sequences, which
far exceeds the pivotal figure of one Petabase and, at last, makes this data fully and
efficiently searchable by sequence. The resulting indexes form a valuable community
resource, as they succinctly summarize large raw-sequence data sets while supporting
various queries against them. We provide these indexes as a public resource with
a subset of them hosted online as a service for interactive search. The size and the
diversity of the data we have processed prove the feasibility of keeping all existing
sequence archives indexed in a general manner and making them searchable, similarly
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to how Google indexes web pages and the information extracted from them.
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Zusammenfassung

Die technologischen Fortschritte, die in den letzten Jahrzehnten im Bereich der Sequen-
zierungstechnologien erzielt wurden, haben zu einer kontinuierlichen Verbesserung
der Sequenzqualität und einer steten Kostenreduktion geführt. Das Resultat ist ein
konstantes Anwachsen der Menge biologischer Sequenzen, welche von medizinischen
Einrichtungen und der wissenschaftlichen Gemeinschaft im Allgemeinen produziert
werden. Eine grosse Mehrheit dieser Daten ist in Datenbanken gespeichert, die kei-
ne Möglichkeiten für eine breit angelegte Analyse oder Volltext-Suche bieten. Das
European Nucleotide Archive (ENA) und das NCBI Sequence Read Archive (SRA)
speichern derzeit über 37 bzw. 72 Petabyte an Sequenzen. Die Beantwortung selbst
einer so einfachen Frage wie "Wurde diese Sequenz, Variante oder dieser Erreger schon
einmal irgendwo beobachtet?" mit einer mittelgrossen Suchanfrage, würde umfangrei-
che Berechnungen erfordern, die bei einem typischen Cloud-Computing-Anbieter weit
über tausend US-Dollar kosten.

In dieser Dissertation befassen wir uns mit dem Problem der Indizierung grosser Samm-
lungen biologischer Sequenzen. Wir entwerfen komprimierte Datenstrukturen und
wenden diese an, um ein Software-Tool namens MetaGraph zu entwickeln, das grosse
Mengen von Sequenzdaten zusammenfasst und durchsuchbar macht. Im Ergebnis
erhalten Forscher der Biowissenschaften und anderer Disziplinen direkten Zugang zu
den Sequenzdaten, was für neue Entdeckungen unerlässlich ist.

Um die Leistungsfähigkeit von MetaGraph zu demonstrieren, haben wir einen erhebli-
chen Teil aller öffentlich verfügbaren Sequenzdaten aus dem SRA indexiert. Wir haben
weiterhin eine Reihe anderer vielfältiger und biologisch relevanter Datensätze indiziert,
von Referenzgenomen bis hin zu metagenomischen Rohdaten. Insgesamt haben wir 4,8
Petabasen von Sequenzen verarbeitet, was die bisher kritische Schwelle von einer Peta-
base weit übersteigt und diese Daten endlich vollständig und effizient nach Sequenzen
durchsuchbar macht. Die resultierenden Indizes stellen eine wertvolle Ressource für
die Allgemeinheit dar, da sie grosse Rohsequenz-Datensätze hoch-komprimiert zu-
sammenfassen und gleichzeitig verschiedene Abfragen unterstützen. Wir stellen diese
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Indizes als öffentliche Ressource zur Verfügung, wobei eine Teilmenge als Online-Dienst
für die interaktive Suche bereitgestellt wird. Der Umfang und die Vielfalt der von
uns verarbeiteten Daten zeigen, dass es möglich ist, alle bestehenden Sequenzarchive
allgemein zu indizieren und durchsuchbar zu machen, ähnlich wie Google Webseiten
und die daraus extrahierten Informationen indiziert.
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Glossary

DNA sequencing The process of inferring the nucleic acid sequence, the nucleotides in
DNA. There are different methods or technologies used to perform this process
and determine the sequence of the four nucleotides: adenine (A), guanine (G),
cytosine (C), and thymine (T) in the sequenced DNA molecule. 1

sequencing read An inferred sequence of base pairs corresponding to a single DNA
fragment extracted in a sequencing experiment. Sequencing experiments typ-
ically require fragmentation of the genome into shorter sequences that are
ligated to adapters. The set of fragments is referred to as a sequencing library,
which is sequenced to produce a set of reads. 5

k-mer A contiguous subsequence of length k (k typically varies from 12 to 80 but
generally can be any natural number) of a longer sequence. Any sequence of
length n, n " k has n # k + 1 k-mers. 3

De Bruijn graph The De Bruijn graph of order k over an alphabet ! (e.g., ! = {A, C, G, T}
for DNA) is a pair (V, E), where V $ !k is a set of k-mers, and directed edges
E $ V2 are all ordered node pairs (k-mer(1), k-mer(2)) % V2, where the longest
nontrivial suffix of the source k-mer matches the longest nontrivial prefix of the
target k-mer: k-mer(1)

2...k = k-mer(2)
1...k#1 (si...j denotes a substring of string s from

the i-th to the j-th position). 3, 13, 27, 77, 123
contig A contiguous sequence corresponding to a path in the De Bruijn graph. 39
unitig A contiguous sequence corresponding to a path in the De Bruijn graph in which

all nodes except for the first and last have in- and out-degree 1. 39, 98
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1
Introduction

1.1 broad motivation

The last two decades have started a truly new era of genomic research thanks to the
advances made in DNA sequencing technologies. Numerous biological and medical
studies conducted by various institutions and laboratories around the world continu-
ously produce biological sequences at an ever-increasing rate [Ste+15]. Upon conclusion,
each of these studies is typically followed by uploading the generated data to an archive
service in order to enable either private or protected access to it. This is where such
massive archives as the NCBI SRA1 (Sequence Read Archive) originate. Several key data
repositories and the amount of data they currently store are listed in Table 1.1. In par-
ticular, the NCBI SRA has already accumulated over 72 Petabases of high-throughput
sequencing data. All this data, however, is only available for download in raw form.
Even such a basic operation as search by sequence (e.g., to answer such basic questions
as ’has a certain sequence, variant, or pathogen been observed anywhere before?’) is
currently not supported and remains intractable due to the lack of scalable approaches
for the representation and indexing of sequencing data. Given the size of the archives
and the limited resources available to the scientific community, this data is effectively
unavailable for any aggregated analysis, and any interactive exploration of it is virtually
impossible. Thus, indexing these enormous volumes of accumulated data to make it
accessible for search and analysis is an essential problem.

In this dissertation, we address this problem and develop methods to enable search
1 https://www.ncbi.nlm.nih.gov/sra
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Chapter 1. Introduction

Table 1.1: Several large, well-established repositories with biological sequences and their
statistics (collected on 05.12.2022 for the most recent available versions). The size of protein
sequence data is measured in Giga-residues (109 residues as a unit), while the size of collections
of nucleotide sequences is measured in Tera-base pairs (1012 base pairs as a unit).

Data repository Provider Type of sequences Size

RCSB PDB [Ber+00] RCSB Amino acid 0.025 Gr
UniProtKB [Con20] EMBL-EBI Amino acid 80.854 Gr
GenBank [Ben+12] NCBI Nucleotide (assembled) 1.5 Tbp
RefSeq [O’L+15] NCBI Nucleotide (assembled) 3.2 Tbp
ENA Assembl. [Bur+22] EMBL-EBI Nucleotide (assembled) 13.3 Tbp
DDBJ DRA [KSL11] DDBJ Nucleotide (raw reads) 24,710.6 Tbp
ENA Raw reads [Bur+22] EMBL-EBI Nucleotide (raw reads) 37,123.5 Tbp
NCBI SRA [Kat+22] NCBI Nucleotide (raw reads) 72,853.1 Tbp

and other aggregated analysis of sequencing data at Petabase scale. Our primary goal
is to develop a methodology for efficient search by sequence in large sequence archives
(such as those shown in Table 1.1), similarly to how such search engines as Google2

index information extracted from web pages and provide means for text search.

1.2 challenges of indexing biological sequences

In general, indexing of biological sequence data can be performed similarly to how it is
done in classical information retrieval [MRS08]. The web search engines extract tokens
(typically individual words or n-grams) from each collected document and store these
in a list (tokens per document). All these lists constructed for all documents constitute
a data structure called a forward (local) index. Then, the forward index is transformed
to construct an inverted (global) index, which stores lists of documents in which the
tokens occur (documents per token). The inverted index is used to perform an atomic
search, that is, to efficiently find all occurrences of any queried token. Forward and
inverted indexes are key data structures used in search engines to represent the relations
between indexed documents and tokens extracted from them, typically in the form

2 http://google.com
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1.2. Challenges of indexing biological sequences

of a distributed hash table. To retrieve documents, the search pattern is decomposed
into tokens and the inverted index is queried to find a set of relevant documents and
rank them. Analogously, forward and inverted indexes can be constructed for DNA
sequencing data, where a common approach for tokenization is to break the input
sequences down into short contiguous subsequences of length k, called k-mers, where k
typically varies from 12 to 80.

There are, however, several specific factors that make the problem of indexing se-
quencing data special. A particularly large size of data and the lack of pronounced
regularity in nucleotide or amino acid sequences lead to an enormous number of tokens
(k-mers) in the dictionary. It often exceeds 1011 and may reach 1012 for big data sets
and sufficiently large k. In addition, other special properties of sequencing data (e.g.,
high imbalance in sample size and sequencing errors of different types and rates for
different sequencing technologies) make retrieval and ranking of the matched sequences
complicated. Thus, domain-specific approaches and methods must be developed.

One of the main paradigms developed in the scientific community for indexing se-
quencing data involves the concept of an annotated De Bruijn graph (also referred to in
the literature as a labeled or colored De Bruijn graph). This approach consists in breaking
down all input sequences into k-mers and indexing these jointly in a data structure
called a De Bruijn graph (originally employed for the problem of de novo genome as-
sembly [Pev89; IW95; PTW01; ZB08]), which supports fast k-mer lookups and serves
as a dictionary mapping k-mers to their unique numeric identifiers. The metadata
associated with the input sequences (such as sample identifier, source, sequencing
technology, etc.) is then encoded separately as a binary relation between their unique
identifiers and the k-mers derived from the corresponding sequences. This binary
relation constitutes a labeling of the De Bruijn graph called a graph annotation, and it is
represented in the form of a sparse compressed binary matrix.

In this dissertation, we design and develop methods for scalable analysis of DNA and
protein sequence libraries to enable efficient search in large collections of biological data.
The designed algorithms and data structures are built upon recently proposed succinct
data structures, such as succinct rank/select dictionaries, and support efficient query
operations. Special attention in the project is paid to the evaluation of the proposed
methods and constructing community resource indexes, which help answering real-
world biological questions.
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Chapter 1. Introduction

1.3 background

1.3.1 Pairwise sequence alignment

The essence of sequence search consists in identifying regions in the target sequences
similar to the provided query sequence. In the simplest instance of this problem, one
may be interested in identifying regions of similarity in two biological sequences, which
may indicate functional, structural, or evolutionary relationship between them. This
problem is referred to as the pairwise sequence alignment problem and is typically set
in one of the following two formulations. In the first setting (global alignment), the
goal is to perform an end-to-end alignment of the sequences, where the Needleman-
Wunsch algorithm [NW70], which uses dynamic programming to find an optimal
global alignment, is a classical method. In the second setting (local alignment), the task
is set to find one or multiple most similar regions within the aligned sequences. A
classical method for solving this problem is the Smith-Waterman algorithm [SW81]. It
is a variation of the Needleman-Wunsch algorithm, and it is guaranteed to find the
optimal local alignment with respect to the scoring system used.

1.3.2 Alignment against collections of sequences

Search against collections of biological sequences is a crucial problem for life science
researchers and clinicians. Thus, a massive number of algorithms for alignment and in-
dexing have been proposed. Probably the most widely used of those is BLAST [Alt+90].
BLAST starts the search with seeding (matching of short k-mers, typically up to length
12). Then, local alignment procedures are performed to finalize the query and to rank
the results. Despite its elaborate algorithms for alignment, there are several practical
limitations that do not allow applying BLAST on large volumes of data in practice. First,
the local alignment procedures are computationally expensive, which makes BLAST
overall slow. Second, the alignment procedures require access to the original sequences
that are stored in uncompressed form, making the BLAST indexes unacceptably large
when searching against large collections of sequences.
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1.3. Background

1.3.3 Representing and aligning against pangenomes

For mapping sequences to collections representing genetic variation across a popula-
tion, a common approach involves the use of variation graphs. The recent frameworks
for variation graphs, such as VG [Gar+18], and methods for compressing haplo-
types [Dur14] or, more generally, paths in graphs [NGP17] have improved variation-
aware alignment and variant calling in general [Jai+19; Hic+20]. VG compactly encodes
population variation from a reference genome in a joint index and supports mapping
reads onto arbitrary variation graphs at a Gigabase scale. Nevertheless, while success-
ful in the analysis of single-species cohorts, these methods struggle to represent the
large variability present in distantly related organisms or arising from metagenomic
applications. Further, one has to provide as input a multiple sequence alignment of
genomes and not a data set of raw reads. Thus, despite being extremely efficient for
indexing pangenomes, this approach is not suited for dealing with diverse sequences
or when the input is provided as raw sequencing reads.

1.3.4 Experiment discovery and search in diverse collections

Finally, another important problem consists in the search against raw sequencing data.
This was first formulated as a so-called experiment discovery problem. Here the aim
is to index a collection of raw sequencing samples and, given a sequence or a set of
sequences as input, identify all samples that contain these query sequences or sequences
related to them. While the query sequence can often be small (e.g., a transcript, a
variant, a genome), the data to be indexed in this case is typically very large due to
dealing with raw sequencing reads. This gives rise to a variety of technical challenges
for which some solutions have been proposed in the recent past.

The methods currently available for addressing this problem can be grouped into three
main categories: i) methods based on sketching techniques, which summarize the input
data using one or multiple hashing operations and then use these summaries (sketches)
to estimate distances between query and target [BBS18; Kat+21; IPWB22]; ii) methods
employing Approximate Membership Query (AMQ) data structures (mainly Bloom
filters) to allow for approximate k-mer membership queries, such as BIGSI [Bra+19],
COBS [Bin+19], and others [CR13; HWS16; SK18; HM19]; iii) methods representing
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Chapter 1. Introduction

k-mer sets exactly, such as Mantis [Pan+18a; Alm+20] and others [Mug+17; Ali+20b;
Li+15]. While methods of the second group approximately represent each k-mer set
in an independent Bloom filter, methods of the third group store all k-mers in a joint
dictionary, which implicitly represents a joint De Bruijn graph, and the membership
of the k-mers to different k-mer sets (samples) is encoded in a separate binary matrix
representing a labeling of the nodes or edges [Iqb+12] of the De Bruijn graph, and hence,
called an annotation matrix. The joint De Bruijn graph and the annotation matrix together
make up a data structure called an annotated De Bruijn graph (also referred to in the
literature as a colored De Bruijn graph). For instance, Mantis [Pan+18a] uses the counting
quotient filter [Pan+17; Pan+18b] as an underlying data structure for representing
the k-mer dictionary and Rainbowfish [APP17; Alm+20] to compress annotations.
VARI [Mug+17] represents the De Bruijn graph succinctly in the BOSS [Bow+12] table
and stores concatenated rows of the annotation matrix in a succinct bit vector. Note
that in all these methods, the search is performed by matching k-mers from query
sequences against those stored in the index.

The progress in the field has been considerable in the last decade. However, the
scalability of the existing state-of-the-art methods is still far from being optimal, and the
task of indexing the entire Sequence Read Archive has remained practically intractable.
One of the largest efforts resulted in BIGSI [Bra+19], which was successfully applied
to index the global corpus of bacterial and viral whole genome sequencing (WGS)
samples. However, this required stringent data preprocessing and dropping out some
of the largest sequencing samples, without which the indexing would be infeasible.

The existing state-of-the-art methods and tools developed to solve variations of the
search problems described above are tailored to those specific use cases and either
do not generalize efficiently or simply do not scale when the source collection to be
indexed contains Terabytes and Petabytes of raw sequencing reads. In this dissertation,
we follow the paradigm of indexing biological sequences in De Bruijn graphs but
develop significantly more scalable methods compared to the existing approaches. This
eventually allows us to index orders of magnitude more data.

6
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1.3.5 Aligning against De Bruijn graphs

There has also been growing interest in the use of De Bruijn graph-based indexes for
alignment tasks as a way to accelerate alignment to repeat-prone reference genomes [Liu+16]
or to pangenomes and unassembled read sets [Lim+16; Hey+18; Iva+20; RM20]. In this
dissertation, we further advance these methods and develop various algorithms for
aligning against annotated De Bruijn graphs, which essentially corresponds to aligning
against hundreds of thousands of single De Bruijn graphs at the same time.

1.3.6 Two paradigms: align a collection against a pattern and vice versa

When the task is to align a sequence (e.g., a genome) not against a single but a large
collection of sequences (e.g., genomes or reads), in general, there are two approaches
to perform such a task. In the first approach, the alignment is done simply by inde-
pendently aligning the query pattern against each sequence from the collection. In this
case, the query pattern is typically pre-indexed (e.g., by applying a Burrows-Wheeler
transform as in bowtie2 [LS12]) for higher throughput and then each sequence of the
collection is aligned against that index. This approach is straightforward and allows
efficiently scaling up the alignment to data sets of virtually unlimited size and easily
distributing it to cloud computing environments. For instance, in Serratus [Edg+22]
this approach was used to align 10.2 Petabases of sequencing reads to a hallmark gene
of RNA viruses, which allowed them to identify a myriad of novel viruses. While
simple and effective, this approach, however, requires extensive computing resources.
Furthermore, because the sequences of the collection are not aggregated and are typi-
cally used in their unprocessed raw form, the cost of the alignment grows linearly with
the collection size. Namely, in Serratus, the costs were estimated at around US $3,500
per Petabase despite the query being only 80 MB in size. Also, note that for every new
query the entire process needs to be performed from scratch and the costs cannot be
reduced.

The other paradigm consists in pre-indexing the collection and aligning the query
pattern against this index. Thus, it essentially performs the alignment the other way
around compared to the first approach. The pre-indexing is performed only once
and then it takes seconds to align a Megabase-size pattern to this index. Most of
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Chapter 1. Introduction

the methods mentioned in the sections above (e.g., BLAST and MegaBLAST [Alt+90;
Mor+08], BIGSI [Bra+19], STAT [Kat+21], Sourmash Branchwater [IPWB22]) fall into
this category. Note that these methods could also be applied the other way around,
that is, to index the query pattern and map the sequences from the collection against it.
However, this would be significantly less efficient as those methods are designed to
index the larger part of the two.

The state of the art has improved dramatically in the last few years. On the one side,
the alignment tools are continuously being optimized and sped up, which ultimately
reduces the cost of the alignment with the first approach. On the other side, there
has recently been a massive advance in the efficiency of indexing methods but still
none of the exact indexing methods is scalable enough to be applied on such a large
data set as the SRA. Only a few sketching methods (e.g., STAT [Kat+21] and Sourmash
Branchwater [IPWB22]) were applied to a problem of comparable size. However, the
sketching methods can only estimate the number of matching k-mers approximately.
Moreover, they inherently do not support sequence alignment, which makes them
unsuitable when trying to search, for instance, a distant genome or a read with a high
error rate.

In this dissertation, we focus on developing methods that are exact and lossless, enable
scalable construction, achieve a very good compression to keep the index size small,
but at the same time still support very fast queries, including those with sequence
alignment.

1.3.7 Integrative analysis and sequence assembly

In addition to the more recent use of De Bruijn graphs for addressing the experiment
discovery problem, they are also known as a classical framework for representing read
sets in de novo sequence assembly in single-sample [Ban+12; Nur+17; Geo+15; Geo+18;
Li+15] and multi-sample [Iqb+12; Tur+18] settings. Of these, the HipMER [Geo+15]
and MetaHipMER [Geo+18] single-sample assemblers scale to massive data sets stored
in distributed hash tables.

However, all of the existing De Bruijn graph-based indexing tools (Mantis, BIGSI,
etc.) are tailored towards efficient sequence query and lack support for integrative
operations on sets of samples. None of the methods mentioned above can be used
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for any integrative analysis tasks on the sequencing information of multiple samples,
such as identifying a sequence shared by a certain subset or associated with a given
phenotype.

The addition of an annotation structure on top of a De Bruijn graph allows us to tackle
the problem of sample assembly from an integrative analysis perspective. Examples
of such queries include the so-called differential assembly, a new concept we introduce
in Chapter 2 (Section 2.7) of this dissertation as an application made tractable at scale
by the framework we developed, where sequences shared by a foreground cohort and
absent from a background cohort are sought.

1.3.8 Representation techniques

As our primary goal was to develop indexing methods that scale to very large data
sets, the use of efficient data structures that take as little space as possible while still
supporting fast queries is central to this dissertation. In the sections below, we briefly
describe the most relevant data structures developed in the field that we used as
building blocks in our methods.

1.3.8.1 Compressed data structures

Compressed data structures are data structures whose size is significantly smaller than
that of a conventional data structure representing the same data and, at the same
time, whose operations are roughly as fast. That is, in contrast to general lossless
data compression, compressed data structures can be used in-place, without prior
decompression. A formalization of this notion was proposed in [Jac88] as follows.

Definition 1. Suppose Z is the information-theoretical minimum number of bits required to
represent some data. Then a representation of this data is called: (i) implicit if it takes Z + O(1)
bits of space, (ii) succinct if it takes Z + o(Z) bits of space, and (iii) compact if it takes O(Z)
bits of space.

1.3.8.2 Rank/select dictionaries and compressed bitmaps

The basis of techniques for building compressed representations of such data structures
as sets, multisets, binary trees, and strings is formed by succinct indexable dictionaries,

9
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also called rank/select dictionaries. The problem is set as follows. For a subset S of a
totally ordered universe (U, &) (e.g., U = {1, . . . , n}), in addition to the usual queries
for presence and insertions/deletions in the dynamic case, support the rank and select
queries defined as follows:

rank(x, S) = |{s % S | s & x}|, select(k, S) = min{s % U | rank(s, S) = k}. (1.1)

Succinct representations of indexable dictionaries and multisets with support for the
rank and select operations in O(1) were proposed in [RRS07]. Later, improvements
and efficient practical implementations of these representations were proposed [OS07;
NP12].

The problem of representing succinct indexable dictionaries can also be reformulated
as a problem of representing a bit vector B % {0, 1}n of size n with |S| set bits where
B[i] = 1 if and only if i % S, that is, representing the indicator vector of set S relative to
the universe set U with the rank/select operations defined analogously:

rankB
1 (i) := |{k & i | B[k] = 1}|, (1.2)

selectB
1 (r) := min{i | rankB

1 (i) = r}. (1.3)

One operation that we will always require from these data structures is element access,
that is, get the value at a certain position of the array. In some applications, the rank1

and select1 operations are not required, which allows saving extra bits of memory on
the representation. Besides these, we will sometimes require additional operations
rank0 and select0, where

rankB
0 (i) := |{k & i | B[k] = 0}|, (1.4)

selectB
0 (r) := min{i | rankB

0 (i) = r}. (1.5)

Note that rank0 can be easily derived from rank1 as ’i rank0(i) = i # rank1(i). In
contrast, the select0 operation cannot be easily derived from select1 and generally
requires binary search unless it is specially supported by the particular representation
scheme.
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Figure 1.1: Schematic representation of a wavelet tree — The alphabet is partitioned into two
disjoint sets and a bitmap indicates for each character of the string to which of those sets it
belongs. Then, the string is split into two and the same algorithm is recursively applied to each
of them until there is only one character in the string.

1.3.8.3 Wavelet trees

Wavelet trees proposed by [GGV03] generalize the rank/select bitmaps to succinctly
represent strings over arbitrary alphabets and support the rank and select queries.
More precisely, let s % !n be a string of length n over alphabet !. Then, we define the
rank and select operations as follows:

ranks
c(i) := |{k & i | s[k] = c}|, (1.6)

selects
c(r) := min{i | ranks

c(i) = r}. (1.7)

A classical solution to this problem uses the wavelet tree data structure (schematically
represented in Figure 1.1). At the root of the tree, the initial alphabet ! is partitioned
into two disjoint sets and a bitmap is constructed to indicate for each character of the
string to which of those sets it belongs. Then, the string is split into two and the same
algorithm is recursively applied to each of them until there is only one character in the
string (see Figure 1.1). The resulting binary tree essentially represents a partitioning
of the alphabet, where the root stores the original alphabet, and the children of each
node store a disjoint partitioning of the alphabet assigned to that node. The rank
and select operations can be easily computed by traversing the tree and computing
rank1/select0/select1 on the bitmaps.
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1.3.8.4 Representing binary relations

Binary relations are a general concept involved in many topics of Computer Science.
They usually complement other data structures and represent associations between
pairs of sets, for convenience called objects and labels. For instance, binary relations
between nodes in a graph and their labels represent graph labelings. Similarly, an
index built by a search engine is a binary relation between search terms (tokens) and
web pages. If the objects of both sets are numbered, a binary relation can be naturally
represented as a binary matrix X with rows and columns corresponding to the objects
and labels, respectively, where each entry xij % {0, 1} indicates whether pair (i, j)
belongs to the relation.

The problem of succinctly representing binary relations was first considered in [Bar+07].
They proposed a scheme for representing a binary relation with a string storing the
labels of all pairs of the relation iterated in the object-major order. In later work, this
representation has been referred to as BinRel-Str. Then, [BCN13] proposed using a
wavelet tree as a particular string representation in BinRel-Str. They called this data
structure BinRel-WT and showed that it supports many more operations on the rep-
resented binary relations. In addition, they extended BinRel-WT to a representation
called BinRel-GWT, which uses generalized wavelet trees as a string representation,
which sped up most of the operations in BinRel-WT. Finally, they proposed a hierar-
chical compression scheme called BRWT, which we describe in detail and generalize
in Chapter 3 of this dissertation. Although BRWT supports fewer operations on the
encoded binary relations, it achieves higher compression ratios compared to the other
compression schemes.

A few other representations tailored specifically for the compression of binary ma-
trices formed by De Bruijn graph annotations were proposed in the recent literature.
Namely, [Mug+17] concatenate all rows of the annotation matrix and represent the
resulting vector as a succinct bitmap. Further, [APP17] proposed a data structure
called Rainbowfish. The distinct rows of the binary matrix are extracted, sorted by their
frequency, and compressed similarly to the approach used in [Mug+17]. Then, an array
mapping the row indexes onto the distinct rows is constructed and compressed with a
variable-length coding. In their most recent work, [Alm+20] developed a prominent
improvement over Rainbowfish. The distinct rows of the matrix are assigned bijectively
to the nodes of a connected graph, and a rooted spanning tree is constructed. The root
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of the tree then stores the row assigned to it, while each other node stores the delta
between the row assigned to it and the row assigned to its parent.

1.3.8.5 De Bruijn graph representations

Formally, the De Bruijn graph of order k over an alphabet ! (e.g., ! = {A, C, G, T} for
DNA) is a pair (V, E), where nodes V $ !k are all k-mers extracted from the input
sequences, and directed edges E $ V2 are all ordered node pairs (k-mer(1), k-mer(2)) %
V2, where the longest nontrivial suffix of the source matches the longest nontrivial
prefix of the target: k-mer(1)

2...k = k-mer(2)
1...k#1 (here and below si...j denotes a substring

of string s from the i-th to the j-th position). One can see that the edges E can be
unambiguously derived from the nodes V. Thus, storing only the set of k-mers is
sufficient for representing a De Bruijn graph. Below, we briefly summarize the state of
the art for representing k-mer sets and De Bruijn graphs.

In the most straightforward approach, the set of k-mers can be stored in a hash table.
There have also been recent advances in developing specialized data structures, such
as Squeakr [Pan+18b], an extremely fast and compact hash table for counting and
representing k-mers. It is based on the counting quotient filters [Pan+17] and supports
representing all counts exactly. It is also used as a base graph representation in
Mantis [Pan+18a].

The first succinct representation of a De Bruijn graph was proposed by [CB11]. All
k-mers of the universe !k, where ! is the alphabet (e.g., ! = {A, C, G, T}), are mapped
to numbers 1, . . . , |!|k and a sparse bitmap of length |!|k (a characteristic vector) is
constructed to indicate which k-mers belong to the De Bruijn graph. The characteristic
vector is stored in the sdarray [OS07] compressed bitmap representation.

Finally, [Bow+12] proposed a De Bruijn graph representation that requires only 2 +
log2 |!| + o(1) bits per k-mer. It is based on the FM index and represents a De Bruijn
graph with two bitmaps, a string over the alphabet !, and a vector of offsets. In
literature, this data structure has been referred to as BOSS after its authors’ initials.

For a more detailed description of these and other representations, see Section 2.4.
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1.4 summary of main results

In this dissertation, we designed methods and developed practical tools for indexing
very large volumes of biological sequence data. As a result, life science researchers and
other communities get access to this data for investigation at an unprecedented scale,
which is essential for making discoveries. In the sections below, we summarize our
main results and the main contributions made to the field.

1.4.1 Unifying methodologies for indexing sequence data

Although a number of solutions for indexing sequence data have been proposed [Mug+17;
Pan+18a; Bra+19], in addition to their limited scalability and the lack of support for
alignment, their other common trait is that each of them is designed as a whole and
indivisible system. However, often these methods can be decomposed into blocks that
aim at solving exactly the same problem (k-mer counting, graph cleaning, etc.).

We analyzed the state-of-the-art methods for indexing sequence data and proposed
a methodology that unifies and generalizes them. Further, considering the existing
methods in a unified framework allowed us to employ the best practices from each of
them while designing novel solutions to further advance the state of the art.

1.4.2 MetaGraph: a versatile framework for indexing and analyzing sequence data

In this work, we design compressed data structures and apply these to build MetaGraph,
a framework that allows indexing sequence data in De Bruijn graphs. It supports
indexing sequences over arbitrary alphabets, including amino acid sequences, and
enables large-scale search by sequence and sequence alignment against annotated
graphs or even against individual sequences encoded in them, as well as reference-free
comparison of samples using the novel concept of differential assembly.

We targeted two main characteristics when designing MetaGraph: versatility and
scalability, that is, the possibility to index very large volumes of sequence data in
highly compressed data structures (including a particularly challenging case of metage-
nomic WGS data, which is especially diverse, and therefore, hard to compress) while
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supporting a wide range of routines for constructing and querying the index.

1.4.3 Representing metadata in graph annotations

As described in more detail in Chapter 2, the MetaGraph index is composed of two
main parts: a k-mer dictionary representing a De Bruijn graph and a graph annotation.
There have recently been proposed several highly efficient data structures for succinctly
representing De Bruijn graphs (e.g., those mentioned in Section 1.3.8.5). However,
methods for representing graph annotations, which often dominate the total index size,
have remained underexplored. Thus, accordingly, one of our goals was to analyze the
existing and design novel compressed data structures for efficiently representing graph
annotations.

In Chapter 3, we design efficient representations for graph annotations and present a
new scheme called Multi-BRWT which, being a generic data structure for encoding
binary matrices, exploits the correlation between the columns and represents annota-
tions of graphs with up to a trillion of nodes in compressed form that can be efficiently
queried. Then, in Chapter 4, we investigate ways to leverage the similarities in anno-
tations of adjacent in the graph nodes and present a new technique for transforming
graph annotations, which effectively makes them sparser without loss of information.
Finally, in Chapter 5, we make a leap forward and present generalized graph anno-
tations and methods for indexing quantitative information (e.g., gene expression and
genome positions) and encoding in the index individual input sequences losslessly.

1.4.4 Building community resource indexes for large sequence databases

In Chapter 6, we highlight our indexing efforts to create a new community resource.
We indexed various large sequence databases (RefSeq, GTEx, MetaSUB, SRA, etc.),
which, at last, enables fast search queries on these collections.

In particular, our SRA graphs open new opportunities to perform sequence search
against this trove of data with sensitivity ranging from exact k-mer matching to per-
base-pair alignment, leveraging the joint graph structure. Our exact k-mer matching
searches at ( 400 kbp/s (kilo base pairs per second) on a database of microbial samples,
which is almost 4! faster than the current state-of-the-art, while our more sensitive
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per-base-pair alignment achieves ( 7 kbp/s. Additionally, we have recently diversified
the arsenal of search algorithms provided in MetaGraph, developing alignment modes
tailored for various use cases, from searching against collections of reference genomes
to low-coverage raw sequencing data.

Finally, we estimate the costs of indexing and hosting the constructed indexes with
a typical cloud service provider and show that we can support for these data sets
efficient and high-speed search by sequence. Moreover, the cost of hosting the indexes
is negligible compared to the price paid for sequencing to obtain this raw data in the
first place and the maintenance costs being spent for this data. In other words, the
relative amortized price is very small (for a detailed analysis, see Chapter 6, Section 6.3).

1.4.5 Personal retrospective

When we started this project, it seemed unlikely that such notable results as those
presented in this dissertation were going to be achieved. For example, here is how
the authors of [Sun+18] evaluated another lossy indexing method SBT [SK16] only
four years previously, "SBT was a breakthrough, allowing to query a set of 214,293
transcripts against a database of 2652 human RNA-Seq experiments in just <4 days"
(p. 468). Note that the query took days and the amount of data indexed was three
orders of magnitude less than the total size of the SRA at the time. Hence, indexing the
entire SRA appeared simply inconceivable. However, it is clear now that the methods
presented in this dissertation indeed make this task realistic. Moreover, the indexing
costs would be negligible compared to the generation and maintenance costs already
being spent for this data.

Starting with developing a unified methodological framework, breaking down the
entire problem into pieces, developing prototype solutions, and then iteratively opti-
mizing each of their components has led us to a series of continuous improvements.
Each change, whether it be a low-level optimization or a methodological develop-
ment, incrementally improved the entire solution, which overall led to an exponential
improvement throughout the course of the project.

Another important factor in this project has been solid engineering, considerate design
choices, and efficient implementation. Often there might be a method that is good in
theory, however, hard to implement well in practice. Hence, in this work, science and
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engineering always went hand in hand. It is important to keep all the implementations
as efficient and as optimized as possible in order to make the right design choices
early. Finally, most of the algorithms in our methods have linear time complexity. How-
ever, what matters most is their careful and efficient implementation. This approach
eventually resulted in the methods presented in this dissertation being so scalable and
efficient in practice.

We are confident that our methods make it is possible to create and maintain in a
regular manner a service for sequence search at the scale of the entire SRA. Such a
service could be integrated into the infrastructure of large data repositories, such as
ENA and NCBI, and make all sequence data stored in these repositories searchable,
being essentially a "Google for DNA".
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2
MetaGraph: indexing sequences at

Petabase scale

This chapter is based on work [Kar+20a] done in collaboration with Harun Mustafa, Daniel
Danciu, Marc Zimmermann, Christopher Barber, André Kahles, and Gunnar Rätsch.

2.1 motivation

As discussed in Chapter 1, the current state of the art does not provide means to do a
full-text search in large public repositories with sequencing data such as EMBL-EBI
ENA [Bur+22] and NCBI SRA [KSL11]. Typically, these repositories only provide a
fast and easy search for the metadata of all samples (e.g., by sample or study ID,
organism name, taxonomic information, related publications, or geographical location).
They do enable retrieving a slice of the data filtered by some descriptive attributes,
however, this initial step often requires downloading Terabytes or even Petabytes of
data over the internet, and thus, it is often very time consuming due to the limited
bandwidth. Further, this downloaded data typically comes in a compressed form of
raw sequences and needs further processing by specialized bioinformatics tools to
perform such operations as full-text search and alignment. Recently, repositories have
started mirroring their contents into cloud storage (e.g., NCBI SRA) to address the
download problem and make the first step more efficient. However, this does not solve
the second issue of high costs for post-processing of the downloaded sequencing data.
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In this chapter, we propose a highly scalable method for solving this problem. We
present MetaGraph, a tool for indexing archives of biological sequences at a very
large scale (up to Petabytes of raw sequencing reads) and transforming them into a
highly compressed and more accessible representation for downstream analysis. (Real
large-scale applications are presented in Chapter 6 of this dissertation.) Our approach
is inspired by the recent advances in algorithms and data structures, especially in
the realm of annotated De Bruijn graphs [Bow+12; Iqb+12; RM20; Pan+18a; ITM12;
BCN13; Gog+14; MAB19], and builds on our own technical developments for better
compression and faster search [Kar+20b; Dan+21a; Kar+22].

The rest of this chapter is organized as follows. We start by describing the general
scheme and the building blocks of the MetaGraph framework, which is at the core of
this dissertation. We conceptually describe the framework and outline the designed
indexing workflow in Section 2.2. In Section 2.3, we describe compressed bitmap
representations that serve as basic building blocks to represent the MetaGraph index.
Next, we describe the different De Bruijn graph representations in Section 2.4 and
generally outline the supported graph annotation representations in Section 2.5 (these
graph annotation representations are described in more detail in Chapters 3, 4, and 5
of this dissertation). In Sections 2.6, 2.7, and 2.8, we describe different types of queries
supported in MetaGraph. In Section 2.9, we describe the implementation details,
the designed API, and the basics of the tool’s command line interface. Finally, in
Section 2.10, we compare MetaGraph to the existing state-of-the-art tools, evaluate the
approaches to sequence search implemented in MetaGraph, and conclude by discussion
in Section 2.11.

2.2 the framework and its components

2.2.1 General scheme

The MetaGraph index consists of two main components: i) a k-mer dictionary representing
a De Bruijn graph and ii) the annotation matrix representing the metadata (Figure 2.1,
middle right). The metadata is encoded as a binary relation between k-mers and any
categorical features (annotation labels), such as sample IDs, geographical locations, or
quantized expression levels. This relation is represented as a sparse binary matrix and,
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Figure 2.1: The MetaGraph framework — Schematic overview of graph construction and
representation. Individual sequencing samples (left) are assembled into graphs (sample graphs),
which are then cleaned to remove noisy paths and misassemblies (middle). Next, the sample
graphs are merged to form a MetaGraph index (right top), consisting of the compressed k-mer
dictionary index and a compressed annotation matrix (right middle, gray color indicates parts
that can be efficiently compressed and do not have to be stored explicitly). The index is then
used as the basis for downstream applications, such as sequence search, differential assembly,
and other queries (right bottom). (This figure appears similarly in [Kar+20a] and is a result of
joint work of the authors of that manuscript.)

hence, called the annotation matrix. The (i, j)-th element of this matrix has value 1 if and
only if the i-th k-mer is associated with the j-th feature. Although extremely sparse,
this matrix can be of enormous size, containing up to 1012 rows and 109 columns. Yet,
due to its sparsity and structure, it can be efficiently compressed. The k-mer dictionary
maps all k-mers observed in the input sequences to the respective row indexes of the
annotation matrix. These k-mers serve as elementary tokens in all operations on the
MetaGraph index.

The MetaGraph framework is modular in nature and supports interchangeable graph
and annotation representations, allowing for optimal compatibility to different applica-
tions. These representations may be chosen to optimize the space usage for different
kinds of inputs and the execution time of desired queries.
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2.2.2 Indexing workflow for scalable multi-sample index construction

Here we describe the indexing workflow in MetaGraph. Without loss of generality,
we will assume that the indexing is applied to read sets, where each annotation label
encodes a sample ID, and thus, the annotation matrix encodes to which read sets
each k-mer belongs. (In general, the annotation labels can be defined to represent any
features of the input sequences, such as organism, chromosome number, expression
level, or geographical sampling location.) Our indexing workflow proceeds in three
steps: i) data preprocessing, ii) graph construction, and iii) annotation construction.
i) Data preprocessing involves the construction of separate De Bruijn graphs (sample
graphs) from the raw input read sets (Figure 2.1, left). We optionally apply a subsequent
cleaning step to each sample graph to remove potential sequencing errors (Figure 2.1,
middle). The cleaning, however, is never performed on graphs constructed from data
considered to be error-free, such as assembled genomes. ii) In graph construction, all
sample graphs obtained in the first stage are merged into a single joint De Bruijn graph
(Figure 2.1, right top). iii) For annotating the graph, the columns of the annotation
matrix are constructed to indicate the membership of different k-mers to the respective
sample graphs (Figure 2.1, right middle). Finally, the annotation matrix is converted
into a compressed representation best suited for the target application (see Section 2.5
for further details).

2.2.3 Distributed and interactive use

In addition to the single-machine use case, where the index is constructed and queried
locally, MetaGraph also supports querying indexes running on a remote server via a
client-server architecture. In this approach, a set of graphs and annotations can be easily
distributed across multiple machines. Each machine runs MetaGraph in server mode,
hosting one or multiple indexes and awaiting queries on a pre-defined port (Figure 2.2).
This modularity makes it straightforward to execute user queries across all indexes
hosted on multiple servers. For easy integration of results and coordination of different
MetaGraph instances, we provide client interfaces in Python.

Notably, our distribution approach can be used not only for hosting multiple indexes
constructed from heterogeneous data sets but also when indexing a single data set of
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In [1]: from metagraph.client import GraphClient

SRV = “metagraph.ethz.ch”
PORT = 12345
g1 = GraphClient(SRV, PORT, api_path=“/metasub”)
g2 = GraphClient(SRV, PORT, api_path=”/refseq”)

In [2]:

Out [2]:

query = “GGCTAACTACGTGCCAGCAGCCGCGGTAATAC”
g1.search(query, align=True)

Python Client API Graph server(s)
a

b

0
1
2
...

sample

SRR2201245
ERR1732568
ERR847096

...

sequence

GGCTAACTACGTGCCAGCAGCCGCGGTAATAC
GGCTAACTACGTGCCAGCAGCCGCGGTAATAC
GGCTAACTACGTGCCAGCAGCCGCGGTAATAC

...

score

64
64
64
...

CA C
GA A
TA C
AC A
AC G
AC T
...

0 0 0 1 1 0
0 0 0 0 0 1
1 1 1 1 0 0
0 0 0 1 1 0
1 1 1 1 1 1
0 0 1 0 0 0
. . . . . .

CA A
CA G
CA T
GA A
AC A
AG A
AG T
...

1 0 1 1 1 0
0 0 0 0 0 1
1 0 1 0 0 0
1 0 0 1 1 0
1 0 1 0 1 1
0 1 0 0 0 0
. . . . . .
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23456
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Figure 2.2: Distributed use — MetaGraph supports a client-server architecture as exemplified
here with a script in Python. In a few steps, several remote (or local) graph instances can be
created and queried interactively. Results are returned as a data frame that can be used for
further analyses. (This figure appears similarly in [Kar+20a] and is a result of joint work of the
authors of that manuscript.)

extremely large size. More precisely, when the input data is large and the final Meta-
Graph index constructed from it exceeds the amount of memory available on a single
machine, the entire data set can be split into multiple parts, where each part is indexed
separately. The resulting MetaGraph indexes can then be independently loaded and
served on multiple machines. This distribution approach enables virtually unlimited
scalability. For search, each query is sent to each index, followed by aggregation of the
partial results to generate a final result of the query returned back to the user.

2.2.4 Design choices

A major challenge faced by all existing methods for indexing raw sequencing data is to
unite the ability to efficiently operate on an extremely large scale with the capacity for
fast and versatile query operations. Thus, we made the following design choices when
developing MetaGraph.

1. Use of succinct data structures and efficient representation schemes for extremely
high scalability.

2. Algorithmic choices for efficient use of succinct data structures (e.g., prefer batched
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Chapter 2. MetaGraph: indexing sequences at Petabase scale

operations).

3. Modular architecture to support different graph and annotation representations.

4. Support for adding custom index representations and algorithms with little code
overhead allowed by the generic and extensible interfaces.

The underlying data structures in MetaGraph are designed to balance the trade-off
between the space taken by the index and the time needed for query operations. A
main design goal of our framework is to allow both performing experiments on single
desktop computers and scaling up to distributed compute clusters. This is achieved
through our modular approach, efficient parallelization and computation in external
memory.

Another notable feature is that the theoretical concepts involved in MetaGraph, as well
as their actual implementation, support the indexing of sequences over arbitrary finite
alphabets. Thus, MetaGraph can be used to index biological sequences of all kinds,
such as raw DNA/RNA sequencing reads, assembled genomes, and protein sequences.

2.3 basic building blocks : compressed bitmap representations

In order to minimize the space taken by the MetaGraph indexes while still supporting
fast queries, we make heavy use of compressed data structures, conceptually introduced in
Section 1.3.8.1. Next in this section, we will describe different basic data structures used
in MetaGraph for representing bit vectors, which are instrumental in building more
complex data structures, such as those encoding graphs and matrices in the MetaGraph
index.

2.3.1 Base schemes for the compressed representation of bit vectors

static bit vector . The fastest of the representations considered in this list packs
the bits in an array of 8-byte integers. That is, all the bits are grouped into words
of 64 bits (stored in type uint64_t) stored in an array. In this representation, which
we refer to as stat, the data is stored uncompressed and therefore takes n + O(1)
bits of space, but each bit can be queried in O(1) time with a small constant and,
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2.3. Basic building blocks: compressed bitmap representations

hence, very quickly in practice. In particular, we used class sdsl::bit_vector from
the sdsl-lite library [Gog+14]. To enable rank and select operations, two additional
data structures have to be added. For these, we used sdsl::rank_support_v5 and
sdsl::select_support_mcl data structures from the sdsl-lite library, respectively.

sdsl::rank_support_v5 splits the array into blocks of 2048 bits (called superblocks) and
stores precomputed rank values for the last position of each block. This, thus, requires
64/2048 bits of space per each represented bit. On top of that, it subdivides each
superblock into 5 blocks where the relative rank values for each of them are fitted into
another 64-bit word as 5 log2 2048 = 55 < 64. Thus, this additional structure requires
extra 128/2048 = 6.25% of additional space while reducing the time complexity of
rank1 to O(1), and more precisely, a few word accesses and popcounts.

sdsl::select_support_mcl stores positions of every 4096-th set bit in an auxiliary
vector. These bits are called sampled bits. If the distance between a pair of consecutive
sampled bits is greater than log4

2 n, each of the 4096 positions of set bits between
them are stored in a packed array using log2 n bits per position. This takes at most
4096·log2 n

log4
2 n

= 4096/ log3
2 n bits per entry. If the distance between a pair of consecutive

sampled bits is less than log4
2 n, it explicitly stores only the relative positions of every

64-th set bit using less than log2 log4
2 n = 4 log2 log2 n bits. This, hence, takes in total

less than 4 log2 log2 n
64 bits per bit.

Note that the auxiliary sdsl::rank_support_v5 and sdsl::select_support_mcl data
structures are optional and are initialized only when the respective rank or select
operations have to be supported.

sdarray compressed bit vector . The sdarray compressed data structure
was proposed in [OS07] for representing very sparse bit vectors. It stores the po-
sitions of set bits using the Elias-Fano encoding for non-decreasing sequences. w :=
max(1, )log2 n* # )log2 m*) least significant bits of each position are stored in a packed
integer vector, where n is the size of the bit vector and m is the number of set bits
in it. Hence, the least significant bits take mw + O(1) bits of space. The remaining
most significant bits are represented with a delta coding taking m + +n/2w, + O(1) bits.
After simplifications, the total representation size is m(2 + log2

n
m )(1 + o(1)) bits, plus

the overhead from two sdsl::select_support_mcl data structures enabling the select1
operation in O(1) time, as well as the rank1 and the access operations in O(log n

m )
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time. In practice, we used the sdsl::sd_vector class from the sdsl-lite library [Gog+14].
Since this representation was specifically designed for sparse bit vectors and generates
an unreasonably large overhead when representing dense vectors, we flip the bits of
the represented bitmap when its density is greater than 0.5.

rrr succinct bit vector . Next, we used RRR vectors, which were first proposed
in [RRS07] as a succinct data structure for representing bit vectors with constant time
query times. Later, several practical improvements were proposed, and finally [NP12]
presented a method reducing the memory overhead and providing excellent time
performance for rank and select queries in practice. We used the implementation of
the RRR scheme from the sdsl-lite library [Gog+14]. One notable parameter of RRR
vectors is the block size, which provides a practical trade-off between speed and space
overhead. As a result of our benchmarks (see below), we decided to restrict the choice
available block sizes to two values: 15 and 63, as the improvement of query times for
other values comes at a too high cost of the extra space overhead and vice versa.

dynamic bit vector . To support dynamic insertions and deletions, in addition to
access, rank, and select queries, we represent bit vectors as B-trees with B = 16 children
per internal node and each leaf storing a respective block of 8192 bits of the represented
bitmap. This representation naturally supports insertions and deletions in O(log n)
time.

2.3.2 Benchmarks and hybrid bit vector representations

We measured the representation size (Figure 2.3) and query speed (Figure 2.4) for
each scheme. For this experiment, we generated a series of bit vectors of size 109 and
different densities with uniformly distributed set bits. It can be seen that, depending
on the density, each scheme has a region where it performs best, either in speed or
representation size. Thus, we decided to add three hybrid schemes that would switch
between some of the base representation schemes described above, depending on
the density of the represented bitmap and the desired query performance and space
complexity.

The first scheme is called smart and switches between stat and sdarray (sd) representations
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2.4. Indexing sequences in De Bruijn graphs

2.4.2 Representing a De Bruijn graph

MetaGraph employs several data structures (summarized in Table 2.1) for storing
k-mer sets, which are used as a basis to implement different representations of the De
Bruijn graph abstraction: i) a hash table (StrHashDBG and HashDBG), ii) an indicator
vector (BitmapDBG), a binary vector represented as a succinct bitmap of size |!|k

indicating which k-mers are present in the set [CB11], and iii) the BOSS table [Bow+12]
proposed by Bowe, Onodera, Sadakane, and Shibuya, storing a set of k-mers succinctly
(SuccinctDBG). All these data structures support exact membership queries, and they
map k-mers to positive indexes from 1 to n, where n is the number of k-mers in
the represented set (or zero if the queried k-mer does not belong to the set). While
HashDBG is mostly used internally (e.g., for batched sequence search, see Section 2.6.1.2),
SuccinctDBG and BitmapDBG exhibit the best compression performance for practical
use, depending on the value of k. In the next sections below, we will describe these
data structures in detail.

Table 2.1: List of graph representations provided in MetaGraph.

Graph repr. kmax kmax for DNA Bits per k-mer
StrHashDBG unlimited unlimited 8k + O(1)
HashDBG + 256

)log2 |!|* , 128 max(64, 2)log2(k)log2 |!|*)*)

BitmapDBG + 63
)log2 |!|* , 31 2 + )log2

|!|k
n * + o(1)

SuccinctDBG + 256
)log2 |!|+1* , 85 2 + log2 |!| + o(1) [Bow+12]

2.4.3 Hash table-based De Bruijn graph representations

As a basic De Bruijn graph representation, we use a general-purpose hash table to map
k-mers packed into 64, 128, or 256-bit integers to their positive integer identifiers (all k-
mers are numbered from 1 to n). Although this representation is very space-consuming,
it enables dynamic insertion and deletion operations and is very useful for algorithm
prototyping. In addition, with k-mers stored as strings (with 8k + O(1) bits per k-mer),
this representation automatically supports k-mers of arbitrary length, which may be
important in some applications. As the underlying hash table supports insertions, these
representations can naturally be used as dynamic De Bruijn graph representations.
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2.4.4 Representing a k-mer dictionary with an indicator bitmap

Another De Bruijn graph representation we implemented is BitmapDBG, which encodes
the presence of k-mers in an indicator vector. Being of size |!|k and having set bits in
those and only those positions that correspond to the present k-mers, this indicator
vector represents a k-mer dictionary and, hence, its respective De Bruijn graph. This
scheme was originally proposed in [CB11]. We store the indicator vector in an sdarray
compressed representation [OS07], which takes for a vector of size N with n set bits
n(2 + )log2

N
n *) + o(n) bits of space (or, equivalently, 2 + )log2

|!|k
n * + o(1) bits per

k-mer, where n is the total number of k-mers in the dictionary) and performs rank
operations in O(log N

n ) time, as implemented in the sdsl-lite library [Gog+14].

2.4.5 Succinct k-mer dictionaries represented as a BOSS table

The most scalable and in many ways most versatile De Bruijn graph representation
available in MetaGraph is SuccinctDBG. It is based on the succinct self-index proposed
by Bowe, Onodera, Sadakane and Shibuya [Bow+12] and referred to in the literature
as the BOSS table. While Table 2.1 only shows the theoretical size of the BOSS table
(SuccinctDBG) according to estimations in [Bow+12], in practice, we developed three
different versions of this representation: SuccinctDBG (static) (for fast queries), Succinct-
DBG (dynamic) (supporting k-mer insertions), and SuccinctDBG (small) (a good space
vs. time trade-off, in practice typically taking just around 2 or 3 bits per k-mer).

While SuccinctDBG often achieves the best compression of the k-mer dictionary, which
becomes a game-changer when indexing data at Petabase scale, this scalability comes
at the cost of slower k-mer membership queries to retrieve the respective node indexes
in the graph, requiring up to k internal traversal steps [Bow+12] for each k-mer query.
We alleviate this issue by augmenting the BOSS table with an auxiliary table mapping
the k-mer suffixes (usually of length 12) to their respective ranges of rows in the
BOSS table (see more details in Section 2.4.5.5). With this optimization and the careful
implementation in general, SuccinctDBG achieves a performance, which is sufficient
to make the overall query times competitive to other methods while keeping the
memory footprint at least an order of magnitude lower (see Figures 2.12 and 2.13 in
Sections 2.10.1 and 2.10.2, respectively).
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In the sections below, we describe this succinct representation in detail, as well as the
algorithms for its construction and performing basic operations such as graph traversal
and k-mer query.

2.4.5.1 The BOSS representation

The BOSS table [Bow+12] consists of three vectors W, F, and L (defined below) and
represents a De Bruijn graph where each node has at least one incoming and at least one
outgoing edge (later we show how to loosen this requirement). To satisfy this condition,
we extend the alphabet with a special sentinel character $ and add k extra sentinel
characters to the beginning and end of every input sequence: ŝ := $k s $k % !̂- ’s % S.
Here !̂ := ! . {$} denotes the extended alphabet (i.e., !̂ = {$, A, C, G, T} for DNA)
and !̂- denotes the set of all finite sequences over this alphabet. As each k-mer,
according to this condition, has at least one child and one parent adjacent to it in
the De Bruijn graph, we will call a k-mer first incoming (last outgoing) if there are
no colexicographically smaller (larger) k-mers with the same suffix (prefix) of length
k # 1. (Colexicographic order is obtained by reversing all strings/k-mers, applying
lexicographic order, and reversing them again.) The BOSS table requires all k-mers to
be sorted in colexicographic order starting from the penultimate character, with ties
broken by the last characters. That is, a k-mer s/

1 · · · s/
k precedes another k-mer s//

1 · · · s//
k

if k-mer s/
k s/

1 · · · s/
k#1 is colexicographically less than k-mer s//

k s//
1 · · · s//

k#1:

s/
k s/

1 · · · s/
k#1 0colex s//

k s//
1 · · · s//

k#1, (2.1)

which equivalently corresponds to s/
k#1 · · · s/

1 s/
k being lexicographically smaller than

s//
k#1 · · · s//

1 s//
k . Given a sorted list of k-mers (e(1), . . . , e(n)), where e(j) = e(j)

1 · · · e(j)
k 1

e(j)
1...k#1e(j)

k % !̂k, the BOSS table encodes them in arrays W /, L/, L, and F defined as
follows:

W / = (e(1)
k , . . . , e(n)

k ),

L/ = (L/
1, . . . , L/

n), L/
j =

!
"

#
1 if e(t)

2...k 0colex e(j)
2...k ’t < j,

0 otherwise,
j = 1, . . . , n,

L = (L1, . . . , Ln), Lj =

!
"

#
1 if e(t)

1...k#1 2colex e(j)
1...k#1 ’t > j,

0 otherwise,
j = 1, . . . , n,

F = (e(1)
k#1, . . . , e(n)

k#1).

(2.2)
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Figure 2.5: De Bruijn graph constructed
for all k-mers extracted from sequence
ACTAGCTAGCTAGC where k = 4.

# k-mer L F W
1 $$$$ 0 $ $

2 $$$A 1 $ A

3 $$AC 1 A C

4 CTAG 1 A G

5 $ACT 1 C T

6 AGCT 1 C T

7 TAGC 1 G C

8 ACTA 1 T A

9 GCTA 1 T A-

Table 2.2: The BOSS table representa-
tion of all k-mers extracted from sequence
ACTAGCTAGCTAGC where k = 4.

That is, W / % !̂n is the array of the last characters of the indexed k-mers, L/ % {0, 1}n

indicates first incoming k-mers (see definition above) in the De Bruijn graph, L % {0, 1}n

similarly indicates last outgoing k-mers, and F % !̂n is the array of the penultimate
characters of the k-mers. Finally, the W / and L/ arrays are combined into one vector W
as follows:

W = ((W /
1, L/

1), . . . , (W /
n, L/

n))

= ((e(1)
k , L/

1), . . . , (e(n)
k , L/

n)) % (!̂ 3 {0, 1})n,
(2.3)

and the vectors F, L, and W comprise the BOSS representation of the De Bruijn graph
corresponding to the list of indexed k-mers (e(1), . . . , e(n)). In practice, however, we
extend the alphabet and encode every pair (c, 0), where c % !̂, by adding a symbol ’-’
to it (e.g., G-), while every pair (c, 1) is encoded as the same character c % !̂. As an
example, the BOSS table for a De Bruijn graph from Figure 2.5 is shown in Table 2.2.
A demonstration tool for constructing BOSS tables for arbitrary nucleotide sequences
is available at https://metagraph.ethz.ch/dbg_visualizer. Note that due to the
specific ordering of k-mers in the BOSS table, vector F can be fully represented by |!|
integers, offsets indicating for every c % ! how many characters lexicographically less
than c occur in vector F, that is, Foffset(c) := |{i | Fi < c}|.
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2.4. Indexing sequences in De Bruijn graphs

2.4.5.2 k-mer traversals

In this paragraph, we will show how the BOSS table (i.e., vectors F, L, and W) allows
traversing the represented De Bruijn graph along the edges forward and backward.

forward traversal . The problem of forward traversal is set as follows. Given an
index j, 1 & j & n, of k-mer e(j) % V in the BOSS table (where V $ !̂k denotes the set
of represented k-mers) and a character c % !, find index j/ associated with its successor
(child node) e/ = e2,...,k c or 0 if such k-mer does not belong to the graph:

fwd(j, c) :=

!
"

#
j/ : e(j/) = e(j)

2,...,k c if e(j)
2,...,k c % V,

0 otherwise.
(2.4)

To execute this operation and find index j/, we exploit the specific ordering of the
k-mers in the BOSS table. One can always transition to the last outgoing k-mer by
computing the index of the last outgoing k-mer for e(j)

fwd(j) = selectL
1

$
rankL

1

%
Foffset(e(j)

k )
&

+ rankW
e(j)
k

(j)
’

, (2.5)

and checking the array W for characters c and c- at positions selectL
1 (rankL

1 (fwd(j) #
1)) + 1, . . . , fwd(j) corresponding to all the k-mers outgoing from e(j) to identify
whether one of them ends with character of interest c (see Table 2.2, e.g., fwd(6) = 9
and fwd(6, A) = 9). Here selectL

1 (x) returns the position of the x-th set bit in array L,
rankW

c (j) returns the number of times character c occurs in array W up to position j
(inclusive), and Foffset(c) returns the number of all characters in array F lexicographi-
cally smaller than c. In practice, we precompute rankL

1 (Foffset(c)) for all c % !̂ and store
these |!̂| integer values.

backward traversal . We define the blind backward traversal as follows. Given
a k-mer e(j) % V $ !̂k and associated with it index j in the BOSS table, find the first
incoming k-mer for it and return its associated index

bwd(j) = j/, where e(j/)
2,...,k = e(j)

1,...,k#1 and Wj/ % !̂. (2.6)

Note that the last condition Wj/ % !̂ is equivalent to L/
j/ = 1 and implies that j/ is

the first k-mer incoming to k-mer e(j). The existence of the solution follows from the
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existence of at least one incoming edge for each k-mer of the De Bruijn graph encoded
in the BOSS table. One can see that this can be computed on arrays L, F, and W of the
BOSS table as follows:

bwd(j) = selectW
e(j)
k#1

%
rankL

1 (j # 1) + 1 # rankL
1

%
Foffset(e(j)

k#1)
&&

. (2.7)

Indeed, it is easy to see that rankL
1 (fwd(bwd(j)) # 1) = rankL

1 (selectL
1 (rankL

1 (j # 1) +
1) # 1) = rankL

1 (j # 1), as rankA
1 (selectA

1 (rankA
1 (x) + 1) # 1) = rankA

1 (x) ’x, A. That
is, bwd(j) returns a node, which is mapped by fwd(·) back to j or to another k-mer
that shares with j its source (or, equivalently, has the same prefix of length k # 1).

2.4.5.3 Decoding k-mers

Note that given an index j of a k-mer in the BOSS table, one can immediately identify
the last character of the k-mer from vector W of the BOSS table (see Table 2.2). Then,
with the blind backward traversal, one can transition to an adjacent incoming k-mer and
repeat the same operation to extract the next character of the original k-mer. Repeating
this procedure k times reconstructs the original k-mer by decoding all its characters.

2.4.5.4 k-mer lookups

In Section 2.4.5.2, we described how given a node index, one can traverse the De Bruijn
graph to transition to one of its adjacent nodes. Here, we will describe the algorithm
for k-mer lookup. More precisely, given a k-mer c1 · · · ck, find its index in the BOSS
table or return 0 if such k-mer is not encoded in the BOSS table. We start with the
range of k-mers in the BOSS table that have character c1 in vector F. That is, all k-mers
with pattern - · · · - c1- (recall that vector F in the BOSS table encodes penultimate
characters of the k-mers stored in it while vector W encodes the last characters of
the k-mers). Thanks to the specific order of the k-mers in the BOSS table, this range
is continuous, and thus, we denote it as [first1, last1] (e.g., [first1, last1] = [5, 6] for
character C in example from Table 2.2). Then, we tighten this range by moving pointer
first1 to the next occurrence of c2 in vector W, and pointer last1 to the preceding
ocurrence of c2 in W. Suppose, our range after this step is [first/1, last/1] 4 [first1, last1].
Now we make the forward transition with operation fwd and transform the range to
[first2, last2] := [selectL

1 (rankL
1 (fwd(first/1) # 1)) + 1, fwd(last/1)], where fwd is defined
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2.4. Indexing sequences in De Bruijn graphs

by formula (2.5). As a result, the new range [first2, last2] corresponds to all the k-mers
of pattern - · · · - c1c2- encoded in the BOSS table. After repeating this procedure k # 3
more times, we get a range corresponding to k-mers c1c2 · · · ck#1- and complete the
operation by checking W for ck and ck- within that range to locate the k-mer of interest
c1c2 · · · ck. If during the execution of the algorithm a range [first/i, last/i] becomes invalid
(i.e., first/i > last/i), this implies that the k-mer being searched does not belong to the
graph, and hence, we return 0.

Also note that by interrupting this algorithm early, after k/ < k iterations, we effectively
locate all the k-mers with a given suffix (more precisely, the k-mers of pattern - · · · -
c1 · · · ck/ -). We call this operation the sub-k-mer matching. Sub-k-mer matching is
essential for inexact sequence search algorithms described in later sections of this
chapter. It could also be efficiently implemented with the BitmapDBG representation
of De Bruijn graphs, but it would be impossible to perform with hash table-based
representations without an exhaustive search.

2.4.5.5 Indexing k-mer ranges by suffix

At the t-th iteration of the k-mer lookup algorithm described above, the current range
of nodes corresponds to the k-mers in the BOSS table of pattern - · · · - c1 · · · ct-. Thus,
if all these ranges were precomputed for all k-mer suffixes c1 · · · ct % !t, one could
immediately get the respective range for any given k-mer suffix and thereby skip
the first t iterations of the lookup algorithm. At worst, this would reduce the query
time by a factor of k

k#t . In the best case, however, this single lookup in the vector of
precomputed k-mer ranges would be enough to find that there are no k-mers in the
BOSS table with the given suffix. Hence, it would reduce the entire k-mer lookup
algorithm to this single lookup in the vector of precomputed k-mer ranges.

We implemented this idea in MetaGraph and found it to be very effective for speeding
up queries on the BOSS table. We call this vector of precomputed ranges an index of
suffix ranges and represent it with the compressed sdarray [OS07] bitmap. More precisely,
in this representation, we encode a sparse bitmap SR % {0, 1}1+n+2|!|t , where n is the
size of the BOSS table (the number of k-mers), with set bits at positions indicating the
borders of the suffix ranges (hence, of size 1 + n + 2|!|t with 2|!|t set bits). Namely,
the range of k-mers with the p-th suffix (out of all |!|t possible suffixes) in the BOSS
table can be computed as

(
selectSR

1 (2p + 1) # 2p, selectSR
1 (2p + 2) # 2p # 1

&
. This
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representation requires only about 2|!|t
%

2 + log2
1+n+2|!|t

2|!|t

&
bits, hence, approximately

4 + 2 log2
n

2|!|t bits per integer in the table of ranges when |!|t 5 n. For instance, with

n = 100 · 109, t = 12, and |!| = 4, this makes up about 4 + 2 log2
100·109

2·412 6 27 bits
per range instead of the 128 bits, which we would need if we stored each range with
a pair of 64-bit integers. In addition to the space savings, this representation allows
querying the ranges in O(1) time (the complexity of the select1(·) operation) as well as
performing inverse queries (find a suffix of a k-mer given its index in the BOSS table)
in O(log |!|t) time. Even though the complexity of this operation is asymptotically the
same as t backward traversal steps on the BOSS table, in practice, the constant is much
lower, which makes the computation of k-mer suffixes this way significantly faster than
when directly traversing the BOSS table.

2.4.5.6 Dummy k-mers in the BOSS table

Since we only make traversal steps from real k-mers encoded in the BOSS table and
never traverse forward dummy sink k-mers (those ending with the sentinel character
$ /% !), the requirement of the existence of at least one outgoing edge in the represented
De Bruijn graph has to be applied only to real k-mers, that is, those without sentinel
characters $. Thus, for each original real k-mer e without adjacent outgoing k-mers, we
only need to add a single dummy k-mer e2,...,k$ to the BOSS table (see Figure 2.6).
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$$$$ ACGT$$$A $$AC CGT$$ACG

Figure 2.6: De Bruijn graph for k-mer ACGT with all required non-redundant dummy k-mers.

redundant dummy k-mers and their removal . Some operations over De
Bruijn graphs (e.g., merging two graphs) may lead to the existence of so-called redundant
dummy k-mers in the graph, that is, dummy k-mers (with at least one sentinel character)
that can be removed from the BOSS table without breaking the properties required for
graph traversals. For example, a sink dummy k-mer c1 · · · ck#1$ is redundant if there is
another k-mer c1 · · · ck#1ck that belongs to the graph, where $ 7= ck % !. Redundant
dummy source k-mers are defined analogously. In MetaGraph, we implemented special
procedures to identify and erase these redundant dummy k-mers from the BOSS table
in linear time.
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2.4.5.7 Internal representations of the BOSS table

For different use cases that arise in practice, we developed three different implemen-
tations of the BOSS table (L, F, W), which we call graph states. These different graph
states tune the whole graph structure to requirements implied by a particular problem
setting and available computational resources. We also present procedures for internal
conversion between all the implemented graph states. Given a graph in one state, it
can be easily converted to any other.

static representation. In the default static representation, which provides
a very good query performance while only taking about 2 + log2 |!| bits per k-mer,
vector L is stored as an uncompressed packed bitmap with the default rank and select
support data structures from the sdsl-lite library [Gog+14] ensuring constant time rank,
select, and access operations (see the stat bitmap representation in Section 2.3), vector
W is encoded using the Huffman wavelet tree [MN05] implemented in the sdsl-lite
library [Gog+14]. Vector F, as always, is simply represented as an array of |!| offsets.

small representation. For the smallest memory footprint, we encode the
internal bitmaps of the Huffman wavelet tree W in RRR vectors [RRS07] implemented
in the sdsl-lite library [Gog+14], which ensures a nearly optimal compression. Similarly,
vector L is encoded in a hybrid small representation (see Section 2.3.2) switching between
RRR [RRS07] and sdarray [OS07] vectors, depending on the sparsity of vector L to ensure
the best compression. Vector F is encoded by the offset array as described above.

dynamic representation. To support dynamic operations on the BOSS table,
we use dynamic bit vector and string representations based on the cache-efficient
B-trees implemented in library DYNAMIC [Pre17] to represent vectors W and L with
the support for dynamic insertion and deletion operations. Vector F is encoded by
the offset array as described above and naturally supports constant-time dynamic
operations.

In our workflows, we usually first construct a De Bruijn graph in the SuccinctDBG
(static) representation and then convert it to SuccinctDBG (small) once this graph has
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been annotated and the entire MetaGraph index is constructed and ready to serve
queries.

2.4.6 Graph construction

While the StrHashDBG and HashDBG graph representations are constructed directly by
inserting k-mers into a hash table, the more advanced representations BitmapDBG and
SuccinctDBG require a sorted list of k-mers for their construction. Thus, the construction
from a set of input sequences proceeds in two steps: 1) k-mer extraction, sorting and
de-duplication; 2) construction of the representation (an indicator bitmap or the BOSS
table). In the first stage, each k-mer e extracted from the input sequences, depending
on the alphabet size and the k-mer length k, is represented as a 64-, 128-, or 256-bit
integer, where each character is encoded with exactly b = )log2 |!|* bits (b = )log2 |!̂|*
when constructing the BOSS table). The layout of the characters in k-mers is defined
accordingly to induce the relative order of the k-mers expected in the target data
structure. In the case of the BOSS table, in particular, this is the colexicographic order
described in Section 2.4.5.1. Once all k-mers have been de-duplicated and sorted, we
construct the final representation, that is, a compressed indicator bitmap for BitmapDBG
or vectors L, W, and F of the BOSS table for SuccinctDBG.

scalable k-mer enumeration and counting . In addition to the simple
de-duplication of k-mers extracted from the input sequences, MetaGraph supports
k-mer counting to know exactly how many times each k-mer occurred in the input.
For each k-mer, the number of times it occurred in the input is counted and the
duplicate k-mers are discarded. MetaGraph uses the SortedSet approach to generate the
so-called k-mer spectrum of the input: the input k-mers are appended to a list, which
is sorted and de-duplicated every time it reaches the allocated space limit or after
all input k-mers have been processed. During de-duplication, the k-mer counts are
summed up to maintain the total count of each unique k-mer. In addition, MetaGraph
offers the SortedSetDisk approach, which implements a similar algorithm in external
memory. By using a pre-allocated buffer of fixed size, it imposes limits on memory
usage and allows constructing virtually arbitrarily large k-mer spectra but requires a
larger amount of disk I/O. Lastly, MetaGraph supports passing precomputed outputs
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from the KMC3 [KDD17] k-mer counting tool as input to make use of its extremely
efficient counting algorithm and filters. Once the entire k-mer spectrum is obtained
and all k-mers are sorted, they are converted into the final data structure to construct
the target graph representation.

2.4.7 Extracting contigs and unitigs from graphs

All sequences encoded in the graph (or any defined subgraph) can be extracted from it
and stored in FASTA format via graph traversal. The graph is fully traversed and its
paths formed by consecutive overlapping k-mers are converted into sequences (contigs)
that are returned as a result of this operation. Each k-mer of the graph (or subgraph)
appears in the assembled contigs exactly once. Thus, the resulting set of sequences is a
disjoint node cover of the traversed graph.

MetaGraph distinguishes two main types of traversal: i) traversal in contig mode extends
a traversed path until no further outgoing edge is present or if all the next outgoing
edges have already been traversed, while ii) traversal in unitig mode only extends a path
if its last node has a single outgoing edge, and this edge is the single edge incoming to
its target node. This definition of a unitig matches the one from [Iqb+12].

For all traversal modes, we assemble sequences in parallel in three stages. We first start
the traversal at the nodes with no incoming edges (called source nodes) and maintain bit
vectors indicating which nodes have previously been visited. We then start traversals
at each remaining branching node (i.e., with out-degree > 1). In all cases, we iterate
edges at branching nodes in lexicographic order. Then, what remains after those two
steps, if anything, are simple cycles, which are traversed last.

2.4.8 Basic, canonical, and primary graphs

It is known that DNA is made of two linked strands that are twisted around each
other in the shape of a double helix, where the nucleotides placed opposite of each
other are set in a respective complementary correspondence. More precisely, the
opposite of a C (cytosine) nucleotide always happens to be a G (guanine). Similarly, if
there is an A (adenine) on one strand, the complementary strand will always have a T

(thymine) in the corresponding position. However, due to the specifics of sequencing
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technologies, when a DNA is sequenced, each strand is read in a certain direction.
Each part of DNA may be read from either of the strands and often from both when
the sequencing coverage is sufficiently high. However, sequences read from different
strands but corresponding to the same part of a DNA molecule are always reverse
complement of each other. More formally, a nucleotide sequence s/ is called reverse
complement to s// if replacing all characters in s// according to the following rules
A 8 T, C 8 G, G 8 C, T 8 A turns it into a reverse sequence of s/.

When indexing reads sequenced from unknown strands, we supplement each read
with its reverse complement, which is then indexed along with its originating read. As
a result, the De Bruijn graph accumulates each k-mer in both orientations. Such graphs
(which we call canonical) can be represented by storing only one orientation of each
k-mer and simulating the full canonical graph on-the-fly (e.g., for querying outgoing
edges, return not only the edges outgoing from the source k-mer, but also all edges
incoming to its reverse complement k-mer).

Storing only canonical k-mers (i.e., the lexicographically smallest of the k-mer and its
reverse complement) effectively reduces the size of the graph by up to two times.
However, this cannot be efficiently used with the succinct graph representation based
on the BOSS table. The BOSS table, by design, requires that each k-mer in it has other
k-mers overlapping its prefix and suffix of length k # 1 (at least one incoming and one
outgoing edge in the De Bruijn graph). However, often among any two consecutive
k-mers in a read only one of them is canonical. Thus, storing only canonical k-mers
in the BOSS table would often require adding several extra dummy k-mers for each
real k-mer, which makes this approach memory-inefficient. We overcome this issue
by constructing so-called primary graphs, where the word primary reflects the traversal
order, as described in the next paragraph.

When traversing a canonical De Bruijn graph, we can additionally apply the constraint
that only one of the orientations of a given k-mer is called. More precisely, the traversal
algorithm works as usual, but never visits a k-mer if its reverse complement had already
been visited. Whichever orientation of the forward or reverse complement k-mer is
visited first is considered to be the primary k-mer of the pair (for an example illustration
see Figure 2.7). This results in a set of sequences, which we call primary (primary contigs
or primary unitigs). Note that the traversal order of the graph may change the set of
primary sequences extracted from it, but it may never change the total number of
k-mers in these sequences (primary k-mers). This is relevant when extracting primary
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Figure 2.7: Schematic illustration of canonical and primary graphs. Left: A De Bruijn graph of
order k = 4 constructed from original input sequences, e.g., CACTAGCT, CTAGTG. All k-mers (in
this case only one k-mer GCTA) that did not actually occur in the input but could, in principle,
be sequenced, that is, reverse complement to some other k-mers from the input, are dimmed in
gray. Middle: Canonical graph. All non-canonical k-mers are dimmed in gray and are emulated
implicitly by the explicitly stored canonical k-mers. For the BOSS table, however, all canonical
and non-canonical k-mers are stored in this mode to reduce the number of disconnected
components in the graph and thereby minimize the number of extra dummy k-mers. Right:
Primary graph (i.e., a graph constructed from primary contigs). All non-primary k-mers are
dimmed in gray.

contigs with multiple threads since the node traversal order may differ between runs.
We call graphs constructed from primary sequences primary graphs. Unlike the common
approach where only canonical k-mers are stored, primary De Bruijn graphs can be
efficiently represented succinctly using the BOSS table, and effectively allow us to
reduce the size of the graph part of the MetaGraph index by up to two times.

2.4.9 Graph cleaning

When a graph is constructed from raw sequencing data, it might contain a considerable
number of k-mers resulting from sequencing errors (erroneous k-mers). These k-mers
do not occur in the biological sequences and make up spurious paths in the graph that
only exist due to sequencing errors. Thus, one may desire to prune them off. We call
this procedure graph cleaning.

To address this problem and to remove sequencing errors, MetaGraph provides routines
for graph cleaning and k-mer filtering. These are based on the assumption that k-
mers with relatively low abundance (low k-mer counts) in the input data were likely
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generated due to sequencing errors and, hence, should be dropped. To identify
potentially erroneous k-mers, we use an algorithm originally developed by Iqbal and
colleagues [Iqb+12]. In MetaGraph, we adapted and scaled up this algorithm to work
not only for small but also for very large graphs (up to trillions of nodes).

Briefly, to make the cleaning procedure more robust, the decision about filtering out
a k-mer is based on the median abundance of the unitig to which this k-mer belongs.
That is, k-mers with low abundance are preserved if they are situated in a unitig with
sufficiently many (more precisely, at least 50%) highly abundant (solid) k-mers. Then
the entire unitig is considered solid and it is kept in the graph. All solid unitigs (which
may also be concatenated into contigs called clean contigs) are extracted from the graph
and output in FASTA format. Optionally, all tips, that is, unitigs where the last node
has no outgoing edges, that are shorter than a given cutoff (typically 2k) are discarded
as well. Afterwards, a new graph can be constructed from these clean contigs, which
we call a cleaned graph.

The abundance threshold for solid k-mers (i.e., k-mers that are considered likely non-
erroneous) can be set either manually or computed automatically from the full k-mer
spectrum. In this case, we assume that the number of k-mers with sequencing errors
(erroneous k-mers) follows a Poisson distribution with a Gamma distributed mean.
Also, it is assumed that all k-mers with an abundance of 3 and less are generated due
to sequencing errors. Based on these numbers, the algorithm fits a Poisson distribution
and chooses a threshold such that k-mers predicted to be erroneous make up at most
0.1% of the total k-mer coverage. Finally, suppose the chosen threshold leads to
preserving less than 20% of the total coverage. In that case, the automatic estimation
procedure is deemed unsuccessful and a pre-defined value (typically 2) is used as a
fallback threshold instead.

When indexing especially massive read sets, we often performed an additional pre-
filtering step. Namely, before building the initial graph and cleaning it, we discard
all k-mers occurring only once in the sample if the average k-mer abundance for that
sample exceeded 5 (see respective sections for each SRA data set in Section 6.1.2).
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2.4.10 Constructing a joint graph from multiple samples

According to the general workflow presented in Section 2.2.2, when indexing multiple
read sets (especially when indexing vast collections of raw sequence data), the recom-
mended workflow for constructing a joint De Bruijn graph from the input samples
consists of the following three steps. First, we independently construct a De Bruijn
graph from each input read set. Since each graph is constructed from a single read
set (or sample), we call these graphs sample graphs. If desired, these sample graphs
are independently cleaned with the graph cleaning procedure described above in Sec-
tion 2.4.9. Then, each sample graph is decomposed into a set of (clean) contigs, either
by extracting the contigs directly or as a result of the graph cleaning procedure. Finally,
a new De Bruijn graph is constructed from all these contigs, which is then annotated to
represent the relation between the k-mers and the input samples (see Section 2.5). As
this graph represents the result of merging all sample graphs, we refer to it as the joint
De Bruijn graph. In practice, the size of the contigs extracted from sample graphs is up
to 100 times smaller than the raw input, which makes the construction of the joint De
Bruijn graph by this workflow significantly more efficient compared to constructing it
directly from the original raw read sets.

2.5 graph annotations

Once a De Bruijn graph is constructed, it can already be used to answer k-mer member-
ship queries, that is, to check if a certain k-mer belongs to the graph or not. However,
the De Bruijn graph alone can encode no additional metadata (such as sample ID,
organism, chromosome number, expression level, or geographical location). Thus, we
supplement the De Bruijn graph with another data structure called an annotation matrix.
Each column of the annotation matrix A % {0, 1}n3m, where n is the number of k-mers
in the graph and m is the number of annotation labels, is a bit vector indicating which
k-mers possess a particular property. That is, which of the k-mers indexed in the graph
are in relation with the corresponding annotation attribute:

Ai
j :=

!
"

#
1, k-mer i is in relation with attribute j,

0, otherwise.
(2.8)
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Without loss of generality, we will assume that the annotation matrix encodes the
membership of k-mers to different samples, i.e., encodes sample IDs. In this case,
Ai

j = 1 indicates that k-mer i appears in sample j. (Note that the same k-mer may also
appear in multiple samples.)

The number of rows of the annotation matrix corresponds to the number of k-mers
indexed in the De Bruijn graph, and hence, the annotation matrix can be of enormous
size, containing up to 1012 rows and 109 columns. However, this matrix is typically
extremely sparse, and thus, can be efficiently compressed. We thoroughly investigate
the problem of representing graph annotations and its generalized formulations in
Chapters 3, 4, and 5 of this dissertation. Namely, in Chapter 3, we consider in detail
the problem of representing large annotation matrices and propose new techniques,
which are generic enough also to be used for representing arbitrary sparse matrices.
In Chapter 4, we present a method for delta compression of graph annotations that
allows us to significantly sparsify the annotation matrix and, therefore, to considerably
improve its compressibility. Notably, the transformed annotation matrix can still be
represented with any existing scheme, including those presented in Chapter 3. Finally,
in Chapter 5, we generalize the notion of graph annotations and consider the problem
of representing quantitative information such as k-mer positions and their abundances
in input sources, encoded with non-binary matrices.

Next in this section, we will summarize the basic schemes available in MetaGraph for
representing binary matrices. For more details, experiments, and an in-depth analysis
of the different approaches for representing graph annotations, please refer to the
aforementioned Chapters 3, 4, and 5.

2.5.1 Queries supported on annotation matrices

Interactions with graph annotations in MetaGraph can generally be split into two
categories: i) querying rows of the annotation matrix, resulting in labels for k-mers (e.g.,
for sequence search described in Section 2.6) and ii) querying columns of the annotation
matrix, allowing for the retrieval of k-mers associated with a particular annotation label
and integrative analysis of samples (e.g., differential assembly described in Section 2.7).
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2.5.2 Representing binary matrices in MetaGraph

Independent of the choice of graph representation, a variety of methods are provided
in MetaGraph for compressing annotation matrices to accommodate for different query
types. These different matrix representation schemes can be split into row-major and
column-major. The row-major representations enable fast row queries but have a poor
performance of column queries. The column-major representations, on the contrary,
provide fast access to individual columns of the annotation matrix but typically have a
poorer performance of row queries. Despite being mathematically equivalent up to the
transposition of the represented matrix, these schemes are, in fact, different due to the
need to adapt to the fact that the number of rows of the annotation matrix in practice is
typically orders of magnitude larger than the number of columns.

2.5.2.1 Column-major matrix representations

The default representation of graph annotations in MetaGraph is ColumnCompressed,
which independently stores columns as compressed bit vectors. More precisely, in
the hybrid bit vector representation smart (described in Section 2.3.2). Being highly
compressed for sparse columns, this representation provides easy access to individual
columns, which is helpful for filtering (e.g., by sample IDs) and selecting label-induced
subgraphs. Furthermore, the ColumnCompressed representation provides efficient access
queries, which makes it an excellent choice for querying individual columns. At the
same time, the set bits of a column stored in the smart representation can be iterated
exceptionally quickly, and thus, the entire matrix can be easily transformed to any other
format, including row-major formats, for which the matrix is effectively transposed by
blocks.

For higher compression performance and faster row queries, we employ the Multiary
Binary Relation Wavelet Tree (Multi-BRWT) representation scheme [Kar+20b] with the
index columns stored in the compressed smallrank representation (see Section 2.3.2),
which provides excellent compression while enabling fast rank queries. The Multi-
BRWT representation scheme (described in detail in Sections 3.3.5 and 3.4) typically
achieves the best compression in real applications, especially where the columns of the
annotation matrix are highly correlated, such as those constructed from sequencing
samples corresponding to related organisms.
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Generally, when performing row queries on an annotation matrix represented with a
column-major scheme, we aggregate the query operations and perform them in batches,
which improves the cache locality and significantly improves the query performance.

2.5.2.2 Row-major matrix representations

For fast queries on rows (e.g., for sequence search queries), we provide a number of
row-major matrix representations. For the fastest queries of rows, we developed a
compressed row-major sparse matrix representation RowCompressed, which is employed
in query graphs (see Section 2.6.1.2 and Figure 2.8) and additionally supports dynamic
operations. It stores the matrix as a vector of vectors, where each row is represented as a
folly::SmallVector<uint32_t> from the Facebook Open-source Library1, storing the
column indexes of its set bits, which has the same interface as std::vector<uint32_t>

but significantly lower memory overhead.

The next compression technique, RowFlat, was originally employed in VARI [Mug+17].
It concatenates all rows into a single sparse bitmap of size mn, where n is the number of
rows and m is the number of columns of the annotation matrix, and stores this bitmap
in a compressed sdarray [OS07] representation.

Then, RowSparse writes the column indexes of all set bits into an integer array com-
pressed with the Elias delta coding (implemented in the sdsl::vlc_vector<> data
structure from the sdsl-lite library [Gog+14]). Additionally, a bitmap of size n + d,
where d is the number of set bits in the matrix, is stored in the small representation
(described in Section 2.3.2) to encode the offsets pointing to where each row starts in
that integer array.

In BinRel-WT [BCN13], a similar approach is used with the difference that the integer
array is represented as a wavelet tree, which improves the performance of column
queries.

Next, Rainbowfish [APP17] uses the fact that rows of the annotation matrix are often
highly duplicated (due to multiple nodes in the graph having the same annotations). To
take advantage of that, it builds a dictionary of distinct rows and stores a mapping from
original row indexes to their corresponding indexes of distinct rows in the dictionary.
Additionally, the more frequent rows are assigned smaller indexes in the dictionary,

1 https://github.com/facebook/folly
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which makes this mapping more compressible with universal codes. Interestingly, this
technique can be generalized and used in combination with any matrix representation
scheme. We describe this generalization below.

2.5.2.3 The Rainbow matrix decomposition technique

It is easy to see that the row de-duplication technique used in Rainbowfish [APP17] can
generally be used with any compression scheme used to represent the matrix of distinct
rows. Moreover, this matrix does not have to be represented in a row-major order but
any column-major representation would be applicable as well. We call this technique
the Rainbow decomposition, and thus, we call the representations employing it the
Rainbow-* representation schemes. For example, the Rainbow-BRWT representation
de-duplicates the rows with the Rainbow technique and stores the distinct rows in
a matrix represented with the compressed Multi-BRWT scheme. Note that in this
terminology, Rainbow-RowFlat refers to the original Rainbowfish [APP17] representation.

2.5.2.4 The RowDiff compression technique

Due to the nature of De Bruijn graphs and the fact that adjacent nodes (k-mers) usually
originate from the same sequences, it turns out that in practice adjacent nodes in the
graph are likely to carry identical or similar annotations. The RowDiff compression
technique [Dan+21a] exploits this regularity by replacing the annotations at nodes
with their relative differences. MetaGraph provides a scalable implementation of this
technique with efficient construction algorithms, which allow applying it to virtually
arbitrarily large annotation matrices. The algorithm essentially consists of two parts.
First, for each node with at least one outgoing edge, it picks one of the edges and
marks its target node as a successor. Second, it replaces the original annotations at
nodes with their differences to the annotations at their assigned successor nodes. This
delta-like transform is applied to all nodes in the graph except a small subset of them
(called anchors), which keep the original annotation unchanged and serve to end every
path composed of successors and break the recursion when reconstructing the original
annotations (e.g., when querying). This method was proposed in [Dan+21a] and later
improved and generalized in [Kar+22] (see Chapters 4 and 5 of this dissertation).
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2.5.3 Annotation construction

The typical workflow for constructing an annotation matrix for a large input set consists
of the following steps. After the joint De Bruijn graph has been constructed from the
input sequences, we iterate over the different samples (corresponding to the different
annotation labels) in parallel and map all k-mers of each sample to the graph, generating
a single annotation column. To avoid the mapping of identical k-mers multiple times
and to prevent the processing of erroneous k-mers (k-mer with sequencing errors), we
use the unitigs extracted from the cleaned sample graphs (see Section 2.4.10) instead of
the raw sequences when annotating the graph. This dramatically reduces the annotation
construction time, especially when the joint graph is represented with SuccinctDBG, for
which the traversal to an adjacent k-mer is several times faster than a k-mer lookup
performed from scratch (see Sections 2.4.5.2 and 2.4.5.4).

Once an annotation matrix has been constructed (typically in the ColumnCompressed
representation), it can be transformed to any other representation to achieve the
desired trade-offs between the representation size and the performance of the required
operations. In particular, for sequence search and experiment discovery problems
(see Section 2.6), the recommended workflow is to apply the RowDiff transform on
the annotation matrix and then convert the sparsified columns to the Multi-BRWT
or RowSparse representation, depending on the desired memory and performance
constraints.

2.5.4 Dynamic index augmentation and batch updates

Generally, there are three strategies for extending a fully constructed MetaGraph index
(a joint De Bruijn graph and its corresponding annotation matrix). First, the batch of
new sequences can be indexed separately and that second MetaGraph index can be
hosted on the same or on a different server. Then, these two indexes can be queried
simultaneously, as it is done for a distributed MetaGraph index (see Section 2.2.3).
Second, the graph can be updated directly if it is represented using a dynamic data
structure that supports dynamic updates (e.g., SuccinctDBG (dynamic)). Then, the
annotation matrix needs to be updated accordingly. This approach allows making
instant changes. However, it does not enable large updates because of the limited
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Figure 2.8: Schematic representation of the two main approaches for sequence search. Left:
Counting exact k-mer matches between query and graph. Right: Alignment finds all closest paths
within a given edit distance. (This figure appears similarly in [Kar+20a] and is a result of joint
work of the authors of that manuscript.)

performance of dynamic data structures [Ali+20a]. Finally, for large updates, the
existing index can be reconstructed entirely. For the reconstruction, the index is first
decomposed into contig buckets, where each bucket stores contigs extracted from
the subgraph induced by the respective annotation column. Then, these buckets are
augmented with the new data (either by adding the new sequences directly or by
pre-constructing sample graphs from the new sequences and adding extracted from
them contigs), and a new MetaGraph index is constructed from these augmented
buckets. Notably, this approach uses a non-redundant set of contigs and does not
require processing raw data from scratch again. Furthermore, instead of extracting
contigs from the old index, it is also possible to use the inputs initially used to construct
the old index (e.g., the contigs extracted from sample graphs), which can significantly
simplify the process.

2.6 sequence search

As sequence search is a crucial task for many biomedical applications, we devised
several efficient search algorithms to identify corresponding paths in the graph and
retrieve the associated annotations, which we describe below. One important application
of our search methods is experiment discovery, where each annotation label represents a
sequencing library (SRA experiment) and the MetaGraph index is queried to find all
experiments with reads similar to the queried sequence.
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2.6.1 Exact k-mer matching

In the first approach, input sequences are broken down into k-mers that are simply
mapped to nodes of the graph. Then, the respective annotations are retrieved and the
aggregated result is returned as output (Figure 2.8, left).

2.6.1.1 Optimizations speeding up k-mer matching

For higher throughput, we implemented several techniques to speed up this procedure.
First, when mapping k-mers to a primary graph (refer to Section 2.4.8 for the definition
of a primary graph), each k-mer may generally have to be searched twice (first that
k-mer and then its reverse complement). Nevertheless, if a k-mer has been found, there
is no need to search for its reverse complement. In fact, it is guaranteed in that case that
the reverse complement k-mer would be missing in the graph. However, if a certain
k-mer from the query is missing in the graph but its reverse complement is found, it is
likely that for the next k-mer from the query sequence, which is adjacent to the current
one, the same applies. Thus, in such cases, we directly start the search for the next
k-mer by querying the graph with the reverse complement and check for the original
k-mer only if that reverse complement k-mer is not found in the graph.

Another optimization consists in querying the annotation matrix in batches, which
improves cache locality and removes possible row duplications. To go further and
speed up k-mer mapping itself, we developed the batch query algorithm described in
Section 2.6.1.2 in detail.

Finally, when the graph is represented with the BOSS table, indexing k-mer ranges in
the BOSS table (as described in Section 2.4.5.5) significantly speeds up k-mer lookups,
especially relevant when querying short sequences or arbitrary sequences against a
primary graph.

2.6.1.2 Batched sequence search with query graphs

To increase the throughput of sequence search for large queries (e.g., sets of sequencing
reads or long sequences), we have designed an additional batch query algorithm
schematically shown in Figure 2.9. The algorithm exploits possible redundancy of the
query sets, the presence of k-mers shared between individual queries. More precisely,

50



2.6. Sequence search
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Figure 2.9: Batched sequence search — retrieves a decompressed subgraph (query graph) from
the full compressed annotated graph for subsequent query. All query sequences are combined
into an intermediate batch graph, which is then traversed to extract contigs to be queried against
the full index. Hits and their corresponding annotations are aggregated to construct the final
query graph, which is then searched against with the original query sequences. (This figure
appears similarly in [Kar+20a] and is a result of joint work of the authors of that manuscript.)

query sequences are processed in batches and an intermediate batch graph is constructed
from each batch. This batch graph is then effectively intersected with the large joint
graph from the MetaGraph index. The result of this intersection operation forms a
relatively small subgraph of the joint graph, which we call a query graph and represent
in a fast-to-query uncompressed format (HashDBG). In practice, this intersection is
performed as follows. First, the batch graph is traversed (Step 2 in Figure 2.9) to extract
a non-redundant set of contigs that are afterwards mapped against the joint graph
via exact k-mer matching (Step 3 in Figure 2.9) and the respective annotations are
extracted from the compressed index accordingly to construct the query graph with
its respective annotations representing the intersection of the batch graph with the
full MetaGraph index (Step 4 in Figure 2.9). All query sequences from the current
batch are then queried against this query graph (Step 5 in Figure 2.9). Depending on
the structure of the query data, this algorithm achieves a 10- to 100-fold speedup (see
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Section 2.10.2 and Figure 2.13 for the evaluation).

2.6.2 Sequence search with alignment

For cases where the sensitivity of sequence search via exact k-mer matching is insuffi-
cient, we developed several approaches for aligning sequences to the MetaGraph index.
Note that each approach has its target use cases, and the choice should be made based
on the particular application and the problem setting.

2.6.2.1 Sequence-to-graph alignment

In the first approach, the sequences are aligned against the joint De Bruijn graph to
compute their respective closest paths in the graph or, more precisely, walks as some
of the nodes may repeat in them. This approach is called sequence-to-graph alignment.
After a set of alignments has been computed, they are used instead of the original
sequences to fetch the corresponding annotations. The algorithm is schematically
shown in Figure 2.8, right.

The alignment algorithm takes a classical seed-and-extend approach [Alt+90]. Given an
input sequence, the seeds are composed by joining consecutive k-mer matches within
the graph’s unitigs (called unitig maximal exact matches, or Uni-MEMs [Liu+16]).
Although by default this restricts the seeds to be at least of length k, representing the
graph with the BOSS table allows mapping arbitrarily short sequences to suffixes of
the k-mers indexed in the graph (as described in Section 2.4.5.4), which relaxes the
restriction on the minimum seed length.

Each seed is extended in the graph forward and backward to produce a complete
local alignment. Similarly to how GraphAligner [RMM19; RM20] builds on Myers’
algorithm [Mye99], our extension algorithm is a generalization of the Smith-Waterman-
Gotoh local alignment algorithm with affine gap penalties [Got82]. The extension
algorithm maintains a priority queue of graph nodes whose vectors have not yet
converged in value, with the priorities determined by the greatest score change during
its last update [RMM19]. In addition, to restrict the number of nodes traversed in total,
an X-drop cutoff is applied, which drops an element if it scores less than X units lower
than the current best alignment [Alt+97; Zha+00].
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2.6.2.2 Label-consistent graph alignment

The approach described above aligns sequences to the joint De Bruijn graph. Some
applications, however, require computing alignments against subgraphs of the joint
graph induced by single annotation labels (columns of the annotation matrix). We call
such an alignment approach label-consistent graph alignment (or alignment to columns)
and implement it on top of the sequence-to-graph alignment described above. However,
instead of aligning to all the subgraphs independently, we perform the alignment at
once while keeping track of the annotations corresponding to the alignments. We
modify the extension algorithm to ensure that all nodes of each alignment in the graph
carry a certain annotation label (or a set of labels).

2.6.2.3 Trace-consistent graph alignment (TCG-Aligner)

Finally, when input sequences are encoded in a MetaGraph index losslessly, as described
in Chapter 5, the alignment can be done against those original input sequences whose
respective walks in the graph are called traces. This method is called the trace-consistent
graph aligner (TCG-Aligner). For further details, see Section 5.5.

2.7 assembling differential sequences

Inspired by the long history of applying De Bruijn graphs to the genome assembly
problem [CPT11], another possible query on a MetaGraph index consists in the extrac-
tion of sequences from it. Moreover, the assembly may be performed on any selected
subgraph of the joint De Bruijn graph in the MetaGraph index, which may, for instance,
be used for core genome assembly, where sequences (gene sets) shared among all
samples in a cohort are desired [Med+05; MF19]. In particular, a subgraph of interest is
defined by marking as visited all nodes excluded from the subgraph before starting
traversal. Thus, only nodes in the subgraph are visited during traversal and assembled
into target sequences.

If the subgraph is defined by the inclusion of a foreground and the exclusion of
a background, then the extracted sequences correspond to those enriched in the
foreground. We call such sequences differential sequences. For a more concrete example,
consider the following problem. Given a set of whole metagenome sequencing samples
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Figure 2.10: Differential sequence assembly — Logical operations applied on columns form a
masking bitmap inducing a subgraph of the joint graph. The example shows the subgraph with
its nodes (highlighted in black) present in the first three columns but absent in all of the last
three columns.

of two patient populations distinguished by a specific phenotype (e.g., resistance to
treatment), one could aim to categorize the patient samples according to this phenotype
and select the corresponding distinguishing k-mers (Figure 2.10, left). These can then
be assembled into differential sequences (Figure 2.10, right), which act as markers for
further study. We refer to this process as the differential assembly of a cohort. Classical
approaches to solving this problem require aligning the reads from each sample and
selecting a subset to act as markers. This analysis, however, requires the raw sequencing
data for each sample to be available. With MetaGraph indexes, this analysis can be
performed directly on the compressed index by performing a series of operations on
the annotation columns to derive a corresponding node mask.

In general, a node mask defining the subgraph is computed in three stages. In the first
stage, the annotation columns for each label of interest are counted in a bit-packed
integer count vector. Then, all nodes corresponding to non-zero counts are included
in the target subgraph. In the second stage, unitigs from this subgraph are evaluated
according to user-defined inclusion criteria based on the values in the count vector.
Those not passing these criteria are discarded from the subgraph. Finally, depending on
the user’s needs, short tips may additionally be removed, and the remaining subgraph
is assembled into resulting unitigs or contigs.
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2.8 column transformations

In addition to the operations mentioned above, MetaGraph supports operations ag-
gregating multiple annotation columns to compute statistics for the k-mers and their
counts (abundances). In general, the following formula is used in the aggregation to
compute the i-th bit of the new annotation column:

amin &
m

"
j=1

1[vmin & cij & vmax] & amax, (2.9)

where cij is the count (abundance) of the i-th k-mer in the j-th label, and 1[A] is a
boolean predicate function, which evaluates as 1 if the statement A is true and as 0
otherwise. If no counts are associated with the column, we assume cij = 1 for every set
bit in the j-th annotation column and 0 otherwise. If the sum "m

j=1 1[vmin & cij & vmax]
falls within specified minimum and maximum abundance thresholds amin and amax,
the bit in the aggregated column for this k-mer is set to 1, and the value of the sum is
written as the count associated with that bit. In other words, the resulting aggregated
column is always supplemented with a count vector representing the number of original
annotation columns with k-mer counts between vmin and vmax, which can be used in
downstream analysis as an ordinary count vector.

2.9 implementation

The source code of MetaGraph is available under GPLv3 License at https://github.

com/ratschlab/metagraph. Besides the core library, the project includes benchmarks,
integration_tests for testing the main MetaGraph executable and the command line
interface, a set of Snakemake workflows for simplified index construction, a Python
API client, and detailed documentation.

2.9.1 Modules of the library

The core MetaGraph library is implemented in C++ and has been successfully tested
on Linux and MacOS. The library consists of the following submodules:

• graph (representation schemes, routines for alignment, assembly, and cleaning)
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Figure 2.11: Modules of the MetaGraph framework and their dependencies — The scheme of
dependencies between the key modules and external submodules of MetaGraph.

• annotation (annotation representation schemes and converters)

• common (EliasFano compression, bitmap and WT representation schemes, etc.)

• kmer (k-mer classes and algorithms for counting and de-duplicating)

• seq_io (routines for parsing and (de)compressing sequences)

• cli (command line interface of MetaGraph and server engine)

• unit_tests (unit tests for internal parts of the submodules)

All these submodules except cli and unit_tests are compiled into one target called
metagraph-core, and the cli submodule is built into its own target metagraph-cli,
using metagraph-core as a dependency. These two are then linked against the main
MetaGraph executable, while the unit tests are only compiled when desired. The full
scheme of dependencies of the core library is shown in Figure 2.11, which includes the
MetaGraph targets (metagraph-core, metagraph-cli, metagraph, unit_tests) as well
as the key external libraries.

2.9.2 Command line interface

The main MetaGraph executable has a command line interface (CLI) with the following
usage help.

Usage: ./metagraph <command> [command specific options]

Available commands:
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build construct a graph object from input sequence files in fast[a|q]

formats into a given graph

clean clean an existing graph and extract sequences from it in fast[a|q]

formats

transform given a graph, transform it to other formats

align align sequences provided in fast[a|q] files to graph

annotate given a graph and a fast[a|q] file, annotate the respective kmers

relax_brwt optimize the tree structure in brwt annotator

transform_anno change representation of the graph annotation

assemble given a graph, extract sequences from it

query annotate sequences from fast[a|q] files

server_query annotate received sequences and send annotations back

stats print graph statistics for given graph(s) or annotation

General options:

--advanced show other advanced and legacy options [off]

--version print version

After selecting any of these available commands, it prints additional help message for
the selected mode.

In the section below, we will show basic examples of using the MetaGraph tool. For
a more detailed description and examples, especially those related to indexing k-
mer abundances and k-mer coordinates, please refer to the documentation sources at
https://github.com/ratschlab/metagraph#documentation.

2.9.2.1 Construct graph

De Bruijn graphs are constructed with metagraph build, e.g.

metagraph build --verbose --parallel 4 -k 31 -o graph transcripts.fa
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where transcripts.fa is a fasta or fastq file (may be gzipped) with input sequences.

The statistics for a constructed graph can be checked with

metagraph stats graph.dbg

The constructed succinct graph can be transformed into a more compressed and smaller
representation with

metagraph transform -v --state small -p 4 -o graph_small graph.dbg

2.9.2.2 Transform to sequences

To transform a graph back to sequences, it can be traversed to extract all its contigs:

metagraph transform -v --to-fasta -o contigs -p 4 graph.dbg

These sequences contain all k-mers indexed in the graph exactly once and can be used
as their non-redundant (de-duplicated) representation.

2.9.2.3 Construct a graph with k-mer abundances

If available, information about k-mer abundance can be taken into account when
constructing a De Bruijn graph. Specifically, a node weight (k-mer count) can be
associated with every k-mer in the graph. All node weights supplement the graph in
the form of an integer vector stored in file graph.dbg.weights, which can be constructed
by simply adding the flag --count-kmers to the graph construction command

metagraph build -v -p 4 -k 31 --count-kmers -o graph SRR403017.fasta.gz

This command constructs a De Bruijn graph graph.dbg and an array of counts *.dbg.weights

associated with its k-mers. This supplementing vector of counts can then be used for
graph cleaning (see Section 2.9.2.4) or annotating k-mer counts (see Section 2.9.2.6).

2.9.2.4 Graph cleaning

For removing sequencing errors, MetaGraph provides routines for graph cleaning and
k-mer filtering described in Section 2.4.9. The default parameters in metagraph clean

correspond to no cleaning. That is, metagraph clean is simply an equivalent of metagraph

transform --to-fasta, which extracts from the input De Bruijn graph all contigs, without
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removing any k-mers. For cleaning graphs constructed from high-throughput Illumina
reads, the recommended parameters are --prune-tips <2k> --prune-unitigs 0 --fallback

2, which implements the cleaning procedure described in Section 2.4.9. To perform
the cleaning, the graph has to be constructed with k-mer counts. Thus, the whole
command may look as follows:

K=31

metagraph build -v -p 4 -k $K --count-kmers -o graph SRR403017.fasta.gz

metagraph clean -v -p 4 --to-fasta --prune-tips $((2*$K)) --prune-unitigs 0

--fallback 2 -o SRR403017_clean_contigs graph.dbg

2.9.2.5 Annotate graph

annotate sequence headers . For annotating each sequence with its header in
the input fasta/fastq file, run

metagraph annotate -v -i graph.dbg --anno-header -o annotation transcripts.fa

This is a standard annotation scenario when indexing reference sequences or assembled
genomes.

To check the statistics for the constructed annotation, run

metagraph stats -a annotation.column.annodbg

All annotation labels (column names) for an annotation matrix can be printed with:

metagraph stats --print-col-names -a annotation.column.annodbg

annotate source filenames . To label all k-mers from the same file with a
common label (for instance, for the experiment discovery problem), the command is:

metagraph annotate -v -i graph.dbg --anno-filename -o annotation file_1.fa

file_2.fa ...

This will annotate k-mers from the first file by label ’file_1.fa’, k-mers from the second
file by label ’file_2.fa’, etc.

annotate using custom labels . To add a custom annotation label for all
k-mers from an input file, add --anno-label <LABEL_NAME> to the annotation command.
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2.9.2.6 Annotate k-mer abundances

MetaGraph supports indexing k-mer counts (k-mer abundances), e.g., to represent gene
expression in RNA-Seq data. The counts can supplement graphs in any representation.
To construct an index with k-mer counts (Counting De Bruijn graph, see Chapter 5 for
more details), construct a De Bruijn graph as usual (see Section 2.9.2.1) and then add

--count-kmers to the annotation command, e.g.:

metagraph annotate -v -i graph.dbg --anno-filename --count-kmers -p 4

-o annotation transcripts.fa

The histogram for indexed k-mer counts can be viewed with:

metagraph stats -a annotation.column.annodbg --print-counts-hist

It is also possible to compute and print quantiles of all indexed counts. For instance,
type the following command to compute the minimum non-zero count, as well as the
median and the maximum counts:

metagraph stats -a annotation.column.annodbg --count-quantiles ’0 0.5 1’

2.9.2.7 Annotate k-mer coordinates

To construct a MetaGraph index with k-mer coordinates (represented as a Counting De
Bruijn graph, see Chapter 5), construct a De Bruijn graph as usual (see Section 2.9.2.1)
and then add --coordinates to the annotation command, e.g.:

metagraph annotate -v -i graph.dbg --anno-filename --coordinates -p 4

-o annotation transcripts.fa

2.9.2.8 Transform annotation

To enhance the query performance and to reduce the memory footprint, annotations
can be converted to other representations. There are several different annotation
representations available in MetaGraph, which can be seen in the usage help the
for flag --anno-type in metagraph transform_anno. For instance, Rainbowfish achieves a
higher query speed, but it can only be applied to relatively small problem instances
(about 100 GB) because of the limited compression performance and the complexity
of the construction algorithm. In contrast, RowDi!<Multi-BRWT> typically achieves
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the best compression while still providing a good query performance, and thus, it is
recommended for very large problem instances.

convert annotation to rainbowfish . The conversion to Rainbowfish con-
sists of two steps.

1. First, convert the column-compressed annotation to the row-major representation:

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type row -o annotation ...

2. Then, transform the row-major annotation to the compressed Rainbowfish represen-
tation:

metagraph transform_anno -v -p 18 --anno-type rbfish

-o annotation annotation.row.annodbg

convert annotation to multi-brwt. The conversion to Multi-BRWT can be
done either with a single command, e.g.:

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type brwt --greedy --fast -o anno

or with precomputing a column clustering for higher flexibility with:

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type brwt --linkage --greedy --fast -o linkage.txt

and next converting the annotation to Multi-BRWT according to the precomputed
clustering (linkage):

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type brwt --linkage-file linkage.txt -o anno

Finally, the internal structure of the BRWT tree can be relaxed (which is always recom-
mended to do) to increase the arity of its internal nodes and enhance the compression:

metagraph relax_brwt -v -p 18 -o anno_relaxed anno.brwt.annodbg

For further details on the construction algorithm, see Section 3.4.
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convert annotation to rowdiff<multi-brwt>. The conversion to
RowDiff<Multi-BRWT> is performed in two steps.

1. Transform annotation columns *.column.annodbg to RowDiff in three stages:

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type row_diff --row-diff-stage 0 -i graph.dbg --mem-cap-gb 300

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type row_diff --row-diff-stage 1 -i graph.dbg --mem-cap-gb 300

find . -name "*.column.annodbg" | metagraph transform_anno -v -p 18

--anno-type row_diff --row-diff-stage 2 -i graph.dbg --mem-cap-gb 300

Note that this requires passing the graph graph.dbg in order to derive the topology
for the diff-transform. In the first stage, the annotations are aggregated to identify
the heaviest outgoing edge for each fork and assign the RowDiff successors in the
graph (see Section 5.3.2). In the second stage, the diffs are computed, and anchor
nodes are assigned. The final stage concludes the transformation. For more details
on the RowDiff transform, see Chapters 4 and 5.

2. Convert the diff-transformed columns *.row_diff.annodbg to Multi-BRWT:

find . -name "*.row_diff.annodbg" | metagraph transform_anno -v -p 18 --anno-

type row_diff_brwt --greedy ...

metagraph relax_brwt -v -p 18 --relax-arity 32 -o annotation_relaxed

annotation.row_diff_brwt.annodbg

2.9.2.9 Query a MetaGraph index

A MetaGraph index (graph and annotation) can be queried using the CLI with metagraph

query, e.g.:

metagraph query -i graph.dbg -a annotation.column.annodbg --count-kmers

--discovery-fraction 0.1 transcripts.fa

To load up a MetaGraph index in server mode for querying it with the Python API
(described in Section 2.9.3) or via HTTP requests, run:

metagraph server_query -i graph.dbg -a annotation.column.annodbg --port <PORT>

--parallel <NUM_THREADS>

62



2.9. Implementation

2.9.2.10 Column transformations

MetaGraph supports operations aggregating multiple annotation columns to compute
statistics for the k-mers and their counts (see Section 2.8). For instance, a new annotation
column out.column.annodbg which computes AND between columns A and B can be
constructed with

metagraph transform_anno --aggregate-columns -o out --min-count 2 --max-count 2

A.column.annodbg B.column.annodbg

Despite the simplistic appearance of this command, it can also compute many other
complex operations. Below, we provide a few common examples of such aggregating
operations.

1. Select all unique k-mers, that is, appearing only in a single annotation column among
columns in annotation annotation.column.annodbg:

metagraph transform_anno --aggregate-columns -o out --max-count 1

annotation.column.annodbg

2. Select all common k-mers, that is, appearing in at least 95% of annotation columns:

metagraph transform_anno --aggregate-columns -o out --min-fraction 0.95

annotation.column.annodbg

In general, formula (2.9) is used for the aggregation.

2.9.3 MetaGraph API and Python client

For querying large graph indexes interactively, MetaGraph offers a web API that allows
clients to send requests to a single or multiple MetaGraph servers. Started in server
mode, the MetaGraph index will be persistently present in memory of the server, which
will accept HTTP requests on a pre-defined port. To make the querying more convenient,
we have also implemented a Python API client as a Python package available at
https://github.com/ratschlab/metagraph/tree/master/metagraph/api/python.
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2.9.3.1 Sequence search

The Python API client allows sending search or alignment queries to the server and
returns the result as a Pandas data frame for further downstream analysis. The Python
client has a search method, which accepts a single sequence or a list of sequences
represented with strings and has the following interface.

metagraph.client.GraphClient.search(self, ...)

Parameters:

• sequence (Union[str, Iterable[str]]) – Query sequence

• top_labels (int) – Maximum number of matched labels to retrieve [default: 100]

• discovery_threshold (float) – The minimum fraction (between 0.0 and 1.0) of k-mers
from the query required to match a label (occur in a sample) in order for that label to
show up in the result [default: 0.0]

• with_signature (bool) – Return the signature of k-mer matches

• abundance_sum (bool) – Compute the sum of abundances for all k-mers matched

• query_counts (bool) – Query k-mer counts

• query_coords (bool) – Query k-mer coordinates

• align (bool) – Align the query sequence to the joint graph and query labels for that
alignment instead of the original sequence

• align_params (dictionary) – The parameters for alignment (see method align())

Returns: A data frame with query results
Return type: pandas.DataFrame

It is also possible to first align a sequence to the joint graph and use the aligned
sequence to query the index (see Section 2.6.2.1). This can be done by setting align=True

(default False). If the align flag is set, all the alignment options (explained below) are
accepted:

metasub.search(query, discovery_threshold=0.0, top_labels=200, align=True,

min_exact_match=0.8, max_num_nodes_per_seq_char=10.0)

Finally, for querying k-mer count- and coordinate-aware indexes (see Section 2.9.2.7
and 2.9.2.6), pass one of the following flags: abundance_sum=True, query_counts=True, or
query_coords=True.
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2.9.3.2 Sequence alignment

The align method in the Python API client allows aligning sequences to the graph. The
method accepts a single sequence or a list of sequences represented with strings and
has the following interface.

metagraph.client.GraphClient.align(self, ...)

Parameters:

• sequence (Union[str, Iterable[str]]) – Query sequence

• min_exact_match (float) – The minimum fraction (between 0.0 and 1.0) of nucleotides
covered by seeds required to align the sequence [default: 0]

• max_alternative_alignments (int) – The number of different alignments to return [de-
fault: 1]

• max_num_nodes_per_seq_char (float) – The maximum number of nodes to consider per
sequence character during extension [default: 10.0]

Returns: A data frame with alignments
Return type: pandas.DataFrame

2.9.3.3 Query a locally hosted index

When an index is hosted locally, say on address localhost and port 5555, the API client
can connect to it as follows:

from metagraph.client import GraphClient

graph_client = GraphClient(’127.0.0.1’, 5555, api_path=’’)

Before initializing a client and initiating a connection, a search engine (the main
MetaGraph app) must be started to load up an index for querying. This can be done,
for instance, as follows:

metagraph server_query -v -i graph.dbg -a annotation.row_diff_brwt.annodbg

--port 5555 -p 10

2.10 evaluation of metagraph

To systematically evaluate our approach, we benchmarked both the index representation
size and the query performance of MetaGraph against other state-of-the-art indexing
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tools: BIGSI [Bra+19], COBS [Bin+19], Bifrost [HM20], and Mantis [Alm+20]. All
these indexing methods represent data as k-mer dictionaries, and thus, generally
speaking, the original input sequences cannot be unambiguously reconstructed from
the index. However, the k-mer sets are represented indeed losslessly by all the methods
except those based on Bloom filters (i.e., BIGSI and COBS). In Chapter 5 of this
dissertation, we have also considered the problem of representing entire sequences
losslessly using MetaGraph and developed efficient methods for search and alignment
in such representations (for the corresponding experiments, see Section 5.7).

2.10.1 Representation size

We indexed subsets of increasing size up to 25,000 read sets randomly drawn from
the entire collection of bacterial and viral genomic read sets [Bra+19] (see data set
SRA-Microbe in Section 6.1.2). MetaGraph indexes could easily be constructed on
the entire collection [Bra+19], however, we limited this evaluation to 25,000 read sets
as the memory usage of competing methods for larger sets exceeded our technical
setup. While Mantis, Bifrost, and MetaGraph provide lossless representations of the
indexed k-mer sets, BIGSI and COBS both employ probabilistic data structures that
lead to false-positive matches when querying the index. Hence, we denote the latter
two approaches as lossy compressors. We used BIGSI with the same parameters as in
the original work [Bra+19] (three hash functions with Bloom filters of size 25 · 106) and
COBS in two settings: i) four hash functions and the target false-positive rate of 5%; ii)
seven hash functions and the target false-positive rate of 1%.

The results are shown in Figure 2.12. While all the representations grow in size approx-
imately linearly with the input size, the absolute values are drastically different. For
Mantis with the MST annotation compression scheme [Alm+20], the total representa-
tion size grows irregularly with increasing the number of experiments, however, it is
always significantly larger than MetaGraph. Moreover, the space needed by MetaGraph
indexes with the graph stored in the SuccinctDBG (small) representation is 16–38 times
less than that of the other evaluated approaches, including BIGSI and COBS despite
their use of a lossy compression approach.
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Figure 2.12: Scalability of MetaGraph indexes — Size of evaluated index data structures for
representing a set of microbial WGS experiments of increasing size, shown for both lossy
indexing methods BIGSI and COBS (thus shown with dashed lines) and lossless Mantis,
Bifrost, and MetaGraph with different annotation representation schemes. The last curve
(MetaGraph small) shows the size of the MetaGraph representations with the SuccinctDBG
(small) and RowDiff-MultiBRWT compression schemes to encode the graph and the annotation,
respectively. The construction of the Mantis indexes could not be done on all the subsets as
indexing of the 13,500 sample subset was only 43.6% complete after reaching our 240 h run
time limit.

2.10.2 Search performance

In this experiment, we evaluated the performance of the sequence search strategies
implemented in MetaGraph. We compared it to the performance of the existing state-
of-the-art methods on the indexes constructed from sets of bacterial and viral genomic
read sets [Bra+19], which were also used for the evaluation in Section 2.10.1. We queried
four different types of sequences: a set of antimicrobial resistance (AMR) gene DNA se-
quences from the CARD database [Alc+19], reads from an environmental metagenome
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Figure 2.13: Times for querying four different sets of sequences against indexes constructed
with MetaGraph and other state-of-the-art tools from sets of microbial WGS experiments of
increasing size. Dashed lines indicate lossy methods. All MetaGraph indexes use the Succinct-
DBG (static) and the RowDiff-MultiBRWT schemes to represent the graph and its annotation,
respectively, except for the MetaGraph small, which uses SuccinctDBG (small). All curves show
the performance of exact k-mer matching, except for MetaGraph-Align and MetaGraph-LA, which
show the query performance with the more sensitive search strategies involving alignment
against the joint graph and single annotation columns, respectively (described Section 2.6.2).

sample (haib18CEM5453_HMCMJCCXY_SL336225) from MetaSUB [Dan+21b], AMPLICON
reads from a human gut metagenome sample (DRR067889), and metagenomic WGS
reads (SRR322873). The results presented in Figure 2.13 demonstrate that MetaGraph is
highly competitive in query time compared to all other evaluated methods. Notably,
with orders of magnitude smaller index representations (see Figure 2.12) and more
effective compression, MetaGraph nevertheless achieves significantly faster query times
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than most of the other tools. Moreover, with the batch query optimizations described
in Section 2.6.1.2, it demonstrates the best performance on sets of highly redundant
queries (DRR067889 and SRR322873). What is more, even the more sensitive search with
sequence alignment in MetaGraph (MetaGraph-Align and MetaGraph-LA) is consider-
ably faster than BIGSI, a tool for approximate k-mer matching originally developed to
index this data set.

2.10.3 MetaGraph alignment improves search accuracy

Sequence search performed via exact k-mer matching and reporting the correspond-
ing annotation labels for the matches [Bin+19; Bra+19; Pan+18a] can be seen as an
approximation of semi-global alignment of the query sequence against the subgraphs
induced by the different annotation labels. Furthermore, when each annotation column
is constructed from a single genome, this process mirrors the classical problem of align-
ment against a collection of reference genomes. However, this approximation becomes
less accurate with larger complexity of each subgraph. In this section, we evaluate
the accuracy of this approximation when solving the problem with different search
methods, namely, with sequence-to-graph alignment and with exact k-mer matching.

2.10.3.1 Evaluation methodology

We considered the following setting to measure the accuracy of sequence search
of different methods. Given the reference genome for Escherichia coli K-12 MG1655
(RefSeq accession NC_000913.3 [O’L+15]), we used the ART [Hua+11] tool to simulate
Illumina HiSeq-type reads with a read coverage of 13, 103, and 203. Then, we
constructed a De Bruijn graph from each set of generated reads and performed the
graph cleaning with MetaGraph to extract cleaned contigs. (k = 31 was used throughout
this experiment.) During the graph cleaning, we trimmed short tips of length less than
2k and discarded unitigs with median k-mer abundance less than 5 and 2 for input
read sets of coverage > 53 and & 53, respectively, when the thresholds could not be
determined automatically by the cleaning algorithm described in Section 2.4.9. Then,
we constructed BIGSI, COBS, and MetaGraph indexes from these cleaned unitigs. To
generate an index for GraphAligner, we exported the MetaGraph index in GFA format.

69



Chapter 2. MetaGraph: indexing sequences at Petabase scale

Table 2.3: The 11 different E. coli reference genomes used to simulate reads for evaluating the
accuracy of different algorithms for sequence search.

Strain Accession ID

str. K-12 substr. MG1655 NC_000913.3

O157:H7 str. Sakai DNA NC_002695.2

O104:H4 str. C227-11 isolate 368 shch chromosome NZ_CP011331.1

B strain C2566 NZ_CP014268.2

O121:H19 strain 16-9255 chromosome NZ_CP022407.1

O111 str. RM9322 chromosome NZ_CP028117.1

O145 str. RM9872 chromosome NZ_CP028379.1

O111:NM strain FWSEC0005 chromosome NZ_CP031912.1

O145:NM strain FWSEC0002 chromosome NZ_CP031919.1

O26:H11 strain FWSEC0001 chromosome NZ_CP031922.1

DSM 30083 = JCM 1649 = ATCC 11775 chromosome NZ_CP033092.2

By constructing the indexes this way, we simulated the real-world scenario, where a
genome is sequenced at different sequencing depth, and the reads are indexed.

For query sets, we simulated both Illumina HiSeq and PacBio CLR-type reads (the latter
using PBSIM [OAH12]) from 12 E. coli reference genomes (see Table 2.3). We computed
their optimal semi-global alignment scores to the reference genome NC_000913.3 with
the Parasail aligner [Dai16], which served here as gold standard in terms of alignment
scores. In our evaluation, we queried these reads in the previously generated index.
Then, we compared the results assuming that the better the query results are correlated
to these precomputed alignment scores, the more accurate a sequence search algorithm
is. Note that sequence search against a particular subgraph of a De Bruijn graph is
independent of the other parts of the graph, and hence, the search against a subgraph
induced by a particular annotation label does not depend on the presence of other
labels. Thus, it was sufficient to evaluate the query accuracy against a De Bruijn
graph constructed from a set of reads for a single genome without considering graph
annotations.

2.10.3.2 Results

We measured the accuracy of sequence search via k-mer matching for different methods
and via sequence-to-graph alignment where it was applicable. In addition, we also mea-
sured the accuracy of aligning sequences with GraphAligner [RM20]. All queries were
performed against the indexes constructed from cleaned contigs (see Section 2.10.3.1
for the full description).

70



2.10. Evaluation of MetaGraph

�3�F�B�E���T�F�U���H�S�B�Q�I���	�D�P�W�F�S�B�H�F�����


��������

��������

��������

��������

��������

�*
�M

�M
�V

�N
�J

�O
�B

���
	�-

���
���

���
���

�


���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�3�F�B�E���T�F�U���H�S�B�Q�I���	�D�P�W�F�S�B�H�F�������


�4
�Q

�F
�B

�S
�N

�B
�O

���
D

�P
�S

�S
�F

�M
�B

�U
�J

�P
�O

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�3�F�B�E���T�F�U���H�S�B�Q�I���	�D�P�W�F�S�B�H�F�������


�4
�Q

�F
�B

�S
�N

�B
�O

���
D

�P
�S

�S
�F

�M
�B

�U
�J

�P
�O

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�3�F�G�F�S�F�O�D�F���H�F�O�P�N�F���H�S�B�Q�I

�4
�Q

�F
�B

�S
�N

�B
�O

���
D

�P
�S

�S
�F

�M
�B

�U
�J

�P
�O

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�#�*�(
�4�*

�$�0�#�4

�.�B
�O

�U
�J�

T

�.�F
�U

�B
�H

�S
�B

�Q
�I

�(�S
�B

�Q
�I�"

�M
�J�

H�O
�F�S

�.�F
�U

�B
�H

�S
�B

�Q
�I

��������

��������

��������

��������

��������

�1
�B

�D
�#

�J
�P

���
$�

-�
3�

��	
�-

���
���

���
���

���



���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

�� ���
���

���
���

���
���

��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�#�*�(
�4�*

�$�0�#�4

�.�B
�O

�U
�J�

T

�.�F
�U

�B
�H

�S
�B

�Q
�I

�(�S
�B

�Q
�I�"

�M
�J�

H�O
�F�S

�.�F
�U

�B
�H

�S
�B

�Q
�I

�4
�Q

�F
�B

�S
�N

�B
�O

���
D

�P
�S

�S
�F

�M
�B

�U
�J

�P
�O

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�#�*�(
�4�*

�$�0�#�4

�.�B
�O

�U
�J�

T

�.�F
�U

�B
�H

�S
�B

�Q
�I

�(�S
�B

�Q
�I�"

�M
�J�

H�O
�F�S

�.�F
�U

�B
�H

�S
�B

�Q
�I

�4
�Q

�F
�B

�S
�N

�B
�O

���
D

�P
�S

�S
�F

�M
�B

�U
�J

�P
�O

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

�#�*�(
�4�*

�$�0�#�4

�.�B
�O

�U
�J�

T

�.�F
�U

�B
�H

�S
�B

�Q
�I

�(�S
�B

�Q
�I�"

�M
�J�

H�O
�F�S

�.�F
�U

�B
�H

�S
�B

�Q
�I

�4
�Q

�F
�B

�S
�N

�B
�O

���
D

�P
�S

�S
�F

�M
�B

�U
�J

�P
�O

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

���
���

���
���

���
���

��
���

���
���

���
���

���
��

�.�B�U�D�I���D�P�V�O�U �"�M�J�H�O�N�F�O�U
�T�D�P�S�F

Figure 2.14: Alignment score correlations to ground truth for different sequence search methods
and different sequencing technologies (Top: Illumina; Bottom: PacBio). All graphs (indexes)
were constructed from an Escherichia coli reference genome or its simulated reads at different
sequencing depth. Accuracy is measured as the Spearman correlation between search scores
(k-mer match count or alignment score) and gold-standard sequence alignment scores. Error
bars represent 95% confidence intervals across 100 bootstrap samples from 874 of PacBio-type
and 3,480 of Illumina-type query reads, corresponding to a coverage of 13.

The accuracy was measured as the Spearman correlation between the search scores
estimated by the evaluated methods and the alignment scores from Parasail. The results
are presented in Figure 2.14. The results show that the accuracy of alignment and k-mer
matching with MetaGraph outperforms all other evaluated methods. More precisely,
the accuracy is the same as in Mantis (as it is also a lossless method for indexing k-mer
sets) but higher compared to BIGSI and COBS due to them having false positive errors
because of using probabilistic data structures. Predictably, exact k-mer matching did
not perform well when querying PacBio-type reads with a high error rate (as almost
every k-mer has at least one error with a high probability). The alignment methods,
however, substantially improve the accuracy of sequence search on this type of reads.
Another notable observation is that alignments to graphs constructed from read sets
of coverage 203 were as accurate as those constructed from the original reference
sequence (see the two right columns in Figure 2.14). This result essentially shows that
if MetaGraph indexes are constructed on sufficiently deeply sequenced read sets, they
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can replace the actual reference genome databases as backends for sequence search.

2.11 summary

In this chapter, we have presented MetaGraph, a highly scalable framework designed
to index and analyze very large collections of biological sequence data. We have shown
that MetaGraph scales with the size of the input data exceptionally well, achieving index
sizes 16-38 times smaller than those produced by existing state-of-the-art methods.

In terms of query efficiency, especially for the experiment discovery problem, we have
shown that MetaGraph also achieves a performance superior to existing methods. For
example, given a cohort-size index, we can search for ( 300 Mbp of sequences per hour
per thread with exact k-mer matching. Furthermore, using internal parallelization, rates
of 10 Gbp/hour on a single server are easily achievable. Notably, our sequence-to-graph
alignment strategy allows for a further increased search sensitivity, achieving query
times that are only a small constant factor worse than the less sensitive exact matching.
In addition, we can restrict the graph search to a subgraph defined by one or several
annotation labels. Moreover, in Chapter 5, we consider the use of genomic coordinates
as they are often applied in pangenome graphs [Cha+20], which enables utilizing these
coordinates during alignment and projecting individual sequence-to-graph alignments
to a given input genome. With these additions, we envision the potential for MetaGraph
indexes to be a faster replacement for database search methods such as BLAST.

Another innovative feature implemented in MetaGraph is a generalized framework for
sequence assembly from subgraphs. This framework enables the user to fetch biological
sequences specific to certain properties or groups of interest (e.g., individual samples,
patient subgroups, or any set function of them). As a consequence, this generalized view
on assembly allows for new kinds of integrative analyses. For example, MetaGraph
can answer such queries as ’get all sequences found in samples x and y but not present
in sample z’.

As one of the main goals of MetaGraph is to make large data sets accessible for
interactive exploration, we facilitate this by providing a server mode in MetaGraph
with its APIs and a web service for online sequence search using MetaGraph at its core
(described in detail in Chapter 6, Section 6.2).

We envision MetaGraph not only to provide a scalable framework for indexing highly
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diverse sequence databases but also to serve as a versatile tool that enables researchers
to perform large-scale comparative analyses in genomics and medicine on typical
academic compute clusters. It makes public data sets interactively accessible that are
otherwise too big to handle or hard to retrieve. Along with the functionality currently
provided, the scalability of many other pipelines could also be improved by translating
string matching procedures into equivalent graph operations and supporting such
operations using our framework.
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3
Scalable and compressed

representations of binary relations

This chapter is based on the work done in collaboration with Harun Mustafa, Amir Joudaki,
Sara Javadzadeh-No, Gunnar Rätsch, and André Kahles. H. M. helped with benchmarks
and writing the manuscript resulting from this work. A. J. contributed the theory justifying
subsampling of rows for approximating pairwise similarities of columns and its implementation.
S. J. implemented the BinRel-WT scheme within MetaGraph. G. R., and A. K. provided guidance
and helped to write the manuscript resulting from this work. All other work, including the
design of algorithms and experiments, their implementation, and general coordination of the
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preamble . As described in previous chapters of this dissertation, the concept of
labeled De Bruijn graphs has been widely employed in recent research for efficiently
storing and indexing high-throughput DNA sequencing data, rapidly accumulating
in public repositories. While there has been good progress towards representing De
Bruijn graphs in small space, methods for storing a set of labels on top of such graphs
are still not sufficiently explored. It is also unclear how characteristics of the input data,
such as the sparsity and correlations of labels, can help to inform the choice of method
to compress the graph labeling. In this chapter, we present a systematic analysis of
five different state-of-the-art annotation compression schemes, evaluate key metrics
on both artificial and real-world data, and discuss how different data characteristics
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influence the compression performance. Furthermore, we present a new compression
approach, Multi-BRWT, which is adaptive to different kinds of input data. We show
an up to 29% improvement in compression performance over the basic BRWT method,
and up to a 68% improvement over the current state-of-the-art for De Bruijn graph
label compression. We show that the improvements of our new method can be robustly
reproduced for different representative real-world data sets.

3.1 motivation

Over the past decade, there has been an exponential growth in the global capacity for
generating DNA sequencing data [Ste+15]. Various sequencing efforts have started
to amass data from populations of humans [Wal+15] and other organisms [WM09;
Zha15]. For these well-studied organisms, already assembled reference sequences are
the common starting point for comparative and functional analyses. Unfortunately,
a large proportion of DNA sequencing data, particularly those originating from non-
model organisms or collected in metagenomics studies, lack a genome reference.
Whereas general guidelines exist for the former case [Chu+11], genome assembly for
metagenomics is much less well defined. Its vastness and the current lack of standards
for indexing such data make an integrated analysis daunting even for field experts.

To make this source of data efficiently searchable, it is necessary to employ a search
index. However, when building an index on the sequence data alone, only the presence
or absence of a query can be tested. To support relating queries to information such
as source genomes, haplotypes, or functional annotations, additional labels must be
associated with the index. To facilitate this, approaches for storing additional data
on an indexed graph have been suggested, such as the gPBWT [NGP17] for storing
haplotype information on genome graphs or succinct representations of labeled De
Bruijn graphs [Mug+17; Iqb+12; APP17] for the representation of sets of sequences.
In this context, dynamic representations of such data have also recently received
attention [Mus+18; Pan+18a].

The problem of efficiently representing these types of relations is also addressed in
other fields. Commonly referred to as compressed binary relations, a growing body of
theoretical work addresses such approaches [BCN13]. Successful applications of similar
techniques include the efficient representation of large web graphs [BLN09] and RDF
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data sets [Gar+11]. We will provide a more detailed description of some of these
approaches in the sections below.

In this chapter, we present a new method for compressing abstract binary relations.
Providing as background a comprehensive benchmark of existing compression schemes,
we show that our approach has superior performance on both artificial and real-world
data sets.

This chapter has the following structure: After introducing our notation, we define
the abstract graph and the associated annotation structures we wish to compress
(Section 3.2). We then provide descriptions of our proposed compression technique
and competing methods (Sections 3.3 and 3.4). Finally, we compare the compression
performance of these methods on different types of graph annotations (Section 3.5) and
close with a brief discussion of our results and an outlook on future work (Section 3.6).

3.2 preliminaries

We will operate in the following setting. We are given a De Bruijn graph of order k over
a set of given input sequences S. As always, the node set V shall be defined as the set
of all consecutive sub-sequences of length k (k-mers) of sequences in S

V = {si...i+k#1 | s % S, i = 1, . . . , |s| # k + 1}, (3.1)

where si...j denotes the sub-sequence of s from position i up to and including position j,
and |s| is the length of s. A directed edge exists from node u to node v, if u2...k = v1...k#1.

Each node v % V that we refer to as an object is assigned a finite set of labels !(v) $ L.
We represent this graph labeling as a binary relation R $ V 3 L. A trivial representation
of R taking |V| · |L| bits of space is a binary matrix A % {0, 1}|V|3|L|. We will use Ai

and Aj to denote its rows and columns, respectively.

In the following sections, we will discuss various methods described in the recent
literature and present our improvements in efficiently representing R. In addition to
minimal space, we also require that the following set of operations can be carried out
efficiently on the compressed representation of R:

query_labels(v) = {l % L | (v, l) % R} Given an object v % V (a k-mer in the
underlying De Bruijn graph), return the set of labels !(v) assigned to it.
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query_objects( l ) = {v % V | (v, l) % R} Given a label l % L (e.g., a genome or
sample ID), return the set of objects assigned to that label.

query_relation(v , l ) Given an object v % V and a label l % L, check whether (v, l)
is in the relation R, query_relation(v, l) = 1[(v, l) % R].

3.3 state-of-the-art binary relation representation schemes

For compressing the binary relation R, we consider the following representations
suggested in recent literature. As an abstraction, we will use the representation of R as
a binary matrix A % {0, 1}|V|3|L| (referred to as the binary relation matrix) to illustrate
the individual methods.

3.3.1 Column-major sparse matrix representation

As a simple baseline technique, we compress the positions of the non-zero indices
in each column independently using Elias-Fano encoding [OS07]. While this method
does not take into account the similarity between columns for compression, this
feature allows for a trivial parallel construction implementation in which each column
is computed in a separate process. For our experiments, this serves as the initial
representation of the binary matrix, which is then queried during the construction of
all other matrix representations.

3.3.2 Flat row-major representation

As a second baseline method, this representation concatenates all rows of A into a joint
vector that is subsequently compressed using Elias-Fano encoding. This approach, for
instance, is used by VARI [Mug+17] and its extensions [Ali+18].
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3.3. State-of-the-art binary relation representation schemes

3.3.3 Rainbowfish

The current state-of-the-art for genome graph labeling is a row-major representation
of the binary relation matrix A in which an optimal coding is constructed for the set
of rows in A [APP17]. More precisely, let Ai1 , . . . , Air % {0, 1}|L| denote the unique
rows of A, sorted by their number of occurrences in A in non-increasing order, where
r & |V|. To encode A, we start by forming a matrix A/ % {0, 1}r3|L| of sorted unique
rows, A/t

j = Ait
j . Then we compress A/ with the flat row-major representation using

an RRR vector (named after the initials of the three original authors [RRS07]) as the
underlying storage technique and construct a coding vector (i(v) # 1)v%V , where i(v)
maps each node v % V to the index of the row in A/ corresponding to the labeling of
v. The coding vector is represented in a variable-length packed binary coding with a
delimiter vector [APP17] compressed into an RRR vector [RRS07].

3.3.4 Binary relation compressed with Wavelet Trees (BinRel-WT)

This method involves translating the |R| non-zero elements of A into a string, which is
then represented using a conventional wavelet tree [BCN13]. Given the binary relation
matrix, its set bits are iterated in row-major order and their respective column indices
are stored contiguously in a string over the alphabet {1, . . . , |L|} represented with a
wavelet tree that enables efficient queries. Finally, the numbers of set bits in each row
of A are stored in a delimiter vector using unary coding and compressed into an RRR
vector.

3.3.5 Hierarchical compressed column-major representation (BRWT)

Described as Binary Relation Wavelet Trees (BRWT) in the original literature [BCN13],
in contrast to BinRel-WT, this representation directly acts on binary matrices without
translation into a sequence. First, an index vector I with elements Ii =

)
j Ai

j is
computed by merging all matrix columns through bitwise-OR operations on the rows
and stored to represent the root of the tree. Then, the rows composed entirely of 0s
are discarded from A and two equally-sized submatrices A/ and A// of the original
matrix A are constructed by splitting A by columns. Note that A/ and A// have an equal
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Figure 3.1: Schematic of hierarchical compressed column-major representations — a) BRWT for
the binary case. Grey rows correspond to all-zero rows, also indicated through the vector to the
right of each matrix. Each child encodes only non-zero rows of the submatrix passed to it by
its respective parent. Numbers to the left of each matrix are the respective row-indices in the
initial matrix. b) Multi-BRWT in the multiary case. Notation is as in the binary case. Stored
vectors are shown in red.

number of rows and may contain rows composed entirely of 0s. Next, A/ and A// are
passed to the left and right children of the root. The compression proceeds recursively.
Construction terminates when a node is assigned a single column, which is stored
as its index column (see Figure 3.1a). For reconstruction of the matrix elements, it is
sufficient to only store the index vectors associated with each node of the BRWT tree.

In the next section, we consider the problem of topology optimization during BRWT
tree construction and propose Multi-BRWT, a generalization of BRWT that allows its
nodes to have arbitrary numbers of children as well as to arbitrarily distribute the
columns of a parent node to its children. Afterwards, we propose a two-step approach
for Multi-BRWT construction along with two specific algorithms as its implementation
for improving the compression performance of Multi-BRWT.
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3.4. Multiary, topology-optimized BRWTs

3.4 multiary, topology-optimized brwts

Our first extension to the BRWT scheme is the introduction of an n-ary tree topology,
Multi-BRWT (Split n), allowing for matrices to be vertically split into more than two
submatrices (see Figure 3.1b). The construction and querying for Multi-BRWT (Split n)
is analogous to the case of binary BRWT. In computational experiments on artificial and
real-world data, we show that in most cases, Multi-BRWT (Split n) with arity greater
than two provides a higher compression ratio than the simple binary BRWT scheme
(see Section 3.5). Note that Multi-BRWT (Split n) with the maximum allowed arity
n = |L| is equivalent to the baseline column-major sparse matrix representation as it
keeps all columns of the input binary relation matrix unchanged except for the case
when the input matrix has all-zero rows.

To proceed with our second extension, let us consider binary relations with far fewer
labels than objects, |L| 5 |V|, a condition that is commonly met in annotated genome
graphs from biological data. In these contexts, the number of k-mers is usually in the
billions, and the number of labels is on the order of thousands (see Section 3.5.2).

Our second extension consists in introducing arbitrary assignments of columns from the
matrices encoded in the nodes of the Multi-BRWT to their children. These assignments
are represented by dictionaries stored in the Multi-BRWT nodes, but the |L| 5 |V|
constraint makes the space overhead from storing these negligible compared to the
space needed to encode the index vectors. Thus, we exclude the problem of representing
these assignments from further consideration and leave that as a small technical detail.

We now focus on the problem of constructing a Multi-BRWT tree structure that satisfies
certain local optimality conditions with respect to compression ratio.

3.4.1 Problem setting

Let us set this problem formally. Given a binary matrix A, let T be the set of all
Multi-BRWT trees representing A (i.e., the set of all rooted trees with |L| labeled leaves).
Let Size(I) denote the size of a compressed binary vector I in bits. For instance, if
I is of length n with m set bits, Size(I) = n for an uncompressed bit vector, and
Size(I) 6 )log2 (n

m)* for RRR vectors [RRS07]. We then neglect the space required for
dictionaries defining the column assignments, and we define the size of the Multi-BRWT
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Figure 3.2: Schematic describing the construction of Multi-BRWT — a) The columns of the
input binary matrix depicted as numbered black dots are considered independently. b/c)
Columns are hierarchically pair-matched based on the number of shared entries, forming the
base Multi-BRWT topology. d) Pruning internal nodes of Multi-BRWT to optimize the tree
structure for a smaller representation size.

tree T % T as the space required to store all its index vectors including the vectors in
leaves:

Size(T) := "
i%N

Size(Ii), (3.2)

where N is the set of all nodes of the Multi-BRWT tree T and Ii corresponds to the
index vector stored in node i. Thus, we wish to find an optimal Multi-BRWT tree by
minimizing the storage space,

T- = argmin
T%T

Size(T). (3.3)

We will refer to this as the Multi-BRWT problem.

3.4.2 Optimized Multi-BRWT construction

By analogy to the NoSQL table compaction problem [Gho+15], it can be shown that
Multi-BRWT constrained on the space of binary trees with the uncompressed bit vector
representation as the underlying structure for storing the index vectors is NP-hard.
Thus, we propose a two-step approach for finding a good Multi-BRWT structure (see
Figure 3.2). First, we build a binary Multi-BRWT tree by hierarchical clustering of the
index vectors according to their similarity and the number of shared set bits. Then,
we optimize the arity of the chosen Multi-BRWT by selecting a node subset N/ which
includes the root and leaves of the base Multi-BRWT tree, {r, v1, . . . , v|L|} $ N/ $ N.
To keep the resulting Multi-BRWT tree valid (allowing for reconstruction of the initial
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matrix A), we reassign all nodes in N/ to their nearest common ancestors remaining in
N/.

As a specific implementation of the proposed two-step construction approach, we
consider two heuristic greedy optimization procedures. In the first step, we perform
greedy matching of the index vectors starting from the columns of the input binary
relation matrix and repeat recursively for the aggregated parent index vectors until we
merge them all into a single index vector placed in the root. In the second step of the
construction approach, we consider another greedy algorithm for optimizing the size
of the Multi-BRWT tree by removing some of its internal nodes and thereby increasing
the arity of the tree.

greedy pairwise matching for finding a base multi-brwt approxima-
tion. To find an initial approximate solution to the Multi-BRWT problem (base
Multi-BRWT), we propose a greedy algorithm in which an initial greedy pairwise
matching (GPM) step is performed on the columns of the input binary relation matrix
A to optimize their initial order prior to construction (see Figure 3.2a–c). Given the in-
put columns A1, . . . , A|L| and their corresponding object queries oi = query_objects(i),
we first compute cardinalities of their pairwise intersections sij = |oi 9 oj|. Then, we
sort all the computed similarities {sij} in non-increasing order and match pairs of
columns greedily. Afterwards, we compute the aggregated index columns by merging
the matched columns through bitwise-OR operations to form the index vectors and
repeat this algorithm recursively.

efficient pairwise distance estimation. The proposed greedy approxima-
tion method takes as input a matrix of pairwise column similarities {sij}. For m
input columns of length n, computing each entry of this matrix costs O(n), and thus,
the time complexity of computing the full similarity matrix is O(nm2), which is a
considerable overhead for data sets with a typical size of m ( 103 and n ( 109. To
make the estimation of the pairwise similarities cheaper, we approximate these on a
submatrix composed of rows sampled randomly from matrix A. Moreover, we prove
the following lemma to show that using just O

*
ln(m)/!2+

random rows is sufficient
for approximating the pairwise similarities with a small relative error ! with high
probability, if each column has a sufficiently large number of set bits.
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Lemma 1 (Subsampling lemma). Suppose we are given subsets of a universe set, o1, . . . , om $
{1, . . . , n}, with the minimum cardinality d = minm

i=1 |oi|, d > 0. We sample the elements
of {1, . . . , n} independently with the same probability p, to form a sampled set of objects
S $ {1, . . . , n} and define subsampled sets as õi = oi 9 S. Consider the union cardinalities
uij = |oi . oj| with their approximators ûij = 1

p |õi . õj|. For all 0 < ! < 1, 0 < " < 1, and

p " min{
3 ln(m2+m

" )
d!2 , 1}, (3.4)

we claim

Pr
% m,

i,j=1

-
|ûij # uij| < !uij

.&
" 1 # ". (3.5)

Proof. For each i % {1, ..., n}, we introduce a random variable Xi as follows:

Xi =

!
"

#
1 if i % S,

0 otherwise.
(3.6)

In other words, Xi is 1 if i is subsampled (i.e., S : i), and 0 otherwise. In addition, for
each subset V $ {1, ..., n}, we define XV = "i%V Xi = |V 9 S|, which counts how many
elements of V are subsampled. Thus,

Xoi.oj = |(oi . oj) 9 S| = |õi . õj| = p ûij, (3.7)

EXoi.oj = |oi . oj| · EX1 = |oi . oj| · p = p uij. (3.8)

Now we derive

Pr(|ûij # uij| " !uij) = Pr
% ////

1
p

Xoi.oj #
1
p

EXoi.oj

//// "
1
p

!EXoi.oj

&
(3.9)

= Pr
% ///Xoi.oj # EXoi.oj

/// " !EXoi.oj

&
, (3.10)

and use the Chernoff bound for ! % (0, 1)

Pr
%

|Xoi.oj # EXoi.oj | " !EXoi.oj

&
& 2e#!2EXoi.oj /3 = 2e#!2puij/3 & 2e#!2pd/3. (3.11)

Therefore, we can bound the joint probability as follows:

Pr
% m,

i,j=1

-
|ûij # uij| < !uij

.&
= 1 # Pr

% m0

i,j=1

-
|ûij # uij| " !uij

.&
(3.12)

" 1 # "
i&j

Pr(|ûij # uij| " !uij) (3.13)

" 1 #
m2 + m

2
· 2e#!2pd/3. ! use (3.11) (3.14)
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Finally, we reformulate this result in the following equivalent form:

Pr
% m,

i,j=1

-
|ûij # uij| < !uij

.&
" 1 # ", (3.15)

if " " (m2 + m)e#!2pd/3 or, equivalently, if

p "
3 ln(m2+m

" )
d!2 . (3.16)

According to Lemma 1, with the subsampling technique, we can approximate the union
cardinalities up to an !-fraction with high probability. Thus, for instance, for estimating
the number of set bits in the bitwise OR of each pair of m = 3000 columns in a matrix
with n = 109 rows, where each column has at least d = 6 · 106 set bits, with imprecision
factor # = 0.1 and target probability 1 # " = 0.98, it is sufficient to subsample just
pn = 3n ln(m2+m

" )/d!2 < 106 rows of the matrix. Similar bounds can be obtained for
sufficiently large intersection cardinalities, estimated in the proposed greedy pairwise
matching algorithm.

refining multi-brwt by pruning . Starting the procedure in the leaves’ parents
and applying it to each node except for the root recursively, we estimate the cost of
removing each current node by the following formula

CostRem(v) = "
c%Children(v)

Size(I/(c)) #
(

Size(I(v)) + "
c%Children(v)

Size(I(c))
1
, (3.17)

where I(v) denotes the index vector stored in the node v and I/(c) denotes the updated
index vector that would be stored in the node c if its parent v was removed and the
node c was reassigned to its grandparent. Now we simplify the formula for estimating
the cost of removing a node in Multi-BRWT by introducing an assumption that the
size of bit vector I of length n with m set bits is fully defined by these two parameters,
i.e. Size(I) = Size(n, m). Now, it is easy to see that after reassigning the node c with
the index vector I(c) of length nc with mc set bits to the parent of its parent v with
index vector I(v) of length nv with mv set bits, the node c updates and replaces its
index vector I(c) with a vector I/(c) of length nv with mc set bits. This provides us with
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the following simplified formula for estimating the cost of removing a node from the
Multi-BRWT tree

CostRem(v)

= "
c%Children(v)

Size(nv, mc) #
(

Size(nv, mv) + "
c%Children(v)

Size(nc, mc)
1
. (3.18)

This formula can be efficiently computed without rebuilding the current structure
of the Multi-BRWT. As a result, a decision about removing node v from the Multi-
BRWT is made if the cost CostRem(v) is negative, leading thereby to a decrease of the
Multi-BRWT in size. In our practical implementation we use the following formula for
approximating the size required for storing an RRR bit vector [NP12] with block size t:
Size(n, m) = )log2 (n

m)* + n)log2(t + 1)/t*.

3.4.3 Implementation details

Chronologically, this work was performed before releasing the MetaGraph frame-
work presented in Chapter 2. In fact, methods implemented here were later added
to the MetaGraph framework, where they constituted a backbone of all annotation
representations provided in MetaGraph.

To represent De Bruijn graphs, we used the HashDBG and BitmapDBG representations
described in Section 2.4.2.

In the column-major representation, the columns of the binary relation matrix are
stored using sdarray vectors implemented in sdsl-lite [Gog+14]. The same data structure
is used for storing the single long vector in the row flat representation.

BinRel-WT (sdsl) compressor uses the implementation of wavelet tree from the sdsl-lite
library, using an RRR vector to store its underlying bit vector. The delimiter vector uses
the RRR vector implementation from sdsl-lite.

The BinRel-WT compressor uses the binary relation implementation from [Ram16]. This
implementation stores the underlying bit vector of the wavelet tree in uncompressed
form.

Our BRWT is implemented as a tree in memory, compressing the index vectors as
RRR vectors. To avoid multiple passes through the matrix rows, we construct the
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BRWT using a bottom-up approach. Given a fixed clustering of the matrix columns,
the leaves of the BRWT are constructed first, followed by their parents constructed
for the index vectors propagated from the children nodes. To speed up the greedy
matching algorithm, we randomly sample 106 rows in each experiment and use those
to approximate the number of bits shared in the input columns and the index vectors
during the Multi-BRWT construction. When optimizing the tree arity (as described
in Section 3.4), we use the formula Size(n, m) = )log2 (n

m)* + n)log2(t + 1)/t* as an
estimate for the size of bit vector I of length n with m set bits, which is provided by the
authors of sdsl-lite for the implementation of RRR vectors [Gog+14]. We use a block
size of t = 63.

code availability. All methods implemented and evaluated in this chapter are
available at https://github.com/ratschlab/genome_graph_annotation.

3.5 experiments and discussion

3.5.1 Experiments on artificial data

3.5.1.1 Simulated data

To benchmark our compression techniques systematically, we generated three series of
random binary matrices satisfying different properties. Given fixed matrix dimensions
n 3 m, an expected column density d, and a multiplicity u, we define our generation
schemes as follows:

1. Random: generate m random columns of length n with uniformly distributed set
bits and the expected density d

2. Uniform rows: generate m random columns of length n
u , then duplicate each row u

times and permute randomly

3. Uniform columns: generate m
u columns of length n, then duplicate each column u

times and permute randomly

For each generated column, its indices are iterated linearly, and the values of the indices
are set by drawing observations from a random variable X ( Bernoulli(d). For all
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experiments, values of n = 1,000,000, u = 5, d = 1%, and m % {500, 1000, 3000} were
used.

The motivation behind these series is as follows: The best-performing state-of-the-art
compressors exploit redundancy between rows of the binary relation matrix [Pan+18a].
However, the usual structure of annotated De Bruijn graphs often implies a correlation
structure on the columns not necessarily leading to redundant rows, for instance, when
the sequences of many similar or closely related samples are inserted. While for a small
(and sufficiently highly correlated) number of columns this correlation translates into
rows and increases the number of redundant ones, this is usually not the case for larger
label sets. Thus, approaches exploiting correlation structure on the columns might fare
better. To test this hypothesis, we generated three different kinds of synthetic data,
reflecting uncorrelated rows/columns, redundant rows, and redundant columns for
series i), ii), and iii), respectively. Please note that approach ii) is the most favorable for
the state of the art, as row redundancy rather than high correlation is simulated.

Based on the artificial data set described above, we evaluated how the compression
performance changes depending on the characteristics of the input binary relation
matrix A of a simple structure.

3.5.1.2 Dependency of compression ratio on matrix structure

One of the key characteristics of the binary relation matrix A is its density, the number
of set bits divided by the total number of entries in A. For reference, the labels for
sequencing-based De Bruijn graphs typically exhibit very low densities, commonly
< 0.5%. Especially in this low-density region, we find that the properties of the binary
relation matrix have a strong effect on the compression ratio of individual methods.
A second determinant of performance is whether any assumptions are made on the
properties of the data.

On sparse, fully random data, the baseline compressors fare very well (Figure 3.3a), as
no assumptions can be made about relationships. Notably, Rainbowfish, which exploits
redundancy among the rows, generates considerable overhead for very low densities.
In the field of BRWT methods, the Multi-BRWT is closest to the best-performing choices.
In the setting of redundant rows (data set ii); Figure 3.3b), as expected, Rainbowfish
shows the strongest performance, clearly exploiting the row redundancy. Again, among
the BRWT methods the Multi-BRWT performs best.
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Figure 3.3: Size of the representation of A % {0, 1}10633·103 with densities d < 1% using different
approaches: a) uniformly random bits; b) uniformly random rows with multiplicity 5; c)
uniformly random columns with multiplicity 5. We expect approach c) to be best reflecting the
real-world data of a De Bruijn graph built on related sequences.

Finally, in the setting that comes closest to a typical task of labeling De Bruijn graphs
derived from sequencing data (Figure 3.3c), the Multi-BRWT approach shows superior
performance. Exploiting shared patterns in columns of the matrix, Multi-BRWT achieves
a 5-fold improvement in compression ratio compared to Rainbowfish and more than
2-fold compared to the closest competitor. Notably, the baseline binary BRWT has no
advantage over the other baseline methods. Further, we observe that this performance
gain increases with the total number of columns in the matrix (Figures 3.4 and 3.5).
Here and further, we will use the following abbreviations. Multi-BRWT (Split n) denotes
the n-ary BRWT tree. Multi-BRWT (GPM) denotes the binary BRWT tree optimized with
Greedy Pairwise Matching. Multi-BRWT (GPM + Relax t) or Multi-BRWT (GPM + Rt)
denotes the Multi-BRWT (GPM) with internal nodes pruned to reduce the representation
size, where each node has at most t children.

3.5.2 Experiments on real-world data

3.5.2.1 Real-world data

For evaluating all approaches in a real-world setting, we have chosen two data sets
well-known in the community and representative of typical applications that exhibit
different matrix sparsity characteristics.

kingsford human rna-seq . This data set consists of 2,652 Human RNA-Seq ex-
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Figure 3.4: Size of the representation of A % {0, 1}10631000 with densities d < 1% using different
approaches: a) Random columns; b) Duplicated rows; c) Duplicated columns.
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Figure 3.5: Size of the representation of A % {0, 1}1063500 with densities d < 1% using different
approaches: a) Random columns; b) Duplicated rows; c) Duplicated columns.

periments originally drawn from [SK18] and subsequently used in [Pan+18a] for
comparison.

ncbi refseq . This data set consists of all 79,448 reference sequences from Release
88 of the NCBI RefSeq database [O’L+15]. Each sequence has been annotated
with its associated family rank taxonomic ID from the NCBI Taxonomy [Aga+17].
This results in a total of 3,173 unique labels for the sequences.

3.5.2.2 Kingsford human RNA-Seq (2,652 read sets)

We filtered the 2,652 raw sequencing read sets with the KMC [KDD17] tool to extract
frequent unique canonical k-mers (defined as the lexicographical minimum of the k-mer
and its reverse complement) from each (k = 20). We used the same k value and
thresholds for the k-mer frequency level as [Pan+18a]. Using the k-mers extracted, we
constructed a De Bruijn graph with 3,693,178,415 nodes and annotated these with their
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Table 3.1: The measured size of the compressed binary relation matrix for different representa-
tions (in GB).

Methods Kingsford RefSeq

Column 36.56 80.18
Flat 41.21 121.60
Rainbowfish 23.16 136.65
BinRel-WT 49.57 N/A
BinRel-WT (sdsl) 31.44 150.59
BRWT 14.05 57.24

Multi-BRWT (Split 3) 13.20 53.95
Multi-BRWT (Split 5) 13.01 53.09
Multi-BRWT (Split 7) 13.27 53.54
Multi-BRWT (Split 10) 13.54 54.77
Multi-BRWT (Split 13) 14.10 56.25

Multi-BRWT (GPM) 10.60 50.13
Multi-BRWT (GPM + Relax 3) 10.16 47.20
Multi-BRWT (GPM + Relax 5) 9.94 44.22
Multi-BRWT (GPM + Relax 7) 9.94 44.03
Multi-BRWT (GPM + Relax 10) 9.95 43.73
Multi-BRWT (GPM + Relax 20) 9.95 43.62

source read sets, which resulted in 2,586 labels (66 filtered read sets were empty) and a
binary relation (annotation) matrix of density ( 0.19%. As a baseline for comparison,
we used the straightforward column-compressed annotation, which required a total of
36.56 GB of space. We used this as a starting point to convert the annotation into the
other formats.

The results are summarized in Table 3.1. The construction times can be found in
Table 3.2. As expected, the simple row-based and BinRel-WT representations require
more than 30 GB in total. The current state-of-the-art method, Rainbowfish, reduces
this by 23% to 23.16 GB, exploiting the redundancy of rows in the input matrix. The
basic BRWT benefits from the patterns shared by columns and drastically improves
on Rainbowfish, showing a 39% lower size. We further reduce this size through our
generalized approach using Multi-BRWT. While some increase in arity reduces size
compared to the binary case, a higher arity does not necessarily translate into lower
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Table 3.2: The time for converting the column-compressed binary relation representation to
all other representations (in CPU hours). A block size of 63 was used for the underlying RRR
vectors.

Methods Kingsford RefSeq

Flat 2h 10m 1d 04h 52m
Rainbowfish 4h 49m 4d 00h 51m
BinRel-WT 1h 54m N/A
BinRel-WT (sdsl) 3h 27m 2d 07h 22m
BRWT 15h 14m 2d 11h 05m

Multi-BRWT (Split 3) 9h 37m 1d 18h 50m
Multi-BRWT (Split 5) 6h 15m 1d 03h 47m
Multi-BRWT (Split 7) 4h 53m 22h 28m
Multi-BRWT (Split 10) 4h 11m 18h 46m
Multi-BRWT (Split 13) 4h 09m 17h 57m

Multi-BRWT (GPM) 14h 18m 1d 07h 46m
Multi-BRWT (GPM + Relax 3) 16h 12m 1d 14h 56m
Multi-BRWT (GPM + Relax 5) 18h 30m 2d 02h 56m
Multi-BRWT (GPM + Relax 7) 19h 12m 2d 05h 45m
Multi-BRWT (GPM + Relax 10) 19h 20m 2d 17h 13m
Multi-BRWT (GPM + Relax 20) 19h 13m 2d 20h 57m

space, as certain submatrices do not benefit from being grouped. The smallest fixed-
arity representation is Multi-BRWT (Split 5), requiring 13 GB of storage space and 222
minutes of compute time to construct with four threads (375 minutes of total CPU
time).

We improved the compression performance of a binary BRWT through the greedy
pairwise matching (GPM) procedure described in Section 3.4. This strategy further
decreases the size by another 18% to 10.6 GB. Finally, optimizing the tree topology using
the GPM procedure and selectively removing internal nodes (reassigning children to
their grandparents) while maintaining a constraint on each node’s maximum number
of children, leads to the smallest space achieved in our experiments. By applying this
technique, we decrease the required space to 9.94 GB (Multi-BRWT (GPM + Relax 5),
with at most 5 children for each node). This is a 29% improvement over the basic BRWT
representation and a 57% improvement over Rainbowfish. The Multi-BRWT (GPM + Re-

92



3.5. Experiments and discussion

lax 5) representation took 187 and 141 minutes of the compute time with 30 threads
(858 and 252 minutes of total CPU time) for the first and the second stages of the
construction algorithm, respectively.

3.5.2.3 RefSeq reference genomes

Compression of the complete RefSeq genome annotation (release 88) resulted in a
De Bruijn graph of order k = 15 containing n = 1,073,741,824 nodes, leading to a
binary relation matrix of n rows and m = 3,173 columns with density ( 3.8%, which is
relatively high for a genome graph annotation and can be explained by the small k-mer
size used.

This is a substantially larger data set with less dependency between labels (columns).
With the Multi-BRWT (GPM + Relax 20) representation, we were able to achieve a
compressed storage size of only 43.6 GB (Table 3.1). Conversion from the column-
compressed representation to Multi-BRWT (GPM + Relax 20) took 625 and 733 minutes
of the compute time with 30 threads (32 and 37 hours of total CPU time) for the first
and the second Multi-BRWT construction stages, respectively, which is quite reasonable
for a real-world setting.

Also here, the basic BRWT method improves drastically over the column-compressed
baseline (29%), and the Multi-BRWT approach considerably surpasses the basic BRWT
method (24% reduction in size). One can see that the state-of-the-art method Rainbow-
fish performs very poorly on the RefSeq data set, which can be explained by the high
density of the annotation matrix.

The construction of the BinRel-WT representation exceeded our available RAM (2 TB).

All experiments were performed on a Intel(R) Xeon(R) CPU E7-8867 v3 (2.50GHz)
processor from ETH’s shared high-performance compute systems.

3.5.2.4 Supplementary results

Compression ratios for methods with underlying RRR vector block size of 127 can be
found in Table 3.3.
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Table 3.3: The measured size of the compressed binary relation matrix for different methods (in
GB). A block size of 127 was used for the underlying RRR vectors.

Methods Kingsford RefSeq

Column 36.56 80.18
Flat 41.21 121.60
Rainbowfish 19.22 117.31
BinRel-WT 49.57 N/A
BinRel-WT (sdsl) 31.40 147.03
BRWT 12.97 51.82

Multi-BRWT (Split 3) 12.24 49.29
Multi-BRWT (Split 5) 12.01 48.25
Multi-BRWT (Split 7) 12.13 48.18
Multi-BRWT (Split 10) 12.28 48.65
Multi-BRWT (Split 13) 12.61 49.36

Multi-BRWT (GPM) 9.68 48.10
Multi-BRWT (GPM + Relax 3) 9.36 45.45
Multi-BRWT (GPM + Relax 5) 9.19 42.75
Multi-BRWT (GPM + Relax 7) 9.21 42.56
Multi-BRWT (GPM + Relax 10) 9.22 42.34
Multi-BRWT (GPM + Relax 20) 9.22 42.28

3.6 conclusions and future work

In this chapter, we have presented a series of compressed representation methods
for binary relations, building upon and improving on the existing literature. By
generalizing BRWTs to multiary trees with improved partitioning schemes and adaptive
arity to reduce data representation overhead, we have improved on state-of-the-art
compression techniques for both simulated and real-world biological data sets.

We have shown that the structure of the input data has a strong influence on the
compression performance and methods such as Rainbowfish benefit from the presence
of redundancy in rows or their correlations (when multiple objects carry a similar set
of labels). It is noteworthy that in a real-world setting, where more and more labels
are added to the set, the number of redundant rows decreases (ultimately leading to a
set of mostly independent rows) and these methods work less well. Interestingly, it is
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especially this setting that regularly occurs in the labeling of genome graphs, where an
underlying set of (related) sequences is assigned a growing set of different labels.

We have presented a method that copes very well with an increasing number of related
columns as well as with the increasing density of the compressed binary matrix, and
we showed that this results in considerable performance gains on both synthetic and
typical real-world data. Our method, Multi-BRWT, led to a 24–29% reduction in size
compared to the basic BRWT scheme on real-world data and to a 57–68% reduction
compared to the closest state-of-the-art method for compressing graph annotations,
Rainbowfish.

A natural extension of this work will involve the utilization of dynamic vectors in
the underlying storage of BRWTs to allow for their use in dynamic database contexts.
Of particular interest are the ability to rearrange columns and the use of dynamic
compressed structures to avoid expensive decompression and recompression steps
when performing updates.

Another interesting direction is the development of hybrid BRWT schemes that take
the shape of Multi-BRWT but assign multiple columns to the leaves of the tree, using
arbitrary schemes for compressing these. This would take advantage of both column
and row structure in the binary relation matrix. These approaches are also beneficial
for tackling the problem of achieving similar time complexities for both object and label
queries on the compressed representation of the binary relations.

Overall, we conclude that, despite the advancements in compression over the recent
years, there is still much room and many degrees of freedom for further improvements.

To put our results into perspective, the methods presented in this chapter can be used
for representing binary graph annotations in annotated (or colored) De Bruijn graphs
for indexing k-mer sets. However, there is still a need in approaches for representing
quantitative attributes such as gene expression or genome positions. Favorably, many
schemes presented in this section already support the rank operation on the columns
or rows, which can be used to define inherent indexing of any additional quantitative
attributes. In Chapter 5, we show how this property can be exploited to generalize
our compression schemes to succinctly represent non-binary sparse matrices. We then
propose a concept of Counting De Bruijn graphs, which supplement each node-label
relation with one or many attributes (e.g., a k-mer count or its positions in genome)
and generalizes the notion of annotated De Bruijn graphs.
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4
Delta-based compression of graph

annotations

This chapter is based on the work done in collaboration with Daniel Danciu, Harun Mustafa,
André Kahles, and Gunnar Rätsch. The work was presented at ISMB/ECCB 2021 by M. K.
and published in journal Bioinformatics [Dan+21a]. D. D. implemented the first version of
RowDiff and demonstrated its efficacy. M. K. proposed a generalization of the idea and a way
to combine it with Multi-BRWT and other sparse matrix representation schemes. The scalable
construction algorithm for RowDiff and the algorithm for anchor assignment were devised and
implemented jointly by M. K. and D. D.. H. M. contributed to the parallel implementation of
the graph traversal algorithms. All authors contributed to writing and provided feedback on the
algorithms, theory, and experiments.

preamble . Since the amount of published biological sequencing data is growing
exponentially, efficient methods for storing and indexing this data are needed more
than ever to truly benefit from this invaluable resource for biomedical research. La-
beled De Bruijn graphs are a frequently-used approach for representing large sets of
sequencing data. While significant progress has been made to succinctly represent
the graph itself, efficient methods for storing labels on such graphs are still rapidly
evolving. In this chapter, we investigate ways to leverage the likely similarities in
annotations of nodes adjacent in the graph and present RowDiff, a new technique for
compacting graph labelings. RowDiff can be constructed in linear time relative to the
number of nodes and labels in the graph, and in space proportional to the graph size.
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In addition, construction can be efficiently parallelized and distributed, making the
technique applicable to graphs with trillions of nodes. RowDiff can be viewed as an
intermediary sparsification step of the original annotation matrix and can thus naturally
be combined with existing generic schemes for binary matrix compression. Experiments
on 10,000 RNA-Seq data sets show that RowDiff combined with Multi-BRWT results
in a 30% reduction in annotation footprint over Mantis-MST, the previously known
most compact annotation representation. Experiments on the sparser Fungi subset of
the RefSeq collection show that applying RowDiff sparsification reduces the size of
individual annotation columns stored as compressed bit vectors by an average factor
of 42. When combining RowDiff with a Multi-BRWT representation, the resulting
annotation is 26 times smaller than Mantis-MST.

4.1 motivation

4.1.1 Leveraging graph topology to improve annotation compression

While the schemes for representing graph annotations presented in Chapter 3 rely solely
on similarities between annotation matrix elements to achieve their compression (e.g.,
Rainbowfish [APP17] and Multi-BRWT [Kar+20b]), a few have additionally leveraged
graph topology to increase their compression potential. The Bloom filter correction
method introduced by [Mus+18] encodes the columns of the annotation matrix in
Bloom filters with high false positive rate. Assuming that all nodes within a graph
unitig (a path in which all nodes except for the first and last have in- and out-degree
1) share identical annotations, a row in the annotation matrix (corresponding to all
nodes from the same unitig in the graph) is computed as the bit-wise AND of the rows
stored for every node of that unitig. While achieving high accuracy in decoding row
annotations, the corrected Bloom filters are not able to losslessly decode the rows of
the encoded annotation matrix. In addition, the authors introduce a lossless approach
based on wavelet tries which leverages graph backbone paths to improve compression
performance. However, these paths must be provided by the user and cannot be
computed automatically by the method.

The more recently introduced Mantis MST method [Alm+20] constructs an annotation
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graph with nodes representing the unique rows of the annotation matrix. In this
annotation graph, a weighted edge between two nodes v1 and v2 is created if there
exist adjacent nodes s1 and s2 in the underlying De Bruijn graph whose annotations are
represented by v1 and v2, respectively. The weight of this edge (v1, v2) is then set to the
Hamming distance of the unique rows v1 and v2. Mantis MST computes the minimal
spanning tree of the annotation graph and represents the annotation of a node as its
bit-wise XOR with the annotation of its parent node in the spanning tree, while only
the annotation of the root node is represented explicitly.

4.1.2 Our contribution

Despite the wide range of approaches summarized above that address the label-
compression-problem for annotated De Bruijn graphs, further improvements are needed
to allow for applications in a multi-cohort, multi-metagenome [TGH18] or population-
scale context [Bra+19]. A key factor for reducing representation size is to leverage local
similarities arising from evolutionary relationships of the input sequences. We present
a new scheme for representing graph annotations, RowDiff, which takes advantage
of similarities between the annotations of neighboring nodes to compress annotation
matrices. RowDiff can be constructed using |G| + 3m + O(|c|) bits of memory, where
|c| is the compressed size of the largest column in the annotation matrix and |G|
is the size of the memory representation of the graph and in our case is less than
4m + o(m) bits [Bow+12], where m is the number of k-mers, thus making it suitable for
annotating virtually arbitrarily large graphs. Since RowDiff is a transformation of the
input annotation matrix attempting to increase its sparsity, RowDiff can be naturally
combined with any generic scheme for compressed binary matrix representation to
achieve further improvements in compression performance. We demonstrate the
compression performance of RowDiff relative to the state-of-the-art lossless Rainbow-
MST and Multi-BRWT methods on data sets representing different annotation matrix
densities.

In the next sections, we define the underlying concepts (Sections 4.2.1 and 4.2.2) and
detail our methods for construction (Sections 4.3 to 4.4) and querying (Section 4.5) of the
RowDiff data structures. We then describe the test data sets (Section 4.7.1) and study
the representation sizes (Sections 4.7.2, 4.7.3, and 4.7.4), construction time (Section 4.7.5)
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and query time (Section 4.7.6) of RowDiff-compressed annotations. Finally, we discuss
limitations and directions for future work (Section 4.8).

4.2 general scheme

4.2.1 Notation

We will operate in the following setting. Let k be a positive integer. The order k
De Bruijn graph over a set of sequences S, denoted by DBGk(S), is a directed graph
DBGk(S) := (Vk, Ek), whose nodes Vk are the set of all distinct sub-strings of length k
of sequences in S (k-mers), and an edge links u % Vk to v % Vk, if u2...k = v1...k#1, where
si...j denotes the sub-sequence of s from position i up to and including position j. We
denote with deg#(v) and deg+(v), v % Vk, the in- and out-degree of a node, respectively.
Nodes v % Vk, deg#(v) = 0 are called source nodes and nodes v % Vk, deg+(v) = 0 are
called sink nodes.

Given an arbitrary set of labels L, an annotation for a De Bruijn graph DBGk(S) is a
relation A $ Vk 3 L, which assigns to each node v % Vk a set of labels, l(v) 4 L. We
will trivially represent A using a binary matrix A % {0, 1}|Vk|3|L|, denote with Ai the
i-th row of A, and with Ai ; Aj the element-wise XOR of rows i and j.

4.2.2 RowDiff transformation

RowDiff relies on the observation that adjacent nodes in the graph are likely similarly
annotated, and thus, their respective rows in the annotation matrix A are similar as
well. This implies that if (u, v) % Ek, storing the difference between Au and Av may be
more space efficient than storing Au, i.e. popcount(Au ; Av) < popcount(Au), where
popcount(x) represents the number of set bits in row x.

RowDiff is defined as a transformation that converts an annotation matrix A of a De
Bruijn graph into a new, sparser, annotation matrix A- of the same size and an addi-
tional anchor vector a % {0, 1}|Vk|, that is, rdDBGk(S) : {0, 1}|Vk|3|L| 8 {0, 1}|Vk|3(|L|+1).
The anchor vector a stores which rows remain unchanged. We show that the original
annotation matrix A can be reconstructed from the RowDiff transformed matrix A- and

100



4.2. General scheme

the anchor vector a. Empirically, the RowDiff transformed matrix is significantly better
compressible in the typical case where neighboring nodes have similar annotations.
We develop an efficient algorithm for defining anchors and for computing the RowDiff
transform rdDBGk(S) and its inverse.

For each node u % Vk we arbitrarily define its RowDiff successor as its lexicographically
largest outgoing node succ(u), such that (u, succ(u)) % Ek and succ(u) " v ’(u, v) % Ek,
if such u exists. RowDiff replaces each row Au with the (likely sparser) delta relative
to its RowDiff successor. For binary rows, the delta is simply the element-wise XOR,
A-

u := Au ; Asucc(u), while for non-binary rows, the delta could store the difference
between the row and its successor. In this chapter, we focus on binary matrices. The
previous equation implies that Au = A-

u ; Asucc(u), which gives us a simple formula
for recursively reconstructing the original row. In order to be able to reconstruct the
original annotation A from A-, some rows are left unchanged. A node v % Vk for which
the annotation is stored unchanged is called an anchor, and its corresponding value
in the anchor bit vector will be set to 1, av = 1. Sink nodes do not have a RowDiff
successor, and must thus be anchors.

Algorithm 1 shows the implementation of the inverse transformation rd#1
DBGk(S), which

reconstructs the original row Ai from the RowDiff representation A-
i .

Algorithm 1 Row annotation reconstruction

1: function ReconstructAnnotation(i)
2: row < A-

i

3: while ai = 0 do " current node is not an anchor
4: i < succ(i)
5: row < row ; A-

i

6: return row

Starting from any node in the De Bruijn graph, Algorithm 1 defines a traversal leading
to an anchor node, for which the annotation was not transformed. Since De Bruijn
graphs may have cycles, additional anchor nodes might have to be assigned in order to
break RowDiff cycles (those cycles where every node is a RowDiff successor relative to
its predecessor in the cycle).

Proposition 1. Algorithm 1 finishes for every starting node if and only if every sink node in
the graph is an anchor and every RowDiff cycle contains at least one anchor node.
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Proof. Assume the algorithm does not finish for a starting node i. This implies that
asucck(i) = 0, ’k % N, where succk(·) is the k-th iterate of succ(·). Since the number
of nodes in the graph is finite, there must exist l, m % N, l < m, such that succl(i) =
succm(i). Thus, (succl(i), succl+1(i), . . . , succm(i)) is a cycle and must therefore contain
at least one anchor node, which contradicts the initial assumption. Proof of necessity is
equally trivial.

Proposition 2. Algorithm 1 correctly reconstructs the original annotation row Ai for every
node i % Vk.

Proof. The algorithm computes A-
i ; A-

succ(i) ; · · · ; A-
succp(i), where asuccp(i) = 1, and

thus, A-
succp(i) = Asuccp(i). By repeatedly reducing the last two terms using A-

succp#1(i) ;
Asuccp(i) = Asuccp#1(i), the original equation is reduced to Ai, which is the desired
value.

Once the set of anchor nodes a satisfies Proposition 1, the RowDiff-transformed matrix
A- together with the anchor indicator bitmap a encode the original annotation matrix.

4.3 anchor assignment algorithm

In addition to the set of anchors described in Proposition 1, we seek to cap the maximum
RowDiff path length (i.e. a path taken by Algorithm 1) to a certain value M (typically
between 10 and 100) by ensuring that at least every M-th node in a RowDiff path is an
anchor, as described below. This guarantees that the number of iterations in Algorithm 1
is bounded by a constant, and thus the average time complexity of reconstructing a
single row is O(l · M), where l 5 |L| is the average number of set bits (labels) per row.
At the same time, since anchor nodes require storing the original, less sparse annotation
row, it is desirable to minimize the total number of anchor nodes in order to keep the
popcount (and thus the compressed size) of the RowDiff annotation A- small.

The anchor assignment algorithm allocates anchor nodes near-optimally in four steps
as follows (see Algorithm 2). First, we traverse RowDiff paths backwards (in parallel)
starting from sink nodes (see Algorithm 3). The backward traversal stops either when
we reach a source node or when we reach a node v % Vk, such that succ(v) 7= u for the
previously traversed node u (see Figure 4.1, top). Note, the traversal is not terminated
when reaching a node with multiple incoming edges but explores each of them and
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Traversed first!
Marked as near anchor

Traversed next

Currently traversed

Merge into near anchor!
(no anchor created)

Anchor

Merge!
(anchor created)

SinkSource

u v

succ(u)

v " succ(u), backward traversal stops

forward traversal
backward traversal
RowDi# successor

Figure 4.1: RowDiff anchor assignment — Top: RowDiff traversal. When traversing backward
to assign anchor nodes, the traversal stops at node u, because succ(u) 7= v. When traversing
forward, the last outgoing node (RowDiff successor) is selected. Bottom: Chained merge. Dark
grey nodes are marked as nearAnchor. When traversing the light grey nodes, we merge into a
dark grey node, marked as nearAnchor, thus, no anchor is set. When traversing the blue nodes,
an anchor must be set where that path merges the first grey node because it is not marked as
nearAnchor. (This figure appears similarly in [Dan+21a] and is a result of joint work of the
authors of that manuscript.)

continues to further traverse these RowDiff paths backwards. When the distance from
the current node to the next assigned anchor in the current RowDiff path reaches M, the
node is marked as an anchor. In practice, once the backward traversal is finished, the
vast majority of the nodes have been traversed, and the anchor assignment is optimal,
in the sense that no anchors are closer than M to each other within the traversed paths.
In the second step, we start at source nodes and traverse RowDiff paths forwards, i.e.
paths of the form v, succ(v), succ2(v), . . . (see Algorithm 4). The traversal stops when
we reach an already visited node. In the third step, we start traversing forward at all
forks with unvisited nodes. After the third step, the only nodes that were not traversed
must belong to a simple cycle (a cycle where all nodes have deg#(v) = deg+(v) = 1).
The fourth step traverses these cycles (in parallel). Each of these traversals sets an
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Algorithm 2 Anchor assignment

1: function AssignAnchors(M)
2: visited[] < {False} " initialize mask of visited nodes
3: anchor[] < {False} " initialize mask of anchor nodes
4: for all s % Sinks() parallel do
5: anchor < TraverseBwd(s, visited, anchor, M)

6: for all s % Sources() parallel do
7: anchor < TraverseFwd(s, visited, anchor, nearAnchor, M)

8: for all s % Forks() parallel do
9: anchor < TraverseFwd(s, visited, anchor, nearAnchor, M)

10: " only nodes in simple cycles (no forks) left unvisited at this point
11: for all s % Nodes() parallel do
12: anchor < TraverseFwd(s, visited, anchor, nearAnchor, M)

13: return anchor

anchor every M nodes during the traversal. Since we visit each node only once, the
time complexity of anchor assignment is O(|Vk|).

Proposition 3. The anchors assigned by Algorithm 2 guarantee successful termination of
Algorithm 1 for any input node v % Vk.

Proof. Step 1 of the algorithm (lines 4-5) trivially guarantees that all sink nodes are
anchor nodes. Steps 3 (lines 8-9) and 4 (lines 11-12) guarantee that all RowDiff cycles
in the graph are traversed and at least one anchor node is set in each cycle. The condi-
tions in Proposition 1 are thereby satisfied and Algorithm 1 finishes and successfully
reconstructs A from A-.

One important detail in the forward traversal step is handling the situation when the
traversal stops due to merging into a visited node. Not setting an anchor in such
cases may result in arbitrarily long paths with no anchors (when such merges are
chained). Always setting an anchor at a merge will introduce unnecessary anchors
and increase the annotation density. We handle merges with the following simple
heuristic: use an additional bit vector, nearAnchor, to mark all nodes that are known to
be at a distance smaller than M to an anchor node. During forward traversal, when
hitting a visited merge node that is marked in nearAnchor, no anchor is set (Figure 4.1,
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Algorithm 3 Backward traversal for anchor assignment

1: function TraverseBwd(sink, visited[], anchors[], M)
2: anchor[sink] < True " mark the sink as anchor
3: queue.push(sink, 0) " distance to next anchor is zero
4: while not queue.empty() do
5: node, depth < queue.pop()
6: if not visited[node] then " for detecting loops
7: visited[node] < True

8: if depth = M then
9: anchor[node] < True

10: depth < 0

11: if Last(node) then " only for last outgoing nodes
12: for all n % Incoming(node) do
13: queue.push(n, depth+1) " go further from anchor

bottom). A closer to optimal algorithm for deciding if a merge node should create an
anchor would require labeling each node with the distance to its nearest anchor. In our
implementation, we preferred the heuristic algorithm due to its significantly reduced
space complexity.

anchor optimization. To guarantee that none of the rows A-
v in A- have more

set bits than the corresponding row Av in the original annotation, we perform the
following anchor optimization procedure. For each v % Vk, such that popcount(A-

v) >
popcount(Av), we make such node an anchor, av := 1, and replace A-

v with Av. This
ensures that all rows in the RowDiff-transformed annotation matrix are at least as
sparse as the corresponding rows in the original annotation matrix.

Proposition 4. Each row in a RowDiff-transformed annotation matrix has the same or fewer
set bits than its corresponding row in the original annotation matrix.

The anchor optimization procedure is implemented similarly to the initial construction
of RowDiff (see Section 4.4). Thus, it has the same time and space complexity.
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Algorithm 4 Forward traversal for anchor assignment

1: function TraverseFwd(node, visited[], anchor[], nearAnchor[], M)
2: path < []
3: while not visited[node] do " Traverse until hitting a merge
4: visited[node] < True

5: path.append(node)
6: node < lastOutgoing(node)

7: for i = 0, len(path) # M, M do " Assign anchor every M nodes
8: anchor[path[i]] < True

9: nearAnchor[path[i:i+M]] < True

10: next < lastOutgoing(path.back())
11: if len(path) mod M = 0 or nearAnchor[next] then
12: return " We merged close to an anchor, done

13: anchor[path.back()] < True

14: nearAnchor[path[i:]] < True

4.4 scalable construction algorithm

A naive implementation of the RowDiff construction would be to load the matrix A
in memory and gradually replace its rows with their sparsified counterpart while
traversing the graph. Although fast and simple, this method requires keeping the entire
annotation matrix A and the graph in memory. Unfortunately, this is often not realistic,
as even the annotation matrix A alone can easily reach several Terabytes in size. For
this reason, we developed a distributed parallel construction algorithm that only loads
a few columns of A at a time and, therefore, needs only a limited amount of memory.

In the first stage, we load the graph and precompute for each node the indices of the
unique RowDiff successor and the (possibly multiple) RowDiff predecessors, stored in
vectors pred and succ, respectively. The pred and succ vectors are used to build A-

in the second stage without the need to query the graph itself and load it in memory.
To make the algorithm scale to De Bruijn graphs with trillions of nodes, vectors pred

and succ are built and traversed in a streaming manner. They are loaded in small
blocks, as described in Algorithms 5 and 6, and never kept in memory in full. Thus,
precomputing the pred and succ vectors essentially makes it possible to query the
graph topology during the second stage while only using O(1) additional space. After
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Algorithm 5 RowDiff transform

1: function Sparsify(columns) " sparsifies a batch loaded in memory
2: for block < 0, numRows, BLOCK_SIZE do " process in blocks
3: load pred[block:block+BLOCK_SIZE]
4: load succ[block:block+BLOCK_SIZE]
5: for all c % columns parallel do
6: for all i % {block, . . . , block+BLOCK_SIZE-1} s.t. c[i]=1 do " iterate set bits
7: if not c[succ[i]] then
8: " The bits at i and succ[i] are different, hence, diff 7= 0
9: c-[i] < True

10: for all p % pred[i] do
11: if not c[p] then
12: " The bits at p and i are different, hence, diff 7= 0
13: c-[p] < True

the RowDiff annotation A- has been generated, the pred and succ vectors are not
required for querying and, thus, can be discarded.

The second stage of the construction algorithm (the sparsification workflow) is schemat-
ically described in Figure 4.2. The initial sparsification of A can be trivially distributed
by dividing the columns of A into groups and processing each group on a different ma-
chine. Each machine processes its assigned columns in batches. The size of each batch
is determined dynamically by loading columns into memory until a desired upper limit
is reached. This upper limit must be greater than the largest column being processed
in compressed bit-vector format, but otherwise not restricted. For each column in the
batch, we iterate only the set bits (only those rows corresponding to nodes annotated
with the label represented by that column) and compare them with the bits at positions
pred and succ in the same column to compute the RowDiff-transformed row, as shown
in Figure 4.2.

scalability and complexity. Algorithm 5 only traverses set bits in A, and
for each set bit in row i it performs O(deg#(i) + 1) operations. Hence, the total
time complexity is O((1 + $)popcount(A)), where $ is the average in-degree of the
graph. For De Bruijn graphs, $ & |!|, and hence the time complexity is linear in the
number of set bits of the original annotation matrix, i.e. O(popcount(A)). Algorithm 6,
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Algorithm 6 Streaming construction of the pred and succ vectors

1: function CreatePredSucc
2: for start = 0, |V|, BLOCK_SIZE do " traverse in blocks of size BLOCK_SIZE
3: succBuf < []
4: predBuf < []
5: predBoundaryBuf < []
6: for all i % {start, . . . , start + BLOCK_SIZE # 1} parallel do
7: if a[i] = 0 then " anchors never have a successor
8: succBuf[threadId].append(lastSucc(i))

9: for all j % pred(i) do
10: if succ(j) = i then " check if i is the RowDiff successor of j
11: predBuf[threadId].append(j)
12: predBoundaryBuf.append(0)

13: predBoundaryBuf.append(1)

14: write succBuf " dump the buffers to disk
15: write predBuf
16: write predBoundaryBuf

for constructing pred and succ, traverses each node exactly once, hence its time
complexity is O(|Vk|). Since the buffer used by Algorithm 6 has a constant size, the
space complexity is |DBGk(S)| + O(1), where |DBGk(S)| denotes the memory footprint
of the graph, which, for instance, in the case of the BOSS representation [Bow+12]
typically does not exceed 4m + o(m) bits, where m = |Vk|. After taking into account
Algorithm 2 for anchor assignment, which requires 3 additional bits per node to indicate
anchors and the traversal state, and putting it all together, we get that the RowDiff-
transform can be performed in O(popcount(A) + |Vk|) time and in |DBGk(S)| + 3|Vk| +
O(|c|) space, where |c| is the memory footprint of the largest (densest) column of A in
a compressed bit-vector format. Note that the first term in each of the sums is usually
dominant.

In terms of temporary disk space, the succ array takes |Vk|)log |Vk|* bits and the
pred array has similar size (in practice smaller). In addition, the anchor optimization
algorithm needs 32 bits per node to count the number of bits per row. Thus, RowDiff
construction needs in total less than 20 bytes per node of temporary disk storage.

In conclusion, we mention again that RowDiff construction can be easily distributed on
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4.5. Batch query algorithm: querying annotations for paths

cij

<latexit sha1_base64="I8ejBw6DUp3gKG/6BjktW1KERc4=">AAAB6HicbZDJSgNBEIZrXGPc4nLzMhgET2EmiHozIKLHBMwCyRB6OjVJm56eobtHiCFP4MWDIl59AB/EozePeRM7y0ETf2j4+P8quqr8mDOlHefbWlhcWl5ZTa2l1zc2t7YzO7sVFSWSYplGPJI1nyjkTGBZM82xFkskoc+x6ncvR3n1HqVikbjVvRi9kLQFCxgl2lilfDOTdXLOWPY8uFPIXnwOrz/2H4bFZuar0YpoEqLQlBOl6q4Ta69PpGaU4yDdSBTGhHZJG+sGBQlRef3xoAP7yDgtO4ikeULbY/d3R5+ESvVC31SGRHfUbDYy/8vqiQ7OvT4TcaJR0MlHQcJtHdmjre0Wk0g17xkgVDIzq007RBKqzW3S5gju7MrzUMnn3NPcScnJFq5gohQcwCEcgwtnUIAbKEIZKCA8wjO8WHfWk/VqvU1KF6xpzx78kfX+A0mYkQw=</latexit>

2
<latexit sha1_base64="wLqRynepY8vMJmQh51JnSs+gy8Q=">AAAB6HicbZDJSgNBEIZr4hbjFpebl8YgeAozIurNgIgeEzALJEPo6VSSNj0L3T1CHPIEXjwo4tUH8EE8evOYN7GzHDTxh4aP/6+iq8qLBFfatr+t1MLi0vJKejWztr6xuZXd3qmoMJYMyywUoax5VKHgAZY11wJrkUTqewKrXu9ylFfvUSoeBre6H6Hr007A25xRbayS08zm7Lw9FpkHZwq5i8/h9cfew7DYzH41WiGLfQw0E1SpumNH2k2o1JwJHGQascKIsh7tYN1gQH1UbjIedEAOjdMi7VCaF2gydn93JNRXqu97ptKnuqtms5H5X1aPdfvcTXgQxRoDNvmoHQuiQzLamrS4RKZF3wBlkptZCetSSZk2t8mYIzizK89D5TjvnOZPSnaucAUTpWEfDuAIHDiDAtxAEcrAAOERnuHFurOerFfrbVKasqY9u/BH1vsPSBSRCw==</latexit>

1
<latexit sha1_base64="2QWnamniSG1RngxN1Nv8JMndk1c=">AAAB6HicbVDJSgNBEK2JW4xb1GMujUHwFGZE1GNABY8JmAWSIfR0apI2PQvdPUIY8gVePCji1d/w4jd4EPwQ73aWgyY+KHi8V0VVPS8WXGnb/rIyS8srq2vZ9dzG5tb2Tn53r66iRDKssUhEsulRhYKHWNNcC2zGEmngCWx4g4ux37hDqXgU3uhhjG5AeyH3OaPaSNW4ky/aJXsCskicGSmWyfvn9+VbodLJf7S7EUsCDDUTVKmWY8faTanUnAkc5dqJwpiyAe1hy9CQBqjcdHLoiBwapUv8SJoKNZmovydSGig1DDzTGVDdV/PeWPzPayXaP3dTHsaJxpBNF/mJIDoi469Jl0tkWgwNoUxycythfSop0yabnAnBmX95kdSPS85p6aRq0riCKbJQgAM4AgfOoAzXUIEaMEC4h0d4sm6tB+vZepm2ZqzZzD78gfX6A0VrkQE=</latexit>p<latexit sha1_base64="6di6YOH6kmxpdpZzxZb8ADHp69E=">AAACCHicbVDLSsNAFJ3UV62v+Ni5MFgEVyURUXcWRHRZwT4gDWUyvWmHziRhZiLW0KUbf0UQF4q4denSncv+idPHQlsP3MvhnHuZucePGZXKtr+NzMzs3PxCdjG3tLyyumaub1RklAgCZRKxSNR8LIHREMqKKga1WADmPoOq3zkb+NUbEJJG4bXqxuBx3AppQAlWWmqYO3WOO+BHt64D3HOJlxbq7YCyce81zLxdsIewpokzJvnTz/7F09Zdv9Qwv+rNiCQcQkUYltJ17Fh5KRaKEga9XD2REGPSwS1wNQ0xB+mlw0N61p5WmlYQCV2hsobq740Ucym73NeTHKu2nPQG4n+em6jgxEtpGCcKQjJ6KEiYpSJrkIrVpAKIYl1NMBFU/9UibSwwUTq7nA7BmTx5mlQOCs5R4fDKzhfP0QhZtI120T5y0DEqoktUQmVE0D16RC/o1Xgwno034300mjHGO5voD4yPHxMUndA=</latexit>...

<latexit sha1_base64="coWFZH99L8f5cvVXwN+H7sd71X8=">AAAB9XicbVDLSgNBEJyNrxiNRj16GQxCTmFXRD0GRPAYwTwgWcPspDcZMvtgplcTlvyHFw+KePUX/AZvfozg5HHQxIKGoqqb7i4vlkKjbX9ZmZXVtfWN7GZuazu/s1vY26/rKFEcajySkWp6TIMUIdRQoIRmrIAFnoSGN7ic+I17UFpE4S2OYnAD1guFLzhDI92JThthiKkvlMZxp1C0y/YUdJk4c1KslPR3fn34Ue0UPtvdiCcBhMgl07rl2DG6KVMouIRxrp1oiBkfsB60DA1ZANpNp1eP6bFRutSPlKkQ6VT9PZGyQOtR4JnOgGFfL3oT8T+vlaB/4aYijBOEkM8W+YmkGNFJBLQrFHCUI0MYV8LcSnmfKcbRBJUzITiLLy+T+knZOSuf3pg0rsgMWXJIjkiJOOScVMg1qZIa4USRR/JMXqwH68l6td5mrRlrPnNA/sB6/wGWwpY6</latexit>

ifirst

<latexit sha1_base64="lQ8fhCvMRpYopOZPFssZnJfESFA=">AAAB9HicbVBNS8NAEN3UqjV+VT0IegkWQRBKIqIeC0XwWMF+QBvKZjttl242cXdSLKG/w4sHRbz6Y7z5a3T7cdDqg4HHezO7My+IBdfoup9WZim7vLKaW7PXNza3tvM7uzUdJYpBlUUiUo2AahBcQhU5CmjECmgYCKgHg/LErw9BaR7JOxzF4Ie0J3mXM4pG8nm7hfCAqaAax+18wS26Uzh/iTcnhdKBfbqf/SpX2vmPVidiSQgSmXlBNz03Rj+lCjkTMLZbiYaYsgHtQdNQSUPQfjpdeuwcG6XjdCNlSqIzVX9OpDTUehQGpjOk2NeL3kT8z2sm2L3yUy7jBEGy2UfdRDgYOZMEnA5XwFCMDKFMcbOrw/pUUYYmJ9uE4C2e/JfUzoreRfH81qRxTWbIkUNyRE6IRy5JidyQCqkSRu7JI3kmL9bQerJerbdZa8aaz+yRX7DevwEZBJSF</latexit>

ilast

<latexit sha1_base64="gLbGMukSJnpPqW2YMcR5kavWGrc="></latexit>

for i ! [ifirst, ilast] s.t. cij = 1 do

<latexit sha1_base64="qHXMLrkjr8jaaTqlH4ZwvDN3NBw=">AAACE3icbVBNSwJBGJ61L7Mvq6OXIQkiRHYjqksgVNDRID9ARWbHWZ2c3Vlm3o1k8T906a908ZBE1y4dgn5I90YtKO05PTzP+/m4oeAabPvDSszNLywuJZdTK6tr6xvpza2ylpGirESlkKrqEs0ED1gJOAhWDRUjvitYxe2ejfzKLVOay+AaeiFr+KQdcI9TAkZqpvfrwO7A9eKQKE8q3L/Bp9jJ1VsSdC7EPy5uyX4znbXz9hh4ljjfJFvAw/fP80Gm2Ey/mTE08lkAVBCta44dQiMmCjgVrJ+qR5qFhHZJm9UMDYjPdCMe/9THu0Zp4dFJngwAj9XfHTHxte75rqn0CXT0tDcS//NqEXgnjZgHYQQsoJNFXiQwSDwKCLe4YhREzxBCFTe3YtohilAwMaZMCM70y7OkfJB3jvKHVyaNCzRBEmXQDtpDDjpGBXSJiqiEKLpHj+gJDa0Ha2A9Wy+T0oT13bON/sB6/QK1laHR</latexit>

parfor j = 1, . . . , p do

<latexit sha1_base64="FOBFBVc5PGKmtEfpyqA+rtMRCKk=">AAACEHicbVC7SgNBFJ31bXxFLW0GRdQm7IqoZUAESwWTCEkIs5O7ZsjszDJzVw1LEOxt/AL9BhsLRWxtBDv/xkli4etUh3Pu84SJFBZ9/8MbGh4ZHRufmMxNTc/MzuXnF8pWp4ZDiWupzUnILEihoIQCJZwkBlgcSqiE7b2eXzkDY4VWx9hJoB6zUyUiwRk6qZFfqyFcYLZ+LrBFbQJcMEm5G2hppA1lire0sRvdRn7FL/h90L8k+CIrxdX21eXd7dthI/9ea2qexqCQS2ZtNfATrGfMoOASurlaaiFhvM1OoeqoYjHYetZ/qEtXndLsHxBphbSvfu/IWGxtJw5dZcywZX97PfE/r5pitFvPhEpSBMUHi6JUUtS0lw5tCgMcZccRxo1wt1LeYoZxdBnmXAjB75f/kvJmIdgubB25NPbJABNkiSyTdRKQHVIkB+SQlAgn1+SePJIn78Z78J69l0HpkPfVs0h+wHv9BOwaoOU=</latexit>

(with special cases for anchors)

<latexit sha1_base64="kGoMZghydTd3ir8bDkjg6YnE/YY="></latexit>

c!
ij := cij ! csucc[i]j = ¬csucc[i]j

<latexit sha1_base64="H+TXLdji59iN/qrhpShv/nhtYr8="></latexit>

c!
pred[i]j := cpred[i]j ! cij = ¬cpred[i]j

Batch of columns loaded in RAM

All annotation columns on disk

Transform batch in parallel

pred / succ

Block!
loaded!
in RAM

Figure 4.2: RowDiff transform algorithm — Schematic overview of sparsification on a single
machine. Top: Columns are loaded into memory in batches (until memory is exhausted) and
each batch is fully transformed to RowDiff. The result is serialized and the process moves on
to the next batch. Bottom: Each batch is transformed to RowDiff as follows. The algorithm
iteratively loads into memory blocks of the precomputed vectors pred and succ. Then, all
columns of the batch are processed in parallel. The algorithm iterates only through set bits of
each column in the active block and computes the elements of the RowDiff transformed matrix
A- (see Algorithm 5 for a more detailed description).

multiple machines with modest hardware requirements, where it can be run in parallel
on each machine. This makes the method very attractive for practical use on very large
data sets.

4.5 batch query algorithm : querying annotations for paths

We now note that, when querying annotations for paths in the graph, or sets of rows
corresponding to nodes from a local neighborhood in the graph, Algorithm 1 leads
to redundant reconstruction work, as many of the queried rows belong to the same
RowDiff paths. To alleviate this, we perform the traversal first and precompute all
RowDiff paths from the rows queried. Then, we query all diff rows in one batch and
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reconstruct annotations for each row from the query. This ensures that no edge in
these paths is traversed more than once. Moreover, querying all rows in one batch
often allows making the query of the underlying representation of the sparsified binary
matrix faster by exploiting its potential intrinsic features (e.g., jointly querying n bits in
a column is more cache-efficient and faster than n queries of single bits in that column).

4.6 implementation details

We implemented RowDiff as part of the MetaGraph framework [Kar+20a] (see Chap-
ter 2). For storing original columns of the annotation matrix as well as the indicator
bitmap with anchor nodes, we used the sdarray vectors from the sdsl-lite library [Gog+14]
for compressed representation of bitmaps. For compression of the transformed anno-
tation matrix, we used the Multi-BRWT representation scheme originally proposed
in [Kar+20b] (see Chapter 3).

code availability. RowDiff is implemented in C++ within the MetaGraph frame-
work. The source code and the data used in the experiments of this chapter are publicly
available at https://github.com/ratschlab/row_diff.

4.7 evaluation and discussion

In this section, we evaluate the performance of the methods described above both in
terms of their final representation size and their construction time. In addition, we also
study the effect of the maximum RowDiff path length on the final representation size
of the compressed annotations. Finally, we evaluate the degree of compression that
RowDiff provides on a per-column basis.

4.7.1 Data sets

We evaluated the compression performance of RowDiff on three data sets with different
levels of sequence variability and thus graph density. Our first data set consists of
all Fungi sequences from RefSeq release 97 [O’L+15], which we refer to as RefSeq
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(Fungi), with annotations derived from the taxonomic IDs of the sequences’ respective
organisms. Our second and third data sets are derived from the cohort of 10,000 publicly
available human RNA-Seq experiments used in [Alm+20]. We constructed annotated
De Bruijn graphs from the RNA-Seq data set in the same manner as in [Alm+20],
using a k value of 23, albeit with two samples discarded due to their withdrawal from
the Sequence Read Archive. We will refer to this data set as RNA-Seq (k=23). The
third data set is constructed using the graph cleaning approach originally developed
by [Tur+18] and scaled up in MetaGraph [Kar+20a], using a k value of 31. We will refer
to this data set as RNA-Seq (k=31). For evaluating construction time and representation
size, we shuffled the samples in each data set and generated subsets of increasing size.

We evaluated RowDiff against MST [Alm+20], employed in Mantis [Pan+18a], which,
to the best of our knowledge, is the most compact annotation representation method to
date. Similarly to Rainbowfish [APP17], MST reduces the original annotation matrix to
a set of unique rows and consists of two components: a vector, mapping indexes of
rows of the annotation matrix to its unique rows (color classes) and the unique rows
compressed in a minimum spanning tree. In Mantis, this mapping vector is included in
a hash table storing the k-mers of the De Bruijn graph, which is usually at least an order
of magnitude larger than the compressed annotation. Thus, to make a fair comparison,
we exclude the large contribution of Mantis’ graph representation, and only consider
the mapping vector, using the same representation as in Rainbowfish [APP17]. Thus, we
refer to the MST annotation representation as Rainbow-MST. Note that Rainbow-MST
forms a graph annotation representation which, similarly to RowDiff, can be used with
any De Bruijn graph representation with indexed k-mers.

4.7.2 Representation size

We now compare the representation size for RowDiff and other state-of-the-art graph
annotation compression methods. We additionally consider two binary matrix repre-
sentation schemes: Multi-BRWT [Kar+20b] and RowSparse for encoding the RowDiff-
transformed annotation matrices. As described in Section 2.5.2.2, the RowSparse format
stores the indices of set bits in each row in a compressed integer vector. This repre-
sentation is faster to query than Multi-BRWT, but its memory footprint is significantly
larger.
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(a) RNA-Seq (k=23) data set
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(b) RNA-Seq (k=31) data set
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Figure 4.3: Representation size — The green line represents the size of the non-sparsified
annotation matrix encoded with Multi-BRWT. The purple and the red lines represent the sizes
of the RowDiff annotation encoded with Multi-BRWT and RowSparse matrix representations,
respectively. The blue line indicates the size of the Rainbow-MST annotation. The orange line
corresponds to the size of the Rainbow-MST mapping vector and represents a lower bound on
the Rainbow-MST representation size. Rainbow-MST computation on the RNA-Seq (k=31) data
set with > 4,000 samples did not complete within the ten day limit of our compute cluster.

Figure 4.3 shows the representation size for the RNA-Seq (k=23), RNA-Seq (k=31),
and RefSeq (Fungi) data sets. On the RNA-Seq (k=31) data set, RowDiff-MultiBRWT
effectively takes advantage of the topology of the graph annotation and the similarity
of rows of the annotation matrix and achieves a nearly 4-fold size reduction compared
to Multi-BRWT applied on non-sparsified columns. Compared to the Rainbow-MST
method, RowDiff-MultiBRWT achieves a 2-fold size reduction. Rainbow-MST on the
subsets with more than 4,000 samples could not be computed because Mantis did
not complete within the ten day limit of our compute cluster. For this reason, we

112



4.7. Evaluation and discussion

Table 4.1: Representation size of the RefSeq (Fungi) graph annotation and its subsets (in MB).
The second column shows the memory footprint of the original annotation columns compressed
in sdarray vectors.

# columns Columns Multi- RowDiff RowDiff RowDiff- RowDiff- Rainbow-MST Rainbow-MST Rainbow-
|A| BRWT |A- | with anchors RowSparse MultiBRWT (mapping only) (MST only) MST

1,570 664.5 692.8 14.4 22.8 61.0 25.2 559.4 0.2 559.5
3,140 1834.1 2186.5 38.4 58.9 152.8 68.0 1753.9 0.6 1754.4
4,710 2998.6 3502.5 62.8 93.1 234.7 108.6 2781.3 1.0 2782.4
6,280 4630.6 5966.9 102.6 147.1 380.7 175.0 4629.9 2.0 4631.8
7,850 6628.9 7873.8 147.7 208.2 527.5 246.9 6282.2 2.9 6285.2
9,420 8224.9 10248.4 187.4 260.3 666.7 312.7 8013.5 4.2 8017.6

10,990 9640.5 12320.8 224.7 310.0 790.0 371.7 9613.9 5.4 9619.3
12,561 11214.5 14879.1 265.3 361.3 928.5 430.0 11409.5 7.0 11416.5

also plotted the size of the Rainbowfish mapping vector, which, being a subset of the
Rainbow-MST annotation data, represents a lower bound for Rainbow-MST.

On the RNA-Seq (k=23) data set, RowDiff-MultiBRWT achieves a 2.5-fold size reduction
relative to Multi-BRWT and a 1.5-fold reduction relative to Rainbow-MST.

On the RefSeq (Fungi) data set, RowDiff takes advantage of the longer stretches of
nodes with identical annotations and achieves a 26-fold size reduction relative to
Rainbow-MST (the detailed tabular data for this experiment are available in Table 4.1).
Notably, this significant difference is caused mainly by the large size of the mapping
vector on this data set.

4.7.3 Effects of graph density on compression

In this section, we analyze how the density of the annotated graph affects RowDiff
compression. In the first experiment, we take a random subset of 1,570 entries from
the RefSeq (Fungi) data set and build graphs and corresponding annotations for k-mer
sizes ranging from 15 to 31. Table 4.2 shows how the compression ratio |A|/|A-|
increases with higher sparsity of the graph (lower average out-degree for increasing
k-mer length).

In the second experiment, we test how the maximum RowDiff path length M affects the
annotation size for graphs of various densities. Table 4.3 shows the annotation size on
the RNA-Seq (k=23), RNA-Seq (k=31), and RefSeq (Fungi) data sets for various values
of M, where the column M = 0 corresponds to the size of the original annotation
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Table 4.2: Compression ratio vs. graph density on a random subset of 1,570 RefSeq (Fungi)
annotation columns. The sparser the graph, the higher the compression ratio.

k-mer size Average out-degree Compression ratio |A|/|A!|
15 1.98 1.30
17 1.10 4.79
19 1.01 18.89
23 1.003 31.66
31 1.0017 34.53

Table 4.3: Annotation size (in GB) vs. maximum RowDiff path length M for RNA-Seq (k=23),
RNA-Seq (k=31), and RefSeq Fungi (k=31). Column M = 0 shows the size of the original
columns not transformed with RowDiff.

Data set M = 0 M = 10 M = 25 M = 50 M = 75 M = 100
RNA-Seq (k=23) 214 125.1 119.8 118.3 118.0 117.8
RNA-Seq (k=31) 151 70.7 64.9 63.2 62.6 62.2
RefSeq (Fungi) 11.2 1.52 0.713 0.419 0.317 0.265

matrix without applying RowDiff. While increasing the maximum path length has a
negligible effect on the denser RNA-Seq graphs (with average node degrees of 1.08 and
1.04, respectively), it reduces the annotation size by a factor of up to 5.7 (from 1.52 GB
to 265 MB) on the much sparser RefSeq (Fungi) graph (with an average node degree of
1.003). This phenomenon can be explained by the observation that in sparser graphs
the majority of the anchor nodes are set to restrict the maximum RowDiff path length,
while in denser graphs the majority of the anchor nodes are set during the anchor
optimization stage.

4.7.4 Compression of single columns

In this experiment, we measure how RowDiff compresses individual columns of the
annotation matrix. Figure 4.4 shows the compression ratio per column achieved
by RowDiff on two data sets representing two different extreme cases of sequence
variability.
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Figure 4.4: Histogram of the compression ratio per column, weighted by the original column
size. On the denser RNA-Seq (k=31) graph, the compression ratio peaks at around 23, while
on RefSeq (Fungi) the compression ratio peaks at around 603. The size of columns is measured
by the memory footprint of their sdarray compressed representations.

The De Bruijn graph constructed from assembled genomes RefSeq (Fungi) contains
significantly fewer branches and bubbles than the graph constructed from reads
RNA-Seq (k=31), thus its annotation is significantly better compressed by RowDiff,
with an average compression ratio of 42 (from 11.2 GB to 265 MB).

4.7.5 Construction time

In Figure 4.5, we compare the construction times for RowDiff and MST [Alm+20]. The
construction time for RowDiff includes everything, from the RowDiff transform of
the original columns (with M = 100) to the conversion of the transformed RowDiff
columns to the Multi-BRWT binary matrix representation. For MST, we only measure
the time taken for compression of the unique annotation rows and do not include the
time taken to construct the mapping vector (which is done by Mantis during graph
construction and usually takes orders of magnitude longer than the construction of
the MST part itself). Thus, this makes up a lower bound on the total construction time
for the MST method. Note that the construction time for RowDiff-MultiBRWT grows
linearly in the number of columns of the annotation matrix and superlinearly for MST,
which makes RowDiff a more favorable approach on a larger scale.
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Figure 4.5: Construction time for the RowDiff and MST annotation representations on the
RNA-Seq (k=23) data set with 72 threads.

4.7.6 Query performance

In this experiment, we measured the time needed to query human transcripts against
the RNA-Seq (k=23) annotation.

Table 4.4 shows the time taken to query 100 and 1,000 random human transcripts for
the baseline Multi-BRWT matrix representation method, the Mantis-MST method, and
the proposed RowDiff method (with the RowDiff matrix encoded using Multi-BRWT
or RowSparse).

We queried RowDiff annotations using the algorithm optimized for long paths (de-
scribed in Section 4.5). First, we construct a list of annotation rows that have to be
reconstructed from the RowDiff format and a list of all diff rows for querying in the

Table 4.4: Time for querying 100 and 1,000 random human transcripts with Multi-BRWT,
Mantis-MST, RowDiff methods. The second column shows the total number of annotation rows
queried. All benchmarks were performed with a single thread on Intel(R) Xeon(R) Gold 6140
CPU @ 2.30GHz.

Query data
Query time

# rows Multi Mantis RowDiff RowDiff
queried BRWT MST RowSparse MultiBRWT

100 trans. 44,995 51 sec 4.5 sec 8.3 sec 40 sec
1,000 trans. 553,280 226 sec 68 sec 54 sec 197 sec
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Figure 4.6: Query time for different values of the maximum RowDiff path length M when
querying 100 random human transcripts. The first point M = 0 corresponds to the baseline
Multi-BRWT encoding the original annotation matrix without RowDiff.

RowDiff matrix. Then, all these rows are queried at once, and the original annotation
rows are reconstructed. Since RowDiff additionally requires traversing the De Bruijn
graph to get RowDiff paths, the query time for RowDiff depends on the traversal
performance of the underlying graph representation. In this experiment, we used the
succinct De Bruijn graph representation SuccinctDBG (static) available in the MetaGraph
library (see Section 2.4.5).

For Mantis-MST, the total time reported by Mantis was measured excluding the loading
time. This also includes the time taken to map the k-mers from the query to rows of
the annotation matrix, which could not be subtracted because Mantis only reports the
total query time. However, as querying the annotation matrix is the bottleneck of the
query algorithm, this makes up a relatively small fraction of the total time.

Finally, we study the influence of the maximum RowDiff path length parameter M
on the query performance of RowDiff (see Figures 4.6-4.7). Notably, setting a larger
value of M not only increases the compression ratio but also makes queries on RowDiff-
MultiBRWT faster (in the range of studied values from M = 10 to 100), which can be
explained by the higher performance of Multi-BRWT on sparser matrices. In contrast,
RowDiff-RowSparse does not show any noticeable dependence of the query time on
M. As mentioned above, the query time for RowDiff depends on the graph traversal
speed because of the required traversal of RowDiff paths to their anchors. However,
Figure 4.6a and Figure 4.7a show that the traversal actually takes a relatively small part
of the total time. Hence, further improvements of RowDiff increasing the sparsity of
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Figure 4.7: Query time for different values of the maximum RowDiff path length M when
querying 1,000 random human transcripts. The first point M = 0 corresponds to the baseline
Multi-BRWT encoding the original annotation matrix without RowDiff.

the annotation matrix will likely make queries faster.

4.8 conclusions

In this chapter, we introduced RowDiff, a new technique for compacting graph labelings
by leveraging the likely similarities in annotations of nodes adjacent in the graph. We
designed a parallel construction algorithm with linear time complexity in the number of
node-label pairs and small memory footprint. In addition, the algorithm can efficiently
be distributed and parallelized, making it applicable virtually on arbitrarily large
graphs. RowDiff reduced the size of graph annotations by 2- to 26-fold when used
in combination with Multi-BRWT relative to Mantis-MST, the smallest state-of-the-art
representation.

Although the row reconstruction method inevitably leads to an increase in ad hoc
row query time due to the larger number of required annotation matrix queries, this
limitation is alleviated in practice due to the tendency of real-world sequences to feature
k-mers which co-occur on matching RowDiff paths, which results in overall smaller
query times.

The optimization of anchor assignment is a clear direction for future development
of these methods. The anchor assignment method we have presented is designed to
reduce the row reconstruction time by setting an upper bound on the traversal length.
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However, given that there is a trade-off between the size and the query time of the final
representation, designing an objective function and a corresponding algorithm to best
optimize these measures is a non-trivial task.

Moving beyond the representation of binary relations, a simple extension of the RowDiff
method can be used as an efficient way to represent genomic coordinates for indexes of
reference genomes. By representing a coordinate at each anchor node, the coordinates
of all other nodes in that anchor’s corresponding RowDiff path can be computed via
their traversal distance to the anchor. We explore these and other ideas in detail in
Chapter 5.

Each improvement in the compression of sequence graphs and their associated an-
notations opens up further opportunities for their real-world applicability. When
handling large annotations, even a 2-fold difference in the representation size can make
a previously unapproachable annotation accessible to the available hardware. With
RowDiff, we have demonstrated that there is still a great potential for improving the
representation of annotations on sequence graphs.
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5
Generalized graph annotations and

Counting De Bruijn graphs

This chapter is based on the work done in collaboration with Harun Mustafa, Gunnar Rätsch,
and André Kahles. The work was presented at RECOMB 2022 by M. K. and published in journal
Genome Research [Kar+22]. The TCG-Aligner (Sections 5.5, 5.7.4, 5.7.5 including Figures 5.9
and 5.10) was conceived, developed, and evaluated by H. M.. All other work and experiments,
including the idea and design of Counting De Bruijn graphs and their representation techniques,
were conceived and developed by M. K.. A. K. and G. R. conceptualized and supervised the
research. All authors contributed to writing and provided feedback on the algorithms, theory,
and experiments.

preamble . Sequencing data is rapidly accumulating in public repositories. Making
this resource accessible for interactive analysis at scale requires efficient approaches for
its storage and indexing. There have recently been remarkable advances in building
compressed representations of annotated (or colored) De Bruijn graphs for efficiently
indexing k-mer sets. However, approaches for representing quantitative attributes
such as gene expression or genome positions in a general manner have remained
underexplored. In this chapter, we propose Counting De Bruijn graphs (Counting DBGs),
a notion generalizing annotated De Bruijn graphs by supplementing each node-label
relation with one or many attributes (e.g., a k-mer count or its positions). Counting
DBGs index k-mer abundances from a set of 2,652 human RNA-Seq samples in over
8-fold smaller representations compared to state-of-the-art bioinformatics tools and yet
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faster to construct and query. Furthermore, Counting DBGs with positional annotations
losslessly represent entire reads in indexes on average 27% smaller than the input
compressed with gzip for human Illumina RNA-Seq and 57% smaller for PacBio HiFi
sequencing of viral samples. A complete searchable index of all viral PacBio SMRT
reads from NCBI’s SRA (152,884 samples, 875 Gbp) comprises only 178 GB. Finally,
on the full RefSeq collection, we generate a lossless and fully queryable index that is
4.6-fold smaller than the MegaBLAST index. The techniques proposed in this work
naturally complement existing methods and tools employing De Bruijn graphs and
significantly broaden their applicability: from indexing k-mer counts and genome
positions to implementing novel sequence alignment algorithms on top of highly
compressed graph-based sequence indexes.

5.1 motivation

The sequencing of DNA and RNA has become a commodity in the portfolio of biomed-
ical data acquisition techniques, leading to an increase both in the demand and avail-
ability of sequencing data [Ste+15]. Often, independent from the original research
questions that individual data sets were created to answer, they find a second life as a
valuable source for other analyses [Su+20; Nay+21]. Thus, methods for the efficient
storage and indexing of sequence data are urgently needed. In the past years, various
approaches have been proposed to address this problem. On the one side there are
methods that extract relevant information, such as expression counts from vast cohorts
of RNA sequencing data, and summarize it in aggregated form [CT+17]. On the other
side stand approaches that provide a full-text index of the sequencing data and allow
to retrieve metadata for arbitrary sequence queries [Bra+19; Kar+20a], which is of great
practical relevance for projects generating large sequence cohorts [Dan+21b; Alm+21].
As a balance between compressibility and access, methods using k-mer decomposi-
tions of the input sequences have proven very successful [Ond+16; Bra+19; Kar+20a;
Mar+20a]. In this chapter, we focus on approaches representing such k-mer sets as
annotated sequence graphs, which we will briefly review in the following, discussing
benefits and limitations of existing approaches.
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5.1.1 Annotated genome graphs

To fully represent all information of a sequencing sample for interactive study, two
components are necessary: i) an index representing the sequence information, allowing
for the query of presence, and ii) a structure containing additional metadata, such as
the biological label of a sequence or the location of a sequence within a genome context
(commonly referred to as genome coordinate) [Mor+08; Li18; Alm+18]. Both components
can be represented jointly or in separate data structures.

As described in detail in previous chapters of this dissertation, a commonly used data
structure for representing sequence information is a De Bruijn graph. As all edges of a
De Bruijn graph can be inferred from the set of its nodes, it can be fully represented by
the set of its k-mers. In practice, all k-mers must also be indexed and assigned unique
numeric identifiers to allow for association with any metadata.

In this chapter, we further extend the notion of genome coordinates and introduce
k-mer coordinates, representing the occurrence positions of a certain k-mer in the input
source. This source may be a single genome, a list of sequencing reads, or an entire
collection of arbitrary sequences. All (not only distinct) k-mers from the input are
naturally ordered, and knowing this order allows reconstructing the original sequences
from their corresponding paths in the graph, which we call sequence traces. Indeed, the
first k-mer provides the first k characters of the first sequence, and every k-mer with
the following coordinate can be used to reconstruct the next character of the sequence,
while the end of the sequence can be encoded with a skipped coordinate. Hence, by
representing k-mer coordinates, we encode traces of the input sequences in the graph
and thereby make the index fully lossless.

5.1.2 Graph annotations

As described in previous chapters, supplementing a De Bruijn graph with a binary
graph annotation provides an excellent tool for answering k-mer membership queries.
However, any quantitative information of the original data is lost in such representations.
In particular, queries relating to the exact occurrence position in a sequence or relating
to how often the queried sequence is present in a sample can not be answered with
binary annotations.
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To address this problem, methods for representing non-binary graph annotations have
recently started to emerge, but very few have been proposed so far. On the one end
stands gPBWT, which supplements genome graphs and enables lossless encoding of
haplotypes [NGP17]. On the other end, REINDEER [Mar+20b] represents approximate
k-mer counts in genome graphs by averaging them within each unitig of the sample
De Bruijn graphs and compressing them via run-length encoding. Unfortunately, these
methods do not cover the entire spectrum of needs. In particular, REINDEER does not
represent genome coordinates and does not provide a lossless representation of input
sequences, such as reads. In contrast, gPBWT does provide a lossless representation of
input sequences. However, the time complexity of querying quantitative information
on a pattern would be linear in the number of its occurrences, making it less well suited
for indexing large collections of reads.

5.1.3 Sequence-to-graph alignment

Many tools have used De Bruijn graphs as indexes for alignment to collections of
sequences [Liu+16; AZP21; LHA21; Sch+21; Kar+20a; RM20], applying the seed-and-
extend paradigm with varying seed filtration and extension strategies. Some strategies
extract sequences from the index onto which a sequence-to-sequence alignment is
performed [Liu+16; AZP21], while others traverse the graph and compute [Kar+20a] or
approximate [LHA21; Sch+21] an alignment score. However, very few of these methods
index global coordinates in reference genomes to avoid alignments to spurious paths
in the graph, which would be especially helpful when aligning to complex regions in
the graph with many short overlapping unitigs. To our knowledge, deBGA [Liu+16]
and PuffAligner [AZP21] (the aligner from Pufferfish [Alm+18]) are the only De Bruijn
graph-based tools that index global coordinates. The more recent PuffAligner, employs
a co-linear chaining approach inspired by minimap2 [Li18] to effectively select a good
candidate location for alignment and to limit alignment to query regions between seed
hits. However, both deBGA and PuffAligner are designed for indexing long reference
genomes and optimize for query performance, thus making only a limited use of
compression techniques and reducing their scalability. Lastly, both use k-mer hash
tables to index the unitig set, restricting the minimum seed length to k.
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5.1.4 Our contributions

In this chapter, we consider the problem of representing numeric attributes assigned
to each k-mer–label relation in graph annotations. We call such annotations extended
graph annotations, emphasizing that each label is supplemented with an attribute, which
may include a single or multiple numeric values. In particular, we focus on indexing a)
k-mer counts, representing the number of times a k-mer occurs in a certain sequencing
sample, and b) k-mer coordinates, where the attributes represent all the occurrence
positions of a k-mer in a sequence, a genome, or a collection thereof. Notably, the
latter makes a fully lossless representation of the input sequences. Together with the
underlying De Bruijn graph, such extended graph annotations make up an abstract
data structure which we call a Counting De Bruijn graph. We demonstrate the advantage
of such an index by devising a sequence-to-graph alignment algorithm called TCG-
Aligner (Trace-Consistent Graph-based Aligner) that avoids spurious paths and correctly
estimates the alignment score even when aligning sequences with repeats to loops in
the graph.

In the next sections, we present methods and techniques ultimately employed to
efficiently represent extended graph annotations in compressed data structures that
can be queried without full decompression. Assume each node-label relation (i, j) is
supplemented with an attribute ai,j, representing a single or multiple numeric values.
Naturally, such annotations can be represented as a sparse matrix, and thus, the first
question to be answered is how such matrices can be represented to minimize the
memory footprint, while still allowing for efficient queries without full decompression.

5.2 succinct representation of sparse matrices

Here we propose a general approach for the efficient compressed representation of
sparse matrices and, in particular, extended graph annotations, which supplement each
binary relation k-mer–label (i, j) with an attribute ai,j (Figure 5.1A, left). This attribute
may be a single numeric value (e.g., the number of times k-mer i occurs in experiment j)
or a set of numbers (e.g., all positions where k-mer i occurs in genome j). Without loss
of generality, we assume a very high sparsity of the annotation matrix and decompose
the initial annotation into two components schematically shown in the right part of
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L1

<latexit sha1_base64="K3USz6SnBLh3EiDHzEawoojWwWU=">AAAB+3icbVDLSsNAFJ3UV1tfsW4EN8EiVJCSiGiXpW5cVrAPaEOZTKft0MkkzNxIawj4JW5cKOJK8EfcCX6M08dCWw9cOJxzL/fe44WcKbDtLyO1srq2vpHOZDe3tnd2zb1cXQWRJLRGAh7IpocV5UzQGjDgtBlKin2P04Y3vJr4jTsqFQvELYxD6vq4L1iPEQxa6pi5NtARxBKLYVKodJxTdtIx83bRnsJaJs6c5MsH99+Zh/dKtWN+trsBiXwqgHCsVMuxQ3BjLIERTpNsO1I0xGSI+7SlqcA+VW48vT2xjrXStXqB1CXAmqq/J2LsKzX2Pd3pYxioRW8i/ue1IuiV3JiJMAIqyGxRL+IWBNYkCKvLJCXAx5pgIpm+1SIDLDEBHVdWh+AsvrxM6mdF56J4fqPTKKEZ0ugQHaECctAlKqNrVEU1RNAIPaJn9GIkxpPxarzNWlPGfGYf/YHx8QNxzpcC</latexit>

rank(B1, i)

<latexit sha1_base64="t/Kgg5P8aD4bVxOclkzWmi0owL0=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RyDgniMaB6QLGF2MpsMmZldZmaFsOQTvHhQxKv4IX6CN//GyeOgiQUNRVU33V1hwpk2nvftrKyurW9s5rbc7Z387l5h/6Ch41QRWicxj1UrxJpyJmndMMNpK1EUi5DTZji8mvjNB6o0i+W9GSU0ELgvWcQINla6u+z63ULRK3tToGXiz0mxmv9MS9fuR61b+Or0YpIKKg3hWOu27yUmyLAyjHA6djuppgkmQ9ynbUslFlQH2fTUMSpZpYeiWNmSBk3V3xMZFlqPRGg7BTYDvehNxP+8dmqiSpAxmaSGSjJbFKUcmRhN/kY9pigxfGQJJorZWxEZYIWJsem4NgR/8eVl0jgt++fls1ubRgVmyMERHMMJ+HABVbiBGtSBQB8e4RleHO48Oa/O26x1xZnPHMIfOO8/PsGQBA==</latexit>

B1

Indicator"
column Attribute"

values
Delimiters

2
6

10

4

8

3
7

11

1

2

1

3

6 10

k-mer coordinates or"
base calling quality#scores

7 11

AGC
TTC

CAT
ACT
CCT
GCT

GTA
CTA
TAA
AAA

TAG

4 8

5 9

1

1

1

1

1
5

9

1

1

1

1

1

<latexit sha1_base64="RpQGtrc7IvVmNYvdX2nTsA1K1VI=">AAAB6HicbZC7SgNBFIbPxltcb1FLm8EgWIVdEbURgzaWCZgLJEuYnZxNxsxemJkVwpInsLFQxFYfxt5GfBsniYUm/jDw8f/nMOccPxFcacf5snILi0vLK/lVe219Y3OrsL1TV3EqGdZYLGLZ9KlCwSOsaa4FNhOJNPQFNvzB1Thv3KFUPI5u9DBBL6S9iAecUW2sKu8Uik7JmYjMg/sDxYt3+zx5+7QrncJHuxuzNMRIM0GVarlOor2MSs2ZwJHdThUmlA1oD1sGIxqi8rLJoCNyYJwuCWJpXqTJxP3dkdFQqWHom8qQ6r6azcbmf1kr1cGZl/EoSTVGbPpRkAqiYzLemnS5RKbF0ABlkptZCetTSZk2t7HNEdzZleehflRyT0rHVadYvoSp8rAH+3AILpxCGa6hAjVggHAPj/Bk3VoP1rP1Mi3NWT89u/BH1us3MgGQMw==</latexit>

i

<latexit sha1_base64="yRRQ5vKd2FE7IWMbv4DyI2IW2t4=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RwDiniMaB6QLGF2MpsMmZldZmaFsOQTvHhQxKv4IX6CN//GyeOgiQUNRVU33V1hwpk2nvftrKyurW9s5rbc7Z387l5h/6Ch41QRWicxj1UrxJpyJmndMMNpK1EUi5DTZji8nPjNB6o0i+W9GSU0ELgvWcQINla6u+r63ULRK3tToGXiz0mxmv9MS9fuR61b+Or0YpIKKg3hWOu27yUmyLAyjHA6djuppgkmQ9ynbUslFlQH2fTUMSpZpYeiWNmSBk3V3xMZFlqPRGg7BTYDvehNxP+8dmqiSpAxmaSGSjJbFKUcmRhN/kY9pigxfGQJJorZWxEZYIWJsem4NgR/8eVl0jgt++fls1ubRgVmyMERHMMJ+HABVbiBGtSBQB8e4RleHO48Oa/O26x1xZnPHMIfOO8/Qc2QBg==</latexit>

D1

<latexit sha1_base64="t/Kgg5P8aD4bVxOclkzWmi0owL0=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RyDgniMaB6QLGF2MpsMmZldZmaFsOQTvHhQxKv4IX6CN//GyeOgiQUNRVU33V1hwpk2nvftrKyurW9s5rbc7Z387l5h/6Ch41QRWicxj1UrxJpyJmndMMNpK1EUi5DTZji8mvjNB6o0i+W9GSU0ELgvWcQINla6u+z63ULRK3tToGXiz0mxmv9MS9fuR61b+Or0YpIKKg3hWOu27yUmyLAyjHA6djuppgkmQ9ynbUslFlQH2fTUMSpZpYeiWNmSBk3V3xMZFlqPRGg7BTYDvehNxP+8dmqiSpAxmaSGSjJbFKUcmRhN/kY9pigxfGQJJorZWxEZYIWJsem4NgR/8eVl0jgt++fls1ubRgVmyMERHMMJ+HABVbiBGtSBQB8e4RleHO48Oa/O26x1xZnPHMIfOO8/PsGQBA==</latexit>

B1 <latexit sha1_base64="FgTDwJFnWcYbdK803aknYvOYUic=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RwjgniMaB6QLGF2MpsMmZldZmaFsOQTvHhQxKv4IX6CN//GyeOgiQUNRVU33V1hwpk2nvftrKyurW9s5rbc7Z387l5h/6Ch41QRWicxj1UrxJpyJmndMMNpK1EUi5DTZji8mvjNB6o0i+W9GSU0ELgvWcQINla6u+z63ULRK3tToGXiz0mxmv9MS9fuR61b+Or0YpIKKg3hWOu27yUmyLAyjHA6djuppgkmQ9ynbUslFlQH2fTUMSpZpYeiWNmSBk3V3xMZFlqPRGg7BTYDvehNxP+8dmqiSpAxmaSGSjJbFKUcmRhN/kY9pigxfGQJJorZWxEZYIWJsem4NgR/8eVl0jgt++fls1ubRgVmyMERHMMJ+HABVbiBGtSBQB8e4RleHO48Oa/O26x1xZnPHMIfOO8/PTuQAw==</latexit>

A1

C.  Representation of one column with sets, e.g., k-mer coordinates

<latexit sha1_base64="NtB909QBEAKKxsy4u8OKmkGTnoU=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RwDgnjwENE8IFnC7GQ2GTIzu8zMCmHJJ3jxoIhX8UP8BG/+jZPHQRMLGoqqbrq7woQzbTzv21lZXVvf2Mxtuds7+d29wv5BQ8epIrROYh6rVog15UzSumGG01aiKBYhp81weDnxmw9UaRbLezNKaCBwX7KIEWysdHfT9buFolf2pkDLxJ+TYjX/mZau3I9at/DV6cUkFVQawrHWbd9LTJBhZRjhdOx2Uk0TTIa4T9uWSiyoDrLpqWNUskoPRbGyJQ2aqr8nMiy0HonQdgpsBnrRm4j/ee3URJUgYzJJDZVktihKOTIxmvyNekxRYvjIEkwUs7ciMsAKE2PTcW0I/uLLy6RxWvbPy2e3No0KzJCDIziGE/DhAqpwDTWoA4E+PMIzvDjceXJenbdZ64oznzmEP3DefwBN/ZAO</latexit>

L1

<latexit sha1_base64="wa2soX7uL1NyT1vDzOMPK27zEH8=">AAACDnicbVDLSgMxFM34bOur6kZwM1gKLUiZEdEuS3XhsoJ9QDuUTJq2oZnMkNwR6zDg3o2/ogsXirh17U7wY0wfC209EDg5596b3OMGnCmwrC9jYXFpeWU1kUytrW9sbqW3d2rKDyWhVeJzXzZcrChnglaBAaeNQFLsuZzW3cHZyK9fU6mYL65gGFDHwz3Buoxg0FI7nW0BvYFID6AE4tx52z6cKBKLQZwr6zvL59vpjFWwxjDniT0lmdLe7Xfy7qlcaac/Wx2fhB4VQDhWqmlbATgRlsAIp3GqFSoaYDLAPdrUVGCPKicarxObWa10zK4v9RFgjtXfHRH2lBp6rq70MPTVrDcS//OaIXSLTsREEAIVZPJQN+Qm+OYoG7PDpE6BDzXBRDL9V5P0scQEdIIpHYI9u/I8qR0V7JPC8aVOo4gmSKB9dIByyEanqIQuUAVVEUH36BG9oFfjwXg23oz3SemCMe3ZRX9gfPwAdryeqg==</latexit>

select(D1, rank(B1, i))

1
1

1 1
1

1
1 1
1 1

1

1
Indicator matrix"
(Multi-BRWT)

Arrays of"
attributes

<latexit sha1_base64="nar2kqr2Vf5asfGdY95CtXsoicA=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYEdGUQRvLCOYByRJmJ7PJkNnZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPX4suDau++lk1tY3NrO5rXxhe2d3r7h/0NRRoihr0EhEqu0TzQSXrGG4EawdK0ZCX7CWP7qe+q17pjSP5J0Zx8wLyUDygFNirNQivRSf4kmvWHYr7gxoleAFKddKX1fZwsN3vVf86PYjmoRMGiqI1h3sxsZLiTKcCjbJdxPNYkJHZMA6lkoSMu2ls3Mn6NgqfRREypY0aKb+nkhJqPU49G1nSMxQL3tT8T+vk5ig6qVcxolhks4XBYlAJkLT31GfK0aNGFtCqOL2VkSHRBFqbEJ5GwJefnmVNM8q+KJyfmvTqMIcOSjBEZwAhkuowQ3UoQEURvAIz/DixM6T8+q8zVszzmLmEP7Aef8BxKySKg==</latexit>a1,1

<latexit sha1_base64="Z3nR7BSJi0sQuqtTnQwUG/O0qWY=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYDaIpgzaWEcwD4hJmJ7PJkJnZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPUHMmTau++lk1tY3NrO5rXxhe2d3r7h/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF1N/fY9VZpF8taMY+oLPJAsZAQbK7VxL62eepNesexW3BnQKvEWpFwvfV1mCw/fjV7x464fkURQaQjHWnc9NzZ+ipVhhNNJ/i7RNMZkhAe0a6nEgmo/nZ07QcdW6aMwUrakQTP190SKhdZjEdhOgc1QL3tT8T+vm5iw5qdMxomhkswXhQlHJkLT31GfKUoMH1uCiWL2VkSGWGFibEJ5G4K3/PIqaVUr3nnl7MamUYM5clCCIzgBDy6gDtfQgCYQGMEjPMOLEztPzqvzNm/NOIuZQ/gD5/0HxjOSKw==</latexit>a2,1

<latexit sha1_base64="HQKcvehEHU8c+kDf1Ldr5pHNQDU=">AAAB7nicbVC7SgNBFL3rKzHxEbVMMxgECwm7EjRl0MYygnlAsoTZyWwyZHZmmZkVwpI/sLGxUMTW77HzN6wtnDwKTTxw4XDOvdx7TxBzpo3rfjpr6xubW5nsdi6/s7u3Xzg4bGqZKEIbRHKp2gHWlDNBG4YZTtuxojgKOG0Fo+up37qnSjMp7sw4pn6EB4KFjGBjpRbupZUzb9IrlNyyOwNaJd6ClGrFr6tM/uG73it8dPuSJBEVhnCsdcdzY+OnWBlGOJ3kuommMSYjPKAdSwWOqPbT2bkTdGKVPgqlsiUMmqm/J1IcaT2OAtsZYTPUy95U/M/rJCas+ikTcWKoIPNFYcKRkWj6O+ozRYnhY0swUczeisgQK0yMTShnQ/CWX14lzfOyd1Gu3No0qjBHFopwDKfgwSXU4Abq0AACI3iEZ3hxYufJeXXe5q1rzmLmCP7Aef8ByUGSLQ==</latexit>a4,1

<latexit sha1_base64="TC5qYLGtmK2p/0gHq8Nc10yrktY=">AAAB7nicbVC7SgNBFL3jKzHxEbVMMxgECwm7KpoyaGMZwTwgWcLsZDYZMju7zMwKYckf2NhYKGLr99j5G9YWTh6FJh64cDjnXu69x48F18ZxPtHK6tr6Ria7mctvbe/sFvb2GzpKFGV1GolItXyimeCS1Q03grVixUjoC9b0h9cTv3nPlOaRvDOjmHkh6UsecEqMlZqkm56duONuoeSUnSnwMnHnpFQtfl1l8g/ftW7ho9OLaBIyaaggWrddJzZeSpThVLBxrpNoFhM6JH3WtlSSkGkvnZ47xkdW6eEgUrakwVP190RKQq1HoW87Q2IGetGbiP957cQEFS/lMk4Mk3S2KEgENhGe/I57XDFqxMgSQhW3t2I6IIpQYxPK2RDcxZeXSeO07F6Uz29tGhWYIQtFOIRjcOESqnADNagDhSE8wjO8oBg9oVf0NmtdQfOZA/gD9P4Dx7qSLA==</latexit>a3,1

<latexit sha1_base64="T2sfFvotIJDaaYB8RGaKMDKruik=">AAAB7nicbVC7SgNBFL3jKzHxEbVMMxgECwm74iNl0MYygnlAsoTZyWwyZHZ2mZkVwpI/sLGxUMTW77HzN6wtnDwKTTxw4XDOvdx7jx8Lro3jfKKV1bX1jUx2M5ff2t7ZLeztN3SUKMrqNBKRavlEM8ElqxtuBGvFipHQF6zpD68nfvOeKc0jeWdGMfNC0pc84JQYKzVJNz0/ccfdQskpO1PgZeLOSala/LrK5B++a93CR6cX0SRk0lBBtG67Tmy8lCjDqWDjXCfRLCZ0SPqsbakkIdNeOj13jI+s0sNBpGxJg6fq74mUhFqPQt92hsQM9KI3Ef/z2okJKl7KZZwYJulsUZAIbCI8+R33uGLUiJElhCpub8V0QBShxiaUsyG4iy8vk8Zp2b0on93aNCowQxaKcAjH4MIlVOEGalAHCkN4hGd4QTF6Qq/obda6guYzB/AH6P0HysiSLg==</latexit>a5,1
<latexit sha1_base64="qWKMRXj2Uw/eapToNRG9d3hde/k=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG3ykDNpYRjAPSJYwO5lNhszOLjOzQljyBzY2ForY+j12/oa1hZNHoYkHLhzOuZd77/FjzpR2nE8rs7a+sZnNbeUL2zu7e/b+QVNFiSS0QSIeybaPFeVM0IZmmtN2LCkOfU5b/uh66rfuqVQsEnd6HFMvxAPBAkawNlIL99Lz08qkZ5ecsjMDWiXugpRqxa+rbOHhu96zP7r9iCQhFZpwrFTHdWLtpVhqRjid5LuJojEmIzygHUMFDqny0tm5E3RslD4KImlKaDRTf0+kOFRqHPqmM8R6qJa9qfif10l0UPVSJuJEU0Hmi4KEIx2h6e+ozyQlmo8NwUQycysiQywx0SahvAnBXX55lTQrZfeifHZr0qjCHDkowhGcgAuXUIMbqEMDCIzgEZ7hxYqtJ+vVepu3ZqzFzCH8gfX+A8xNki8=</latexit>a5,2

<latexit sha1_base64="pjE6fSAX0o0hpxljyRXX4xEfx8I=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG4KmDNpYRjAPSJYwO5lNhszOLjOzQljyBzY2ForY+j12/oa1hZNHoYkHLhzOuZd77/FjzpR2nE8rs7G5tZ3N7eQLu3v7B/bhUUtFiSS0SSIeyY6PFeVM0KZmmtNOLCkOfU7b/vh65rfvqVQsEnd6ElMvxEPBAkawNlIb99PqeWXat0tO2ZkDrRN3SUr14tdVtvDw3ejbH71BRJKQCk04VqrrOrH2Uiw1I5xO871E0RiTMR7SrqECh1R56fzcKTo1ygAFkTQlNJqrvydSHCo1CX3TGWI9UqveTPzP6yY6qHkpE3GiqSCLRUHCkY7Q7Hc0YJISzSeGYCKZuRWREZaYaJNQ3oTgrr68TlqVsntRrt6aNGqwQA6KcAJn4MIl1OEGGtAEAmN4hGd4sWLryXq13hatGWs5cwx/YL3/AMrGki4=</latexit>a4,2

<latexit sha1_base64="UJC0q6y69jLX0P7BvQUAOnOOUxY=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG0VTBm0sI5gHJEuYncwmQ2Znl5lZISz5AxsbC0Vs/R47f8Pawsmj0MQDFw7n3Mu99/gxZ0o7zqeVWVvf2MzmtvKF7Z3dPXv/oKmiRBLaIBGPZNvHinImaEMzzWk7lhSHPqctf3Q99Vv3VCoWiTs9jqkX4oFgASNYG6mFe+nZaWXSs0tO2ZkBrRJ3QUq14tdVtvDwXe/ZH91+RJKQCk04VqrjOrH2Uiw1I5xO8t1E0RiTER7QjqECh1R56ezcCTo2Sh8FkTQlNJqpvydSHCo1Dn3TGWI9VMveVPzP6yQ6qHopE3GiqSDzRUHCkY7Q9HfUZ5ISzceGYCKZuRWRIZaYaJNQ3oTgLr+8SpqVsntRPr81aVRhjhwU4QhOwIVLqMEN1KEBBEbwCM/wYsXWk/Vqvc1bM9Zi5hD+wHr/Ack/ki0=</latexit>a3,2

<latexit sha1_base64="P+N8UvQv3sSsBET6T6CB4H5sWlg=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYDaIpgzaWEcwD4hJmJ7PJkNmZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPUHMmTau++lk1tY3NrO5rXxhe2d3r7h/0NIyUYQ2ieRSdQKsKWeCNg0znHZiRXEUcNoORldTv31PlWZS3JpxTP0IDwQLGcHGSm3cS6un1UmvWHYr7gxolXgLUq6Xvi6zhYfvRq/4cdeXJImoMIRjrbueGxs/xcowwukkf5doGmMywgPatVTgiGo/nZ07QcdW6aNQKlvCoJn6eyLFkdbjKLCdETZDvexNxf+8bmLCmp8yESeGCjJfFCYcGYmmv6M+U5QYPrYEE8XsrYgMscLE2ITyNgRv+eVV0qpWvPPK2Y1NowZz5KAER3ACHlxAHa6hAU0gMIJHeIYXJ3aenFfnbd6acRYzh/AHzvsPx7iSLA==</latexit>a2,2

<latexit sha1_base64="66y2AtjFT/8E1dvqYXSWs7z14oo=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYDaIpgzaWEcwD4hJmJ7PJkJnZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPUHMmTau++lk1tY3NrO5rXxhe2d3r7h/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF1N/fY9VZpF8taMY+oLPJAsZAQbK7VxL/VOq5NesexW3BnQKvEWpFwvfV1mCw/fjV7x464fkURQaQjHWnc9NzZ+ipVhhNNJ/i7RNMZkhAe0a6nEgmo/nZ07QcdW6aMwUrakQTP190SKhdZjEdhOgc1QL3tT8T+vm5iw5qdMxomhkswXhQlHJkLT31GfKUoMH1uCiWL2VkSGWGFibEJ5G4K3/PIqaVUr3nnl7MamUYM5clCCIzgBDy6gDtfQgCYQGMEjPMOLEztPzqvzNm/NOIuZQ/gD5/0HxjGSKw==</latexit>a1,2
<latexit sha1_base64="HhWydesfG+DYBQ0PYRqbaQPKQ6M=">AAAB7nicbVC7SgNBFL3jKzHxEbVMMxgECwm7KpoyaGMZwTwgWcLsZDYZMju7zMwKYckf2NhYKGLr99j5G9YWTh6FJh64cDjnXu69x48F18ZxPtHK6tr6Ria7mctvbe/sFvb2GzpKFGV1GolItXyimeCS1Q03grVixUjoC9b0h9cTv3nPlOaRvDOjmHkh6UsecEqMlZqkm7onZ+NuoeSUnSnwMnHnpFQtfl1l8g/ftW7ho9OLaBIyaaggWrddJzZeSpThVLBxrpNoFhM6JH3WtlSSkGkvnZ47xkdW6eEgUrakwVP190RKQq1HoW87Q2IGetGbiP957cQEFS/lMk4Mk3S2KEgENhGe/I57XDFqxMgSQhW3t2I6IIpQYxPK2RDcxZeXSeO07F6Uz29tGhWYIQtFOIRjcOESqnADNagDhSE8wjO8oBg9oVf0NmtdQfOZA/gD9P4Dx7aSLA==</latexit>a1,3

<latexit sha1_base64="9utWzviGm0IzD5tU+1oAg2jBs/k=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG0VTBm0sI5gHJEuYncwmQ2Znl5lZISz5AxsbC0Vs/R47f8Pawsmj0MQDFw7n3Mu99/gxZ0o7zqeVWVvf2MzmtvKF7Z3dPXv/oKmiRBLaIBGPZNvHinImaEMzzWk7lhSHPqctf3Q99Vv3VCoWiTs9jqkX4oFgASNYG6mFe2nl9GzSs0tO2ZkBrRJ3QUq14tdVtvDwXe/ZH91+RJKQCk04VqrjOrH2Uiw1I5xO8t1E0RiTER7QjqECh1R56ezcCTo2Sh8FkTQlNJqpvydSHCo1Dn3TGWI9VMveVPzP6yQ6qHopE3GiqSDzRUHCkY7Q9HfUZ5ISzceGYCKZuRWRIZaYaJNQ3oTgLr+8SpqVsntRPr81aVRhjhwU4QhOwIVLqMEN1KEBBEbwCM/wYsXWk/Vqvc1bM9Zi5hD+wHr/Ack9ki0=</latexit>a2,3

Attributes

<latexit sha1_base64="nar2kqr2Vf5asfGdY95CtXsoicA=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYEdGUQRvLCOYByRJmJ7PJkNnZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPX4suDau++lk1tY3NrO5rXxhe2d3r7h/0NRRoihr0EhEqu0TzQSXrGG4EawdK0ZCX7CWP7qe+q17pjSP5J0Zx8wLyUDygFNirNQivRSf4kmvWHYr7gxoleAFKddKX1fZwsN3vVf86PYjmoRMGiqI1h3sxsZLiTKcCjbJdxPNYkJHZMA6lkoSMu2ls3Mn6NgqfRREypY0aKb+nkhJqPU49G1nSMxQL3tT8T+vk5ig6qVcxolhks4XBYlAJkLT31GfK0aNGFtCqOL2VkSHRBFqbEJ5GwJefnmVNM8q+KJyfmvTqMIcOSjBEZwAhkuowQ3UoQEURvAIz/DixM6T8+q8zVszzmLmEP7Aef8BxKySKg==</latexit>a1,1

<latexit sha1_base64="Z3nR7BSJi0sQuqtTnQwUG/O0qWY=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYDaIpgzaWEcwD4hJmJ7PJkJnZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPUHMmTau++lk1tY3NrO5rXxhe2d3r7h/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF1N/fY9VZpF8taMY+oLPJAsZAQbK7VxL62eepNesexW3BnQKvEWpFwvfV1mCw/fjV7x464fkURQaQjHWnc9NzZ+ipVhhNNJ/i7RNMZkhAe0a6nEgmo/nZ07QcdW6aMwUrakQTP190SKhdZjEdhOgc1QL3tT8T+vm5iw5qdMxomhkswXhQlHJkLT31GfKUoMH1uCiWL2VkSGWGFibEJ5G4K3/PIqaVUr3nnl7MamUYM5clCCIzgBDy6gDtfQgCYQGMEjPMOLEztPzqvzNm/NOIuZQ/gD5/0HxjOSKw==</latexit>a2,1

<latexit sha1_base64="HQKcvehEHU8c+kDf1Ldr5pHNQDU=">AAAB7nicbVC7SgNBFL3rKzHxEbVMMxgECwm7EjRl0MYygnlAsoTZyWwyZHZmmZkVwpI/sLGxUMTW77HzN6wtnDwKTTxw4XDOvdx7TxBzpo3rfjpr6xubW5nsdi6/s7u3Xzg4bGqZKEIbRHKp2gHWlDNBG4YZTtuxojgKOG0Fo+up37qnSjMp7sw4pn6EB4KFjGBjpRbupZUzb9IrlNyyOwNaJd6ClGrFr6tM/uG73it8dPuSJBEVhnCsdcdzY+OnWBlGOJ3kuommMSYjPKAdSwWOqPbT2bkTdGKVPgqlsiUMmqm/J1IcaT2OAtsZYTPUy95U/M/rJCas+ikTcWKoIPNFYcKRkWj6O+ozRYnhY0swUczeisgQK0yMTShnQ/CWX14lzfOyd1Gu3No0qjBHFopwDKfgwSXU4Abq0AACI3iEZ3hxYufJeXXe5q1rzmLmCP7Aef8ByUGSLQ==</latexit>a4,1

<latexit sha1_base64="TC5qYLGtmK2p/0gHq8Nc10yrktY=">AAAB7nicbVC7SgNBFL3jKzHxEbVMMxgECwm7KpoyaGMZwTwgWcLsZDYZMju7zMwKYckf2NhYKGLr99j5G9YWTh6FJh64cDjnXu69x48F18ZxPtHK6tr6Ria7mctvbe/sFvb2GzpKFGV1GolItXyimeCS1Q03grVixUjoC9b0h9cTv3nPlOaRvDOjmHkh6UsecEqMlZqkm56duONuoeSUnSnwMnHnpFQtfl1l8g/ftW7ho9OLaBIyaaggWrddJzZeSpThVLBxrpNoFhM6JH3WtlSSkGkvnZ47xkdW6eEgUrakwVP190RKQq1HoW87Q2IGetGbiP957cQEFS/lMk4Mk3S2KEgENhGe/I57XDFqxMgSQhW3t2I6IIpQYxPK2RDcxZeXSeO07F6Uz29tGhWYIQtFOIRjcOESqnADNagDhSE8wjO8oBg9oVf0NmtdQfOZA/gD9P4Dx7qSLA==</latexit>a3,1

<latexit sha1_base64="T2sfFvotIJDaaYB8RGaKMDKruik=">AAAB7nicbVC7SgNBFL3jKzHxEbVMMxgECwm74iNl0MYygnlAsoTZyWwyZHZ2mZkVwpI/sLGxUMTW77HzN6wtnDwKTTxw4XDOvdx7jx8Lro3jfKKV1bX1jUx2M5ff2t7ZLeztN3SUKMrqNBKRavlEM8ElqxtuBGvFipHQF6zpD68nfvOeKc0jeWdGMfNC0pc84JQYKzVJNz0/ccfdQskpO1PgZeLOSala/LrK5B++a93CR6cX0SRk0lBBtG67Tmy8lCjDqWDjXCfRLCZ0SPqsbakkIdNeOj13jI+s0sNBpGxJg6fq74mUhFqPQt92hsQM9KI3Ef/z2okJKl7KZZwYJulsUZAIbCI8+R33uGLUiJElhCpub8V0QBShxiaUsyG4iy8vk8Zp2b0on93aNCowQxaKcAjH4MIlVOEGalAHCkN4hGd4QTF6Qq/obda6guYzB/AH6P0HysiSLg==</latexit>a5,1
<latexit sha1_base64="qWKMRXj2Uw/eapToNRG9d3hde/k=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG3ykDNpYRjAPSJYwO5lNhszOLjOzQljyBzY2ForY+j12/oa1hZNHoYkHLhzOuZd77/FjzpR2nE8rs7a+sZnNbeUL2zu7e/b+QVNFiSS0QSIeybaPFeVM0IZmmtN2LCkOfU5b/uh66rfuqVQsEnd6HFMvxAPBAkawNlIL99Lz08qkZ5ecsjMDWiXugpRqxa+rbOHhu96zP7r9iCQhFZpwrFTHdWLtpVhqRjid5LuJojEmIzygHUMFDqny0tm5E3RslD4KImlKaDRTf0+kOFRqHPqmM8R6qJa9qfif10l0UPVSJuJEU0Hmi4KEIx2h6e+ozyQlmo8NwUQycysiQywx0SahvAnBXX55lTQrZfeifHZr0qjCHDkowhGcgAuXUIMbqEMDCIzgEZ7hxYqtJ+vVepu3ZqzFzCH8gfX+A8xNki8=</latexit>a5,2

<latexit sha1_base64="pjE6fSAX0o0hpxljyRXX4xEfx8I=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG4KmDNpYRjAPSJYwO5lNhszOLjOzQljyBzY2ForY+j12/oa1hZNHoYkHLhzOuZd77/FjzpR2nE8rs7G5tZ3N7eQLu3v7B/bhUUtFiSS0SSIeyY6PFeVM0KZmmtNOLCkOfU7b/vh65rfvqVQsEnd6ElMvxEPBAkawNlIb99PqeWXat0tO2ZkDrRN3SUr14tdVtvDw3ejbH71BRJKQCk04VqrrOrH2Uiw1I5xO871E0RiTMR7SrqECh1R56fzcKTo1ygAFkTQlNJqrvydSHCo1CX3TGWI9UqveTPzP6yY6qHkpE3GiqSCLRUHCkY7Q7Hc0YJISzSeGYCKZuRWREZaYaJNQ3oTgrr68TlqVsntRrt6aNGqwQA6KcAJn4MIl1OEGGtAEAmN4hGd4sWLryXq13hatGWs5cwx/YL3/AMrGki4=</latexit>a4,2

<latexit sha1_base64="UJC0q6y69jLX0P7BvQUAOnOOUxY=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG0VTBm0sI5gHJEuYncwmQ2Znl5lZISz5AxsbC0Vs/R47f8Pawsmj0MQDFw7n3Mu99/gxZ0o7zqeVWVvf2MzmtvKF7Z3dPXv/oKmiRBLaIBGPZNvHinImaEMzzWk7lhSHPqctf3Q99Vv3VCoWiTs9jqkX4oFgASNYG6mFe+nZaWXSs0tO2ZkBrRJ3QUq14tdVtvDwXe/ZH91+RJKQCk04VqrjOrH2Uiw1I5xO8t1E0RiTER7QjqECh1R56ezcCTo2Sh8FkTQlNJqpvydSHCo1Dn3TGWI9VMveVPzP6yQ6qHopE3GiqSDzRUHCkY7Q9HfUZ5ISzceGYCKZuRWRIZaYaJNQ3oTgLr+8SpqVsntRPr81aVRhjhwU4QhOwIVLqMEN1KEBBEbwCM/wYsXWk/Vqvc1bM9Zi5hD+wHr/Ack/ki0=</latexit>a3,2

<latexit sha1_base64="P+N8UvQv3sSsBET6T6CB4H5sWlg=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYDaIpgzaWEcwD4hJmJ7PJkNmZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPUHMmTau++lk1tY3NrO5rXxhe2d3r7h/0NIyUYQ2ieRSdQKsKWeCNg0znHZiRXEUcNoORldTv31PlWZS3JpxTP0IDwQLGcHGSm3cS6un1UmvWHYr7gxolXgLUq6Xvi6zhYfvRq/4cdeXJImoMIRjrbueGxs/xcowwukkf5doGmMywgPatVTgiGo/nZ07QcdW6aNQKlvCoJn6eyLFkdbjKLCdETZDvexNxf+8bmLCmp8yESeGCjJfFCYcGYmmv6M+U5QYPrYEE8XsrYgMscLE2ITyNgRv+eVV0qpWvPPK2Y1NowZz5KAER3ACHlxAHa6hAU0gMIJHeIYXJ3aenFfnbd6acRYzh/AHzvsPx7iSLA==</latexit>a2,2

<latexit sha1_base64="66y2AtjFT/8E1dvqYXSWs7z14oo=">AAAB7nicbVC7SgNBFL0bH4mJj6hlmsEgWEjYDaIpgzaWEcwD4hJmJ7PJkJnZZWZWCEv+wMbGQhFbv8fO37C2cPIoNPHAhcM593LvPUHMmTau++lk1tY3NrO5rXxhe2d3r7h/0NJRoghtkohHqhNgTTmTtGmY4bQTK4pFwGk7GF1N/fY9VZpF8taMY+oLPJAsZAQbK7VxL/VOq5NesexW3BnQKvEWpFwvfV1mCw/fjV7x464fkURQaQjHWnc9NzZ+ipVhhNNJ/i7RNMZkhAe0a6nEgmo/nZ07QcdW6aMwUrakQTP190SKhdZjEdhOgc1QL3tT8T+vm5iw5qdMxomhkswXhQlHJkLT31GfKUoMH1uCiWL2VkSGWGFibEJ5G4K3/PIqaVUr3nnl7MamUYM5clCCIzgBDy6gDtfQgCYQGMEjPMOLEztPzqvzNm/NOIuZQ/gD5/0HxjGSKw==</latexit>a1,2

<latexit sha1_base64="HhWydesfG+DYBQ0PYRqbaQPKQ6M=">AAAB7nicbVC7SgNBFL3jKzHxEbVMMxgECwm7KpoyaGMZwTwgWcLsZDYZMju7zMwKYckf2NhYKGLr99j5G9YWTh6FJh64cDjnXu69x48F18ZxPtHK6tr6Ria7mctvbe/sFvb2GzpKFGV1GolItXyimeCS1Q03grVixUjoC9b0h9cTv3nPlOaRvDOjmHkh6UsecEqMlZqkm7onZ+NuoeSUnSnwMnHnpFQtfl1l8g/ftW7ho9OLaBIyaaggWrddJzZeSpThVLBxrpNoFhM6JH3WtlSSkGkvnZ47xkdW6eEgUrakwVP190RKQq1HoW87Q2IGetGbiP957cQEFS/lMk4Mk3S2KEgENhGe/I57XDFqxMgSQhW3t2I6IIpQYxPK2RDcxZeXSeO07F6Uz29tGhWYIQtFOIRjcOESqnADNagDhSE8wjO8oBg9oVf0NmtdQfOZA/gD9P4Dx7aSLA==</latexit>a1,3

<latexit sha1_base64="9utWzviGm0IzD5tU+1oAg2jBs/k=">AAAB7nicbVC7SgNBFL0bH4mJj1XLNINBsJCwG0VTBm0sI5gHJEuYncwmQ2Znl5lZISz5AxsbC0Vs/R47f8Pawsmj0MQDFw7n3Mu99/gxZ0o7zqeVWVvf2MzmtvKF7Z3dPXv/oKmiRBLaIBGPZNvHinImaEMzzWk7lhSHPqctf3Q99Vv3VCoWiTs9jqkX4oFgASNYG6mFe2nl9GzSs0tO2ZkBrRJ3QUq14tdVtvDwXe/ZH91+RJKQCk04VqrjOrH2Uiw1I5xO8t1E0RiTER7QjqECh1R56ezcCTo2Sh8FkTQlNJqpvydSHCo1Dn3TGWI9VMveVPzP6yQ6qHopE3GiqSDzRUHCkY7Q9HfUZ5ISzceGYCKZuRWRIZaYaJNQ3oTgLr+8SpqVsntRPr81aVRhjhwU4QhOwIVLqMEN1KEBBEbwCM/wYsXWk/Vqvc1bM9Zi5hD+wHr/Ack9ki0=</latexit>a2,3

<latexit sha1_base64="NtB909QBEAKKxsy4u8OKmkGTnoU=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RwDgnjwENE8IFnC7GQ2GTIzu8zMCmHJJ3jxoIhX8UP8BG/+jZPHQRMLGoqqbrq7woQzbTzv21lZXVvf2Mxtuds7+d29wv5BQ8epIrROYh6rVog15UzSumGG01aiKBYhp81weDnxmw9UaRbLezNKaCBwX7KIEWysdHfT9buFolf2pkDLxJ+TYjX/mZau3I9at/DV6cUkFVQawrHWbd9LTJBhZRjhdOx2Uk0TTIa4T9uWSiyoDrLpqWNUskoPRbGyJQ2aqr8nMiy0HonQdgpsBnrRm4j/ee3URJUgYzJJDZVktihKOTIxmvyNekxRYvjIEkwUs7ciMsAKE2PTcW0I/uLLy6RxWvbPy2e3No0KzJCDIziGE/DhAqpwDTWoA4E+PMIzvDjceXJenbdZ64oznzmEP3DefwBN/ZAO</latexit>

L1
<latexit sha1_base64="UZIEdhNY54hmutmMifOOhC3gxqE=">AAAB6nicbVBNS8NAEJ3UrxqtVj16WSwFTyUpoj0WBPHgoaL9gDaUzXbTLt1swu5GKKE/wYsHRbyKP8Sf4M1/46btQVsfDDzem2Fmnh9zprTjfFu5tfWNza38tr2zW9jbLx4ctlSUSEKbJOKR7PhYUc4EbWqmOe3EkuLQ57Ttjy8zv/1ApWKRuNeTmHohHgoWMIK1ke5u+tV+seRUnBnQKnEXpFQvfCblK/uj0S9+9QYRSUIqNOFYqa7rxNpLsdSMcDq1e4miMSZjPKRdQwUOqfLS2alTVDbKAAWRNCU0mqm/J1IcKjUJfdMZYj1Sy14m/ud1Ex3UvJSJONFUkPmiIOFIRyj7Gw2YpETziSGYSGZuRWSEJSbapGObENzll1dJq1pxzytntyaNGsyRh2M4gVNw4QLqcA0NaAKBITzCM7xY3HqyXq23eWvOWswcwR9Y7z9PgZAP</latexit>

L2
<latexit sha1_base64="nQLAL2sFO2jMBZkuNrgNdbOJO1k=">AAAB6nicbVDLSsNAFL2prxqtRl26GSwFVyVR0S4LgrhwUdE+oA1lMp20QyeTMDMRSugnuHGhiFvxQ/wEd/6N08dCWw9cOJxzL/feEyScKe2631ZuZXVtfSO/aW9tF3Z2nb39hopTSWidxDyWrQArypmgdc00p61EUhwFnDaD4eXEbz5QqVgs7vUooX6E+4KFjGBtpLub7mnXKbpldwq0TLw5KVYLn2npyv6odZ2vTi8maUSFJhwr1fbcRPsZlpoRTsd2J1U0wWSI+7RtqMARVX42PXWMSkbpoTCWpoRGU/X3RIYjpUZRYDojrAdq0ZuI/3ntVIcVP2MiSTUVZLYoTDnSMZr8jXpMUqL5yBBMJDO3IjLAEhNt0rFNCN7iy8ukcVL2zstntyaNCsyQh0M4gmPw4AKqcA01qAOBPjzCM7xY3HqyXq23WWvOms8cwB9Y7z9RBZAQ</latexit>

L3

A.  General scheme for multiple columns
<latexit sha1_base64="u88UOqYDq+rsU4GlE3Yf6Y7656Q=">AAAB6nicbVDLSsNAFL2prxqtRl26GSwFVyVR0S6LgrisaB/QhjKZTtqhk0mYmQgl9BPcuFDErfghfoI7/8bpY6GtBy4czrmXe+8JEs6Udt1vK7eyura+kd+0t7YLO7vO3n5DxakktE5iHstWgBXlTNC6ZprTViIpjgJOm8HwauI3H6hULBb3epRQP8J9wUJGsDbS3WX3tOsU3bI7BVom3pwUq4XPtHRtf9S6zlenF5M0okITjpVqe26i/QxLzQinY7uTKppgMsR92jZU4IgqP5ueOkYlo/RQGEtTQqOp+nsiw5FSoygwnRHWA7XoTcT/vHaqw4qfMZGkmgoyWxSmHOkYTf5GPSYp0XxkCCaSmVsRGWCJiTbp2CYEb/HlZdI4KXvn5bNbk0YFZsjDIRzBMXhwAVW4gRrUgUAfHuEZXixuPVmv1tusNWfNZw7gD6z3H0HJkAY=</latexit>

B3 <latexit sha1_base64="itxPvxYCgvzi75hVZu3BvgLIE9E=">AAAB6nicbVDLSsNAFL2prxqtRl26GSwFVyVR0S4rgrisaB/QhjKZTtqhk0mYmQgl9BPcuFDErfghfoI7/8bpY6GtBy4czrmXe+8JEs6Udt1vK7eyura+kd+0t7YLO7vO3n5DxakktE5iHstWgBXlTNC6ZprTViIpjgJOm8HwauI3H6hULBb3epRQP8J9wUJGsDbS3WX3tOsU3bI7BVom3pwUq4XPtHRtf9S6zlenF5M0okITjpVqe26i/QxLzQinY7uTKppgMsR92jZU4IgqP5ueOkYlo/RQGEtTQqOp+nsiw5FSoygwnRHWA7XoTcT/vHaqw4qfMZGkmgoyWxSmHOkYTf5GPSYp0XxkCCaSmVsRGWCJiTbp2CYEb/HlZdI4KXvn5bNbk0YFZsjDIRzBMXhwAVW4gRrUgUAfHuEZXixuPVmv1tusNWfNZw7gD6z3H0BDkAU=</latexit>

A3
<latexit sha1_base64="lPyqKoQK1ZXNT0m61oyEmGCYC/g=">AAAB6nicbVBNS8NAEJ3UrxqtVj16WSwFTyUpoj1WBPFY0X5AG8pmu2mXbjZhdyOU0J/gxYMiXsUf4k/w5r9x0/agrQ8GHu/NMDPPjzlT2nG+rdza+sbmVn7b3tkt7O0XDw5bKkokoU0S8Uh2fKwoZ4I2NdOcdmJJcehz2vbHV5nffqBSsUjc60lMvRAPBQsYwdpId5f9ar9YcirODGiVuAtSqhc+k/K1/dHoF796g4gkIRWacKxU13Vi7aVYakY4ndq9RNEYkzEe0q6hAodUeens1CkqG2WAgkiaEhrN1N8TKQ6VmoS+6QyxHqllLxP/87qJDmpeykScaCrIfFGQcKQjlP2NBkxSovnEEEwkM7ciMsISE23SsU0I7vLLq6RVrbjnlbNbk0YN5sjDMZzAKbhwAXW4gQY0gcAQHuEZXixuPVmv1tu8NWctZo7gD6z3Hz6/kAQ=</latexit>

A2
<latexit sha1_base64="FgTDwJFnWcYbdK803aknYvOYUic=">AAAB6nicbVDLSgNBEOz1GVejUY9eBkPAU9gV0RwjgniMaB6QLGF2MpsMmZldZmaFsOQTvHhQxKv4IX6CN//GyeOgiQUNRVU33V1hwpk2nvftrKyurW9s5rbc7Z387l5h/6Ch41QRWicxj1UrxJpyJmndMMNpK1EUi5DTZji8mvjNB6o0i+W9GSU0ELgvWcQINla6u+z63ULRK3tToGXiz0mxmv9MS9fuR61b+Or0YpIKKg3hWOu27yUmyLAyjHA6djuppgkmQ9ynbUslFlQH2fTUMSpZpYeiWNmSBk3V3xMZFlqPRGg7BTYDvehNxP+8dmqiSpAxmaSGSjJbFKUcmRhN/kY9pigxfGQJJorZWxEZYIWJsem4NgR/8eVl0jgt++fls1ubRgVmyMERHMMJ+HABVbiBGtSBQB8e4RleHO48Oa/O26x1xZnPHMIfOO8/PTuQAw==</latexit>

A1TAA
TAT
GCT
AGC
GGC
CTT
TTA

<latexit sha1_base64="tGRce0Mx8QDpsy9kCfWu/2w6ev8=">AAAB6nicbVBNS8NAEJ3UrxqtVj16WSwFTyUpoj0WBfFY0X5AG8pmu2mXbjZhdyOU0J/gxYMiXsUf4k/w5r9x0/agrQ8GHu/NMDPPjzlT2nG+rdza+sbmVn7b3tkt7O0XDw5bKkokoU0S8Uh2fKwoZ4I2NdOcdmJJcehz2vbHV5nffqBSsUjc60lMvRAPBQsYwdpId5f9ar9YcirODGiVuAtSqhc+k/K1/dHoF796g4gkIRWacKxU13Vi7aVYakY4ndq9RNEYkzEe0q6hAodUeens1CkqG2WAgkiaEhrN1N8TKQ6VmoS+6QyxHqllLxP/87qJDmpeykScaCrIfFGQcKQjlP2NBkxSovnEEEwkM7ciMsISE23SsU0I7vLLq6RVrbjnlbNbk0YN5sjDMZzAKbhwAXW4gQY0gcAQHuEZXixuPVmv1tu8NWctZo7gD6z3H0BFkAU=</latexit>

B2

Figure 5.1: The proposed representation of sparse matrices in compressed form. Panel A:
General scheme for sparse matrices with abstract attributes, where the non-assigned attributes
are eliminated by an indicator binary matrix stored in a compressed representation (e.g., Multi-
BRWT) supporting the rank operation on its columns to enable access to the corresponding
attribute for any given cell of the matrix. These attributes are stored separately, typically in
the form of compressed arrays. Panel B: The scheme applied to a single column with integer
values (e.g., k-mer counts) and the query algorithm (e.g., the count of k-mer i is retrieved as
A1[rank(B1, i)]). Empty cells in grey represent zeros. Panel C: The scheme applied to a single
column where each cell is a set of numbers, or a tuple (e.g., representing k-mer coordinates).
The "zero" attributes (empty sets) are eliminated with an indicator bitmap and the non-empty
sets are encoded in an array that holds all numbers together with a delimiting bitmap.

Figure 5.1A: i) a binary indicator matrix representing the indexes of the entries present
in the matrix, and ii) the relation attributes ai,j stored in a separate data structure,
typically in form of a compressed array. The indicator matrix is then represented with a
scheme supporting the rank operation on its columns or rows (depending on the layout
of the attribute values), defining an ordering on the (i, j) pairs and enabling access to
the attribute values stored in separate arrays in the consistent order.

Note that the layout of the attribute arrays can be different depending on the rank
operation supported by the indicator matrix. Namely, this can be the rank on its
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columns (shown in Figure 5.1), rows, or their concatenation. Thus, this scheme
allows for compressing the indicator matrix using a large class of approaches for
the compressed representation of binary relations, which have already been applied
for representing binary graph annotations: ColumnCompressed [Kar+20b], Multi-
BRWT [Kar+20b], BinRelWT [BCN13], RowFlat (described in Section 2.5.2.2) originally
employed in VARI [Mug+17], all of which support the rank operation on the non-zero
entries in a certain layout.

5.2.1 Succinctness of the proposed scheme

Notably, the proposed decomposition does not change the entropy of the data, which
suggests that it also does not change the theoretical minimum of the number of bits
required to store the matrix by representing the two components separately.

To prove this formally, consider the problem of representing a sparse matrix of size n 3
m with s "non-zero" entries from universe A and other nm # s entries set to a fixed "zero"
value that does not belong to A. As there are (mn

s ) ways to pick s out of mn positions for
non-zero values, where each can store one of |A| possible values, the total number of
such matrices is (mn

s )|A|s. Hence, the minimum number of bits required to encode any
such matrix is M-(n, m, s) := )log2((mn

s )|A|s)* ( log2 (nm
s ) + s log2 |A|. On the other

hand, the indicator matrix in the proposed scheme (Figure 5.1A) can be reshaped into a
vector encoded in the succinct Raman-Raman-Rao (RRR) representation [RRS07] taking
asymptotically log2 (nm

s ) bits, which together with an optimal coding of the attributes,
makes up the same space complexity ( M-(n, m, s). We can now make the following
claim.

Theorem 1. If both the indicator matrix and the arrays of attributes are represented succinctly,
the proposed scheme also is a succinct representation of the matrix. That is, there is no other
data structure that could represent any such matrix with asymptotically fewer bits.

Proof. By definition of a succinct data structure, a succinct representation of the in-
dicator matrix takes Z1 + o(Z1) bits, where Z1 = )log2 (nm

s )* is the minimum num-
ber of bits required to encode the matrix. Similarly, a succinct representation of
the attribute vectors takes Z2 + o(Z2)) bits, where Z2 = )s log2 |A|* is the theoret-
ical minimum. Together they take Z1 + o(Z1) + Z2 + o(Z2)=(Z1 + Z2)(1 + o(1)) =
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(log2 (nm
s ) + s log2 |A|)(1 + o(1)) bits, and hence, form a succinct representation of the

matrix, for which the theoretical minimum is )log2((mn
s )|A|s)*.

5.2.2 Base representations

Now, we will show that the commonly used Compressed Sparse Column (CSC) format
(e.g., used in NumPy [Har+20]) is a special case of our proposed scheme. CSC stores
the matrix entries in three arrays: i) an array containing all non-zero values in the
order they appear in the rows of the matrix, ii) an array with their column indexes, and
iii) a compressed array delimiting the positions in the first two arrays corresponding
to different rows of the matrix. One can see that the first array corresponds to the
attribute arrays in our scheme, while the other two essentially encode the indicator
matrix, making our scheme at least as efficient as the basic CSC format. Our scheme,
however, allows for additional freedom in choosing specific encodings for the attribute
arrays and the indicator matrix.

Encoding the columns of the indicator matrix with succinct RRR bit vector repre-
sentations [RRS07] asymptotically achieves the theoretical minimum in space. Extra
compression can be achieved in practice by exploiting column correlations using the
Multi-BRWT scheme [Kar+20b].

In practice, we use succinct bitmaps to represent the columns of the indicator ma-
trix during construction. Subsequently, we convert the matrix to the Multi-BRWT
representation, to reduce its final size and enhance the query speed. Typically, we
compress the attribute arrays with simple bit-packing or universal coding such as
Directly Addressable Codes (dac_vector) [BLN13], supporting direct access.

5.2.3 Representing attributes with multiple numeric values

The scheme described above effectively erases zero entries from the matrix and stores
any non-zero entries in a separate data structure (Figure 5.1A). We note that this
approach generalizes beyond single integers as matrix entries shown in Figure 5.1B. In
particular, it allows entries to be number sets, and hence, can be used for representing
k-mer coordinates, where each k-mer may occur in multiple positions of a genome or,
more generally, a collection of input sequences.
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5.3. Delta-compression of extended graph annotations

Without loss of generality, Figure 5.1C schematically shows how the entries of such
matrices can be encoded and queried, using a single column as an example. All tuples
(entries) are concatenated into a single dense array storing all values together, and
an additional delimiting bitmap is used to separate the different tuples. The dense
array together with the delimiting bitmap represents a single array of attributes in the
general scheme as shown in Figure 5.1A.

5.3 delta-compression of extended graph annotations

Similar to the case of binary annotations, extended graph annotations often possess a
certain structure that can be exploited for their compression. Indeed, attributes of nodes
in the graph can often be approximated with high accuracy from the attributes of their
neighbors. For example, k-mer counts, being an aggregate function of contiguous paths
induced from reads, usually change incrementally, and hence, can be approximated by
averaging the counts of their adjacent k-mers. Another example is k-mer coordinates,
which simply shift by 1 at each node along the paths of the De Bruijn graph derived
from the input sequences, which we call traces. Hence, one can construct an expected
set of coordinates at a node if the set of coordinates at its adjacent node is known or
can be reconstructed recursively.

5.3.1 Leveraging similarity of annotations of neighboring nodes

For the case of binary annotations, transformations assuming likely similarity between
annotations of adjacent nodes in the graph and replacing them with relative differences
have been explored in Mantis-MST [Alm+20] and RowDiff [Dan+21a]. The RowDiff
algorithm conceptually consists of two parts. First, for each node with at least one
outgoing edge, it arbitrarily picks one of them and marks its target node as a successor.
The subset of edges leading to the assigned successor nodes form a spanning tree of
the graph. In the second part, it replaces the original annotations at nodes with their
differences to the annotations at their assigned successor nodes. This delta transform is
applied to all nodes in the graph except a small subset of them (called anchors). These
anchor nodes keep the original annotations unchanged and serve to terminate every
path composed of successors and break the recursion when reconstructing the original
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annotations (inverse transform).

Here, we devise a generalization of the RowDiff scheme to the case of extended graph
annotations. We design an invertible transform, which losslessly compresses them by
effectively removing the information that can be reconstructed from a neighborhood in
the graph. Our generalization goes in two directions. First, in the following section, we
generalize the diff-operation to act on arbitrary sets and define specific functions for
the two specific cases considered in this chapter: k-mer counts and k-mer coordinates
(genome positions). Second, motivated by the idea illustrated in Figure 5.2, we propose
a data-driven procedure for optimizing successor nodes instead of assigning them
randomly as in RowDiff (see Section 5.3.2). In addition, we propose a more efficient
algorithm for the anchor assignment (see Section 5.4.2). Note that these improvements
are also applicable to binary annotations and enable better compression. In addition,
we consider schemes admitting the aggregation of multiple successors at forks before
computing the diff (see Section 5.3.3). This essentially replaces the diff-paths with
trees and, by design, helps improve the compression at forks, where some of the traces
branch out and carry their annotations away, increasing the diff.

5.3.2 Optimized routing of diff-paths at forks

Even though one could make each fork node (a node with multiple outgoing edges)
an anchor and store their annotations unchanged, the RowDiff algorithm went further
by choosing the last outgoing edge at each node with multiple outgoing edges and
extending diff-paths further without stopping at forks. Here, we notice that always
taking the last outgoing edge is similar to making a random routing choice, and hence
is not necessarily optimal. Indeed, there are cases where the routing choice would
significantly change the compression performance of the transform (Figure 5.2). Thus,
in this chapter, we generalize the RowDiff scheme and allow arbitrary routings at forks
(custom RowDiff successor assignments).

It is easy to see that for a locally optimal successor assignment, one needs to compute
the number of bits required to encode the diff with respect to each of the possible
successor nodes and take the minimum (in the example shown in Figure 5.2, this
optimal successor node for CTA would be TAT — Figure 5.2, right). Formally, this
procedure is described in Algorithm 7.
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Figure 5.2: Two cases demonstrating the advantages of the optimized routing of RowDiff paths
at forks. Left: a non-optimal routing transforming the set of 5 coordinates at node CTA to 4;
Right: the optimal routing transforming the set of 5 coordinates at node CTA to only 1.

Algorithm 7 Optimal successor assignment
Input: graph G, diff-operation =, annotations L(v), estimator of the number of bits required to

store annotations Size(L(v))
1: for each node u % Nodes(G) do
2: succ(u) < arg min

v%OutG(u)
Size(L(u) = L(v))

Output: succ — selected successor nodes

This procedure essentially requires performing the diff-transform for all the nodes in
the graph, which doubles the time of the whole diff-transform algorithm. Thus, we
developed a heuristic algorithm for successor assignment that has a significantly lower
time complexity but still drastically improves the compression ratio. The idea is based
on the following observation. Forks in the graph are usually formed when a bundle of
paths spanning the same nodes diverge into different directions (which usually forms
bubbles or dead ends in the graph). As clearly demonstrated in Figure 5.2, often the
diverged paths are imbalanced in the number of logical paths constituting them: there
are four paths that go from CTA to TAT, and only a single one going from CTA to TAG.
Thus, selecting a successor with the largest number of annotations is likely to be closer
to optimal. We use this heuristic in practice to significantly speed up the successor
assignment step of the diff-transform algorithm.

5.3.3 Assigning multiple successors at forks

Finally, we note that if we merged the annotations at both nodes TAG and TAT in
Figure 5.2 and computed the diff for node CTA against that, it would turn into an
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empty set, which is the best possible result. This inspires our last generalization of the
successor assignment algorithm, admitting multiple successors at forks, and further
improves the compression ratio (e.g., see results in Figure 5.7). However, the query
time also grows with the size of the successor tree and can be exponentially large with
its depth. Thus, we iteratively try to assign more successors at each fork until the total
size of the corresponding successor tree remains under a pre-defined threshold.

If node v has multiple successor nodes assigned to it, their annotations a(v1
succ), . . . , a(vt

succ)
are aggregated with an operator g : .#

t=1At 8 A and used for computing the delta:

a"(v) := a(v) = g(a(v1
succ), . . . , a(vt

succ)). (5.1)

Note that there are no constraints on the operator g. Moreover, in general, this could
act not only on the immediate successors of v, but on the whole tree rooted at v and
containing all successors until anchor nodes.

When sparsifying k-mer count annotations, the aggregation is performed via the simple
summation of the annotation rows corresponding to the successor nodes, where the
labeling at each node is encoded by a row of the integer count matrix.

For the case of coordinate annotations, each attribute a is a set of natural numbers
(occurrence positions of a k-mer in a genome or a file), and thus, the aggregating
operator g is the simple set union g(a(v1

succ), . . . , a(vt
succ)) = .t

i=1a(vi
succ).

5.3.4 Generalized diff-transform for graph annotations

Suppose the nodes in the graph are annotated with attributes from a set A. Consider
a node v holding an attribute a(v) % A and its successor node vsucc holding an
attribute a(vsucc) % A. To define a diff-transform of the graph annotation, we need
to specify an invertible diff-operation = : A 3 A 8 A acting on pairs of attributes
and replacing the original annotation a(v) with its delta relative to the annotation at
the successor: a"(v) := a(v) = a(vsucc). The invertibility of this transform entails the
existence of an inverse transform ;, such that (a = a/) ; a/ = a ’a, a/ % A, which makes
it always possible to reconstruct the original annotation a(v) from the delta a"(v) and
the original annotation a(vsucc), which is, in turn, either reconstructed recursively or
stored explicitly if vsucc is an anchor.
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For sparsifying k-mer count annotations, where the labeling at each node is encoded
by a row of the integer count matrix, we use the simple vector difference as the diff
operation. For the case of coordinate annotations, each attribute a is a set of natural
numbers (occurrence positions of a k-mer in a genome or a file), that is, A = 2N. At
the same time, we naturally expect the coordinates to shift by 1 when transitioning
from a k-mer to its adjacent successor. Thus, the diff operation = in this case is the
symmetric set difference between the coordinates at the successor node vsucc and the
incremented coordinates at node v:

a"(v) := (a(v) + 1)$a(vsucc), (5.2)

where operator $ denotes the symmetric set difference: A$B = (A . B) \ (A 9 B). Note
that we chose Eq. (5.2) over a probably more intuitive formula a"(v) := a(v)$(a(vsucc) #
1) to avoid negative numbers and to keep the result a"(v) in the same set A = 2N of
subsets of positive coordinates.

5.4 compressed extended graph annotations

In this section, we combine the techniques presented in the sections above and propose
two memory-efficient representation schemes for encoding quantitative data for two
important practical cases of non-binary graph annotations: k-mer counts (e.g., in read
sets, representing gene expression levels) and k-mer coordinates. Coordinates may
represent positions of k-mers in genomes or any sequences or file in general.

5.4.1 Representation of k-mer counts

Formally, the task is to represent a matrix with integer entries, where each entry
corresponds to a k-mer–label pair and encodes the k-mer’s count in the respective label.

We use the techniques presented above and, first, transform the initial count matrix with
the generalized diff-transform (see Section 5.3). The proposed method is schematically
illustrated in Figure 5.3. Assuming that adjacent nodes in the graph are likely to
have identical or similar counts, we use the following formula to compute the diff
between two rows of the integer annotation matrix: L"(v) := L(v) # L(vsucc). After
this operation, the diff values L"(v) are often either zeros or integer values close to
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Figure 5.3: A schematic diagram illustrating the encoding of k-mer counts in m columns with
the proposed approach. Circles represent nodes of a De Bruijn graph. Edges are shown as
arrows. Red nodes represent anchor nodes and red edges represent paths to row-diff successors.
The transformed counts are shown in red (e.g., compare L1 : #1 for k-mer GCT after the
transform and L1 : 17, L2 : 11 before; for k-mer TAT, the transformed counts are not shown
because they depend on TAT’s successors, not shown in the graph). Then, the diff-transformed
matrix is decomposed into an indicator binary matrix stored in the compressed Multi-BRWT
representation supporting the rank operation on the columns and arrays storing non-zero diffs.

zero, thus require fewer bits to represent compared to the original counts L(v). If
the diff L"(v) does not require fewer bits to store it than the original counts L(v) (as
for nodes GGC and AGC in the example graph in Figure 5.3), such nodes are explicitly
made anchors and no transform is applied to them (for more details, see the anchor
assignment procedure described in Section 5.4.2).

Note, in work [Ita+21] developed independently in parallel to ours, a similar delta-
like coding was considered for the compression of k-mer counts in the framework of
weighted rooted trees. This solution is close to our diff-transform for the case of a
single annotation column with k-mer counts.

After performing the diff-transform, we decompose the transformed count matrix
into a binary matrix of the same shape indicating the non-zero entries and a set of
additional arrays containing those entries (Figure 5.3, right), according to the scheme
shown in Figure 5.1A-B. The binary matrix is stored in the compressed Multi-BRWT
representation, and the count arrays are stored separately.

Lastly, we note that the diff-transformed values in the count arrays may be negative. We,
thus, map them to non-negative integers to enable further compression with variable-
length codes, using the following invertible mapping: 2(|x| # 1) + 1[x < 0], where 1[A]
is a boolean predicate function, which evaluates as 1 if the statement A is true and as 0
otherwise. After this mapping, we further compress the count arrays using Directly
Addressable Codes (dac_vector) [BLN13].
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5.4.2 Improved anchor assignment in RowDiff

Once the successor nodes are assigned, a set of anchor nodes has to be established to
ensure a constant query time for each node. In RowDiff [Dan+21a], the assignment
of anchor nodes is performed in two stages. First, a set of required anchor nodes is
assigned in order to break loops and satisfy the constraint on the maximum RowDiff
path length (anchor assignment stage). Next, the reduction of the number of bits in each
row for the RowDiff-transformed and the original matrix is computed, and each node
with a negative reduction is marked as an anchor (anchor optimization stage), to ensure
that no row of the original matrix acquired more bits after the RowDiff transform.

Here, we notice that it is more efficient to perform these two steps in the opposite
order. First, before assigning any anchor nodes, we compute for each node of the
graph the expected reduction in the number of bits taken to encode the transformed
annotations compared to the original annotations at the node. From this, we identify
all nodes in the graph for which the diff-transform would reduce the annotation size,
and those which should be anchored because transforming them would not improve
the compression ratio. Next, we traverse the graph in a manner similar to the original
anchor assignment algorithm from [Dan+21a] and assign additional anchor nodes if
needed to satisfy the remaining constraints. Already at the first step, the graph often
acquires a non-trivial set of anchor nodes, some of which are also situated in diff-cycles
and hence help reduce the number of additional required anchor nodes assigned at the
second step.

5.4.3 Representation of k-mer coordinates

Finally, in this section, we describe how to efficiently encode k-mer coordinates and
thereby create a lossless index of the input sequences. We observe that aggregating
all sequences from a single source (or label) and encoding the enumerations of each
k-mer is sufficient to reconstruct the original sequences. We, thus, will consider this
simplified case for the brevity of the description. However, our implementation does
support the explicit indexing of multiple sources with multiple annotation columns.

After all the k-mers are enumerated (Figure 5.4A), the underlying De Bruijn graph is
annotated, and the coordinates are stored in an array of lists (Figure 5.1C). It is easy to
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Figure 5.4: Extraction of k-mer coordinates from sequence ACTAGCTAGCTAG for k=3 (panel A)
and subsequent compression with a diff-transform (panel B), where the coordinates at a node’s
successor are expected to be the same but incremented by +1, as these nodes are likely to be
consecutive in the input sequence(s). The symmetric set difference A$B := (A . B) \ (A 9 B)
is used as a diff-operation. Thus, for example, L"(TAG) = ({3, 7, 11} ; 1)${4, 8} = {12}. The
inverse transform is performed losslessly by L(v) = (L(vsucc)$L"(v)) = 1, which follows from
the following property: (A$B)$B = A ’A, B.

see that most of the adjacent pairs of k-mers are crossed by the same sequences, and
hence, the successor k-mer usually has the same coordinates as its predecessor k-mer
incremented by +1. Thus, it is most natural to define the diff-operation for sparsifying
coordinate annotations as described in Section 5.3.4, Eq. (5.2). If this delta L"(v) is
an empty set, very few bits are needed to encode it. Otherwise, it would contain
the information necessary to losslessly reconstruct the coordinates at the predecessor
from the known (or recursively reconstructed) coordinates at the successor. This
transformation step is schematically shown in Figure 5.4B and demonstrates how well
the predictability of the coordinates at the successor nodes can be exploited to compress
the coordinate annotations.

After the coordinate annotation is transformed, the new attributes L"(v) % 2N are still
subsets of natural numbers, and hence, the full diff-transformed annotation matrix can
be encoded with the same general scheme as shown in Figure 5.1C.

5.5 sequence-to-graph alignment with k-mer coordinates

The usage of Counting De Bruijn graphs encoding k-mer counts or k-mer coordinates
can greatly broaden the range of problems to which De Bruijn graphs are currently
applied. In this section, we extend the sequence-to-graph alignment algorithm intro-
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duced in MetaGraph [Kar+20a] (described in Chapter 2). With this, we can not only
ensure that all aligned paths in the graph are trace-consistent, but can also construct
seed chains (detailed below) to more efficiently select good candidate positions for
alignment and to reduce the number of base pairs from the query which need to be
aligned.

We start by generating the initial seed set for a query sequence q. For low-error reads,
these seeds consist of all maximal unique matches of the query which are contained in
graph unitigs (called uni-MEMs [Liu+16]) with a minimum length of 19, as in [Kar+20a].
For error-prone reads, we use all matches of length 19 as the seeds. For cases where the
k-mer size is greater than 19, all matches are made to the suffixes of k-mers [Kar+20a].

We then use the coordinates to discard all seeds which are not contained in a graph
trace. Each remaining seed is associated with one or more coordinate ranges. Then,
we apply a dynamic programming seed chaining algorithm similar to the approaches
from Minimap2 [Li18] and PuffAligner [AZP21] (see Algorithm 8) to produce an initial
partial alignment composed of a sequence of seeds (a chain). Let C = (S1, . . . , SN) be the
highest-scoring chain. For a given seed Si matching !i characters with initial node vi,
we denote the corresponding position in the query by yi. We complete the alignments
between each pair Si and Si+1 by extending Si using a modification of the extension
algorithm from the MetaGraph aligner [Kar+20a] on the region of the query from yi to
yi+1 + !i+1. To complete the alignment of q, we extend SN forward and S1 backward
until the end and beginning of q, respectively.

Our modification of the extension algorithm ensures that paths traverse along the
corresponding graph trace of the starting coordinates L(vi) (in practice, only a subset
originating from the top labels detected among the seeds is used for faster alignment).
More precisely, we construct a trace-consistent alignment tree Ti = (Vi, Ei) rooted at
vi during graph traversal similar to the one defined in MetaGraph [Kar+20a], where
Vi $ V 3 N contains all the nodes along the traces originating at vi:

Vi := {(vi, 0)} . {(v, s) % V 3 N | L(v) 9 (L(vi) ; s) 7= %, >v/ : (v/, s # 1) % Vi}, (5.3)

and Ei := {((v, s), (v/, s + 1)) % Vi 3 Vi | (v, v/) % E} $ Vi 3 Vi contains all the edges
within these paths. To avoid querying coordinates on each traversal step, we collect all
reachable nodes during the forward pass of seed extension with their adjacent edges.
Then, we discard non-coordinate consistent paths to obtain Ti at forks in the graph
(i.e., nodes with out-degree > 1). Finally, during the backtracking pass, we only extract
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Algorithm 8 Seed chaining algorithm (by H. M., appears similarly in [Kar+22].)
Input: seed sequence S = {S1, . . . , SN}, where Si % S is an exact match storing the match of the query

region [yi, yi + !i] to the single reference region [xi, xi + !i]. S is sorted by non-increasing (xi, yi). b
is a bandwidth (for us, b = 200). ; is the sequence append operator. L is the seed length (for us,
L = 19)

1: " Initialize dynamic programming and backtracking arrays
2: for each i % {1, . . . , N} do
3: C[i] = !i " Initialize chain score
4: B[i] = 0

5: " Forward pass
6: for each seed Si % {S1, . . . , SN#1} do
7: xi < Si.regions[0]
8: for each seed Sj % {Si+1, . . . , Smin(N,i+b)} do
9: xj < Sj.regions[0]

10: if xi > xj ? yi > yj ? xi + !i > xj + !j then
11: dx < xi # xj

12: dy < yi # yj

13: g < |dx # dy|
14: " Putative update is the match score minus the gap penalty
15: u < C[i] + min{min{dx, dy}, !j} # )0.01 · L · g + 0.05 log2 g*
16: if u > C[j] then
17: C[j] = u " Update the score if better
18: B[j] = i

19: " Backtracking to reconstruct the best scoring chains
20: I < make_heap{0, . . . , N}
21: i < pop_heap(I)
22: s < C[i]
23: C = {}
24: while true do
25: Ccur = {}
26: while i > 0 do
27: Ccur < {Si} ; Ccur

28: i < B[i]
i < pop_heap(I)

29: if (C[i] < s) @ (|C| 7= |Ccur|) @ (>j % {1, . . . , |C|} s.t. C[j] 7= Ccur[j]) then
30: break

31: " Only merge this chain to the previous one if it has the same score and matches the same regions
in the query

32: for each j % {1, . . . , |C|} do
33: C[j].regions < C[j].regions ; Ccur[j].regions

Output: (C, s) — a chain (a subsequence of S) with score s
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the highest-scoring coordinate-consistent alignment (i.e., a path along Ti) to correct for
cases where the alignment terminates before the next fork node is reached. With this,
we can reduce the alignment search space by more effectively filtering seeds, refining
the traversal search space, and by only performing alignment on defined substrings of
the query.

5.6 software availability

The methods presented in this chapter were implemented within the MetaGraph frame-
work https://github.com/ratschlab/metagraph, which provides a means and base
data structures for indexing very large collections of sequences in annotated De Bruijn
graphs with modular support of different graph and annotation representations, in-
cluding the space-efficient BOSS table [Bow+12], the optimized Multi-BRWT [Kar+20b]
scheme, and routines for the RowDiff [Dan+21a] sparsification, graph cleaning, dif-
ferential assembly, and sequence-to-graph alignment [Kar+20a]. We also used im-
plementations of basic compression algorithms and data structures from the sdsl-lite
library [Gog+14]. The resources and scripts used to create figures and start experiments
presented in Section 5.7 are available at https://github.com/ratschlab/counting_

dbg.

5.7 experiments

5.7.1 Indexing k-mer counts from 2,652 RNA-Seq read sets

For comparing our approach to the current state of the art, we used a set of 2,652 RNA-
Seq read sets from different human tissues that was originally composed by [SK18]
and has since been widely used for benchmarking methods indexing raw sequencing
data [SK18; Pan+18a; Alm+20].

We counted all 21-mers in each read set with KMC3 [KDD17] and extracted canonical
k-mers (defined as the lexicographical minimum of a k-mer and its reverse complement)
occurring at least a certain number of times, using frequency thresholds from [Pan+18a].
66 out of the 2,652 read sets contained only reads shorter than k = 21 and, hence, could
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Table 5.1: Comparison of the state-of-the-art methods for indexing raw sequencing data and
the proposed approach across three scenarios of indexing 2,586 RNA-Seq read sets: i) encoding
k-mer presence/absence only (binary); ii) encoding k-mer counts averaged over unitigs for each
read set (smooth counts); and iii) encoding the original k-mer counts (raw counts). Query time
(wall time, excluding loading of the index into RAM) and peak RAM were measured while
querying 100 random human transcripts (6 90 kpb in total). If a method was not applicable to
a given annotation scenario, the table shows ’-’.

Index size Peak RAM during query Query time
Method binary smooth raw binary smooth raw binary smooth raw

counts counts counts counts counts counts

Mantis-MST 24.9 GB - - 25.1 GB - - 0.6 sec - -
RowDiff 7.7 GB - - 8.0 GB - - 8.6 sec - -
REINDEER 30.3 GB 59 GB - 58.9 GB 91 GB - 53.1 sec 56.5 sec -
This work 6.6 GB 11 GB 21 GB 6.9 GB 11 GB 21 GB 6.4 sec 17.6 sec 21.2 sec

not be indexed. The remaining 2,586 read sets resulted in a De Bruijn graph with a
total of 3.9 billion canonical k-mers and an annotation matrix of density 0.27%.

We compared the Counting De Bruijn graph to REINDEER [Mar+20b], which, to the
best of our knowledge, is the only published tool for indexing collections of samples
with k-mer counts. We also compared against two state-of-the-art methods limited to
binary annotations: Mantis-MST [Alm+20] and RowDiff [Dan+21a]. The latter was
used to highlight the effect of modifications made to the diff-transform presented in
this chapter.

The results for all methods are summarized in Table 5.1. When compressing binary
data, our approach achieved a 4.5- and 5.5-fold size improvement over Mantis-MST and
REINDEER, respectively. Compared to the original RowDiff scheme, it achieved a 20%
improvement in annotation compression, which resulted in an index-size reduction
from 7.7 GB to 6.6 GB, thanks to our methodological improvements. The advantage is
maintained when indexing k-mer counts. Applying local neighborhood-smoothing of
counts along the unitigs of single-sample De Bruijn graphs, as introduced in REINDEER,
our approach reduces the state-of-the-art index size of 59 GB to only 11 GB. This effect
becomes even more pronounced when querying, as REINDEER needs to inflate its
index for access. As we maintain our representation compressed at all times, we achieve
an 8-fold reduction in memory usage during query. Even when the smoothing step
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is omitted, which is not possible in REINDEER, our index takes only 21 GB, while
performing a lossless compression of the full k-mer spectrum of the input. In all three
our indexes (6.6, 11, and 21 GB), the De Bruijn graph representation (the BOSS table)
takes up 1.8 GB (27.3%, 16.4%, and 8.6%, respectively) and the annotation matrix takes
up the rest. Notably, our indexing workflow is also the fastest among all the compared
methods in all indexing scenarios (see Table 5.2) thanks to its careful implementation
and parallelization, as well as leveraging the efficiently implemented KMC3 [KDD17]
and MetaGraph [Kar+20a] tools.

5.7.2 Indexing read sets from the SRA

5.7.2.1 Indexing all viral HiFi reads

In this experiment, we fetched from NCBI SRA [LSS10] all viral sequencing samples
sequenced with the PacBio Single Molecule Real-Time (SMRT) technology, including
many recently sequenced SARS-CoV-2 samples. Out of all 152,957 samples (accessed
on 3 Oct 2021), we could download 152,884 (99.95%) successfully. We will refer to this
data set as Virus PacBio SMRT. Next, we filtered this set by selecting only high-fidelity
read sets to ensure a low sequencing error rate. The metadata indicating whether
a PacBio read set consists of HiFi reads is not stored at NCBI systematically. Thus,
we selected these read sets manually based on the sequencing quality scores. More
precisely, for PacBio HiFi sequencing, the quality scores are usually dominated by
symbol ’(’ encoding the highest possible quality score. Based on this, we applied a
threshold of 0.7 for the frequency of ’(’ in the quality scores in the first 100 reads of
a read set (see the distribution of these frequencies in Figure 5.5), which resulted in
152,418 read sets, corresponding to 99.7% samples from the initial Virus PacBio SMRT
data set. This left 152,418 read sets (99.7%), which we refer to as Virus PacBio HiFi. Note
that here and in all other experiments, the headers of the reads (sequence names) and
their quality scores were removed before indexing or compressing with the tools tested,
including gzip.

All 152,418 read sets combined contained a total of 717 Gbp (billion base pairs) and
were compressed with gzip -9 down to 112 GB, which corresponds to 1.25 bits per base
pair (bits/bp), or a compression ratio of 6.43 over the ASCII coding (8 bits/bp). Far
better compression of 383 was achieved by Spring [Cha+18], a specialized method for
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Table 5.2: Time and maximum RAM usage for indexing 2,586 RNA-Seq read sets with the state-of-
the-art methods and the proposed approach in three scenarios: i) encoding k-mer presence/absence
only (binary); ii) encoding k-mer counts averaged over unitigs for each read set (smooth counts); and iii)
encoding the original k-mer counts (raw counts). If a method was not applicable to a given annotation
scenario, the table shows ‘-’. The construction time represents how long it takes to construct the index
on a machine with 36 physical cores Intel® Xeon® Gold 6140. Each indexing workflow was broken down
into its constituting steps, for which the time and max. RAM were measured.
Steps marked with ‘*’ could only be executed with a single thread (at the time of writing, Mantis did
not have an option for parallel construction, while REINDEER did but terminated with critical errors
when using more than one thread). Squeakr did support using multiple threads but turned out to be
faster with 1 thread. All other construction steps for all methods were executed using 2 threads per
physical core. When running Squeakr with 2 threads (see first two rows in gray in the table), we first
estimated the sample’s k-mer spectrum using ntCard (as recommended by Squeakr), then used the
lognumslots.sh script packaged with Squeakr to estimate the number of slots in the counter.
Steps marked with ‘†’ were performed by processing the 2,586 read sets in separate tasks running in
parallel, using 1 core and 2 threads per task (except Squeakr, which used 1 thread per task). Construction
time for these steps was computed as the sum of all wall times for all tasks divided by 36 (the number of
cores and tasks running in parallel). Max. RAM was computed as the sum of RAM usages for the 36 top
RAM-using tasks, which represents the maximum possible RAM usage of random task scheduling.

Construction time Max. RAM
Method Binary Smooth Raw Binary Smooth Raw

counts counts counts counts

k-mer spectrum estimation with ntCard† 2.0 h - - 19 GB - -
k-mer counting with Squeakr† 35.4 h - - 333 GB - -
k-mer counting with Squeakr (single thread)†* 19.3 h - - 483 GB - -
Graph and annotation construction with Mantis* 9.6 h - - 42.7 GB - -
Annotation transform to MST 0.4 h - - 26.6 GB - -
Mantis-MST (all steps) 29.3 h - - 483 GB - -

k-mer counting with KMC† (with flag -m2) 3.2 h - - 41 GB - -
Assembling contigs from k-mers with MetaGraph† 0.7 h - - 51 GB - -
Graph construction and annotation with MetaGraph 1.7 h - - 52 GB - -
Annotation transform to RowDiff-MultiBRWT 1.3 h - - 58 GB - -
RowDiff (all steps) 6.9 h - - 58 GB - -

Assembl. unitigs with BCALM† (-max-memory 1000) 40.6 h 40.6 h - 152 GB 152 GB -
REINDEER (indexing)* 8.7 h 10.6 h - 68.8 GB 59.4 GB -
REINDEER (all steps) 49.3 h 51.2 h - 152 GB 152 GB -

k-mer counting with KMC† (with flag -m2) 3.2 h 3.2 h 3.2 h 41 GB 41 GB 41 GB
Assembling contigs from k-mers with MetaGraph† 0.7 h 0.9 h 0.8 h 51 GB 70 GB 70 GB
Graph construction and annotation with MetaGraph 1.6 h 2.2 h 2.3 h 52 GB 52 GB 52 GB
Annotation transformation (this work) 1.2 h 1.2 h 1.4 h 59 GB 88 GB 88 GB
This work (all steps) 6.7 h 7.5 h 7.7 h 59 GB 88 GB 88 GB
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Figure 5.5: Distribution of the frequency of ’(’ in the quality scores of the first 100 reads in
152,884 Virus SMRT read sets.

read compression. Note that neither gzip nor Spring enable search or alignment against
the input data. Then, we individually constructed lossless searchable representations
of the read sets with Counting De Bruijn graphs over the {A, C, G, T, N} alphabet with
coordinate annotations, as well as BLAST databases and sparse PufferFish indexes.
To compare the alignment speed for Counting De Bruijn graphs with TCG-Aligner
(see Section 5.5) and other methods that support queries (BLAST, MegaBLAST, and
PufferFish), we assembled a list of nine defining mutations of the SARS-CoV-2 21A
(Delta) variant spike protein. This included six sequences of length 59 and one of length
53 (to cover the deletion variants, see Section 5.7.5 for a list of the sequences). The
results are shown in Table 5.3. The BLAST database required on average 2.68 bits/bp,
and constructing an additional MegaBLAST index on top increased its size to an
average of 125.85 bits/bp, while PufferFish required on average 21.82 bits/bp. We note,
however, that these tools are intended for indexing reference genomes [Alt+90; Mor+08;
Alm+18], and hence, their representations are not intended to take full advantage of
the degree of similarity among the reads in the indexed read set for compression. In
contrast, the compression performance of Counting De Bruijn graphs was even better
than gzip -9. They required on average only 0.54 bits/bp (57% less than 1.25 bits/bp for
gzip -9), while at the same time being fully searchable. Of these 0.54 bits/bp, on average
28% are taken by the De Bruijn graph representation and the remaining 72% are taken
to represent the positional annotations. For a more detailed comparison of the top four
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Table 5.3: The summary of different representations constructed from Virus PacBio HiFi read
sets. The methods generating searchable representations are highlighted in bold. The last
column represents the time (the average and the standard deviation) taken to query each
indexed read set, excluding the index loading time, with the nine defining Delta gene variants
of the SARS-CoV-2 spike protein.

Method Compression ratio Size Alignment time

MegaBLAST 0.1" 125.85 bits/bp 0.09±0.49 sec
PufferFish -s 0.4" 21.82 bits/bp 0.06±1.06 sec
BLAST 3.0" 2.68 bits/bp 0.08±0.10 sec
gzip -9 6.43 1.25 bits/bp N/A
This work 14.7" 0.54 bits/bp 0.15±0.40 sec
Spring 38.43 0.21 bits/bp N/A

methods, see Figure 5.6. Notably, despite the considerably higher compression ratio,
our method achieves an alignment speed which is comparable to the state-of-the-art
methods (Table 5.3). We also did a similar evaluation of the methods on the full Virus
PacBio SMRT data set (see Table 5.4).

0.0 0.5 1.0 1.5 2.0 2.5 3.0 3.5
Size, bits/bp

Spring (*)

Counting DBG
with coordinates

gzip -9 (*)

BLAST

Figure 5.6: Compression of Virus PacBio HiFi read sets — Size distributions for representation
of read sets with state-of-the-art indexing and compression methods for all 152,418 virus
PacBio HiFi read sets from SRA. BLAST databases were constructed without the m-mer index
(MegaBLAST). (*) gzip and Spring do not provide a searchable index and can only be used for
compression.
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Table 5.4: The summary of different representations constructed from all 152,884 viral PacBio
SMRT read sets from NCBI Sequence Read Archive. The methods generating searchable
representations are highlighted in bold.

Method Compression ratio Size Alignment time

MegaBLAST 0.1" 105.4 bits/bp 0.09±0.51 sec
PufferFish -s 0.3" 25.1 bits/bp 0.08±2.06 sec
BLAST 3.1" 2.6 bits/bp 0.08±0.11 sec
gzip -9 5.83 1.4 bits/bp N/A
This work 6.2" 1.3 bits/bp 0.15±0.41 sec
Spring 18.03 0.44 bits/bp N/A

5.7.2.2 Indexing Illumina RNA-Seq reads

To evaluate compression performance on short reads, we used the RNA-Seq read
sets described in Section 5.7.1. However, instead of indexing k-mer counts, here we
constructed Counting De Bruijn graphs with coordinate annotations. We indexed all
31-mers in each read set without any other filtering. In total, 2,411 read sets (7.55 Tbp)
were indexed, with the remaining samples discarded due to containing reads of variable
length or only reads shorter than 31.

Again, we compared the presented approach with two alternatives commonly used for
compressing read data: the general-purpose compressor gzip and the domain-specific
Spring. The results are presented in Figure 5.7.

We indexed each of the 2,411 RNA-Seq read sets in Counting De Bruijn graphs with
assigning multiple successor nodes at forks (see Section 5.3.3). On average, Counting
De Bruijn graphs are 27% smaller than the input reads compressed with gzip -9 (1.49
bits/bp vs. 2.03 bits/bp, see Table 5.5). Taking a closer look at the samples showing
the worst performance, we found that they typically represent functional genomics
experiments, with technical sequences present in the reads (e.g., adapters in SRR808403),
which can not be assembled into larger underlying sequences as expected for genome
or transcriptome sequencing. Removing the adapter sequences from these reads would
likely drastically increase their compressibility with Counting De Bruijn graphs.

When compared to Counting De Bruijn graphs with a single successor node assigned
per fork, our generalization with assigning multiple successors reduced the average
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Table 5.5: The summary of different representations constructed from 2,411 RNA-Seq read sets.
The methods generating searchable representations are highlighted in bold.

Method Compression ratio Size Searchable

gzip -9 3.93 2.03 bits/bp no
This work (single succ.) 4.9" 1.64 bits/bp yes
This work (mult. succ.) 5.4" 1.49 bits/bp yes
Spring 12.23 0.66 bits/bp no

index size by 9% (from 1.64 bits/bp to 1.49 bits/bp).

Note that, similarly to all other experiments, we dropped quality scores and read
headers from all inputs. In addition, here we assumed that all reads in each sample are
of the same length, which helped further reduce the index size.

Notably, Counting De Bruijn graphs generated on average 27% smaller representations
of the input reads compared to gzip -9 (1.49 bits/bp vs. 2.03 bits/bp, see Table 5.5).

5.7.2.3 Dependence on k-mer length

To investigate the relationship of k-mer length on index size, we compressed several
representative read sets for 12 different k-mer lengths (Figure 5.8). We chose one of

0 1 2 3 4 5 6 7 8

Size, bits/bp

Spring (*)

Counting DBG with coord.
(multiple successors)

Counting DBG with coord.
(single successor)

gzip -9 (*)

Figure 5.7: Compression of Illumina RNA-Seq read sets — Distribution of compression ratios
across the RNA-Seq read sets for five different compression strategies (top to bottom): i) gzip -9;
ii) our method using only a single successor node; iii) our method using multiple successor
nodes; iv) Spring. (*) Methods marked with an asterisk do not provide a searchable index and
can only be used for compression.
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Figure 5.8: Index size vs. k-mer length for Illumina (SRR805801), PacBio (SRR3747284), and
PacBio HiFi (SRR13577847) reads — Measurement of the total size of the index (y-axis) for 12
different k-mer length, ranging from 19 to 52 (x-axis). The total index size (solid lines) is broken
down into the graph (dash-dot line) and annotation (triangle points) components.

the human RNA-Seq samples (SRR805801), representing low-error Illumina sequencing,
and a Sinorhizobium genome sequencing sample, representing higher-error PacBio long-
read sequencing. While for short, low-error reads, the graph size slightly increases with
k, the number of paths in the graph grows as well, which makes the annotation size
drop steadily due to longer unitigs length. As a result, the overall index size (combining
graph and annotation) decreases with k. In contrast, the higher error rate in PacBio
reads (SRR3747284) leads to a very large number of k-mers in the graph, and hence, its
size. However, long reads with lower error (SRR13577847, PacBio HiFi) benefit from
an increase of k. As a practical consequence, the choice of a large k is beneficial for
compression in most scenarios.

5.7.3 Lossless index of RefSeq with k-mer coordinates

To demonstrate the use of Counting De Bruijn graphs with coordinate annotations for
indexing reference genomes, we used a data set consisting of all 32,881,422 reference
sequence accessions from Release 97 of the NCBI RefSeq database [O’L+15]. Each
sequence has been annotated with its associated accession ID along with all k-mer

147



Chapter 5. Generalized graph annotations and Counting De Bruijn graphs

Table 5.6: Lossless indexing of RefSeq (rel. 97) with k-mer coordinates for the complete data set
(32,881,422 accessions, 1.7 Tbp, 483 GB compressed with gzip -9) and the set of all Fungi (69,034
accessions, 8.8 Gbp, 2.6 GB compressed with gzip -9). The alignment speed is measured for
two scenarios: i) align a single read, ii) align a batch of 1,000 reads. All reads are taken from a
metagenomic sequencing sample (SRR10002688_1). (*) For aligning single reads, the experiment
is independently performed for the 100 first reads, and the average time and RAM usage are
presented.

BLAST MegaBLAST This work
Index size 2.2 GB (2.02 bits/bp) 12.4 GB (11.19 bits/bp) 3.3 GB (2.97 bits/bp)

Fungi Align 1 read (*) 2.1 sec, 2.2 GB 4.3 sec, 0.034 GB 0.021 sec, 3.4 GB
Align 1000 reads 11.4 sec, 2.2 GB 7.8 sec, 1.1 GB 14.8 sec, 3.5 GB

Index size 437 GB (2.05 bits/bp) 2358 GB (11.07 bits/bp) 509 GB (2.39 bits/bp)
All Align 1 read (*) 353 sec, 417 GB 12.5 sec, 0.090 GB 0.66 sec, 500 GB

Align 1000 reads 1857 sec, 428 GB 1542 sec, 22.0 GB 575 sec, 513 GB

coordinates (k = 31). This approach forms an alternative to the commonly used
MegaBLAST search tool, which requires an additional database index [Mor+08] for
competitive high-throughput search. The summary of both indexes is presented
in Table 5.6. Using our method, the input of 1.7 Tbp was losslessly represented
in a self-index comprising 509 GB, which is 4.63 smaller than the corresponding
MegaBLAST index (Table 5.6). We also present the performance for the subset of
RefSeq containing all Fungi genomes, which we have used for measuring the sequence
alignment performance in the following section.

To measure the alignment speed against the constructed indexes, we aligned reads
from a metagenomic sequencing sample (SRR10002688) in two settings. Since the entire
MegaBLAST representation did not fit in our SSD, we split it into 5 parts, which we
queried separately and aggregated the total query time and peak RAM from these 5
separate queries. To benchmark the alignment speed in an online regime where only
a single read is aligned, we randomly selected 100 reads and aligned each of them to
each of the constructed representations (BLAST, MegaBLAST, and Counting De Bruijn
graph). Then we averaged the alignment time and the peak RAM across these queries.
In the second setting, we measured the alignment speed in the batch mode when
aligning 1,000 random reads from the same metagenomic sample. One can see that our
approach has a favorable alignment speed while being orders of magnitude faster when
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aligning a single read. In contrast to MegaBLAST, our current implementation does not
support memory mapping of the index and hence has to load the entire compressed
index into RAM. However, due to its high compression, the representation size is still
moderate, and in addition, ways for offloading it to disk and using memory mapping
can be considered in future work.

5.7.4 Sequence-to-graph alignment with k-mer coordinates

We evaluated the accuracy of our algorithm for alignment to Counting De Bruijn graphs
and compared it to the state-of-the-art aligners. We used simulated reads as queries and
defined the desirable ground truth for these alignments as the corresponding segments
of the reference from which the query reads were simulated. Given the human GRCh38
reference chromosome 22 [Sch+17] and the E. coli NC_000913.3 [Ril+06] genomes, we
use ART [Hua+11] and pbsim [OAH12] to simulate 2,000 Illumina-type and 200 PacBio-
type reads of lengths 150 and 10,000, respectively. After aligning each read back to their
respective reference (or graph for sequence-to-graph aligners), we compute the edit
distance of the matching sequence (alignment) to the ground-truth sequence (i.e., the
original reference segment from which the read was simulated) to measure alignment
accuracy. In our evaluation, all nucleotides which are clipped from a query sequence
by the aligner contribute as edits when measuring distance. Note, this measure is
agnostic to the choice of the scoring approach used by the aligners. In addition, even a
simulated read with a large number of errors can still contribute an edit distance of 0
in the evaluation if an aligner matches it to the exact ground-truth sequence.

We computed the measure described above and compared our TCG-Aligner (see
Section 5.5) to other state-of-the-art methods [Kar+20a; Li18; Gar+18; AZP21; Mor+08;
RM20], run with default settings. As shown in Figure 5.9, the degree to which
incorporation of coordinates in the alignment procedure improves accuracy and query
execution time (see also Table 5.7) is dependent on the complexity of the target genome.
This is evident for the alignments of simulated E. coli reads, where the use of coordinates
provides a limited improvement in accuracy and query time due to the simplicity of the
genome (see the top row of Figure 5.9 and Table 5.7). On the other hand, as can be seen
in the bottom row of Figure 5.9, it significantly improves alignment accuracy and query
time for human reads. 40.2% of human PacBio reads align to the exact ground-truth
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Figure 5.9: Alignment accuracy on simulated Illumina- and PacBio-type reads (E. coli
NC_000913.3 and human chr22). The edit distance is measured between the alignment (the
returned path in the graph) and the ground-truth sequence. In the top left subplot, the curves
of vg- and TCG-Aligner are superimposed. (This figure was created by H. M. and appears
similarly in [Kar+22].)

sequence when using TCG-Aligner, compared to 0.49% with the MetaGraph aligner.

For MetaGraph and vg, the large edit distances of the PacBio read matches relative to
the ground truth are due to the aligners reporting shorter local alignments rather than
alignments of the full reads. By incorporating coordinates to filter seeds more effectively
and by restricting the alignment search space to graph traces, the TCG-Aligner provides
improved accuracy and query execution time when aligning against reference genomes.

5.7.5 Searching for the Delta variant of SARS-CoV-2 in SRA

Finally, to enable fast search in the entire collection of all 152,884 viral PacBio SMRT
read sets from SRA (see Section 5.7.2.1), we also indexed them in a joint Counting De
Bruijn graph with coordinate annotation. Being 178 GB in size and only 19% larger
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Table 5.7: Percentage of simulated reads mapping exactly to their respective ground-truth
sequences (top) and total query time in seconds (bottom). For each reference, 2,000 Illumina
reads were simulated using ART and 200 PacBio CLR reads were simulated using pbsim,
respectively. PuffAligner was unable to align the PacBio-type reads. (This table was produced
by H. M. and appears similarly in [Kar+22].)

Reference Minimap2 BLAST PuffAligner vg GraphAligner MetaGraph This work
-Aligner

Illumina: E. coli 99.18% 99.45% 99.84% 100.00% 99.8% 100.00% 100.00%
Illumina: chr22 97.36% 98.4% 99.70% 100.00% 96.46% 99.25% 99.95%
PacBio: E. coli 15.58% 21.61% N/A 0.00% 29.15% 38.69% 41.71%
PacBio: chr22 23.04% 26.96% N/A 0.00% 34.31% 0.49% 40.20%

Illumina: E. coli 0.13 sec 0.39 sec 0.03 sec 1.16 sec 3.22 sec 1.13 sec 1.47 sec
Illumina: chr22 0.47 sec 26.69 sec 0.96 sec 5.67 sec 42.93 sec 6.67 sec 3.04 sec
PacBio: E. coli 1.11 sec 1.51 sec 4.31 sec 443.23 sec 7.39 sec 40.20 sec 22.19 sec
PacBio: chr22 2.43 sec 34.80 sec 4.91 sec 1059.05 sec 48.99 sec 828.91 sec 37.76 sec

than the input reads without quality scores compressed with gzip -9 (150 GB, 875 Gbp),
our index provides a fully lossless representation of them and can be used for search
and alignment of arbitrary sequences. Notably, 152,272 (99.6%) of the indexed read sets
originate from BioProject PRJNA716984, consisting of PacBio Sequel II sequencing runs
from SARS-CoV-2 samples.

We queried DNA sequences flanking the nine defining mutations of the SARS-CoV-
2 21A (Delta) variant spike protein (the same mutations as used for the alignment
benchmark in Section 5.7.2.1) against this joint index to retrieve all the occurrences of
its specific mutations within the reads. In total, six sequences of length 59 and one of
length 53 (to cover the deletion variants) were queried:

>OK091006.1:21536-25357:27-85

ACTAGTCTCTAGTCAGTGTGTTAATCTTAGAACCAGAACTCAATTACCCCCTGCATACA

>OK091006.1:21536-25357:444-502

CAACAAAAGTTGGATGGAAAGTGGAGTTTATTCTAGTGCGAATAATTGCACTT

>OK091006.1:21536-25357:1326-1384

TTCTAAGGTTGGTGGTAATTATAATTACCGGTATAGATTGTTTAGGAAGTCTAATCTCA

>OK091006.1:21536-25357:1404-1462

TTCAACTGAAATCTATCAGGCCGGTAGCAAACCTTGTAATGGTGTTGAAGGTTTTAATT

>OK091006.1:21536-25357:1812-1870

TTCTAACCAGGTTGCTGTTCTTTATCAGGGTGTTAACTGCACAGAAGTCCCTGTTGCTA

>OK091006.1:21536-25357:2013-2071

CGCTAGTTATCAGACTCAGACTAATTCTCGTCGGCGGGCACGTAGTGTAGCTAGTCAAT
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Figure 5.10: Detection of the delta variants of the SARS-CoV-2 spike protein in SMRT virus
sequencing samples deposited on the SRA. Left: The number of samples detected to contain
(orange) and not contain (blue) the SARS-CoV-2 delta variant. Right: The number of reads
containing defining mutations contributed by samples containing the SARS-CoV-2 delta variant.
(This figure was created by H. M. and appears similarly in [Kar+22].)

>OK091006.1:21536-25357:2820-2878

CACAGCAAGTGCACTTGGAAAACTTCAAAATGTGGTCAACCAAAATGCACAAGCTTTAA

Each sequence was matched to an average of 107,892 samples and 7.68 million positions
in the joint index. Despite the enormous number of returned hits, the query took under
4 minutes on a single thread.

In this experiment, for a given sample, we classified it as containing SARS-CoV-2 21A
if, for each of the defining mutations of the spike protein, there exists at least one read
in the sample supporting that variant. If a sample is classified as such, we enumerate
all reads containing any of the defining mutations. As shown in Figure 5.10, 90.5%
of samples deposited after July 2021 contain each of the Delta variants of the spike
protein, leading to a sharp growth in the number of reads containing these variants.
We would like to note that this analysis is derived only from the dates on which these
samples were uploaded to the SRA, and hence, it cannot be used to determine when
these variants actually emerged. Although this metadata can be derived for further
analysis, it is outside the scope of this work.

5.8 discussion and future work

We have presented a novel approach for the efficient and compressed representation
of quantitative annotations on De Bruijn graphs. Together with the underlying graph,
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these annotations make up a data structure which we call a Counting De Bruijn graph. It
can be used to represent quantitative information and, in particular, encode traces of the
input sequences in De Bruijn graphs. This not only provides a much higher flexibility
of graph annotations but also allows for the truly lossless representation of any set of
input sequences in them. This offers a practical solution to a long-standing problem
of many methods employing De Bruijn graphs as a base structure and opens the
doors to implementing novel sequence alignment algorithms on top of them. Notably,
the method is agnostic to the alphabet and hence can be used not only for indexing
nucleotide sequences but also protein sequences or sequences over any other alphabet.

In addition to the presented approach for the compressed representation of sparse
non-binary matrices, we have generalized the RowDiff scheme [Dan+21a] to non-
binary graph annotations and optimized it by improving the algorithms for anchor
and successor assignment. We have considered and have shown the advantages
of the coding where multiple successor nodes may be assigned to each node. In
future extensions, the aggregating operator g (see Eq. (5.1)) could act not only on the
immediate successors of the node but on the whole tree of all successors spanning
from it until the terminating anchor nodes. This would lead to significantly better
compression, for instance, in the case of k-mer counts linearly increasing within the
paths in the graph. Moreover, an adaptive model can be trained with machine learning
methods to predict annotation at a node from its successors and their annotations to
further reduce the deltas stored explicitly in compressed data structures. We believe
this has promising potential for this coding to benefit from the recent advances in
machine learning.

Finally, we devised an algorithm for aligning sequences to Counting De Bruijn graphs
with coordinate annotations, which avoids spurious paths. This algorithm correctly
estimates the alignment score even when aligning sequences with repeats to loops in
the graph, which would be impossible with De Bruijn graphs alone. Since sequences
shared by many samples are represented by a simple path, De Bruijn graph-based
approaches can greatly reduce the overhead of aligning to collections of highly sim-
ilar sequences, while more traditional database search methods would align to each
database entry independently. The added availability of k-mer coordinates to the Meta-
Graph alignment framework [Kar+20a] allows for various other seeding or extension
heuristics to be implemented, such as those used in MegaBLAST [Mor+08]. While the
alignment method and evaluation presented here are restricted to graphs constructed
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from assembled reference genomes, such seed extension methods can be adapted for
alignment to De Bruijn graphs constructed from raw read sets, which, we believe, is a
promising direction for future work.

Playing a similar role for indexing sequences in De Bruijn graphs as gPBWT does in
the realm of variation graphs and indexing pangenomes, we believe our approach is a
significant step forward for the representation of and the search in very large collections
of sequences, addressing a still increasing demand for interactive access to growing
archives of biological sequences. We envision this as the first step towards enhancing
the performance of BLAST-based sequence searches using graph-based approaches.
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6
Applications

This chapter is based on results presented in works [Kar+20a], [Dan+21b], and [Pao+22],
done in collaboration with Harun Mustafa, Daniel Danciu, Marc Zimmermann, André
Kahles, and Gunnar Rätsch.

In this chapter, we outline the results of applying MetaGraph to real-world problems.
In Section 6.1, we present indexes constructed from a diverse collection of data sets.
Then, in Section 6.2, we present a search engine for sequences MetaGraph Online1,
which hosts a subset of the indexes we constructed and serves user queries in real
time, similarly to how BLAST2 aligns against reference databases or how Google3 finds
relevant web pages and text documents. Finally, in Section 6.3 we provide calculations
estimating the costs of hosting large MetaGraph indexes in a typical cloud computing
environment to provide a regular service for sequence search.

6.1 constructing petabase-scale indexes as community resource

We set out to index a significant part of all publicly available sequencing data of varying
size and complexity, including both DNA and RNA sequencing samples. Consequently,
we indexed with MetaGraph a diverse collection of data sets, ranging from large
RNA-Seq cohorts (TCGA [Cha+13], GTEx [Lon+13]) and vast archives of genome

1 https://metagraph.ethz.ch
2 https://blast.ncbi.nlm.nih.gov
3 https://google.com
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sequencing records from the Sequence Read Archive (SRA) [KSL11], comprising over 1
million samples of microbial, fungal, plant, and metazoa organisms, to large sets of
highly diverse whole metagenome sequencing samples (MetaSUB [Dan+21b] as well
as all publicly available human gut metagenome samples from SRA) and collections
of reference and assembled sequences (RefSeq [O’L+15], UHGG [Alm+21], and Tara
Oceans [Pao+22]). When processing raw sequencing data, we applied only moderate
cleaning on the input sequences (see more details below), which led to significant
reductions in the required storage space.

In total, we processed 4.6 Petabases of input sequences, which far exceeds the pivotal
figure of one Petabase and, at last, makes this data fully and efficiently searchable by
sequence. The resulting indexes form a valuable community resource, as they succinctly
summarize large raw-sequence data sets while supporting a variety of sequence queries
against them.

6.1.1 Overview of the data sets and results

The key statistics of all data sets presented in this work and MetaGraph indexes
constructed from them are listed in Table 6.1 and visualized in Figure 6.1. Since
the input data comes in different formats (FASTA, FASTQ, SRA, etc.) and often
is compressed with different methods depending on the source, to make the final
compression ratio comparable across different data sets, we measured it in bp/byte
(the average number of base pairs of input sequences per byte of the MetaGraph index).
Note that this corresponds to the standard input/output ratio if 1 bp takes 1 byte. For a
more detailed analysis, we broke down the compression ratio into two factors: the data
redundancy and the indexing efficiency of MetaGraph shown in the last two columns
of Table 6.1, respectively. The redundancy of the data is a function of sequencing depth,
the amount of sequencing errors, and the complexity of the sequenced genomes (i.e., the
presence of repeat regions). It is defined as the ratio of the total number of base pairs in
input to the number of (k-mer, label) relations actually represented in the MetaGraph
index (i.e., the number of k-mers remaining after k-mer deduplication and cleaning of
sample graphs). The indexing efficiency shows how many (k-mer, label) relations are
represented per byte of the MetaGraph index. In some sense, the redundancy shows
the amount of data duplication within an indexed sample. In contrast, the indexing
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Table 6.1: Summary of the data sets and constructed indexes. Indexes marked with † encode
genome coordinates (hence, fully lossless). Indexes marked with ‡ in addition to the membership
of k-mers to different labels also represent their respective abundances. The index sizes for
SRA-Metazoa and SRA-Public marked with * are estimated from their respective subsets as the
computations are still ongoing. The compression ratio is measured in bp/byte (base pairs of
input sequences per byte of the MetaGraph index), which corresponds to the input/output
ratio if 1 bp takes 1 byte. The last two columns show the two factors of the compression ratio:
redundancy of the data (due to sequencing depth and sequencing errors) and indexing efficiency,
i.e., how many (k-mer, label) relations are encoded per byte of the MetaGraph index.

Type Data set Tbp # labels Index size Compression Redund. Efficiency
(bp/byte) (bp/rel.) (rel./byte)

A
ss

em
bl

ed
se

q. UHGG (catalog) 0.01 4,644 3.2 GB 3.5 1.0 3.5
UHGG (all) 0.71 286,997 27.3 GB 26.0 1.0 25.9
Tara Oceans (scaffolds) 0.36 318,205,057 110.2 GB 3.2 1.0 3.1
Tara Oceans with coord.† 0.06 34,815 14.6 GB 4.2 1.0 4.2
RefSeq with coordinates† 1.70 85,375 508.9 GB 3.3 1.0 3.3

R
N

A
-S

eq

GTEx 71.2 9,759 9.6 GB 7,416 241.2 30.7
GTEx with counts‡ 71.2 9,759 76.3 GB 934 241.2 3.9
TCGA 81.2 11,095 11.1 GB 7,288 334.4 21.8
TCGA with counts‡ 81.2 11,095 81.2 GB 1,001 320.4 3.1

M
G

S MetaSUB 7.2 4,220 46.7 GB 155 40.5 3.8
SRA-MetaGut 155.8 241,384 1,111.3 GB 140 22.2 6.3

SR
A

su
bs

et
s

SRA-Microbe 221.1 446,506 65.5 GB 3,376 157.6 21.4
SRA-Fungi 162.1 121,900 98.3 GB 1,649 113.9 14.5
SRA-Plants 1,109.2 531,714 1,844.1 GB 602 61.5 9.8
SRA-Human 725.4 436,494 3,402.1 GB 213 15.7 13.5
SRA-Metazoa (Mouse) 146.6 57,938 291.6 GB 503 26.6 18.9
SRA-Metazoa (1k studies) 118.8 67,391 302.7 GB 393 33.5 11.7
SRA-Metazoa 1,999.5 805,239 5.1 TB* 390* 33.3 11.7*

SR
A SRA-Public (100 studies) 9.6 5,184 32.0 GB 300 73.3 4.1

SRA-Public to 01.01.2023 38,949.9 23,010,648 130 TB* 300* 73.3* 4.1*

efficiency reflects data duplication across different samples, and it is higher for sets of
related samples. While the first is purely due to data preprocessing, and thus, cannot
be improved unless a different cleaning approach is used, the indexing efficiency is a
result of the particular compression techniques used to represent MetaGraph indexes.

The range of input data was chosen to represent properties commonly occurring in
biomedical research. On the one end stand large cohorts containing sequences sampled
from a pool of limited diversity. A representative of this class are the RNA-Seq samples
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Figure 6.1: Overview of data sets — Overview of all MetaGraph indexes presented in this
section, showing the total number of input bases on the x-axis and index size in the total number
of unique k-mers on the y-axis. Marker size represents the size of the index. The solid portion
of each marker represents the fraction of the total size taken by the graph and the translucent
portion represents the fraction taken by the annotation (Table 6.1).

from the GTEx cohort [Lon+13] and the TCGA cohort [Cha+13] representing the human
transcriptome. Both cohorts together amount to over 100 TB in raw compressed RNA
sequencing data. Hence, tasks that depend on access to the whole data set require
extraordinary efforts. For instance, to search for the presence of previously unobserved
sequence variants in the cohort (e.g., alternative splice forms or somatic variants), the
entire data set would need to be re-analyzed. However, by indexing it with MetaGraph,
we represent both of these data sets in 6 10 GB space. Notably, on this type of data, we
achieve the highest compression ratios among all the data sets we have indexed (up to
7,416 bp/byte).

In the middle of the complexity spectrum reside genomic read sets, where the diversity
within the data sets is generally much higher than in the human transcriptome cohorts.

158



6.1. Constructing Petabase-scale indexes as community resource

In addition, the sequencing depth in these samples is usually much lower than for RNA-
Seq samples, which automatically leads to less redundancy in this data. Representatives
of this class are the SRA-Microbe, SRA-Fungi, SRA-Plants, and SRA-Metazoa data
sets. At the time of collecting the data (April 2020), the different SRA data sets
we indexed comprised over 90% of all public samples available in the SRA for the
respective groups. Only for the SRA-Microbe data set, we relied on a previously defined
set of 446,506 virus, Prokaryote, and small Eukaryote genomes used in the original
BIGSI publication [Bra+19]. Notably, the fully searchable and annotated MetaGraph
representation of the SRA-Microbe data set takes under 66 GB, which is 24 times less
than the 1.6 TB taken by the BIGSI index [Bra+19].

On the other end of the spectrum stand cohorts containing whole metagenome shotgun
sequencing samples. For this class, we have selected the MetaSUB cohort [Dan+21b],
containing 4,220 environmental metagenome sequencing samples comprising 7.2 Tbp,
and the SRA-MetaGut cohort, containing all human gut metagenome sequencing
samples available on SRA at this time, comprising approximately 156 Tbp. The input
data in these cohorts are samples from very diverse populations of organisms and
contain a large diversity of rare sequences. As a result, the compression ratios are lower
(140–155 bp/byte). However, they are still enough to compactly represent those vast
collections in searchable indexes, with the index size for MetaSUB being 46.7 GB and
1,111 GB for SRA-MetaGut.

Lastly, standing separately, collections of reference and assembled genomes feature the
highest diversity and the least redundancy, with the similarity between samples being
a function of evolutionary distance. Representatives of this class are RefSeq [O’L+15],
Tara Oceans [Pao+22], and the UHGG genome catalog [Alm+21]. Even though the
lack of inherent redundancy within these data sets makes them hard to compress,
MetaGraph allows indexing them and make fully searchable while keeping the index
size small.

6.1.2 Indexing public read sets from the Sequence Read Archive (SRA)

Most of the publicly available sequencing data generated in the past decades are
collected in the databases of NCBI Sequence Read Archive4 (NCBI SRA) [Kat+22]

4 https://www.ncbi.nlm.nih.gov/sra
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and the European Nucleotide Archive5 (ENA) [Bur+22], which makes indexing these
archives a key milestone towards the ultimate goal of indexing all publicly available
sequencing data. Since both NCBI SRA and ENA are synchronized to include in each of
them all the data with public access, we will refer to this full collection as the Sequence
Read Archive (SRA). In practice, we typically download the metadata describing the
SRA from NCBI and use ENA as a backup to download files that failed to download
from NCBI.

We have split the set of all read sets from SRA (excluding sequencing technologies with
high read error rates, see more details in sections below) into different groups of related
samples and constructed a separate MetaGraph index for each group. The groups
were defined either using data set definitions of prior work [Bra+19] or using the
metadata provided by NCBI SRA. As a result, we constructed the following 6 data sets:
SRA-MetaGut, SRA-Microbe, SRA-Fungi, SRA-Plants, SRA-Human, and SRA-Metazoa.
All these data sets are listed in Table 6.1 and make up a total of 4.4 Pbp and 2.3 PB
of gzip-compressed input sequences, while the indexes make up only 11.6 TB, which
corresponds to the overall compression ratio of 1933, or 376 bp/byte. In the following,
we will provide details for each of these 6 data sets.

6.1.2.1 SRA subsets composition

sra-microbe . This data set was first used in [Bra+19] to construct the BIGSI index.
Consisting of 446,506 microbial genome sequences, this data set once posed the largest
indexed set of raw sequencing data. To the moment of performing our experiments,
however, it only represented an outdated snapshot of the corresponding part of the
SRA. Nevertheless, we decided to keep the same sequence set for this work to en-
able direct comparison and benchmarking. A complete list of SRA IDs contained in
this set is available as file TableS1_SRA_Microbe.tsv (with further information available
in TableS10_SRA_Microbe_McCortex_logs.tsv.gz and TableS11_SRA_Microbe_no_logs.tsv) in Sup-
plemental Resources (see Section 6.1.8). For details on how the set of genomes was
selected, we refer to the original publication of [Bra+19].

sra-fungi . This data set contains all samples from the SRA assigned to the taxo-
nomic ID 4751 (Fungi) specifying the library source GENOMIC and excluding samples

5 https://www.ebi.ac.uk/ena
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using platforms PACBIO_SMRT or OXFORD_NANOPORE. In total, this amounts to 125,585
samples processed for cleaning. Out of these, 114,839 (91.4%) could be successfully
cleaned and were used to assemble the final MetaGraph index. All sample metadata
was requested from NCBI SRA on 25.09.2020 using the BigQuery tool on the Google
Cloud Platform. The complete list of all samples (including the list of successfully
cleaned ones) is available in file TableS2_SRA_Fungi.tsv in Supplemental Resources (see
Section 6.1.8).

sra-plants . This data set contains all samples from the SRA assigned to the taxo-
nomic ID 33090 (Viridiplantae), specifying the library source GENOMIC and excluding
samples using platforms PACBIO_SMRT or OXFORD_NANOPORE. In total, this amounts to
576,226 samples processed for cleaning. Out of these, 531,736 (92.3%) could be suc-
cessfully cleaned and were used to assemble the final MetaGraph index. All sample
metadata was requested from NCBI SRA on 17.08.2020 using the BigQuery tool on
the Google Cloud Platform. The complete list of all samples (including the list of
successfully cleaned ones) is available in file TableS3_SRA_Plant.tsv in the Supplemental
Resources (see Section 6.1.8).

sra-human. This data set contains all samples of assay type WGS, AMPLICON, WXS,
WGA, WCS, CLONE, POOLCLONE, or FINISHING from the SRA assigned to the taxonomic ID
9606 (Homo sapiens) specifying the library source GENOMIC and excluding samples
using platforms PACBIO_SMRT or OXFORD_NANOPORE. In total, this amounts to 454,252
samples processed for cleaning. Out of these, 436,502 (96.1%) could be successfully
cleaned and were used to assemble the final MetaGraph index. All sample metadata
was requested from NCBI SRA on 12.12.2020 using the BigQuery tool on the Google
Cloud Platform. The complete list of all samples (including the list of successfully
cleaned ones) is available in file TableS5_SRA_Human.tsv in the Supplemental Resources
(see Section 6.1.8).

sra-metazoa . This data set contains all samples from the SRA assigned to the taxo-
nomic ID 33208 (Metazoa) specifying the library source GENOMIC and excluding samples
using platforms PACBIO_SMRT or OXFORD_NANOPORE. In total, this amounts to 906,401
samples processed for cleaning. Out of these, 805,239 (88.8%) could be successfully
cleaned and were used to assemble the final MetaGraph index. All sample metadata
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was requested from NCBI SRA on 17.09.2020 using the BigQuery tool on the Google
Cloud Platform. The complete list of all samples (including the list of successfully
cleaned ones) is available in file TableS4_SRA_Metazoa.tsv in the Supplemental Resources
(see Section 6.1.8).

sra-metagut (human gut microbiome). This group contains all sequencing
samples of the assay type WGS and AMPLICON from the SRA assigned to the taxonomic ID
408170 (Human gut metagenome), excluding samples using platforms PACBIO_SMRT and
OXFORD_NANOPORE. In total, this amounts to 242,619 samples, where 177,759 (73.3%) were
AMPLICON and 64,860 (26.7%) were WGS samples. All these samples were successfully
cleaned and were used to assemble the final MetaGraph index. All sample metadata
was requested from NCBI SRA on 01.10.2020 using the BigQuery tool on the Google
Cloud Platform. The complete list of all samples processed for this index is available in
file TableS5_MetaGut.tsv in the Supplemental Resources (see Section 6.1.8).

6.1.2.2 Data preprocessing

For constructing the SRA-Microbe index, we used cleaned contigs downloaded from
the European Bioinformatics Institute FTP file server provided as Supplementary Data
in [Bra+19]. Thus, no additional data preprocessing was needed for this data set.

For all other data sets, each sample was either transferred and decompressed from
NCBI’s mirror on the Google Cloud Platform or, if not available on Google Cloud,
downloaded from the ENA onto one of our cloud-compute servers and subjected to
k-mer counting with KMC3 [KDD17] to generate the full k-mer spectrum. If the median
k-mer count on the spectrum was less than 2, the sample was further processed without
any cleaning. Otherwise, the sample was subjected to cleaning with the standard graph
cleaning procedure implemented in MetaGraph (see Section 2.4.9), with pruning tips
shorter than 2k (for all these data sets k was set to 31) and using an automatically
computed k-mer abundance threshold for pruning low-coverage unitigs, with a fallback
threshold value of 3. This cleaning procedure was applied for SRA-Fungi, SRA-Plants,
SRA-Human, and SRA-Metazoa.

For read sets of the SRA-MetaGut data set, the sequencing depth was typically low,
and hence, we applied a more lenient cleaning strategy. Namely, we have switched off
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the singleton filtering on the k-mer spectrum and used a constant cleaning threshold of
2 during graph cleaning to remove all unitigs with median k-mer abundance of 1.

6.1.2.3 Index construction

For each data set, we first constructed a joint canonical graph with k = 31 (including
for each indexed k-mer its reverse complement) from the cleaned contigs and then
transformed it into a primary graph (storing only one form of each k-mer and rep-
resenting the other implicitly, for more details refer to Section 2.4.8). Finally, using
the same cleaned contigs, we annotated the joint primary graph with sample IDs to
construct the annotation matrix. Each input sample thereby formed an individual
column of the annotation matrix. The annotation matrix was then transformed to the
RowDi!<Multi-BRWT> representation for higher compression and faster queries. The
graph was in turn transformed to the small representation. For exact commands and
scripts refer to Supplemental Resources (Section 6.1.8).

6.1.3 Indexing Genotype Tissue Expression (GTEx) data

The 9,759 raw RNA-Seq samples of the Genotype-Tissue Expression (GTEx) project
have become a de facto reference set for the study of human transcriptomics [Lon+13].
All available RNA-Seq samples that were part of the version 7 release of GTEx were
downloaded via dbGaP to our compute cluster of ETH Zurich. A list of all samples
used is available in the Supplemental Data (see Section 6.1.8).

construction. Each sample was individually transformed into a graph using
k = 31 and then cleaned with the standard graph cleaning algorithm implemented in
MetaGraph, with trimming tips shorter than 2k and using an automatically computed
coverage threshold with the fallback value of 2 for removing unitigs with low median
k-mer abundance. All resulting cleaned contigs were assembled into a joint canonical
De Bruijn graph and then transformed to the final primary graph. Using the typical
workflow, the primary joint graph was annotated using the cleaned contigs extracted
from each sample, generating one label per sample. All individual annotation columns
were finally collected into one matrix and transformed into the RowDi!<Multi-BRWT>
representation.
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When performing the indexing with k-mer counts (row ’GTEx with counts’ in Table 6.1),
we applied an additional smoothing of k-mer counts within cleaned unitigs to facilitate
the compression. We used a smoothing window of size 60. That is, for each k-mer
of a cleaned unitig, its count was replaced with the median abundance of 30 k-mers
before it in that unitig and 30 after. This smoothing window is significantly smaller
than the expected transcript length, however, it was sufficient to considerably reduce
the annotation size (from 184 GB when indexing the original counts to 76 GB).

6.1.4 Indexing the TCGA RNA-Seq cohort

The Cancer Genome Atlas (TCGA) has collected RNA-Seq samples on the same order
of magnitude from primary tumors, spanning across more than 30 cancer types,
constituting a central resource for cancer research [Cha+13]. We downloaded the data
from the Genomic Data Commons Portal of the NCI. A list containing all processed
samples is available as file TableS8_TCGA.tsv.gz in the Supplemental Resources described
in Section 6.1.8. In total, the index contains 11,095 individual records spanning over
all available TCGA cancer types. We used the same indexing workflow as for GTEx.
Similarly to GTEx, we have also constructed MetaGraph indexes with k-mer counts for
TCGA (see Table 6.1).

6.1.5 Indexing environmental metagenome samples (MetaSUB)

This data set contains 4,220 whole metagenome sequencing samples collected from
the built environment through the MetaSUB consortium [Dan+21b]. The swabs were
collected at different locations and from different objects, where we also contributed to
data collection by collecting swabs from benches, ticket machines, and various other
objects at different tram stops and train stations in Zurich. When sampling, each swab
was annotated with additional data including the location of sampling, the type of
object from which the swab was collected, the material of that object, the elevation
above or below sea level, and the station or line where the sample was collected. The
swabs were then sent for further processing to the sequencing team. For more details
about DNA extraction and sequencing, refer to [Dan+21b].
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Table 6.2: Summary of the MetaGraph indexes constructed from the MetaSUB collection of
environmental metagenome sequencing samples.

k # k-mers Graph (stat) Graph (small) Annotation Total index

19 35,187,770,685 29.7 GB 20.5 GB 185.9 GB 206 GB
41 66,256,410,974 48.1 GB 22.2 GB 24.4 GB 47 GB

The raw data (read sets) can be downloaded using the MetaSUB utils6. A list of all sam-
ple IDs used in this study is available as file TableS6_MetaSUB.csv.gz in the Supplemental
Resources described in Section 6.1.8.

construction. All input samples were directly assembled into canonical De Bruijn
graphs (sample graphs) with k = 19. All graphs were then cleaned with the standard
graph cleaning procedure implemented in MetaGraph (see Section 2.4.9), pruning tips
shorter than 2k and removing unitigs depending on coverage (automatically computed
based on k-mer spectrum). If no threshold could be computed by the algorithm, we
used 3 as a fallback value. The cleaned graphs were transformed into primary contigs,
which were then used to assemble a joint graph and annotate it. We annotated the graph
with sample IDs, which is the most fine-grained annotation we could construct. Thus,
each sample was transformed into a single annotation column in the final MetaGraph
index. All the annotation columns were finally aggregated into a joint annotation
matrix compressed with the RowDi!<Multi-BRWT> representation. The additional
metadata, such as the location, the object, and the surface material, were written to a
separate table and could easily be retrieved for any sample ID.

We have also constructed a MetaGraph index with k = 41 but decided to keep k = 19
as a default to increase the sensitivity of the k-mer mapping. The statistics for these
indexes is shown in Table 6.2. Notably, even though the graph over k = 41 contains
almost twice as many k-mers as the graph over k = 19, when represented with the
SuccinctDBG (small) representation, both take nearly the same space (see column ’Graph
(small)’ in Table 6.2), while still supporting queries without any extra decompression.
At the same time, the graph constructed for k = 41 has fewer bifurcation nodes
which allows the RowDiff encoding algorithm compress significantly better. Thus, the
eventual index size is significantly smaller (47 GB instead of 206 GB).

6 https://github.com/MetaSUB/metasub_utils
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6.1.6 Indexing the Reference Sequence (RefSeq) collection

The NCBI RefSeq database [O’L+15] contains a non-redundant collection of genomic
DNA sequences (all assembled reference genome sequences), transcripts, and proteins.

We indexed all 32,881,422 nucleotide sequences from release 97 of the RefSeq collection,
a total of 1.7 Tbp, which takes 483 GB when compressed with gzip -9. We constructed
three indexes of different annotation granularity: annotating NCBI Taxonomy IDs at
the genus level (85,375 binary annotation columns), annotating sequence accessions
(32,881,348 binary annotation columns), and finally annotating k-mer coordinates
within buckets split by Taxonomy IDs (85,375 annotation columns with tuples of k-mer
coordinates). All these three indexes employ the same underlying De Bruijn graph
as a k-mer index with k = 31, encoding all the k-mers extracted from the sequences
of the RefSeq collection. The graph was constructed in basic mode (non-canonical,
non-primary), as all the sequences of the collection are assemblies and, hence, are of a
determined orientation.

The summary of the indexes is shown in Table 6.1. As expected, the compression ratio
(the ratio between the compressed input and the index size) depends on the annotation
granularity, varying from 1.93 for annotations derived from Taxonomy IDs to 1.03
for lossless indexing with k-mer coordinates. Our indexes form an alternative to the
commonly used BLAST database [Mor+08] for competitive high-throughput search.
For a detailed comparison of these approaches, refer to Table 5.6 in Chapter 5.

6.1.7 Indexing global ocean microbiome (Tara Oceans) data

This collection contains 34,815 genomes reconstructed from metagenomic data sets from
major oceanographical surveys and time-series studies with high coverage of global
ocean microbial communities across ocean basins, depth layers, and time [Pao+22]. In
addition to metagenome assembled genomes (MAGs) constructed from 1,038 publicly
available metagenomes extracted from ocean water samples collected at 215 globally
distributed sampling sites, the collection includes a set of single amplified genomes
(SAGs) and reference genome sequences of marine bacteria and archaea from other
existing databases. For more details on the data composition, refer to the original
publication [Pao+22].
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We constructed two indexes for this collection (see a summary information in Table 6.1).
Both indexes employ a De Bruijn graph over k = 31 constructed in the basic mode, with
62 million k-mers. The first index annotates k-mers to represent their membership to in-
dividual filtered scaffolds reconstructed from the metagenomic samples and takes 1.63
less space than the gzip-compressed input. The second index encodes the coordinates
of the k-mers within individual assembled genomes and, hence, losslessly represents
the input sequences. Notably, it still achieves a compression ratio of 1.23. Lastly,
in addition to the two indexes described above, we also indexed the raw assembled
scaffolded contigs (360 Gbp) in an annotated graph with 318 million annotation labels.
Due to the very large number of annotation columns, unlike the annotation matrices
in other indexes typically represented in the Multi-BRWT format, for this index we
represent the RowDiff-transformed annotation matrix in the RowFlat format for fast
row queries.

6.1.8 Supplemental data

Additional resources, sample metadata, interactive notebooks, and scripts are available
at https://github.com/ratschlab/metagraph_paper_resources.

6.2 search engine for biological sequences metagraph online

To make the indexes constructed and presented in this work (see Section 6.1) publicly
available for online queries, we developed a search engine for biological sequences
MetaGraph Online. The service is currently publicly available for user queries at
https://metagraph.ethz.ch/search. At the core, it uses the MetaGraph framework
for hosting the indexes and performing queries on them in real time, and thus, the
result of a query is shown practically immediately.

6.2.1 Web user interface

The graphical web user interface (UI) of the search engine is demonstrated in Figure 6.2.
The UI allows the user to paste an arbitrary sequence and search it against a selected
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2

Internet Backend server!
(Flask)

Users MetaGraph servers

MetaGraph APIWeb UI / MetaGraph API

Figure 6.3: Architecture of MetaGraph Online — The client-server architecture of MetaGraph
Online. The backend server (middle) generates dynamic web pages and transforms user queries
to search requests sent to the remote servers hosting MetaGraph indexes. It also provides
an API equivalent to that of the MetaGraph server by forwarding requests sent to specific
endpoints to their respective MetaGraph servers.

6.2.2 The backend architecture

The architecture of the MetaGraph Online service is schematically shown in Figure 6.3.
The backend server (Figure 6.3, middle) implemented as a Flask application provides
a web interface and generates dynamic web pages for submitting search queries and
viewing the query results. The user queries are processed and transformed into a
search query, which is then passed to the remote servers hosting the MetaGraph indexes
(Figure 6.3, right). Once the query has been executed by the respective MetaGraph
server, the results are sent back to the backend server and an aggregated summary is
rendered to the user.

Each MetaGraph index is hosted on a remote server by running the MetaGraph
tool in server mode (Figure 6.3, right). The server applications run independently
and are distributed across the available machines. Each MetaGraph server receives
HTTP requests formed by the central backend server on user search requests. The
communication between the central backend server and the other remote MetaGraph
servers happens via the Python API (see Section 2.9.3), according to the scheme
described in Section 2.2.3.

For seamless compatibility, we also made the backend server redirect user requests and
provide the same web API for querying MetaGraph servers (e.g., from Python or as a
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Figure 6.4: List of indexes available on MetaGraph Online — Web view of indexes hosted on
the MetaGraph Online search engine for sequence search.

simple HTTP request) as if the MetaGraph tool is locally running in server mode.

MetaGraph Online currently hosts a large subset of the various indexes constructed and
presented in this work (see Section 6.1), ranging from SRA samples to several collections
of assembled and reference genomes. The entire list of indexes currently hosted on
the server and available for querying can be viewed in the respective tab ’Graphs’ (see
Figure 6.4). The summary includes the key characteristics of each index including the
mode in which the index was constructed (i.e., basic vs. canonical vs. primary and
ordinary vs. with k-mer counts vs. with k-mer coordinates).

In addition to user interaction with the web interface, MetaGraph Online provides a
web API equivalent to that of the MetaGraph server tool with Python API and allows
connecting to the respective servers via their endpoints. That is, any of the currently
hosted indexes can be queried using Python API (described in Section 2.9.3) by con-
necting to the respective endpoint of the server hosting that index. (The endpoints are
listed at the ’Graphs’ tab, see Figure 6.4.) For example, GraphClient(’metagraph.ethz.ch’,

80, api_path=’/api/metasub19’) to connect to the MetaSUB index.
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6.2.3 Implementation

The backend of MetaGraph Online is implemented as a Flask application. This web
application is deployed in a Docker container using the Nginx server as a backend.
For each search query from the user, it forms a request accordingly and sends it via
the Python API client to the MetaGraph servers hosting the indexes. We run these
MetaGraph servers in Docker containers on the same or other machines started in the
’always restart’ mode. In addition, the web application emulates the usual MetaGraph
API (described in Section 2.9.3) by redirecting all requests to the respective individual
MetaGraph servers hosting the indexes.

6.3 estimating the cost of comprehensive nucleotide sequence search
engine

In this section, we will estimate the cost of constructing and hosting MetaGraph indexes,
as well as the cost of serving user queries for sequence search. First, we will make
general calculations and then make calculations specifically for hosting the whole SRA.

6.3.1 General estimation methodology and assumptions for MetaGraph

Suppose we would like to index with MetaGraph a certain large data set (such as SRA)
of size D, measured in base pairs. We partition the whole data set into n parts and
index them independently. As a result, we get n MetaGraph indexes of size I1, . . . , In,
which we would host on n machines of a certain type to execute user queries.

Next, we will make the following assumptions.

1. All indexes have the same size I1 = · · · = In. Moreover, the total size of the indexes
I := "n

i=1 Ii does not depend on the partitioning of the data set and, in particular, on
the number of chunks n.

2. The resources required to host an index (memory and local disk space) grow linearly
with the index size: RM(I) = rI, RL(I) = l I.
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3. The throughput for search and alignment is in inverse dependence with the index
size I: S(I) = s/I, where S(I) denotes either the throughput of k-mer matching or
one of the alignment algorithms in MetaGraph running on an index of size I with a
single thread.

As an implication of the first assumption, one can index a part of the whole data set
of size D/n and derive from the size I of this index the compression ratio c = D

nI .
Essentially, the assumption says that the compression ratio does not depend on the
partitioning of the data set. In effect, MetaGraph does exploit the redundancy across the
indexed samples to enhance the compression. Thus, the estimation of c on a relatively
small subset (especially randomly selected) generally leads to an underestimated value
of c. In turn, this leads to overestimating the costs of hosting indexes constructed on
larger parts of the data set.

The second assumption comes naturally.

The third assumption typically holds true (see the results in Figure 2.13 as an example).
Moreover, if, theoretically, the query time grows superlinearly for a certain type of
data, the data set can be partitioned into smaller chunks, which would be indexed
independently and queried sequentially to keep the growth of the query time linear.

Suppose each hosting machine has N cores, M RAM, L of local disk space, and costs C
per time unit. Then, the minimum number of machines required to host the indexes
is nmin := )max( rI

M , l I
L )*, where I = c · D is the total size of the indexes (we used the

first assumption for this derivation). If all the machines are queried simultaneously,
the total throughput of such a system can be up to s/ I

nmin
· N = sNnmin/I. Since the

cost of the machines is nminC, the effective query cost is nminC
sNnmin/I = C·I

sN . Note that the
effective query cost does not depend on the number of machines nmin used. Indeed,
by using more machines, we pay more per time unit, but the task is performed faster.
Hence, the total cost is the same.

6.3.2 Hosting scenarios

We will consider the following scenarios of hosting preconstructed MetaGraph indexes.
On the one hand, the MetaGraph indexes can be constantly loaded in RAM to be ready
to serve user queries.
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On the other hand, the MetaGraph indexes can be precomputed and stored in a cloud
storage with fast access to allow the user to start an arbitrary number of machines
on demand and execute the queries on them. Each machine would download a
precomputed index from the common storage and would run the query against it.
With a sufficiently large query (in practice 100 Mbp is already sufficient), the time of
downloading and initializing a MetaGraph index can be neglected as it is far smaller
than the actual time taken to perform the query against this index.

The first scenario assumes we reserved a sufficient number of machines to keep all the
indexes loaded in their RAM. This ensures that one can execute queries online. However,
it implies high costs for keeping those machines running constantly. Alternatively, we
could reserve significantly fewer machines and keep the indexes in their local storage.
Thus, to serve a query, each machine would sequentially load the indexes from the
local storage into RAM and would perform the search against them. Effectively, this is
equivalent to the strategy ’on-demand’ described above, except that we would keep
a fixed number of machines ready to serve user queries at all times. As a result, we
could use cheaper instances (for dedicated use instead of on-demand) provided by
the cloud provider, as in the first scenario. As a downside, the query throughput
would be significantly lower, and the delay before seeing the query results would be
significantly higher than in the first scenario, which would nevertheless not affect the
effective query costs, assuming the query is performed in sufficiently large batches (as
in the on-demand scenario).

6.3.3 Cost estimates for sequence search against the entire SRA

In this section, we will estimate the cost of search against the whole of SRA, which,
according to the statistics provided by NCBI, comprised in January 2023 almost 40 Pbp
or 15.68 PB of sequences with public access. (Note that this number is significantly
lower than that presented in Table 1.1 for NCBI SRA because it includes only the data
with public access.) Even simply storing this compressed data costs $3/951/607 per
year7, or on average 17 cents per sample per year. The detailed growth statistics for the
SRA is shown in Table 6.3.

7 The estimate is based on the rate of $0.021 per GB for the Amazon S3 Standard storage service (data
from https://aws.amazon.com/s3/pricing/, accessed on 10.06.2023).
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Table 6.3: Growth of the Sequence Read Archive (SRA). For every year, the table shows the
amount of data with public access in the SRA at the beginning of that year. The values in
parentheses show the amount of data added during that year (the delta). The metadata file
with this statistics was collected from NCBI on 12.06.2023.

Year # samples Tbp Size, TB
2008 234 (+5,944) 0.02 (+2.2) 0.05 (+12.8)
2009 6,178 (+16,265) 2.2 (+9.8) 12.9 (+15.4)
2010 22,443 (+37,637) 12.1 (+47.0) 28.2 (+72.9)
2011 60,080 (+64,534) 59.1 (+108.6) 101.1 (+76.0)
2012 124,614 (+132,228) 167.7 (+218.1) 177.2 (+133.4)
2013 256,842 (+187,457) 385.8 (+482.8) 310.6 (+296.0)
2014 444,299 (+407,098) 868.6 (+677.2) 606.6 (+392.5)
2015 851,397 (+666,196) 1,546 (+1,100) 999.1 (+659.7)
2016 1,517,593 (+1,020,304) 2,645 (+1,479) 1,659 (+807.6)
2017 2,537,897 (+1,178,709) 4,125 (+1,923) 2,466 (+951.6)
2018 3,716,606 (+1,880,461) 6,048 (+2,871) 3,418 (+1,337)
2019 5,597,067 (+2,080,174) 8,919 (+4,650) 4,755 (+1,865)
2020 7,677,241 (+3,254,730) 13,569 (+6,435) 6,620 (+2,547)
2021 10,931,971 (+5,684,245) 20,004 (+8,578) 9,167 (+2,910)
2022 16,616,216 (+6,394,432) 28,581 (+10,369) 12,077 (+3,604)
2023 23,010,648 38,950 15,681

To the best of our knowledge, the only other approach used in the past to align
sequences against samples from the SRA at a Petabase scale is Serratus [Edg+22]. In
Serratus, the final costs of search were estimated as $0.0062 per SRA sample with a
79.8 MB (82.16 Mbp) query [Edg+22]. After normalization to estimate the effective cost
of search per 1 Mbp of query against the current version of the SRA (23,010,648 samples
with public access to the beginning of 2023), we get $0.0062 · 23,010,648/82.16 = $1/736.

Next, we will estimate the cost of indexing the entire SRA with MetaGraph and hosting
these indexes to provide a service for sequence search, as well as estimate the effective
query costs.

6.3.3.1 Indexing costs

To estimate the total cost of constructing MetaGraph indexes for the entire SRA, we
indexed a set of samples from 100 random studies from the SRA. This set contained
5,184 read sets with a total of 9,579 Gbp. (This data set is also shown in Table 6.1.) We
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preprocessed all these samples with the standard cleaning workflow implemented in
MetaGraph, also applied when indexing SRA-Fungi, SRA-Plants, SRA-Human, and
SRA-Metazoa (see Section 6.1.2.2). Each cleaning task reserved 4 cores and 40 GB RAM
of dedicated compute nodes in the cloud. In total, all these tasks took 1370 cpu-hours.
For such tasks, m1-megamem-96 instances provided by Google Cloud8 at a rate of $3.20
per hour for committed use was the cheapest option as of 10.06.2023. Each instance has
192 virtual cores and 1433.6 GiB RAM, and hence, can perform 38 tasks at a time. Thus,
the preprocessing of the entire SRA would cost $3.20 · 1370/38/9.579 Tbp · 38,950 Tbp 6
$469/000, which corresponds to only 2 cents per sample.

The construction of the final MetaGraph index of these 5,184 cleaned samples on a
machine with 32 cores and 75 GB RAM took from 23.6 to 24.8 hours (see Table 6.4 for
exact values), depending on the final representation. On a e2-highmem-16 machine (with
32 virtual cores and 128 GiB RAM) provided by Google Cloud at a rate of $0.33 per
hour for committed use, this computation would cost around $0.33 · 24 = $7.92. After
normalization, we estimate the total indexing cost of preprocessed samples from the
entire SRA as $7.92/9.579 Tbp · 38,950 Tbp 6 $32,000 or only 14 cents per 100 samples.
Thus, the total amortized cost of indexing one raw read set from SRA is 2.2 cents.

6.3.3.2 Estimating characteristics of MetaGraph representations for SRA

We measured key statistics for the MetaGraph indexes constructed in different rep-
resentations for those 5,184 samples (9,579 Gbp) to estimate the parameters r, l, s for
each representation. (These parameters will be used in the next section to estimate
the cost of constructing and hosting the index of the entire SRA.) The results are
summarized in Table 6.4. One can see that the index representing the graph with
SuccinctDBG (static) and the annotation with RowDi!<RowFlat> provides the highest
query throughput. However, it required more RAM when querying compared to other
representations. The index using SuccinctDBG (small) and RowDi!<Multi-BRWT>, on
the contrary, achieves the best compression, but it provides lower throughput. Finally,
the indexes representing the annotation with RowDi!<RowDisk> provide an excellent
trade-off. They require significantly less RAM when querying by using additional
space on SSD or NVMe SSD.

8 https://cloud.google.com/
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Table 6.4: Key statistics of MetaGraph indexes constructed from the 5,184 samples (the total of
9,579 Gbp) of 100 random studies from the SRA. Construction time does not include the time
of preprocessing the samples (graph cleaning). The parameters under the dashed line were
estimated based on the key characteristics of the indexes shown above the dashed line. The
best value for each characteristic is highlighted in bold.

Characteristic fast, RowFlat fast, RowDisk small, RowDisk small, BRWT

Graph (SuccinctDBG) static static small small

Annotation (RowDi! <*>) RowFlat RowDisk RowDisk Multi-BRWT

Construction time, h 24.0 23.6 23.8 24.8

Size on disk I, GB 51 49 37 32

RAM usage RM(I), GB 57 37 24 37

Disk swap R_L(I), GB 0 25 25 0

Search speed Ssearch(I), Mbp/h 713.1 562.2 284.6 144.9

Alignment speed Salign(I), Mbp/h 24.5 20.8 8.3 6.3

Compression c = D/I, bp/byte 188 195 259 299

r = RM(I)/I 1.12 0.76 0.65 1.16

l = R_L(I)/I 0 0.51 0.68 0

ssearch, Mbp/h/GB 14.0 11.5 7.7 4.5

salign, Mbp/h/GB 0.48 0.42 0.22 0.20

The k-mer search and sequence alignment throughput was measured by querying a
batch of reads randomly sampled from the same data set. Namely, from those 5,184
samples, we randomly selected 300 and randomly picked 100 reads from each of them,
which resulted in 30,000 reads of the total size 5.3 Mbp.

6.3.3.3 Final estimates for SRA

Finally, we used our methodology described in Section 6.3.1 to estimate the cost of
sequence search against the entire SRA with different hosting scenarios described in Sec-
tion 6.3.2. We parsed the list of all available compute instances of the current generation
provided by the Amazon AWS provider in the US East (Ohio) region (data from https:

//calculator.aws/#/addService/ec2-enhancement/, accessed on 10.06.2023) and their
prices for on-demand and dedicated (assuming prepayment for 3 years) use. We also
extended this list with various compute instances provided by the Google Cloud
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Table 6.5: Costs for storing and searching against the SRA with MetaGraph in different
representations (’MetaGraph on demand’ uses the same index as ’MetaGraph fast, RowFlat’)
and Serratus. The search throughput was estimated for k-mer mapping. The effective query
costs were computed for k-mer mapping (search) and alignment to labels (align). (*) The
indexing costs per year were estimated assuming that the SRA grows every year by the same
absolute amount as in 2022. (†) The MetaGraph versions marked with † assume that the indexes
are stored in fast local disk space and queried sequentially when a sufficiently large query batch
is accumulated.

Indexing cost Hosting Search Query cost /Mbp

Method before 2023 then /year* cost /year node type #nodes Mbp/h search align

Storage of SRA n/a n/a $3/951/607 AWS S3 buckets n/a 0 n/a n/a

M
et

aG
ra

ph

fast, RowFlat $500/410 $133/213 $2/971/394 x2gd.xlarge 3373 2366 $0.14 $4.1

fast, RowDisk $499/883 $133/073 $1/940/876 x2gd.xlarge 2190 1211 $0.18 $4.9

small, RowDisk $500/226 $133/164 $1/264/034 x2gd.2xlarge 711 398 $0.35 $12.2

fast, RowFlat † $500/410 $133/213 $163/281 i3en.3xlarge 28 20 $0.71 $10.6

small, BRWT † $500/754 $133/304 $104/391 i3en.3xlarge 18 6.4 $1.44 $30.1

on demand $500/410 $133/213 $52/261 e2-standard-32 any unlim. $0.10 $2.8

Serratus 0 0 0 ([r5,c5].x/c5.)large any unlim. n/a $1/736

Platform (data from https://cloud.google.com/products/calculator/, accessed on
10.06.2023).

For each instance type from the list and each version of MetaGraph, we estimated the
number of machines of that type required to host the entire index of SRA using the
parameters estimated in Section 6.3.3.2. From this, we could immediately calculate
the cost of serving the indexes on those machines (cost of the machines plus cost
of storing the precomputed indexes) and the expected search throughput. For each
hosting scenario and version of MetaGraph, we found the minimum hosting cost
per year and then found an instance that would maximize the query throughput
while still keeping the hosting cost at most 20% higher than the previously computed
minimum. Note that since the hosting cost for ’MetaGraph on demand’ only includes
the cost of storing the preconstructed indexes, and hence, does not depend on the
type of the compute instances used, the optimization is done to maximize the total
query throughput, while for the other hosting scenarios the optimization is done to
primarily minimize the total yearly hosting cost. The results are shown in Table 6.5.
(The detailed calculations with formulas can be found in the respective spreadsheet at
https://github.com/ratschlab/metagraph_paper_resources.)
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The indexing costs for each version of MetaGraph were estimated with the approach
described in Section 6.3.3.1 and include both the cost of preprocessing the samples
as well as the index construction costs. While they make up a large figure in total,
the indexing has to be done only once, and it takes only 2.2 cents when calculated
per sample, which is roughly the price of storing this sample for 2 months with the
Amazon AWS S3 service.

Once the indexes are constructed, they can be hosted in the cloud. The hosting costs,
therefore, consist of two components: i) the cost of storing the indexes in the cloud
and ii) the cost of running machines with the initialized indexes serving user queries.
For scenario ’MetaGraph on demand’ (see Table 6.5), it is sufficient to only store the
constructed indexes in a fast common storage of the cloud to allow starting by the users
any desired number of machines that would copy the indexes from the common storage
and execute the requested queries, at their cost. Hence, the hosting (maintenance)
costs would only include the cost of storing the index in that particular representation
(SuccinctDBG (static) with RowDi!<RowFlat>), which would be $52/261 per year for
the Amazon AWS S3 service. Note that due to the compression achieved during the
indexing, storing the indexes is almost two orders of magnitude cheaper than storing
the raw compressed samples, which is currently carried out by NCBI and ENA.

The other hosting scenarios (’fast, RowFlat’, ’fast, RowDisk’, etc.) assume not only
storing the preconstructed indexes but constantly keeping them loaded in RAM of the
compute machines. In this case, fast common storage such as AWS S3 is not required,
and it is sufficient to store the indexes on regular HDD (e.g., EBS Cold HDD (sc1)
Volumes provided at a price of $0.015 per GB-month) to enable reloading the index,
e.g., when a hosting machine unexpectedly shuts down. We calculated the storage costs
for each representation of MetaGraph with the EBS Cold HDD (sc1) Volumes storage
and added these to the hosting costs reported in Table 6.5. Besides those storage
costs, the total yearly hosting costs we report include the cost of running the required
number of compute machines of the selected type (see Table 6.5). To calculate these,
we used the discounted pricing assuming a prepayment for 3 years of dedicated use.
The effective query cost was calculated accordingly by dividing the hosting costs by the
maximum throughput provided by a particular hosting scenario. The effective query
costs for ’MetaGraph on demand’ were calculated by dividing the price of machines
of type e2-standard-32 per time unit (provided by the Google Cloud Platform at the
on-demand rate without discounts for committed use) by the estimated maximum
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query throughput it would achieve with the given number of virtual cores. Additionally,
in this calculation, we did not assume that the indexes assigned to a specific machine
for querying have to be simultaneously loaded in RAM since they can be queried
sequentially with the same throughput when using multiple threads. As a result, the
effective query costs for ’MetaGraph on demand’ are estimated to be as low as $2.8 per
1 Mbp of query sequences, which is over 600 times cheaper when compared to Serratus.

Last, one could argue that the indexing and hosting costs would grow exponentially
with the exponential growth of the archive. However, when calculated per sample,
these costs are not only fixed, but they are, in fact, three orders of magnitude lower than
the actual cost of sequencing (the amortized cost of indexing and storing the index for
a period of ten years is around 5 cents per sample while the sequencing currently costs
around $100 per sample and would unlikely be cheaper than 1$ due to the required
lab work and the cost of reagents). This suggests the feasibility of maintaining in the
long term a system, which would allow cost-efficient sequence alignment against the
entire SRA.
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7
Conclusion

In this dissertation, we considered the problem of indexing very large collections of bio-
logical sequences. The problem is especially relevant because even the NCBI Sequence
Read Archive alone has already accumulated over 72 Petabases of sequences generated
by researchers and medical institutions around the world, and it keeps growing at an
ever-increasing rate. At the same time, there are currently no solutions to perform
search by sequence or sequence alignment in this trove of data in a cost-efficient manner.
For example, even such a simple question as ’has this sequence/variant/pathogen been
observed anywhere before?’ is currently impossible to answer without computations
costing tens of thousands of US dollars. The well-known web service BLAST [Alt+90]
hosted by NCBI enables search in collections of reference sequences. However, it simply
does not scale to Petabases of raw sequence data because of the extensive memory and
compute resources it would require. Thus, new approaches are needed.

In this work, we developed methods that are cost-efficient and can be used to index
sequence data at the scale of all existing public sequence archives. To put these ideas
into practice, we developed MetaGraph. MetaGraph efficiently indexes Petabase-scale
cohorts of sequencing experiments in annotated De Bruijn graphs and supports a wide
range of queries, including taxonomy classification, k-mer search, and various strategies
for sequence alignment. Internally, MetaGraph represents input data as collections of
k-mer sets stored in succinct data structures, offering practically relevant trade-offs
between the index size and the query performance. This flexibility allows running
MetaGraph at different scales and on different hardware, from laptops to research
compute clusters and distributed cloud environments.
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We put a special emphasis on developing efficient and versatile methods for represent-
ing graph annotations. Namely, we reviewed existing and proposed new and more
performant schemes for the compressed representation of binary relations used to
represent graph annotations in Chapter 3. Then, we proposed a practical delta coding
compression technique RowDiff, exploiting the likely similarities in annotations of
nodes adjacent in the graph to compress graph annotations in Chapter 4. We have also
developed scalable construction algorithms, which allow applying this compression on
virtually arbitrarily large indexes, to make them several times smaller and, at the same
time, faster to query. Finally, in Chapter 5, we considered the problem of representing
non-binary graph annotations to encode such quantitative information as gene expres-
sion data and genomic coordinates and proposed generic methods to encode this kind
of data. We have also generalized the RowDiff scheme to this class of annotations. As a
result, MetaGraph not only scales to data sets orders of magnitude larger than existing
state-of-the-art methods but also allows for the truly lossless representation of any set
of input sequences, unlike the existing methods for indexing raw sequencing data.

In addition to the exceptional scalability, another distinguishing feature of MetaGraph
is its versatility and the support for incorporating different kinds of annotation data,
which made it possible to implement different new approaches for sequence alignment,
from aligning sequences against paths in the joint De Bruijn graph, to performing
pairwise sequence alignment against individual input sequences encoded in the index.
MetaGraph thereby covers a large spectrum of applications and, notably, outperforms
the respective state-of-the-art methods. Namely, when losslessly indexing and aligning
against sets of assembled sequences, it outperforms BLAST in alignment accuracy,
speed, and memory footprint. On the other extreme, when indexing raw read sets, a
use case targeted by such tools as Mantis, REINDEER, and BIGSI, it dramatically out-
performs all these tools in memory footprint and allows indexing orders of magnitude
larger data sets.

7.1 practical implications and unveiled opportunities

To put our methods to real use, we have indexed various collections of real DNA and
RNA sequences (see Chapter 6), including a significant portion of all publicly available
whole-genome sequencing samples from the Sequence Read Archive. In particular, we
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have indexed over 90% of all Microbe, Fungi, Plant, Human, human gut metagenome,
and a substantial part of the Metazoan samples from the SRA, which together make up
2.6 Petabases in 1,903,327 read sets. We have also indexed a number of other diverse
and biologically relevant data sets, from reference genomes to raw metagenomic reads.
We provide these indexes as a public resource with a subset of them hosted as a web
service for interactive queries MetaGraph Online. As an immediate outcome of our
efforts, life science researchers and other communities, at last, get easy and cost-efficient
access to the sequence data for exploration and search, which would practically be
impossible using only the raw data.

The size and the diversity of the data we have processed prove the feasibility of
keeping all existing sequence archives indexed in a general manner and making them
searchable, similarly to how Google indexes web pages and the information extracted
from them. Continuing this analogy, one can view the exact sequence search based on
k-mer mapping and inexact search based on sequence alignment in MetaGraph as a
parallel to the exact and inexact search queries in a typical search engine (i.e., queries
in Google with and without quotation marks put around a word or a phrase to search
pages that contain those exact words and phrases). We emphasize that the support
for sequence alignment is especially crucial, for instance, when searching for highly
dissimilar sequences with high mutation rates. Together with its exceptional scalability,
this makes MetaGraph stand out from all existing state-of-the-art methods and tools.

7.2 limits of this dissertation

In this work, we have demonstrated the feasibility of getting the enormous bulk of all
existing public sequence archives indexed (see our cost estimates for running such a
service in Section 6.3). There are, however, always ways to improve. In the following,
we will describe several research problems that are relevant to this work but have
remained beyond the scope of this dissertation.

The first problem consists in investigating how the grouping of samples affects the
total size of the final indexes and their query performance. Indeed, when the input
collection is too large, it needs to be partitioned into several batches, which can be
indexed separately. However, one could use different approaches to perform this
partitioning. For instance, the samples may be partitioned by their similarity, e.g., with
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a clustering algorithm using the Jaccard similarity between their k-mer sets as a metric.
Alternatively, it could be derived from the taxonomy tree or even randomly.

Another research question consists in choosing a particular approach for setting k-mer
length when indexing. From the experiments we performed with various values of k,
we concluded that k must not be too small or too large, but everything in the range of
roughly 21 to 70 works well. However, as one can see, e.g., from Table 6.2, the choice of
k may significantly affect the final index size. It might also affect the accuracy and the
sensitivity of the alignment algorithms implemented in MetaGraph. Thus, investigating
these effects rigorously remains an important direction for future work.

A related aspect concerns the case of indexing very short sequences (those shorter than
parameter k). Even though we did not deal with this problem and simply discarded all
such sequences and read sets when constructing our indexes, including those presented
in Section 6.1, this issue can easily be overcome, if needed, by prepending every such
short sequence with a prefix of dummy characters and by mapping query sequences
with sub-k-mer matching (see Section 2.4.5.4). Similarly, sub-k-mer matching can be
used when searching for very short sequences in indexes constructed from either short
or long sequences.

Next, even though it was theoretically possible to implement sequence-to-graph and
pairwise sequence alignment algorithms that find optimal solutions, in this work,
we have focused on algorithms that are scalable. As a result, the algorithms we
developed have a low memory and time complexity and can be executed on a wide
range of input data, from short reads to long assembled sequences. This generality
and scalability in turn come at the cost of the optimality guarantees, a trade-off that
is also characteristic of such classical methods as BLAST. Nevertheless, despite the
lack of theoretical guarantees, our evaluations have shown that the alignment accuracy
in practice is exceptionally high in most settings. More precisely, we optimized the
alignment algorithms for cases where query sequences are similar to those indexed in
the database. Our algorithms might struggle more when trying to align highly divergent
sequences, when the computed alignments are significantly different from the optimal
ones. However, in reality, this case constitutes a small share of the whole range of
potential applications. In addition, divergent sequences are typically anyway searched
in a more conserved space, e.g., via a translated alignment of protein sequences.

We should also note that while in this work we have mainly focused on the case
of indexing genomic data, our approach supports inputs over arbitrary alphabets,
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including transcriptomic and protein sequences.

Finally, it is important to highlight the target use cases of MetaGraph. When designing
MetaGraph, we set its generality as one of the main characteristics. Namely, MetaGraph
can be used to process different kinds of sequence data, including but not limited to
assembled sequences, raw reads, and protein sequences. However, there are other
bioinformatics tools that have overlapping objectives but are targeted to very specific
use cases. These tools can fully rely on certain properties of their target use cases and
take advantage of them to achieve higher compression or alignment performance. For
instance, the VG framework developed for processing pangenomes is exceptionally
effective when working with collections of assembled genomes of the same organism.
On the other side, there are many tools for solving the pairwise sequence alignment
problem. Even though MetaGraph could also be used to solve problems targeted by
these tools, it is designed for more general use, namely, indexing of diverse collections
of arbitrary sequences, covering the use case of BLAST and going beyond because of
having a joint graph structure facilitating sequence alignment and achieving better
compression ratios especially when indexing collections of read sets.

7.3 final comments

Results presented in this dissertation set a crucial milestone in solving the problem
of making all existing biological sequence data searchable and easy for exploration,
a problem of high practical relevance demonstrated by the difficulties the scientific
community faced when trying to establish the origin and the novelty of the SARS-CoV-2
virus in the recent pandemic. What was deemed challenging a few years ago, such
as indexing and searching in a couple of thousand read sets, now is trivial and can
easily be done on a modern typical user laptop. Moreover, we have shown that with
the developed infrastructure in its current implementation, we can index sequence
collections of size comparable to the amount of all existing DNA sequences generated
to this date, which previously seemed inconceivable.

We are confident that the methods presented in this dissertation can be employed
and integrated into the infrastructure of large data repositories, such as the ENA and
NCBI SRA to make all sequence data stored in these repositories searchable, thereby
providing essentially a "Google for DNA". Notably, the cost of providing this whole

185



Chapter 7. Conclusion

service would be negligible compared to the price paid to generate this data in the first
place and the cost of storing it in the archives.
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Then, all columns of the batch are processed in parallel. The algo-
rithm iterates only through set bits of each column in the active
block and computes the elements of the RowDiff transformed
matrix A- (see Algorithm 5 for a more detailed description). . . 109

Figure 4.3 Representation size — The green line represents the size of
the non-sparsified annotation matrix encoded with Multi-BRWT.
The purple and the red lines represent the sizes of the RowDiff
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Figure 5.1 The proposed representation of sparse matrices in compressed
form. Panel A: General scheme for sparse matrices with abstract
attributes, where the non-assigned attributes are eliminated by
an indicator binary matrix stored in a compressed representation
(e.g., Multi-BRWT) supporting the rank operation on its columns
to enable access to the corresponding attribute for any given cell
of the matrix. These attributes are stored separately, typically
in the form of compressed arrays. Panel B: The scheme applied
to a single column with integer values (e.g., k-mer counts) and
the query algorithm (e.g., the count of k-mer i is retrieved as
A1[rank(B1, i)]). Empty cells in grey represent zeros. Panel C:
The scheme applied to a single column where each cell is a set of
numbers, or a tuple (e.g., representing k-mer coordinates). The
"zero" attributes (empty sets) are eliminated with an indicator
bitmap and the non-empty sets are encoded in an array that
holds all numbers together with a delimiting bitmap. . . . . . . 126
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Figure 5.3 A schematic diagram illustrating the encoding of k-mer counts in
m columns with the proposed approach. Circles represent nodes
of a De Bruijn graph. Edges are shown as arrows. Red nodes
represent anchor nodes and red edges represent paths to row-
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